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Abstract

Convective weather is a large source of disruption for air traffic management
operations. Being able to predict thunderstorms the day before operations
can help traffic managers plan around weather and improve air traffic low
management operations. In this paper, machine learning is applied on data
from satellite storm observations and ensemble numerical weather prediction
products to detect convective weather 36 hours in advance. The learning
task is formulated as a binary classification problem and a neural network
is trained to predict the occurrence of storms. The neural network results
are used to develop a probabilistic based convection indicator capable of
outperforming existing convection indicators found in the literature. Lastly,
applications of the neural network based indicator in an air traffic manage-
ment setting are presented.
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1. Introduction

Convective weather is a well known aviation hazard; turbulence, wind
shear, lighting, and hail are elements arising in thunderstorms that can be
catastrophic for aircraft. In Europe, convective weather, i.e. thunderstorms
typically occur in the summer and coincide with a period of high air traffic
demand on the airspace system. This combination of bad weather and high
demand causes significant disruption to air traffic management operations
resulting in delays throughout the network. In 2018, 25 % of the total delay
in the European airspace was attributed to adverse weather, resulting in a
total of 4.8 million minutes, the majority can be attributed to convective
weather (EUROCONTROL, 2019). Using the estimated rate of 100€ per
minute of delay (Cook & Tanner, 2015), the costs associated with the weather
delay in 2018 can be quantified at 0.48 billion euros.

A key reason why thunderstorm phenomena are so disruptive is the dif-
ficulty of forecasting their birth and evolution. While some meteorological
conditions are required for thunderstorm formation and can be forecast in
advance, the specific location and timing of convective initiation triggers is
harder to identify. As a consequence, thunderstorm prediction is usually per-
formed using nowcasting. Nowcasting are short term predictions, typically 1
- 3 hours, based on extrapolation of sensor data such as Doppler radars or
satellite (Wilson et al., 1998). However, extrapolation degrades rapidly as
the forecasting horizon increases. One nowcasting system of particular inter-
est for aviation is the Corridor Integrated Weather System (CIWS) (Evans
& Ducot, 2006), which is in use in the US.

Due to the poor prediction precision of convective weather at time hori-
zons greater than 3 hours, air navigation service providers and airlines typi-
cally do not make strategic modifications to their operational plans, instead
preferring to make tactical adjustments in real-time according to the evolv-
ing weather situation. This reactive approach in handling convective weather
events; is not conducive to coordination among multiple Air Navigation Ser-
vice Providers (ANSP) and leads to inefficiency in the system.

The process of Air Traffic Flow Management (ATFM) aims at minimising
network disruptions in the system by matching the airspace and airport ca-
pacity with the varying levels of traffic demand to ensure safety and efficiency
throughout the airspace system. ATFM is a coordinated effort between mul-
tiple stakeholders including the Network Manager, national ANSPs, and air-
craft operators. ATFM is a multi-phase iterative process beginning months
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before the day of operations.

The pre-tactical phase of ATFM focuses on measures to be applied at least
one day prior to the day of operations. In this stage, analysis is performed
to refine capacity and demand estimates, and assess ATFM measures. The
outcome of this phase is a plan for the day of operations, known as the ATFM
Daily Plan (ADP) in Europe.

While weather condition are considered during this phase of ATFM, the
weather information available for input to the ATFM Daily Plan is limited.
In Europe, EUROCONTROL’s Network Operations Portal provides a Daily
Network Weather Assessment, a document containing a brief written descrip-
tion of the general weather outlook for the Network, and severe weather alerts
for en route airspaces and airports. The weather assessment also contains
a series of static maps providing forecasts of temperature, winds and pre-
cipitation for the day. While this daily product is useful in providing some
awareness of the meteorological conditions for the day, it fails to capture
evolving weather phenomena such as convection. In order to effectively min-
imise the disruptions on the network, traffic managers require high confident
convective weather forecast with sufficient lead time.

In order to extend the lead time in thunderstorm prediction it is necessary
shift away from nowcasting methods and exploit the advances in Numerical
Weather Prediction (NWP) tools. NWPs use computer simulations to model
the atmospheric processes at a computational grid. The fluid motion and
thermodynamic characteristics of the atmosphere are modeled using partial
differential equations, capturing interactions among neighboring grid cells
and calculating a broad set of atmospheric parameters for each grid cell.
These NWP products are able to predict the state of the atmosphere multiple
days into the future with fairly good accuracy. Indeed, the majority of the
weather forecast we use in our daily lives rely on NWPs. However, NWPs
have not traditionally been used for thunderstorm prediction because the size
and lifespans of thunderstorms are small compared with the spatiotemporal
resolution of medium-range NWP models.

Advances in weather science and high performance computing have greatly
improved the prediction skill of NWPs in recent years. In our research we
set out to leverage these improvements and machine learning techniques to
predict thunderstorms using NWPs at timescales (greater that 24 hours)
required for the pre-tactical phase air traffic low management.

At shorter time horizons, machine learning and NWPs have been used
successfully to improve nowcasting of thunderstorms. In (Mecikalski et al.,

3
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2015), machine learning techniques were applied on satellite data to improved
their nowcasting algorithm’s ability to predict which cloud objects would
display convective initiation within the hour. Also, in (Li et al., 2019)
machine learning techniques are applied to Doppler radar images to predict
gale force winds. Also, in (Khandan et al., 2018) a Random Forest is used
to predict convection initiation for the next 6 hours from satellite and NWP
data. However, predictions at these time scales are not compatible with
pre-tactical ATFM operations.

Machine learning has also been applied on NWP data to predict thun-
derstorms for longer time horizons. In (Saur, 2017), NWP and historical
weather data are used to train a back-propagation algorithm to predict con-
vective precipitation that may cause to flash floods over the Zlin region of
Czech Republic up to 24 hours in advance. In (Collins & Tissot, 2015), a
deep-learning neural network model is developed using cloud to ground light-
ning data to predict the occurrence of thunderstorms in certain regions of
Texas, US within 2 hour time steps at time horizons up to 15 hours. Random
Forest has also been applied on NWP to predict the probability of lightning
strike over the Alaskan tundra (He & Loboda, 2020). In (Simon et al.,
2018), thunderstorm occurrence within a 6 hour period is predicted over the
European eastern Alps up to 5 days in advance using generalized additive
models (GAMs) and gradient boosting with cloud-to-ground lightning data.
Convolutional Neural Networks have also been applied on NWP products to
predict multiple types of convective weather within a 6 hour period up to
72 hours in advance (Zhou et al., 2019). While these works have been suc-
cessful in using machine learning to predict convective weather, their specific
applications did not require spatial-temporal resolution nor the continental
scale geographic domain necessary for pre-tactiacl ATFM application. While
works predicting convective events with high spatial-temporal resolution do
exist (Spiridonov et al., 2020; Baldauf et al., 2011), they rely on physics-
based computational fluid dynamic models rather than machine learning,
and are limited in their geographical domain.

In this paper we apply machine learning to predict thunderstorm occur-
rence over a large portion of western Europe in hourly time steps at time
horizons up to 36 hours. An ensemble NWP with 0.25 degree spatial res-
olution and satellite observations from the EUMETSAT NWC-SAF Rapid-
Development Thunderstorm product are used to train a neural network to
provide the likelihood of convective weather. To the authors’ knowledge,
the use of satellite storm data is novel approach, previous works using ma-
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chine learning to predict convective weather has relied on cloud-to-ground
lightning.

Model results are used to create a convection indicator that enables the
consideration of thunderstorms during the pre-tactical phase of ATFM. The
novel indicator is compared with an existing convection indicator found in
the literature. The remainder of this paper is organized as follows. Section 2
presents an overview of the data used, while details of the neural network at
provided in Section 3. Next, results are presented in Section 4, followed by
examples of model application within an ATFM context in Section 5. Finally,
a summary is provided in Section 6 where conclusions and future work are
discussed.

2. Weather Data

Convection is a vertical phenomena in the atmosphere created by the
uneven heating of the Earth’s surface due to solar radiation. Heat from the
Earth’s surface warms the air directly above it, causing the air to expand,
becoming less dense than the surrounding air, and creating thermal columns
of rising air. If moisture is also present, the warm moist air will rise and
in the processes cool and condense. If sufficient instability is present in the
atmosphere, this process can form extensive towering cumulonimbus clouds
creating ideal conditions for thunderstorms. Convective storms can become
quite extensive and be observed from space.

In developing the convection prediction model, data from ensemble NWP
forecasts and satellite thunderstorms observations are used. Given the lead
times required for pre-tactical ATFM, the model input is provided by en-
semble NWP forecasts, as these are available 36 hours in advance. Satellite
image data is used for training and evaluation of the model as it provides
an accurate representation of convective events. The data used is from June
2018 with a geographical domain covering vast portions of western Europe
and northern Africa as seen in Figure 1.

2.1. Ensemble NWP

Ensemble probabilistic forecasting is a technique used to provide an es-
timate of the uncertainty associated with predictions of the atmosphere.
Rather than forecasting one future scenario as in traditional NWPs, multiple
future scenarios are created, using a variety of techniques including perturb-
ing initial conditions, running multiple models, or using different combina-
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Figure 1: Geographical domain of forecast and observational weather data.

tions of physical parameterization schemes. The perturbation techniques are
inline with the observational errors in the current state of the atmosphere. An
assumption in using ensemble forecasts is that the probability of occurrence
for each member is equally likely. A priori, there is no way of knowing which
members will more closely resemble actual conditions. Furthermore, one en-
semble member may be closest to the truth at a given geographical location,
but this need not be the case at another location (Palmer et al., 2006).
The spread of the members will reflect the predictability of the atmosphere,
with a larger deviation between members indicative of a less predictable at-
mosphere. The goal of the ensemble system it to capture reality within the
range of predictions. The ensemble NWP data used in this research comes
from European Centre for Medium-Range Weather Forecasts (ECMWEF) En-
semble Prediction System (EPS). The EPS product is comprised of a control
member, using the most accurate estimate of the initial conditions, plus 50
perturbed members. The forecasts are released twice a day at 00:00 and 12:00
UTC and provide a prediction of the weather up to 15 days ahead (Molteni
et al., 1996).

In developing our model we use data from the 50 perturbed members,
focusing on the forecast provisions for the next 36 hours in 1 hour steps. The
spatial resolution of the EPS perturbed members is a quarter of a degree
in latitude and longitude, this equates to roughly 15 nautical miles between
grid points.
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In selecting the NWP parameters for training or model we chose those
that could best capture the physics of convective weather and thunderstorms.
Our selection was guided based on the principle that thunderstorms are most
likely to occur under the following conditions (Oxf, 2015):

e Lifting force or trigger mechanism to produce early saturation of air. In
convective storms, this trigger action is typically caused by heat from
the earth’s surface causing moist air to rise.

e Sufficient moisture in the atmosphere to form and maintain the cloud.

e Atmospheric instability determined by the vertical temperature profile
or lapse rate.

With these conditions in mind, 18 NWP parameters from the EPS were
selected to train the NN model. Besides these 18 NWP parameters, we also
included additional parameters to train our model. The parameter hour of
the day was added to account for the weather patterns that occur throughout
the diurnal cycle. The time horizon or range of forecast was also added, this
parameter describes how far into the future a prediction is made. We hy-
pothesized that our model may give more weight to certain parameters based
on the range. Additionally, we also trained the model with the Convective
available potential energy (cape) parameter values from the three previous
time steps of the ensemble product because large values of cape correlate
with time periods leading up to the storm, rather than during the storm
itself. This provided us with a total of 23 input parameters (18 ECMWF
parameters + 1 Hour of day 4+ 1 Range of forecast + 3 time lagged CAPE
) to train our model. The complete list of parameters and abbreviation is
provided in Table 1.

2.2. Satellite Data

Geostationary satellites with orbital periods that match the Earth’s rota-
tion allow for continuous observation of specific regions. Visual and infrared
satellite imagery captures vital information regarding cloud cover, water va-
por and temperature that allow for monitoring and tracking of weather.

The Rapid-Development Thunderstorm (RDT) product was developed
by Météo-France within the EUMETSAT NWC-SAF framework. The RDT
algorithm employs primarily geostationary satellite data to provide informa-
tion about clouds related to significant convective systems from the mesoscale

7
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Table 1: Total list of parameters used to train model.

Parameter Short Name
2 metre dewpoint 2d

2 metre temperature 2t
convective available potential energy cape

convective available potential energy 1 hour before  cape-1
convective available potential energy 2 hours before cape-2
convective available potential energy 3 hours before cape-3

convective inhibition cin
convective precipitation cp
convective rain rate crr
height of convective cloud top hccet
hour of day hour
K index kx
large scale precipitation Isp
large scale rain rate Isrr
surface latent heat flux slhf
surface pressure sp
surface sensible heat flux sshf
range of forecast range
total cloud cover tee
total column water tew
total column water vapor tewv
total totals index totalx
geopotential z

(2002000 km) down to tenths of kilometers (Lee et al., 2020). The RDT
product outputs storm information on a 15 minute interval. For each cloud
cell, the RDT product defines a series of parameters capturing the loca-
tion, shape, cloud top, movement, severity, and life cycle phase. Despite the
rich characterization of thunderstorms by the RDT product, only the loca-
tion and shape information of convective cells is used to create the labeled
“truth” training data required for supervised learning type problems.
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2.3. Data Integration

Train, validation and test data sets are created by integrating the NWP
forecast and the RDT satellite images. By projecting the NWP grid onto
the higher resolution satellite images and identifying the grid points within
the RDT storm polygons it is possible to express the data using a common
spatial resolution of .25 degree x .25 degree. To reconcile the differences in
the temporal resolution, 1 hour for the NWP predictions versus 15 minutes
for the RDT observations, a grid point is classified as convective if a storm
observation is present during any of the four observations instances within
the hour. In this way a binary training target function is constructed repre-
sentative of storm cell occurrence at a grid location within the hour. Figure
2 shows an example of how four satellite images are processed to establish
from the target function.

Because we are interested in a time horizon of 36 hours, and forcasts are
released every 12 hours, different range forecasts valid for the same time are
used to train, validate and test the model. Having data at varying forecast
ranges will allow us to analyse how the forecast degrades with increasing time
horizon.

(a) Satellite Observations (b) Binary Storm Target Function

Figure 2: RDT satellite observations and resulting target function for thunderstorms oc-
curring at 17:00 on June 8th, 2018.
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3. Methodology

Before undertaking this study, a series of smaller preliminary case studies
was conducted on a limited data set. Multiple machine learning models were
developed using storm observations from the RDT product and one ensemble
member from the ECMWEF EPS product. The NWP product consisted of
a 0.25 degree spatial grid, a 3 hour time step and 48 hour forecast range.
Eight days of worth of data, June 4th - June 11th, were split to create
train, validation and test data sets. Results from the study showed that
a Neural Network architecture was superior than other methods including
Logistic Regression, Decision Tree, and Random Forrest. It was assumed
that the advantage in prediction skill for the NN method would hold true
on a data set incorporating all 50 members and smaller time step of 1 hour.
A Convolutional Neural Networks (CNN) architecture was also considered,
however given the high resolution of our data set; hourly time steps, 36 hour
forecast range, .25 degree spatial resolution, a geographical domain of western
Europe, and the 50 ensemble members, using a CNN approach supposed a
significant increase in computational cost. While a CNN methodology may
be able to capture correlation among neighboring grid points, it is assumed
that the physical process behind these interactions is already captured to
some degree within the NWP model. As a result, for the purposes of training
the neural network model, the data from each grid point is assumed to be
an independent data sample. Also, during training each forecast member is
treated individually. In this way, during training the model sees 50 separate
data samples from each grid point in the ensemble forecast. The intention is
for the model to benefit from ensemble distribution of parameters and adjust
the neural network node weights accordingly.

The convection predictive model is trained to predict the probability of a
thunderstorm occurring at given location and time. Only the 23 parameters
defined in Table 1 are considered in making a prediction. In evaluating the
model, each forecast member is evaluated separately, and results are averaged
over the 50 members to obtain a probability.

For this study an integrated data set of EPS forecast and RDT observa-
tions covering the month of June 2018 is used. From the 30 days in June, 16
days are selected for training, 7 days for validation and 7 for testing, exact
dates used for each data subset can be seen in Table 2. This partition was
preferred over a sequential split to ensure sufficient convective samples in
each subset. It is acknowledged that having a test data set embedded within

10
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the training data could introduce look-ahead bias in our results, however
considering the NWP forecast is provided in hourly time steps and that the
lifespan of convective events is on the order of hours, each day is treated
independently. We assume that the convective events occurring on a specific
day are independent from those occurring on a separate day. While tem-
poral correlations exist in the atmosphere over consecutive days, we assume
these correlations are more likely to be inherent within the NWP input than
learned by the model.

3.1. Neural Network Model

The learning task of predicting convective weather was formulated as
a binary classification problem. Based on the 23 inputs derived from the
NWP forecast our model was trained to classify a grid-point as either con-
vective (class 1) or not-convective(class 0). It is important to note that the
model does not consider the latitude-longitude of the grid-point, providing
a location-independent prediction based only on the physical NWP parame-
ters.

Scaler
Function

Ensemble NWP

A 4
Neural Network Model

23 input features

Hidden Layer 1: 16 nodes

Dropout Layer 1 Y. Output

e e } 4 . {
50 members i ‘ ks
Hidden Layer 2: 16 nodes LI:“

Convection Indicator

‘ : : I Dropout Layer 2
Output layer: 1 nodes

Figure 3: Schematic of neural network model, showing data flow from ensemble NWPs to
convection indicator.
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A Multi-layer Perceptron (MLP) neural network was created using the
python keras library to fit the data. The 23 NWP features were normalized
using a standard scaler function before fitting the model to account for the
order of magnitude differences between the values. The model consisted of
the input layer with 23 nodes, two hidden layers of 16 nodes each and the
output layer containing one node. The nodes in the hidden layers of the
model used a Rectified Linear Unit activation function, while the node in the
output layer used a Sigmoid activation function. By having a Sigmoid output,
the model predicts a value between 0 and 1 instead of binary. This output
value is representative of the confidence the sample is convective (class 1).
Additionally, during training dropout layers of fraction 0.2 were introduced
after each hidden layer. Dropout is a technique to prevent over-fitting of the
model by randomly ignoring a fraction of the nodes during each iteration
of training, in effect reducing the interdependent learning between neurons
(Srivastava et al., 2014). In figure 3 a schematic representation shows the
model architecture and data process from EPS data to convection indicator.

It is important to note that the data was highly imbalanced, with roughly
90 % of the samples belonging to the non-convective class. To account for
this imbalance, class weighting factors were applied during training. By im-
plementing a class weighting factor, the binary cross-entropy loss function
used for training assigned higher values to instances of the minority convec-
tive class. This reduces the impact of the majority class in the loss func-
tion, preventing the generation of models that basically predict the majority
(non-convective) class for all samples. The weighted binary cross entropy
loss function is defined in Equation 1, where w; is the weight factor for each
class, t is the truth value of 0 or 1, and p is the probability of the sample
belonging to the convective class.

C'=1
CE = —uw Z tilog(p;) = —wiltlog(p) + (1 — t)log(1 — p)] (1)

4. Results

In this section we present the results of the neural network model for the
seven days in in our test data set. For comparison we also present the results
from an existing NWP based convection indicator, in our discussion we will
refer to this indicator as the baseline. A brief description of the baseline
indicator is provided below.
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Table 2: Dates used for training, validation and testing

Training ‘ Validation ‘ Test

Jun-01  Jun-02 | Jun-03 Jun-04
Jun-05 Jun-06 | Jun-07 Jun-08
Jun-09 Jun-10 | Jun-11 Jun-12
Jun-13  Jun-14 | Jun-15 Jun-16
Jun-17  Jun-18 | Jun-19 Jun-20
Jun-21  Jun-22 | Jun-23 Jun-24
Jun-25 Jun-26 | Jun-27 Jun-28
Jun-29 Jun-30

4.1. Baseline Indicator Description

An existing convection indicator used within an aviation context was
found in the literature (Gonzalez-Arribas et al., 2019). The indicator re-
lies on two parameters from a numerical weather prediction product; Total
Totals Index and Convective Precipitation . Total Totals Index (totalz) is
the temperature and moisture gradient in the lower levels atmosphere and
an indication of instability. Convective Precipitation (cp) is the accumulated
water that falls to the Earth’s surface that is generated by convection. Con-
vection can be defined as an area where there is atmospheric instability and
precipitation. Thus we can evaluate each point of the numerical weather
prediction model for convection using the logistic expression in Equation 2.

Convection = (totalx > TTry) A (cp > 0) (2)

where TTrg is defined as the Total Totals Index threshold value. This
threshold value can be associated with various levels of convection. The cor-
relation between threshold value and convection severity is provided below.

44-45 isolated moderate thunderstorms

46-47 scattered moderate / few heavy thunderstorms

48-49 scattered moderate / few heavy / isolated severe thunderstorms

50-51 scattered heavy / few severe thunderstorms and isolated torna-
does
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352

353

354
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356

357

358

359

360

361

362

363

364

365
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e 52-55 scattered to numerous heavy / few to scattered severe thunder-
storm / few tornadoes

e 55+ numerous heavy / scattered severe thunderstorms and scattered
tornadoes

Equation 2 is used to evaluate each grid point of the NWP. If both condi-
tions in the logistic expression are met the grid point location is classified as
convective (1), if the conditions are not met the location is classified as non-
convective (0). These binary values are then averaged over the 50 ensemble
members to provide the final Baseline Indicator score.

In our application of the baseline indicator we will assume a Totals Total
Index threshold value of 44, and rather than using cp, which gives an accu-
mulated value of convective precipitation since the forecast release, we will
utilize the convective rain rate (crr). It is important to note that while ¢p
is an accumulated paratemer, crr is considered an instantaneous parameter,
and not representative of the rain rate over the entire time step. Nonethe-
less, using the parameter crr instead of ¢p will better account for convective
weather at discrete time steps in the forecast. The expression used to calcu-
late the baseline convection indicator is provided in Equation 3.

Convection = (totalx > 44) A (crr > 0) (3)

4.2. Model Comparison

The effectiveness of our NN convection indicator is compared with the
baseline indicator using a receiver operating characteristic (ROC) curve. A
ROC curve is a technique used to evaluate binary classifiers by plotting the
sensitivity, or true positive rate (TPR), against (1-specificity), or the false
positive rate (FPR), for various threshold settings (Mandrekar, 2010). The
TPR provides the probability of detection, and the FPR provides the prob-
ability of false alarm. The ideal classifier would have a curve close to the
upper left corner of the graph and maximizing the area under the curve
(AUC). The diagonal line dividing the ROC space represents a random clas-
sifier, points above the line indicate the classifier performs better than ran-
dom guessing. Model performance can be tuned by selecting a threshold
value on the curve, which leads to a specific pair (FPR,TPR). In practice,
the selection of a threshold value is linked with the amount of risk a user is
willing to assume. A low threshold would increase the likelihood of capturing

14
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the thunderstorms, while also overestimating their presence in the airspace
(false alarm). However, choosing a high threshold value would minimize the
false alarm rate, at the risk of missing a portion of the storms. In presenting
the results, rather than defining a threshold value, the raw indicator values
are compared. A probabilistic representation of the indicator is preferred for
an ATFM application allowing the user to evaluate the risks in making a
decision.

Receiver Operating Characteristic
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Figure 4: ROC curve comparing performance of baseline and neural network indicators
for entire test data set.

In Figure 4 results are compared between the NN and baseline indicators
for the 7 days in the test data set. From the figure it is evident that the NN
model outperforms the baseline indicator given the greater value of AUC.
Moreover, because the NN curve is always above the baseline curve, the NN
model outperforms the baseline independently of a chosen threshold value.
It is important to note that the AUC value is dependent on the particular
data set being analyzed. The NN model is good at identifying areas without
convection (true negatives), thus analysis of days with few convective storms
will yield greater AUC values.

In Figure b5 results are presented for the entire test data set using the
prediction score by class. Histograms are provided for the baseline and neural
network model. In the graphs the convection class is shown in red, while the
non-convective class is shown in grey. Given the class imbalance in the test
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data set, the distributions have been normalized so that the two classes oc-
cupy the same area in the graphs. Ideally, we would like the two distribution
completely separated, with the non-convective (grey) distribution closer to a
prediction score 0 and the convective distribution (red) closer to a prediction
score of 1. The histogram on the left, shows the baseline model does a good
job at evaluating the non-convective areas with a low probability score. How-
ever it is also unable to distinguish a large portion of the convective areas
from non-convective areas. The histogram on the right, corresponding to the
NN model shows less overlap between the two class distributions indicating
better performance.

10 Normalized Baseline Results 10 Normalized NN Results

Convective Class Convective Class

Non-Convective Class Non-Convective Class
08 08

06 06

Density
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02 02

- . - : 0 ‘ . ‘
00 02 04 06 08 10 00 02 04 06 08 10
Baseline Model Prediction Score NN Model Prediction Score

(a) Baseline Class Distribution (b) NN Model Class Distribution

Figure 5: Normalized histograms showing the class distributions by predictive score of
baseline and neural network models for test data set.

Figure 6 shows a map representation of the target function alongside the
baseline and neural network model predictions for a geographical domain
centered over Italy. ROC AUC values corresponding to the data portrayed
on the maps are provided. From the figure we can see that while the baseline
correctly identifies some areas where storms will develop, it tends to provide
low prediction scores and there is a large portion of the convective areas
that it misses completely. The NN model although may tend to slightly
overestimate the storms, the prediction probability seems to be more gradual
for the convective areas. A traffic manager wanting reroute traffic flows
around convective weather based on the predictive score from the indicators,
would get a more accurate representation of the convective regions in the
airspace by using the neural network based convective indicator.

In Figure 7 results for the NN convection indicator are shown for the
entire geographical domain. The figure shows the target function and model
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Figure 6: Binary thunderstorm target function compared with baseline and nueral network
model predictions for 17:00 UTC on June 8th, 2018 (Forecast range:17 hours).

predictions for June 20, 2018 from 13:00 - 16:00 UTC based on the forecast
from June 19, 12:00.

The map representation of results from Figures 6 and 7 show the convec-
tive predictions made on the day before operations. Continuous monitoring
of an upcoming convective situations is necessary for an ATFM operations,
therefore it is important to understand how the predictions of the indicator
change over the prediction time horizon. In Figure 8, we show how the
ROC curves for both indicators behave given different forecast ranges. From
the figure can see that the AUC for the NN model remains fairly constant
at ranges up to 24 hours, and degrades slightly when extended to 36 hours.
These results indicate that the quality of the results do not degrade at the
time scales required for the pre-tactical phase of ATFM.
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Figure 7: Convection prediction for June 20, 2018 made on June 19, 12:00.

4.8. Study of Feature Relevance

A permutation analysis was performed to understand which of the ECMWEF
EPS parameters were most important in predicting convection. The theory
behind the permutation analysis is to measure the importance of a feature by
calculating the degradation of model performance after permuting the fea-
ture. A more important feature will increase the model error after shuffling
its values because the model relies on this feature to make its prediction,
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Figure 8: ROC curves showing model sensitivity to forecast range variation.

while shuffling the values of a less important feature will have little impact
on the model error. This technique was first introduced specifically for ran-
dom forest models (Breiman, 2001), and later expanded to a model-agnostic

version (Fisher et al., 2019).
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Figure 9: Error in AUC after permutation of surface ECMWF parameters.

In our analysis we measure the model error by the increase in 1 - AUC.
Figure 9 shows the results of a permutation analysis performed on several
batches from the test data set. For each parameter we are able to see the
distribution of error associated with permuting that feature. From the figure
we see can see that permuting the surface pressure (sp), total totals index
(totalx), total cloud cover (tcc) and total column water (tcw) parameters
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4.4. Study of Model Sensitivity to Ensemble Data

In this section a series of case studies are presented to better understand

the model sensitivity to the ensemble data. A random subset of the test
data set is selected to evaluate the model for various cases. In the first case,
various methods of aggregating the ensemble data are compared. Evaluating
the model on each individual member and averaging the outputs is compared
with taking the mean of each parameter prior to evaluating the model. Ad-

ditionally, results are also shown for using an input based on the the median
value for each parameter. In Figure 10a it is shown that while the various en-
semble aggregation methods do not impact the results, averaging the output

is slightly better.
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methods for model evaluation. ensemble members.

Figure 10: ROC curves showing model sensitivity to ensemble data.

In the second case, we explore how model results compare if a subset of
the ensemble members are used to make a prediction. For this study the
same random subset of the test data is evaluated multiple times using a
limited number of ensemble members. Results are shown when the model is
evaluated using only 1, 5, and 25 randomly selected members and compared
with results when using the entire ensemble. From Figure 10b, it is evident
that results improve as the number of ensemble members used is increased,
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although the incremental improvement is diminished as more members are
added.

In the last case study, the model performance is compared on four data
sets; the training, validation and test data partitions, as well as an addi-
tional data set comprised of ECMWF predictions for the month of July 2018
using only 10 ensemble members. Within each of these four data groups,
50 randomly selected hourly predictions we used to evaluate the model. A
ROC curve comparing the model performance across the four data sets is
provided in Figure 11, from the figure we can see the model classification
skill is similar for all data sets. It is important to highlight the performance
for the July data set comprised of only 10 ensemble members is similar to
that of the other data sets which comprised of all 50 members, this further
confirms the results presented in Figure 10b. Finally, given that the ROC
curve AUC value is sensitive to the weather conditions within each data set,
Figure 12 shows map representations of the July data.
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Figure 11: ROC curve comparing NN model evaluation using subsets of training, validation
and test data sets. An additional data set based on forecast predictions for July 2018 is

also compared.

5. ATFM Application

In this section we present an example of possible application of the neural
network indicator in an ATFM operational setting. The objective of this work
is to provide traffic managers with awareness of where and when convective
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Figure 12: Convection predictions for July 2018 based on 10 members from ensemble.

weather will develop. Perhaps, the most obvious application would be to
overlay the convective prediction on a map of structured airspace, in this way
traffic managers could have information on which sectors will be impacted
be convective weather. A conceptual map of our indicator overlaid atop
the European Area Control Centres (ACC), ACCs establish the areas of
jurisdiction for the various control units in the European airspace. In Figure
13 we compare the actual storm situation as captured by the RDT data with
the convection prediction of the NN indicator. From the figure we can see
that there was storm activity in multiple Spanish ACCs on June 28th, 2018
at 15:00 UTC, the neural network indicator prediction one day before the
day of operations (D-1) at noon is able to capture the general area of the
storms. In another application the information is presented in a manner that
is specific for a unit of airspace. In this example we focus on he Marseille
ACC, a region of airspace responsible for 15.2% of ATFM delay in Europe in
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Figure 13: Convection prediction captures storms in Spanish ACCs one day before.

2018 (EUROCONTROL, 2019). Specifically we focus on Sector B within the
Marseille ACC as shown in Figure 14. Based on the NWP resolution, the area
covering this unit of airspace can be represented with 25 grid points. Using
the model predictions from these 25 points it is possible to define a metric
to evaluate the convection situation in the sector. In Figure 15 multiple
convection metrics based on the baseline and NN model are compared with
the RDT data from June 24th 2018. Figures 15a and 15b show metrics based
on the average indicator value over the 25 points for the baseline and NN
model. In Figures 15¢ and 15d the metric is based on the NN model output
and the percentage of grid points exceeding specific thresholds. The various
dashed colored lines corresponding to the left y-axix relate to the calculated
convection metric with the Marseille ACC for various forecast releases on
the day before operations (D-1) and the day of operations (D). The solid
black line corresponding to the right y-axis, shows the percentage of airspace
region with storms according to the target function.

From Figure 15 it is evident that while all metrics capture some convec-
tive activity, using the neural network model results with an applied thresh-
old better captures the convective situation within LEMM Sector B. It is
imagined that the neural network model output can be used to define con-
vection metrics within European airspace to continuously monitor and assess
the weather situation. Further analysis is needed to better understand how
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Figure 14: Marseille Sector B and convective weather situation on June 24th,2018 at 12:00
and prediction (Range: 24 hours.)

these convection metrics impact ATFM attributes such as airspace capaci-
ties, traffic demand, and weather regulations. Understanding the relationship
between weather prediction and the impact on the traffic would allow traffic
managers to make better decisions during the pre-tactical phase of ATFM.
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6. Summary and conclusions

In this paper we have applied machine learning techniques to predict
convective areas within the next 36 hours. By combining data from satellite
storm observations and ensemble NWP products, a neural network algorithm
is trained to predict the occurrence of convective weather. The NN model
is able to outperform an existing convection indicator currently used in avi-
ation applications. Analyses of the model on a test data set indicate that
model performance does not degrade significantly for forecast ranges up to
36 hours. Additional evaluation of the model showed that model perfor-
mance is maintained when evaluating on a subset of the ensemble forecast.
Furthermore, a permutation analysis was completed to detect which EPS pa-
rameters are most relevant to convection prediction. Findings confirm those
parameters related to the physical process of convection, correspond to the
most relevant features of our model. Lastly, examples are provided for the
use of the indicator in an ATFM operational setting. Visualization of model
predictions show that the model is able to accurately predict regions where
convection will develop. Model predictions are used to develop convection
metrics and used to evaluate the weather situating within a specific sector
within the Marsielle ACC and compared against storm observations. This
analyses suggest that applying a threshold atop of the model predictions can
improve the detection of convective weather.

Despite these initial positive results, several areas of improvement remain
to be tackled in future efforts. One area of improvement is to move away
from the assumptions of treating each ensemble member and each grid point
as independent. It is acknowledged that more efficient use of the NWP
ensemble product would be to provide model input that jointly considers
all ensemble members. Additional data processing and integration of the
NWP data is required to provide the model with an input representative
of all ensemble members. Furthermore, other model architectures including
Convolution Neural Networks and Long Short-Term Memory Networks need
to be considered to better extract the spatial-temporal relationships within
the data.

Another area of improvement is the quality of the data that is used to
train the models. Making use of higher resolution NWP products as well
as additional parameters at various atmospheric levels could provide im-
proved model inputs. Additionally, we could also incorporate other sources
of convection observation data, such as radar or lightning, to provide the
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model with a more precise target function to be used during training. Fu-
ture research efforts should focus on how to best integrate these various data
sources.

Furthermore, the model uses a binary classification scheme to predict the
probability that convection will occur. However, in the future we hope to
expand the model to also identify key characteristics associated with con-
vection, such as storm severity and cloud top altitude; both relevant infor-
mation in an air traffic low management context. These efforts could be
accomplished by moving away from a binary representation and elaborating
a more sophisticated target function able to capture those storm character-
istics that have a major impact on ATFM operations.

Lastly, an important step in the application of the model in an ATFM
operation setting is further refinement of raw model output in order to pro-
vide traffic managers with simple and relevant information. One possible
solution is to translate the model output into a color-scheme, similar to what
is currently in use today.

The goal of this research is to provide traffic managers with improved
convective weather information at time frames compatible with pre-tactical
ATFM planning. While this objective has been achieved to some extent,
further research efforts are still needed to relate the convection prediction
with ATFM metrics such as airspace capacities, traffic demand, and ATFM
mitigation strategies. Only then can the full benefit to ATFM operations be
achieved.
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Figure 15: Convection metrics evaluting the weather situation in Marseille Sector B for
multiple forcast releases.
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