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Chapter 1

Introduction

Recommender systems are algorithms that aim to suggest relevant items to users,

such as movies to watch, products to buy, or in the case of our interest, music to listen

to. In recent decades, with the rise of many web services, they have increasingly

taken hold in our lives.

Current music recommendation systems trace back, historically, to the work of music

programmers and disk jockeys in commercial and institutional radios in the XX

century.

These insiders ranged from self-taught youth to highly distinguished musicologists

and music critics and provided an extreme diversity of musical propositions.

Of course, their proposals were all indistinctly biased because they were the product

of human minds and knowledge. And of course, many (but not all) of such biases

were driven by explicit and/or implicit record labels’ strong thrusts in the form of

bribes, money, benefits etc.

However, this scenario also provided a small cohort of culturally and politically

motivated people who were committed to some form of cultural enhancement. This

allowed for a small niche diversity in the general picture.

Nowadays, music recommendation systems have almost completely superseded the

roles of music programmers in webcasting listening platforms. Such entities are

less human–driven and more machine–driven, and they satisfy impatient consumers

1



2 Chapter 1. Introduction

who have become used to enjoying vast amounts of music promptly available at their

fingertips. [1]

All in all, a century of such recommendation “systems” has produced two widely

observable effects:

• the unprecedented pervasive extension of music listening

• the degradation of music listening from a cultural activity to a day–to–day

shallow hearing of musical information.

The second item has generated the diffuse intimate perception that music listening

is a comforting entertaining activity rather than a profound cultural appropriation.

We are far away from the late latin Quadrivium which included music in a quartet

of very speculative activities [2], and our familiarity with the idea that music is a

mind–developing cultural endeavor has crumbled down to zero.

The role attributed to music has changed over time, being reduced to a mere form of

entertainment. Dusting off the words of T.W. Adorno: "Music is linked to cognitive

habits, mode of consciousness and historical development" [3].

We should therefore make the most of music’s ability to foster critical consciousness.

By preserving dissonance instead of offering musical resolution and progression,

music has the power to challenge cognitive, emotional and perceptual habits [4].

If the findings of neuroscience are correct – positing the condition of familiarity with

musical repertoires (among other) for the development of specific parts of the human

brain and therefore of the intellect [5] - it is crucial to emphasize the importance

and role that recommendation algorithms play in the potential cultural growth of

our society [6] [7].

Western classical music has always been treated as a kind of cultural form belonging

only to a social elite with a suitable educational background and musical literacy.

Transforming classical music into common culture [4] is not just about making it

accessible to everyone. Instead, such a process involves an educational system that

gives all citizens the opportunity to understand and learn it, until it becomes a
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’familiar and ordinary’ aspect of culture.

Furthermore, classical music can be preserved in promoting cultural diversity and

cultural complexity [8]. If cultural products are left on the market as mere economic

items, the concept of cultural diversity may disappear, either because it does not

conform to the laws of the market, or because it simply does not fit.

Despite the enormous number of composers and works from the Middle Ages to the

present day, Western classical music remains a vastly underrepresented genre in the

current music scene of recommendation systems.

The reasons, as already argued, are varied and are certainly to be found in the

social-economic aspects of today’s society, in the role that music plays in it but also

in the profound changes that new technologies have caused culturally and socially.

Recommendation algorithms play a key role in this kind of musical genre "discrim-

ination", so the initial research questions that led this project were:

• Is it possible to build a prototype of a free culturally–motivated recommender

system algorithm, tailored to Western Classical Music, that best represents

the vastness of this genre’s repertoire in terms of different eras, sub-genres,

instrumentation, composers for both newcomers and experts?

• Through the search of comprehensive metadata, derived from reliable sources,

by taking advantage of these newly collected details, is it possible to create

more comprehensive and customized playlists, following various specifiable cri-

teria?

However, during the process of data collection for the creation of the source dataset,

significant issues emerged, some of which affected the scope of the work. These sys-

temic issues showed the urgency of turning the spotlight on the obstacles presented

by the retrieval, partitioning and cataloguing of classical music data.

This work intends to tackle, at least in a prototypical way, these problems and

provide tentative models and solutions to them.
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To give a possible answers to the research questions, several steps were followed; the

are organized as described below: after analyzing and commenting on the typical

structure of classical music data and its current role in today’s recommender sys-

tems (Chapter II, State of the Art), it will be covered how the data were collected to

create the database from three different sources and how various types of playlists

were generated (Chapter III, Methodology) then the results obtained and general

statistics for understanding them (Chapter IV). This will be succeeded by an expla-

nation and discussion of the outcomes (Chapter V, Discussion) and limitations of

the project, and finally, possible future implementations (Chapter VI, Conclusions).



Chapter 2

State of the Art

The algorithms behind current music recommendation systems are clearly designed

to favor other music genres such as pop, dance and rock, which share characteristics

that often do not fit with classical works.

Scrolling through the proposals of the most widely used music recommendation sys-

tems, the western classical music compositions are generally completely dissociated

from their original function and context, or reduced to a mere soundtrack and back-

ground for other activities.

It is not unusual indeed to find the track Lacrimosa from W.A.Mozart’s Requiem

K626 in the ’Music for Sleeping’ playlist on Spotify or the Swan Lake from P.I.

Tchaikovsky in the ’Music for Reading’ one.

This has led over time to the emergence of genre-specific apps, such as IDAGIO [9]

which tries to overcome some of the shortcomings present in other platforms at least

featuring optimized meta-data and complemented by, “curation by music-lovers for

music-lovers”.

Since the first research, it is also evident that what is shown, proposed and played of

Western Classical Music is only a tiny fraction of the repertoire composed over the

last 1,500 years of history. It is worth noting that even in theatres and concert halls,

the works and Operas on offer belong to the same trite repertoire. There are several

papers and articles that give proof of this assumption [10][11][12] with empirical

5
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evidence. This is one of the factors that is leading, over time, to a progressive crisis

in the music and theater industry.

According to [13], the most visible evidence of this critical state is the steadily

declining numbers of people attending concerts in some countries, sometimes linked

with the socio-demographic changes in the audience profile.

In Botstein’s view [14] the causes adduced for the decline of interest in classical music

range from aesthetic critiques, to the impact of the detrimental effects of modernity

and precipitous drop in cultural standards and taste in 20th-century society mass

society. In addition, the interactions within segments of society that encouraged

audiences in the past to gather and socialize at public occasions of high-art have

weakened, making concert attendance also lose its social allure.

The outcame is an inexorable erosion of the audience, with increasingly higher age

distribution. Given the decline of music education and promotion in schools and

homes, recruiting successive generations of adult audiences will remain an unsolved

problem in the absence of an effective surrogate. Recommendation algorithms could

thus help prevent classical music from being condemned to a geriatric activity.

Regarding the narrow musical offerings of today’s theaters, an immediate return

is given by the website Bachtrack.com [15], which every year lists more than 30

thousand performances and live concerts, collects streaming trends from all around

the world, and publishes statistics on the webpage. Bachtrack is not a canonical

academic database in the sense that it is not set out to be systematic, homogeneous,

and complete but, as far as it’s known, is the largest one in this field. [10]

The available sources show how much concert programming in theatre has become

increasingly conservative, tending to obsess over just a limited handful of composers,

around 1-2% out of the total number, whose pieces are played ad nauseam. In fact,

it seems clear that programmers’ choices usually fall on a disproportionate and

hegemonic very small group of composers, who are presented in regular associative

patterns, which rarely includes works by a group of diverse (and very often living)
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ones. This highly conservative programming conception can be a significant agent

in the apparent crisis of the classical concert and audience decline.

Leaving aside the serious and pervasive cultural impoverishment that this causes,

what is important to emphasize for the purpose of this thesis is that the trend is

sadly reflected on music recommendation platforms. [10]

As far as it is known, there is no public, structured and comprehensive dataset of

Western classical music playlists or a dataset of Western Classical Music for music

recommendations.

In the field of Music information retrieval there are several open access datasets [16],

in which there are numerically virtuous examples such as Million Song Dataset that

counts more than 1 million files. Unfortunately, those related purely to classical mu-

sic are often reduced to only modest collections of the sounds of particular typically

acoustic instruments (violin, piano) or specific collections of a set of songs (such as

all of Beethoven’s sonatas or Mozart’s String Quartets).

If for audio material this is somehow understandable, since the problem of licenses

and copyrights afflicting cultural (and other) resources gives huge limitations, this

is less obvious for metadata.

The main difficulty, besides the retrieval of the data itself, is certainly the intrinsic

structure they have.

More than for other genres, the information concerning even one classical music

performance, is much and detailed. In addition to the composer, there is the per-

former(s), which in most (but not all) cases can be a soloist or an orchestra conducted

by a particular director. Of course it is essential the title of the work, which is often

divided into movements, is accompanied by at least a number, a sub-title and an

abbreviation.

Since execution can vary greatly depending on who is playing, enthusiasts search

for a particular performance or even listen to several versions of the same piece

interpreted by different musicians or recorded under different record labels. This

makes the retrieval and cataloguing of data very complex and is in fact, up to now,
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reduced to some academic initiatives or foundations connected to theatres (like the

virtuous example of the Fundación Juan March of Madrid [17], which was involved

in this work, or the Metropolitan Opera House in New York [18]) that collect them

for internal statistics.

A further aspect to investigate in order to answer the search questions is the gener-

ation of playlists.

They were originally created around the beginning of 20th century, to obviate the te-

dious task of manually searching for the artists and songs we like most; in a playlists

are instead collected in a single list to be scrolled through and listened to all in one

go (shuffle mode) or jumping from one track to another (random mode). A clear

definition could be "ordered sequence of songs meant to be listened to as a group".

In broad terms, there are three methods of playlist generation: manual (individual

song selection), through the use of assisted techniques (guided and visual creation)

and automatic (without human intervention), which is what will be developed in

this project, even if they are based on playlists created by experienced humans in

radio.

The groundbreaking work of Pauws and Eggen [19], or others methods based on

different aspects and listening habits of users, such as daily activities [20], time con-

text [21] are just some examples [22]. Despite using different data and techniquess,

their actual goal nowadays remains the same: using the created playlists to capture,

track and encode users’ preferences and habits, to recommend new songs.

According to the literature, there is a considerable number of procedures to auto-

matically generate playlists developed during the last decade. Authors like Bonnin

[23] and Sneha[24] provide an in-depth overview of playlist generation and charac-

terization, highlighting its merits and drawbacks, far too detailed for the purpose

of this work. Instead, it is significant to mention at least the two main types which

are certainly Similarity based algorithm and Collaborative Filtering. For knowledge

and completeness, the other categories with their pros and cons, are included in the

summary table made by Dias [22] (see 1).
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Pros and Cons of the different techniques for automatic playlists generation
Technique Pros Cons

Similarity-based Scale to large music collec-
tions; creates homogenous
playlist

Promotes little diversity
and song discovery

Collaborative filtering Extensive research on col-
laborative filtering meth-
ods; Adapts to past prefer-
ences

Requires many data to per-
form accurately

Frequent pattern min-
ing

Generated playlists can
implicitly reproduce the
observed characteristics of
manually defined playlist

Quality of the playlists gen-
erated depends on the num-
ber and quality of the
playlists used for pattern
mining

Statistical method Plenty of algorithms for op-
timizing the playlist genera-
tion

Learning process of these al-
gorithms can be time con-
suming

case-based reasoning Low computational com-
plexity when a limited num-
ber of cases is used

Do not scale well for repos-
itories with many cases

Discrete Optimization Generation can satisfy most
of the target characteristics,
when background knowl-
edge is accurate

Most solutions are compu-
tational complex and ex-
pensive; scalability issues

Hybrid techniques Combination of different
techniques to overcome in-
dividual limitations; Can
adapt to different contexts

Can be more expensive and
time consuming than a sub-
optimal solution

Table 1: Playlists generation techniques
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Similarity-based approaches are based on the similarity or closeness between tracks,

the distance between which is measured by mathematical functions (e.g., Euclidean)

Different features of the audio signal or its metadata can be used as input to the

function.

As described by Cruz[11] the majority of the mainstream recommendation systems

use collaborative filtering which help predict the users’ music preferences based on

their past preferences and preferences of similar users.

However using this general recommendation method is not ideal for less mainstream

music like classical music; it would benefit much more from the use of a content-based

recommendation system.



Chapter 3

Methodology

This chapter will explain the methodology by which the database was created and

the statistical analyses concerning it and the different playlists it generated.

3.1 Database

Retrieving and especially dividing the data proved particularly arduous.

The sources chosen for the creation of the database were three European ’genre-

specific’ radio stations (from now on providers):

• RAI Radio Classica from Italy

• Radio Clásica from Spain

• BBC Radio 3 from United Kingdom

While in the case of the first two the data were grouped in pdf files, (judging by the

typos) manually written, and obtained by explicit request, the BBC data, on the

other hand, were retrieved originally from the web.

This led to the creation of three different parser algorithms to extract essential data,

such as track title, duration, composer’s name and time of transmission. As will be

explained later, Wikidata [25] was then used to standardize the composers’ name.

11
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The creation of this database is an opportunity to shine a light on the poor digiti-

zation of metadata regarding classical music. Most of the problems stem from the

fact that the providers themselves are not consistent in their writing, which makes

both their reading and cataloging counter-intuitive and unnecessarily tangled.

All the data collected are organized into a source csv file, with a field dedicated

to each feature. The database then created is written in SQLite3 [26]. Since it is

a relational database, by setting up queries it is possible to know the links of the

various features of each entry (See Fig. 1).

Figure 1: Database structure

3.1.1 RAI Radio Classica

RAI is the Italian state radio and television broadcaster [27]. By contacting the

editorial team, it was possible to be included in the mailing list that shares the

bi-weekly schedules of the classical music channel [28]. The page contains the time

schedule and the name of the author in bold, usually followed by the title, the

interpreter,the duration and the music label (See Fig. 2.

As can be seen in the image the structure mentioned above is frequently rehashed to

contain other information such as instrumentation or the alias of single movements.

This created enormous difficulties in the construction of the parser, as there are no



3.1. Database 13

Figure 2: A fragment of a program file from RAI

fixed elements that can be taken as a reference point to properly subdivide the title

from the rest.

It should be emphasized that this provider furnishes the most complete and detailed

information; the records are therefore uniquely identified by the catalog number of

the label and the exact duration.

Again this suggests that there is a database from which this information is drawn

but then transcribed in a non-standardized way.

3.1.2 Radio Clásica

Radio Clásica is part of RTVE, "Corporación de Radio y Televisión Española"[29].

The structure of the data, except for graphic details, resembles that of Italian radio
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RAI Classica.

The files were obtained through the cooperation of the editorial staff, which has been

making pdf files of monthly programming available for more than 10 years. Through

a few simple lines of code on python it was possible to download all the pdfs from

2013 to the present, in order to have an adequate amount of data to compare with

the BBC.

However on this radio, time dedicated to programs with speakers and anchors pre-

vails on time dedicated to music pieces; for the same number of years, the musical

metadata collected is significantly less.

Unlike the other providers, in the Spanish radio files only the composers’ surnames

are known; in rare cases (i.e., "C.F.E. Bach") the initials of the first name are

present. This has caused quite a few scraps in database creation, as it is sometimes

impossible to unambiguously identify a composer without having at least his or her

full name.

3.1.3 BBC Radio 3

The BBC, the famous British radio and television channel, has dedicated station 3

of its radio station to the broadcasting of classical music. It has a bot on Twitter

[30], NowPlayingBot [31], which posts a tweet every time a new piece is played.

The original idea was to download and unpack these tweets. The standard structure

of the tweet can be seen in the Fig. 3.

After the "Now Playing" there’s always the name of the composer, after the comma

the interpreter followed by a dash and the title of the track, with further information

such as the number of the opera or the movement. Then the tweet always ends with

a couple of hashtags, with the names of the label or the player.

Tweepy [32], a python library for accessing the Twitter API, was used to collect

tweets. One of the limitations of the this method is that there’s an API limit

of downloadable posts set at 3200, corresponding to approximately one month of
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Figure 3: Now Playing Bot on Twitter

programming.

One other thing to note is that each tweet is made by, maximum, 140 characters.

Unfortunately often that number of letters is reached before the metadata are fully

described; consequentially, since the BBC doesn’t skimp on the hashtags, the ma-

jority of the titles the last part of the post, are incomplete.

To overcome these problems, the BBC Radio 3 official web page was used [28], where

the programming is reported everyday. Using the source code, written in HTML,

the classes in which the crucial information is contained were identified.

A Python library called ’BeautifulSoup’ [33] was used to scrap and parse the html

file. It was possible to trace back the schedules from 2013 to now, which fortunately

have maintained somehow a fairly stable structure over time. The only missing field

for this provider is the duration of the songs.
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3.1.4 Titles

Title parsing certainly represents the most delicate part to separate, because they

do not have a standard format.

Since, as mentioned earlier, provider programs are not consistent in the way they

report metadata, many of the results therefore also have extraneous elements (such

as performers or arrangers) in the title field.

An explanatory example is given by the following figure (fig. 4 of a fragment of a

music program file, in which defining a rule to differentiate and separate the various

elements is, to use an euphemism, challenging.

Figure 4: A fragment of a music program file

Each entry is different from the previous and the next. In the first program there

are only the titles of various works by the same composer, separated by periods; it

is assumed that the musicians are always the same, given at the end. In the second

program there is the title (or more than one), flanked by the opera number with the

corresponding duration, always followed by the performers. In the third program

the works are written differently (’Hob.’), using Roman numerals, and there is again

only one performer.
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3.2 Wikidata

Wikidata [25] is a collaboratively edited multilingual knowledge graph; it’s the com-

mon source of open data that Wikimedia projects such as Wikipedia, and anyone

else, can use under the public domain license Each item listed on Wikidata is associ-

ated with a unique identification number (Q######) and has a set of properties

associated with it. The name of each composer was automatically searched on Wiki-

data by a query written in SPARQL using the query service [34]. Specifically, the

properties extracted for each composer are: name, sex or gender, date of birth, date

of death (if any), era, city of citizenship and its location (latitude and longitude).

Wikidata was therefore used as an authority to normalize and standardize com-

posers’ names, especially those containing special characters and accents that are

often misspelled or translated.

The search is performed through the above query, whose search limit has been

conventionally set to the first 30 entries.

In the case of homonyms, which are quite frequent especially between English names,

the item description is decisive and must contain relevant words such as "musician

or composer".

Extensive as it is, Wikidata is also not complete. Some items have been completed

manually (changing also the item’s page on Wikidata), while others are unfortu-

nately discarded due to lack of data.

In particular, the discrimination is made on the date of birth, which, if absent, does

not allow the composer to be placed on the timeline.

To make up for the often missing era data, a timeline was created with the 7 main his-

torical periods (Medieval, Renaissance, Baroque, Classical, Romantic, Modernism,

Contemporary) with their corresponding time intervals.

By knowing the composer’s date of birth and death, it was possible to place them

manually.

At the same time, to get a map plot of the geographic origin of the composers,
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Geopy [35] was used, which derives the spatial latitude and longitude coordinates

of a given place, indicated on Wikidata. In the case of an empty field, "unknown"

is put for each feature.

3.3 Playlists

Having gathered more details about composers, it is possible to customize playlists

and choose one or more criteria for their creation from the choices made by radio

stations.

Item b and in general internal sorting in the matrices shows large color differences

that are grouped into so-called zones. Zone 0 includes the 30 most famous composers

which, not coincidentally, also have the largest number of intersections, while, fol-

lowing an exponential trend, the last one zone 9, includes those broadcast a few

times. The zones, accordingly, represent the popularity of the composers.

Every playlist consists of 10 composers’ names and songs’ titles, and belongs to one

of these main types, or their blends:

• Random

• Zone

• Path

• Movement

The rationale is to use the features collected during database creation to customize

and personalize the lists and generate them according to established principles.

"Random mode" creates a playlist of 10 names, randomly drawing them from the

database.

A "Zone playlist" consists of a list of composers, each belonging to a different pop-

ularity zone, in order, starting from Zone 0.
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A "Movement playlist" contains 10 composers belonging to the same era. Unfor-

tunately they do not have an even representation within the database; medieval

composers, for example, are a minuscule fraction of the total.

"Path Playlists" are the very essence of the concept behind this work.

The algorithm, starting with the first composer, generates the next one, making sure

that it belongs to the next zone and that the "distance" (the number of times it

has been paired with the previous, normalized between 0 and 1) is within a certain

specified range. Thus, the result is a playlist with decreasing popularity consisting of

titles and related artists that are more or less distant from each other. The variation

in this range is a strong determinant.

These are just the main categories of possible playlists, but it is perhaps more

intriguing to combine them. Thus one can create a list of Renaissance composers

very close to each others, or one consisting of composers who rarely crossed over etc.

What happens to the titles?

In list creation, in path mode, once the composer generated by the previous name

is identified, the algorithm chooses a title that was actually played in a playlist of

radio stations where both composers were present. In other modes, however, where

the intersection between the composers may never have occurred, the title to be

associated is chosen from all possible.

Of curse it is important to be aware that the choice of indicators for creating them

greatly influences the results. Indeed, specifying a very small distance range (i.e.,

0.25-0.30) greatly narrows the span of possible matches that precisely satisfy the

condition. Equally, since composers are more likely to have crossed a limited number

of times and not to be always matched (distance about 1) choosing a very high

interval (i.e. 0.8 -1.0) could generate incomplete lists due to lack of options.

To overcome this problem an algorithm has been implemented that in case it cannot

find any composer that deviates the specified measure, it widens the range by 0.1 by

searching again for a suitable name. If even this expedient does not suffice perhaps

one has ended up in a "dead end", given by an artist who has no further crossings
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except with the previous one that generated it.

At this point the code is programmed to take a step back, return to the previous

composer and bring about another name. Obviously, to avoid recursive and ringing

processes, the draw is without repetition.



Chapter 4

Results

The results achieved are noteworthy. The database is fairly substantial and consists,

for the most part, of composers with very low "popularity indexes." This suggests

a wide variety of names and the potential unseen relationships between them.

This chapter diverse statistics will shown that will help to understand their distri-

bution and characteristics.

4.1 Heatmaps

Through the data contained in a counter present for each composer, heatmaps were

plotted. They are basically matrices of occurrences in which the color of each box

is a measure of the number of times the two elements (composers) crossing at that

point were broadcasted in the same program, by each provider. They could be called

graphical popularity matrices, symmetrical with respect to the diagonal.

Two basic numbers are associated with each composer:

• a number, between 0 and 1, for each column of the matrix, representing the

number of normalized crossings it has had with all the various composers. (i.e.

obviously 0 will mean that they were never included in the same playlist by

any provider)

21
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• the total absolute number, sums of all the above, of occurrences, i.e., how

many times a composer has been broadcasted.

Item a represents a measure of distance between composers. Musicians who are often

associated in playlists and will consequently be considered similar and therefore

close; conversely, they will be different and more distant if they have never met

each other. This measurement is calculated based on the selections made by those

who write radio programs, who are reputed experts in the field. Their work is then

considered ground truth, assuming that solid and reliable criteria are behind the

choices made.

Arrangements have been taken to mitigate the somewhat hierarchical and polarized

layout of the maps, plotted based on the numbers in item b. Indeed, there are

composers present in one-third of the playlists generated by radio stations compared

with others that are broadcasted twice in almost a decade.

The number of occurrences was normalized between 0 and 1, transposed to logarith-

mic scale base 10, and re-scaled according to the Gini coefficient [36].

The Gini-factor takes into account not only the number of intersections but espe-

cially their distribution. This does not alter the data, simply the order is somewhat

re-scaled by favoring a composer that has been broadcasted many times but more

importantly has been mixed with many others. This implies that a more versatile

composer is more valuable than one who is simply popular. Sometimes, things can

coincide.

Shown below is the global heatmap (Fig. 5) that takes into account all the intersec-

tions and those of individual providers compared.
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Figure 5: Global Heatmap - First 120 elements

In Fig.5 the crossings for the first 120 composers out of more than 7000, in the other

one the detail of the zone of highest popularity, formed by the first 50 names (Fig.

6). Notice how the zones of highest occurrence, distinguishable by colors ranging

from white to blue, are highly concentrated are in the upper left corner.

Highlighted number ids (Q#####) are those whose total number of occurrences

exceed a certain threshold, arbitrarily set at 0.7.

Specifically they are, in the order of appearance: J.S. Bach, W.A. Mozart, L.W.

Beethoven, F. Schubert, J. Brahms.

Another interesting aspect is given by the diagonal, with significant numbers of inter-

sections for practically all of them. This means that often a composer is broadcasted



24 Chapter 4. Results

Figure 6: Global Heatmap - Top right corner

more than once in the same playlist.

Following the same principles, heatmaps of the eras were also created (Fig. 7).

The medieval era has the fewest intersections, followed by the Renaissance. As will

be evident later, this is also given by the fact that they are significantly less rep-

resented than the other historical periods. Again, the diagonal has mainly colors

indicating a level of occurrence above 0.7, even touching the maximum for the Ro-

mantic and Modern Era.

This suggests some stylistic and historical consistency of choices made by providers

in creating playlists.
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Figure 7: Eras Heatmap

4.2 Playlists

Examples of playlists are in the images 8 9 10 below. In the columns, the various

details are highlighted: the Q-id number assigned by Wikidata, the era to which the

composer belongs, the popularity zone in which it is placed, the normalized absolute

popularity value and the number of crossings he/she has in total, the normalized

logarithmic distance, the linear distance he/she has with the composer that follows

and finally the title. The number "-4.80046e-016" (or similar) which sometimes

appears, is evidently a very small one; it is a minimum offset threshold to avoid the

argument being null in logarithmic operations. It is considerable equal to 0, or very

close to it.
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Figure 8: Zone Path Playlist with range 0.0-0.3

Figure 9: Movement Playlist (Classical) with no intersection

Figure 10: Zone Playlist

4.3 Statistics

This section shows the statistical analyses performed to understand the character-

istics of the data collected by the 3 providers. For many of them, the overall result

and the result for the individual radio will be shown.

It can be seen that the last two in the ranking are always the Medieval and Re-

naissance eras, which are present only in small percentages. It is necessary to point

out the disparity in the amount of data collected by the providers, who therefore

contribute differently to the global top chart, which sees the Modernism era in the

lead.

4.3.1 Top Eras

The following plots show the frequency hierarchy of of musical eras.

In fact, the x-axis represents not the number of composers but the number of per-
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formances, which are the actual executions of their pieces.

Figure 11: Top eras BBC3

Figure 12: Top eras RAI
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Figure 13: Top eras Radio Clasica

Figure 14: Top eras global
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4.3.2 Top Composer

These charts (Figs: 15, 16, 17, 18 ) contain the top 20 composers, sorted by pop-

ularity. The number on the x-axis again represents how many times they were

broadcasted.

As the heatmaps had already suggested there is a fairly small group of them that

appear numerous times in the playlists offered by radio stations. These names al-

ways occupy the first locations of the ranking with small differences in position.

The difference between the popularity index of the first and subsequent ones is very

marked; in general, the trend follows a decreasing exponential curve.

Figure 15: Top 20 composers BBC3 relative to the number of performances
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Figure 16: Top 20 composers RAI relative to the number of performances

Figure 17: Top 20 composers Radio Clasica relative to the number of performances
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Figure 18: Top 20 composers

4.3.3 Country distribution

Taking advantage of the property extracted from the composers wikidata page, the

geode map with the geographical distribution of the composers in the Dataset is

shown below.

It is a list of 7300 rows, containing latitude and longitude of the exact location. The

color intensity of the bubbles varies according to the concentration of data in that

particular location. is evidently highly concentrated in ’Middle Europe’; the detail

of the continent is given below.

This distribution reflects where providers come from, so they are quite nationalistic

in their choices.
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Figure 19: Geographical Distribution

Figure 20: European Distribution
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4.3.4 Gender Distribution

Gender distribution was also examined.

The trend is very clear and consistent: men far outnumber any other gender.

Observing the source data there is a clear disproportion in the gender distribution

over the total number of composers. The fact is greatly accentuated by looking at

performances i.e., how much male composers are broadcasted compared to women,

non-binary and others. So not only was the initial situation highly imbalanced, but

over time it has only worsened.

The data was collected for each individual provider, so the results must be calibrated

against the number of inserts of each. Also, this feature, more than others, is obvi-

ously affected by what is reported on Wikidata (which is why there are "unknown").

Total Gender Distribution
Sex or Gender Number
Male 6413
Female 863
Transgender 5
Non-Binary 2
Unknown 8

Table 2: Total gender distribution

Gender Distribution with respect to the performances
Sex or Gender Rai Radio Clasica BBC
Male 12617 33324 124399
Female 115 1162 7242
Transgender 0 0 33
Non-Binary 0 0 10
Unknown 4 35 8

Table 3: Gender Distribution for each provider
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Figure 21: Gender distribution out of 7̃300 composers

Figure 22: Gender distribution counting the performances

4.3.5 Playlists’ Statistics

To make qualitative statistics on the obtained playlists, an algorithm was built

that generates 10000 of them, of each expected type Random, Zone, Zone-Path,

Movement, Movement-Path with variable parameters.

As for composers, rankings of Top composers, Top era were then collected and in

addition average popularity values were extracted for each mode.

Considering the Zone path playlists the true algorithmic core of this project, it is

interesting to observe its characteristics (See Fig. 23). It is noticeable that some

names among the top 40 composers in this list are different from those in the previous

statistics. The x-axis represents their presence as a percentage of the 10000 playlists

generated; so the first, Cole Porter appeared about 1.3% of the time.

Moreover, the exponential trend of the curve highlighting their popularity is much

less pronounced. Somehow then, the fame has been redistributed, thanks to the
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zoning and the Gini coefficient re-scaling the positions. This is the first step toward

greater variety and fairer representation.

Figure 23: Top 40 Composers, 10k playlists generated
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Discussion

Recalling the research questions that guided the project, it can be said at this point

that a new recommendation algorithm model for Classical Music is possible.

The laborious construction of a classical music database complete with titles, com-

posers with related general information proved to be a very arduous task. Never-

theless, it turned out to be a rich source of novel and unexpected information.

They reveal not only that there are systemic problems with this genre of music and

its representation but also that it lends itself well to being a cue for new conscious

processes of cultural approach or reinforcement.

The tool by which this is implemented are the playlists generated from the collection

of metadata. The arrangements made have led to the actual and potential creation

of new lists of very varied and to most unknown names and titles.

5.1 Limitations

Despite all the measures taken, this thesis work is not immune to limitations. Some

arise from the sources themselves, others from the methodology applied, which in-

evitably affects the outcomes. There is no doubt that many steps of this process

generate biases.

A possible aspect to notice regards the origin of the data to fill the database. The

36
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providers used for data collection were three central European radio stations. This

certainly somewhat limited the "geographic coverage" of the data of interest and

thus cannot claim to be a fully representative dataset of classical music (at least at

the European level).

Most of the partialities affected more or less directly the generation of the playlists.

For instance, the normalization of composers’ names and the subsequent search

for further information is done in the first 30 results of Wikidata but lesser-known

artists, who could potentially provide much variety in playlists, are often not present

on it and their name may be beyond the search range. This generates a popularity

bias, which is difficult to avoid.

This is even more true for titles, which do not even have a dedicated page, except

for the great masterpieces of the most famous musicians and are unfortunately often

discarded in the database entry.

As explained earlier, the collection of titles has been one of the most difficult chal-

lenges faced in this thesis; the reason is surely the ever-changing way in which

providers are used to report them, which does not allow the writing of a robust and

consistent algorithm to parse them. Since a snippet of the original file was previ-

ously shown, to get an idea of the quality of the designed method (or vice versa its

fallibility), by means of a query, the parsed titles and the relative number of times

they appear in the database were observed at random. The image perfectly gives

the sense of the unpredictability of writing providers and the amount of elements

that cause the test code to fail.

The most prominent elements of discordance between titles that are the same but

are not recognized as such have been highlighted in red (See Fig. 24).
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Figure 24: Result of title parsing

Another relevant obstacle hindering titles normalization, which constitutes a limi-

tation, is the language.

Each provider is used to translating song titles into the country’s official language;

this makes it very arduous to match them, avoiding "duplication."

At present, for obvious reasons, an algorithm that succeeds in matching something

like "Sinfonía nº 2 en Mi bemol mayor" (ESP), "Symphony no.2 in E-flat Major"

(EN) with "Sinfonia n.2 in Mi bemolle Maggiore"(IT), has not been developed.

The internal division of the database also contributes since areas of popularity are

not equally populated. As mentioned earlier zone 0 contains only 50 names, versus

the more crowded end zones where, however, probably the most interesting and

rare names reside. Nevertheless, this implies that, except by explicit request, in

the serial generation of hundreds or thousands of playlists, the first zones will be

adequately or even totally represented, while it is possible that there may be little-

known composers who are never picked out.

Again, this is the cause of a popularity bias that could be avoided by limiting name

searches to only the areas of lesser-known artists.

Considering, however, not only the computational generation but also the real lis-

tening done by users, it is important to emphasize the internal balance that playlists



5.1. Limitations 39

must have.

In fact according to some studies [22], the preference or familiarity with some songs,

are factors that influence the perceived quality of a playlist.

Thinking especially of newcomers, considering that the genre is rather constrained

to Western Classical Music with some openings to jazz and bossanova, familiarity

depends very much on the popularity zone of extraction.

The assumption is that, in general, composers from zone 0 are, at least by hearsay,

more familiar than others.

As a result, a playlist consisting only of lesser-known composers might be too diffi-

cult to listen to. A trade-off is therefore necessary, mixing elements already known

with elements of novelty to intrigue the listener with more researched elements and

unfamiliar titles.
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Conclusions

Starting with the music programming of three European radio stations, through the

collection of metadata and their through Wikidata, a fairly large Classical Music

Database of 7300 entries was constructed. From it, almost infinite playlists can now

be generated, which over time can be increasingly rich and customizable.

This will require further data cleansing, an increase in sources, ideally extendable

to the entire world and a massive contribution from users and fans.

It is crucially important that the contributions made so far (and future contri-

butions as well) from this thesis therefore remain free and accessible to all. For

this reason, the entire source code of the project is available online at the link

https://github.com/nabarlet/Master_Thesis_WCM . The written code is

duly commented to be easy to understand.

All this work is under Creative commons - NonCommercial - Attribution - Share-

Alike license.

6.1 Future Work

As already underlined, the aspiration to build a Western classical music database,

as omni-comprehensive as possible, certainly needs more information, which can be

obtained in the future by extending the collection to at least one broadcaster per

40
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European country.

Since Wikidata was use to retrieve information it is necessary to note again how it

also affected the results, due to potentially incorrect or worse, absent information.

Work to be done in the future will necessarily include a waste reduction algorithm,

and possibly implement statistics on the excluded items as well, to derive useful

information for improvement.

This will involve writing and implementing new, source-specific parsers. As widely

shown it is likely that title problems will remain unless the equivalent of Wikidata

for composers, an authority, is found.

A mild attempt has already been made during the research and development work of

this thesis using MusicBrainz [37]. Unfortunately, the results were not satisfactory

for several reasons.

The search using the API generated many false positives, that is, other titles con-

taining words belonging to the original phrase, even as first results. This was to

be expected, because the source string (due to parsing problems mentioned earlier)

contained misleading information.

However, at this point even once matching results are found it is still not clear how

to recognize the "right" result from the "wrong" one, the official one from the partial

one.

It must also be accepted that MusicBrainz does not aim to be a complete platform

for classical repertoire, so it remains deficient in many aspects concerning metadata.

Therefore, one of the future goals is to find a way to normalize titles and through

that to contribute to the database growth of similar platforms.

Another possible area for improvement concerns playlists. First, new settings for

their customization can be entered: this could include some of the parameters al-

ready collected (e.g., a playlist of only American composers or only women composers

of the 1800s and so on) or imply further collection of metadata.

Afterwards, drawing from the literature, criteria can be established for their evalu-

ation subsequent adjustment by real users: fans, newbies, and listeners of the radio
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stations used as sources. Using questionnaires, one could then qualitatively and

quantitatively compare the offerings proposed by the broadcasts with those per-

formed by the algorithm.

To accomplish the same evaluation goal, the statistics traced on the results could be

compared with those performed on the playlists of major music streaming platforms,

such as Spotify, Deezer or Last.fm.

Finally, it is believed that the utilization of advanced Deep Learning technologies

could give a major boost to these kinds of projects. With proper training of more

complex algorithms, the logistical difficulties of lower-level codes could be overcome,

obtaining stunning results that are more easily extended and replicable.
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