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Executive Summary

The exchange of research data and physical specimens has become an issue of major importance
for modern research. Many reports indicate problems with quality, trustworthiness and
reproducibility of research results, mainly due to poor documentation of the data generation or
the collection of specimens. The significant impact of flawed research results on health,
economics and political decisions has frequently been stated. Consequently, professional societies
and research initiatives call for improved and standardised documentation of the data and
specimens used in research studies.

Provenance information documents the evolution of an object and can be used to assess its
quality and reliability. This deliverable defines components of distributed provenance information
to enable interlinking of provenance information generated in different organisations involved in
the research process, such as biobanks, research centres, universities or analytical laboratories.
The distributed provenance information model builds on an existing provenance information
standard, W3C PROV, and follows a general provenance composition pattern. Both W3C PROV
and provenance composition pattern is described in this document.

Since understanding of the term “provenance information” differs across different domains and
research communities, this deliverable firstly harmonises this understanding by providing a
general explanation of how provenance information is generated and used.

In particular, this deliverable defines a connector, that is a provenance component containing
technical information to traverse through provenance information. The connector is subsequently
added to provenance information generated by different organisations. This deliverable also
defines how to interpret identifiers of provenance structures in a distributed environment and
how to include and interpret persistent identifiers of documented objects.

This deliverable deals with the common provenance model developed as a part of a
standardisation process in the International Organisation for Standardisation (1SO) technical
committee “Biotechnology” ISO/TC 276, and which is registered as project ISO 23494 in the
working group 5 “Data processing and Integration”. Because this work is copyrighted by ISO and
cannot be published as a public deliverable, this text describes the essential design of the
provenance model, and the actual ISO document is provided as a non-public supplement. This is
in line with the work plan of EOSC-Life WP6 in order to support adoption of the standard both in
academia and in industry. The Common Provenance Model has been accepted as a Preliminary
Work Item under 23494 Part 2 and it is being proposed for moving it into the next phase, the New
Work Item at the time of submitting the deliverable.

Project Objectives

With this deliverable, the project has reached/contributed to the following objectives:

a. Establish EOSC-Life by publishing FAIR life science data resources for cloud use

S This project has received funding from the European Union’s Horizon 2020 research and innovation
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* The deliverable describes the interoperable common provenance model
undergoing standardisation as ISO 23494 Part 2.
b. Create an ecosystem of innovative life-science tools in EOSC
s (ditto
® Call objective: Proposals will address the stewardship of data handled by the involved
research infrastructures according to the FAIR principles.
® Call objective: This will include the definition of domain specific data policies (e.g.
acquisition, deposit, curation, preservation, access, sharing and re-use) and address any
legislative or interoperability issues which affect data handling across geographical and
discipline borders.

Detailed Report on the Deliverable

1. Introduction

The exchange of research data and physical specimens has become an issue of major importance
for modern research. Many reports indicate problems with quality, trustworthiness and
reproducibility of research results, mainly due to poor documentation of the data generation or
the collection of specimens [1-6]. The significant impact of flawed research results on health,
economics and political decisions has frequently been stated [7—10]. Consequently, professional
societies and research initiatives call for improved and standardised documentation of the data
and specimens used in research studies [11-16]. Such documentation — also called provenance
information — should not form a standalone description of research data, but rather be interlinked
with documentation coming from other sources; to create an uninterrupted chain of description
of the whole research process, starting from physical specimen acquisition or initial
measurements and ending with data integration and processing at the end of the research
process. Such distributed provenance information is created when a described object or its
derivatives traverse through different organisations, and each organisation documents a part of
its life-cycle. That this is done properly is important because of the dependency of the quality of
research data on the reliability and quality of all the inputs from which the data was generated, in
order to avoid “garbage in, garbage out” situation.

Provenance information documents the evolution of an object and can be used to assess its
quality and reliability. In context of the FAIR initiative [17], it primarily supports reproducibility of
research by enabling an effective evaluation of performed activities. To enable effective and
meaningful use of provenance information, provenance information must be FAIR. Findability and
accessibility of provenance information can be partially achieved by attaching provenance related
information to particular data. On the other hand, findability of a complete provenance chain of a
data back to its source (possibly to a particular human, plant or location) together with its
interoperability is a current major challenge. In addition, the significant portion of research data
comes from biological material, and including the provenance of these physical specimens is often
neglected when implementing FAIR as data-only principles [18].

S This project has received funding from the European Union’s Horizon 2020 research and innovation
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A barrier for creating a fully technically-interoperable, distributed provenance for research, is that
different communities have a different understanding of what provenance information is
specifically, ranging from various provenance models to dumped collections of log files. In
addition, despite the fact that there is a widely-accepted general provenance information model
in several domains, its adoption often involves inconsistent technical solutions providing a
different granularity of information.

The main benefit of the proposed common provenance model is that it is domain and technology
agnostic, by which it aims to be adopted by a wide diversity of research areas and research
organisations. The model supports the creation of provenance information for both digital and
physical objects, such as research data or biological samples respectively. The main contributions
of this work are: a clear definition of what is meant by the term “provenance information”, to
harmonise its understanding within different research communities and domains; the definition
of a “connector” as an extension of a W3C PROV [19] provenance model: that is, a piece of
provenance information that enables the interconnection of provenance information generated
within various environments to be made; the proposal of practical aspects related to distributed
provenance, such as using shared identifiers in provenance information; and finally, the
integration and interpretation of persistent identifiers within provenance.

2. Preliminaries

This section describes an existing groundwork that the deliverable is built on. In particular, it
describes fundamentals of W3C PROV, which is a current standard for provenance information
representation. The provenance composition pattern is built on top of the W3C PROV standard
and defines an abstract way to connect provenance information coming from different sources. In
the end, this deliverable addresses the gaps to create fully-interoperable interconnections of
distributed provenance information.

2.1. W3CPROV

W3C PROV [19] is a family of specifications defining standard for provenance information. W3C
PROV introduces a PROV-DM data model [20] and its respective serialisations. The core of the
model lies in provenance structures — an entity, an activity and an agent.

1. An entity can be perceived as a snapshot of an object (which might be both physical or
digital) with fixed attributes, thus the same object can be expressed in provenance
information by multiple entities expressing different snapshots of the same object.

2. Activities express processes that act upon objects represented by entities.

3. Agents can be used to express responsibility for entities and activities. These structures
can be interrelated using a predefined set of relations, such as wasDerivedFrom,
wasInformedBy, or wasGeneratedBy.

The main parts of the model are depicted in Figure 1.

In addition, all PROV provenance structures and relations can be specialised using pre-defined
extensibility points to express more precise semantics to be used when applying the model in

g This project has received funding from the European Union’s Horizon 2020 research and innovation
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particular domain. Since the PROV data model puts minimal requirements on PROV instances,
W3C PROV also introduces the PROV-CONSTRAINTS recommendation [21] to define the validity of
provenance information. Validity of provenance is defined by application of various rules to create
consistent descriptions of an object’s history, and to enable meaningful logical reasoning over
provenance.

wasDerivedFrom

wasAttributedTo

wasGeneratedBy

wasAssociatedWith
Activity

Figure 1: Conceptual structure of the W3C PROV-DM (cited from [20]).

Provenance information is structured in PROV in the following way: all provenance structures and
relations are expressed in provenance information by provenance statements; provenance
statements are then encapsulated in provenance documents, which consist of bundles; a bundle is
defined as a named set of a provenance statements and can be represented in provenance
information as an entity to its provenance.

2.2. Provenance Composition Pattern

This deliverable builds primarily on a conceptual proposal of a provenance composition pattern®
[22]. The pattern provides the foundation for distributed provenance in PROV, and aims at
documenting independent communicating processes. In this section, the relevant parts of the
model and its shortage for direct practical applications are described.

In the provenance composition pattern, communication of two processes involving a sender and a
receiver is expressed using a common entity called message. Both sender and receiver generate
individual pieces of provenance information for their processes and encapsulate each in their own
bundle. In the sender’s provenance, the outcome of the sender’s process is expressed as an entity
(or multiple entities) and this outcome is to be sent to the receiver. The sender’s outcome is then
used as an input to the receiver’s process, so the receiver includes entities that represent the
inputs in provenance information. In particular, the message represents a pairing between what
has been sent (sender’s outputs) and what has been received (receiver’s inputs), it is included in
both the sender’s and the receiver’s provenance information, and it is related to respective
entities using the wasDerivedFrom relation. The message contains additional attributes to enable
navigation between particular bundles, and it can be also attributed to an agent to express

1 . . . . .
“Provenance patterns” or “provenance recipes” are structures and mechanisms used to describe particular scenarios
in provenance. Conceptually, they are similar to design patterns used in common programming languages.

g This project has received funding from the European Union’s Horizon 2020 research and innovation
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responsibilities for message creation and receipt. The pattern also suggests using bundle and
message identifiers to locate particular pieces of provenance information.

This pattern can be used to interconnect distributed provenance information generated by
different organisations. The pattern does not address practical aspects of distributed provenance,
such as conventions for sharing identifiers or normative definition of attributes containing
information to navigate through provenance bundles. The pattern also suggests updating the
sender's provenance information to enable forward navigation by adding additional information.
This will not always be feasible, e.g. in cases when the sender's provenance information is digitally
signed already and updating the content of the original provenance would disturb the signature.
In order to implement forward navigation while implementing signature-based trust mechanisms,
a more sophisticated method is required to add additional information into a bundle that is part
of distributed provenance.

3. Elements of distributed provenance information

Here we describe a refinement of the provenance composition pattern. In particular, we provide
an updated definition of the message; describe how identifiers of connectors and other structures
are generated, used, and interpreted; how to link provenance structures to described objects; and
how to update content of an existing bundle, which can be referred to from provenance
information held by different organisation.

3.1. Provenance information finalisation

The main goal of provenance information is not to include or replace existing documentation or
logging infrastructure, but rather to provide an additional level of documentation, which is fully
technically interoperable across different organisations and potentially fulfils additional
requirements (e.g. recommendations listed in [23]).

This can be achieved by assembling the required information in the usual formats and generating
provenance information when necessary: on request; at the end of specified process; or
periodically after a predefined time interval. Specific examples are: generate provenance
information on request during dataset request, at the end of a DNA sequencing process, or during
monitoring of a physical environment of a biological material storage (e.g. temperature, humidity,
etc.). This is referred to as a provenance finalisation event, to explicitly distinguish arbitrary
documentation and log files from provenance information.

In particular, every piece of provenance information generated by an organisation during the
finalisation event is a valid W3C PROV instance and is encapsulated in a PROV bundle containing
all relevant information in terms of entities, activities and agents. After the finalisation, particular
information is considered to be a fixed snapshot of the current knowledge and is not further
directly updated. This allows one to generate valid and complete provenance information,
encapsulated in a bundle documenting a particular process. Such provenance information can
then be digitally signed and archived to be used for auditability, accounting, or other purposes.

g This project has received funding from the European Union’s Horizon 2020 research and innovation
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3.2. A connector

In order to create an uninterrupted documentation of an object, particular provenance
information coming from different organisations must be interlinked. For that purpose, a
connector is introduced. Connector is a PROV entity, that represents an object exchanged
between two organisations: a sender and a receiver. Both sender and receiver generate
provenance information and encapsulates this in a bundle, so the connector technically
interconnects respective bundles. The main focus of this definition is to express continuity of
distributed provenance information (in contrast, the message defined in the provenance
composition pattern represents a mapping between entities).

Any object, e.g. dataset or a biological specimen, that is sent from a sender, is represented in the
sender's provenance information as the connector. An object that is received by the receiver is
expressed in the receiver’s provenance information as an entity that is derived from the
connector. The connector is invalidated in the receiver’s bundle to express that the entity that
represented the object, that was sent from the sender, is not available anymore after the
reception. Invalidation of the connector will also force consecutive activities to work with the
entity that represents the received object. In addition, responsibility and additional information
related to a particular organisation can be expressed by linking the connector with an agent using
an attribution relation. This is depicted in Figure 2. Sending and receiving processes can be
documented using qualified derivation pattern [24] between the connector and particular entity in
both the sender’s and receiver’s provenance information.

Sender Receiver
provenance provenance

org_B:
receivement

prov:waslinvalidatedBy

prov:used prov:wasGeneratedBy

org_B:
receivedObject

org_A:connector

org_A:connector

prov:wasDerivedFrom

prov:wasAttributedTo

org_A:agent org_B:agent

prov:wasAttributedTo

Figure 2: Using a connector to interconnect different bundles

If two provenance statements have the same identifier in PROV, they refer to a single provenance
structure. With regard to this rule, the connector entity must have the same identifier in both the
sender’s and the receiver’s provenance information. To make this work in the real world, the
connector identifier should be globally unique to prevent potential collisions with identifiers from
other provenance structures. This can be achieved using a format of identifiers in PROV in the
following way:

S This project has received funding from the European Union’s Horizon 2020 research and innovation
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1. The identifier in PROV is a qualified name, consisting of a prefix and a local name.

2. The prefix is associated with a URI. We suggest that all URIs that are used as a prefix for
provenance structures and identifiers are assigned uniquely to an organisation, meaning
that no organisations can share an identifier.

3. Then the global uniqueness of a provenance structure identifier can be achieved by
combining the particular URI prefix with the local part of the particular identifier, which is
unique locally within one organisation.

A URI can be generated by an authority, such as IANA?, which will achieve its global uniqueness.
This will prevent potential collisions between provenance information generated by different
organisations. Assigning a URI to a qualified name prefix in the PROV document is depicted in
Listing 1.

If applied on the connector, then the identifier of the connector entity is generated by the sender
and contains the sender’s URI as a prefix. As a result, the connector entity will have the sender’s
prefix also in the receiver’s provenance information, which will indicate that this entity comes
from a different organisation. Listing 2 depicts the connector entity in the receiver’s bundle.

Assigning a unique identifier to a connector is only one part of what is needed to navigate through
distributed provenance information. In addition to supporting fully machine-actionable
provenance information navigation, information about where to find provenance of an entity with
a given identifier is needed. The W3C PROV-AQ document [25] defines the terms provenance URI
and service URI, which refer to a URI denoting some provenance record, and a service that
accesses provenance given a query containing a target-URI or other information that identifies the
desired provenance. The proposed model uses a pair of attributes to store these values in the
connector in both the sender and receiver’s provenance information to navigate to the other
party (i.e., sender to the receiver and receiver to the sender respectively). At least one of the
values is mandatory for the receiver. Since the sender may not know who is the receiver of the
exchanged object at the moment of provenance information generation, inclusion of those values
is optional.

In addition to the identification of provenance structures, it is also important to preserve a link
between an object and the entity that represents it in provenance information. To do so, a new
attribute primaryld is introduced in the proposed model. The value of the primaryld attribute is an
identifier of the represented object. If there is a requirement to keep the identifier persistent,
then it has a format of a qualified name and is interpreted as described in the following section.
Usage of the serviceUri and primaryld attribute is also depicted in Listing 2. Having a specific
attribute for external identifiers is a better option than using external identifiers for provenance
structure identifiers. This will limit the possibility of the constraints of different identifier
management policies within organisations (which are, e.g. in the biomedical or biotechnology
research domain, strictly regulated by law), which could cause problems for creating fully
interoperable provenance information.

Listing 1: Assigning a URI to a provenance structure identifier prefix

bundle sender:bundlel
prefix sender <http://sender.org/>

2 https://www.iana.org/

g This project has received funding from the European Union’s Horizon 2020 research and innovation
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prefix cpm <http://commonprovenancemodel.org/>
#the connector in the sender's bundle
entity(sender:entityl, [prov:type='cpm:connector',
cpm:primaryId="'dataset042'])

endBundle

Listing 2: The connector entity in the receiver's bundle

bundle receiver:bundlel

prefix sender <http://sender.org/>

prefix receiver <http://receiver.org/>

prefix cpm <http://commonprovenancemodel.org/>

#the connector in the receiver's bundle

entity(sender:entityl, [prov:type='cpm:connector',
cpm:primaryId="'dataset042', cpm:senderBundlelId='sender:bundlel’,
serviceUri='http://sender.org/provService'])

endBundle

4. Resolving persistent identifiers

Provenance information contains descriptions of an object that can change over time, although
updating provenance information to reflect the current state of described objects may not be
necessary or feasible (e.g. because the provenance information handler would have to be notified
about the change, which might be complicated in cases when someone else owns the object).
Examples of such values are provenanceURI and serviceURI described in the Section “A
connector”, for which it must be ensured that their validity does not expire. In this section, a
mechanism for dealing with changes of objects described in provenance information, without
updating that provenance information, is defined. The proposed mechanism exploits use of a
globally unique and resolvable persistent identifier (PIDs) [26].

A PID is an identifier that is globally unique and resolvable in long term. Resolvability of an
identifier refers to a property of being able to access the identified object, its digital
representation, or related information using the PID. A PID is generated and assigned by a third
party (e.g. ePIC? or registrants appointed by International DOI Foundation for DOI identifiers),
which provides assurance of the required PID properties. PIDs can be expressed in provenance
information using qualified names (containing a prefix and local name, see Section “A
connector”). Interpretation of a PID follows interpretation of any qualified name (e.g. provenance
structures identifier) in PROV. The prefix of a qualified name is associated with a particular
resolver in namespace declarations (as depicted in the Listing 3). The local part of the qualified
name is a persistent identifier itself, which can be resolved using the resolver indicated by the
prefix of the qualified name. This can then be used for any attribute value in provenance
information that should be persistent.

Listing 3: Using a persistent identifier

bundle receiver:bundlel
prefix sender <http://sender.org/>

3 https://www.pidconsortium.net/

S This project has received funding from the European Union’s Horizon 2020 research and innovation
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prefix receiver <http://receiver.org/>
prefix cpm <http://commonprovenancemodel.org/>
prefix resolver <http://pidresolver.org>

#the connector in the receivers's bundle

entity(sender:entityl, [prov:type='cpm:connector',
cpm:primaryId="'dataset042', cpm:senderBundleId='sender:bundlel’,
cpm: senderProvenanceUriPid="resolver:sf7s743s£f8'])

endBundle

If a value represented by a particular PID changes, the new value is assigned to the PID without
modifying provenance information at particular resolver. The ability to track the history of values
for a particular PID is delegated to the authority, which is implied through the ”persistence”
property. The distributed provenance model uses persistent identifiers for attribute values that
must always be up to date, but can be in the custody of different organisations, not directly in the
custody of an organisation generating a particular piece of provenance (e.g. laboratory generating
data is responsible for the provenance generation, but the PIDs are provided by the university at
which the laboratory resides, or by a research infrastructure with which the laboratory is
affiliated). If the value of the PID changes, the responsible organisation notifies the PID resolver,
and the new value is then “propagated” to every provenance information containing that
particular PID.

If we speak about integrity, authenticity, or non-repudiation of provenance information, it is
important to point out that this mechanism does not affect it. The security properties are strictly
bound to provenance information and it is out of their scope to cover what is outside provenance
information. This is also important because the reliability and trustworthiness of provenance
information, which is supported by integrity, authenticity, and non-repudiation, still lies on its
truthfulness and correctness.

5. Bundles versioning

A mechanism for the versioning of bundles is proposed in this section. This can be used to update
part of the distributed provenance information. The main feature of this mechanism is that it
allows for the updating provenance information and does not break integrity-related properties of
the provenance information, thus enabling updates and navigation through provenance
information. First, every organisation involved in the distributed processing chain maintains a
meta-bundle. The meta-bundle contains the so-called provenance of provenance, which is the
provenance of existing bundles managed by a particular organisation. If provenance information

is generated and encapsulated in a bundle, then the bundle is also represented in the meta-bundle
as two entities - one representing general aspects of the bundle (with no details related to a
specific version) and the second representing the specific version of the bundle (this is an
application of a revision pattern described in Moreau and Groth, 2013 [27] and also loosely
follows the semantics defined in the PAV ontology [28]). This is depicted in Figure 3.

g This project has received funding from the European Union’s Horizon 2020 research and innovation
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bundle1_v1
entity1
[attr1=0]
meta-bundle
@ bundle1
prov:specializationOf

Figure 3: Content of the meta-bundle before an update of provenance information

To update original provenance information encapsulated in a bundlel_v1, a new copy of the
bundle is created in a particular organisation, referred to as bundlel_v2. The bundlel_v2 is
perceived as a replacement of the outdated bundlel_v1 and includes any modifications of the
original bundle - additional, removed, or updated provenance information. The original
bundlel v1is not deleted. In the meta-bundle, a new entity representing bundlel_v2 is created
and related to the original entity representing bundlel_v1 and general aspects of the bundle
using the wasRevisionOf and specialisationOf relations respectively. This is depicted in Figure 4.

bundle1_v1 bundle1_v2

entity1

[attr1=0] prov:wasDerivedFrom

l,/fenm\,Q»\|
\« [atlr1=2)/

meta-bundle

prov:wasRevisionOf

bundle1_v1 bundle1_v2

prov:specializationOf prov:specializationOf

Figure 4: Content of the meta-bundle after an update of provenance information

If provenance information is updated in the way as described here, then the original provenance
information is not modified, and hashes or digital signatures would not be invalidated. Since the
original information is preserved, it is still potentially available during navigation through the
distributed provenance. If updated provenance information is found during the navigation, an
algorithm executing the navigation could be notified that an updated version exists and it can

T This project has received funding from the European Union’s Horizon 2020 research and innovation
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potentially be provided to a user. This mechanism also supports auditability and accountability of
past modifications of provenance information.

6. State of Standardisation

We aim for standardisation of the Common Provenance Model via International Organisation for
Standardisation (ISO) technical committee “Biotechnology” ISO/TC 276, and which is registered as
project ISO 23494 in the working group 5 “Data processing and Integration”. The reason for this is
to stimulate industrial adoption of the standard as many devices such as laboratory automation
and data generating equipment (from sequencers and spectroscopes to microscopes) are
produced on a commercial basis and used by the research facilities. This is in line with the original
work plan of EOSC-Life WP6. The domain-specific extensions of the standard also need to link to
the standards for handling the biological material and data generation methods, which are
standardised in the working groups 2 and 3 of the TC/276 respectively.

Because this work is copyrighted by ISO and cannot be published as a public deliverable, this text
describes the essential design of the provenance model, and the actual ISO document is provided
as a non-public supplement. The document is available in the EOSC-Life consortium as there has
been established liaison between TC/276 WG5 and EOSC-Life. We are also actively exploring
options to make the ISO standard open.

During the first 2 years of the EOSC-Life project, the Common Provenance Model has been
accepted as a Preliminary Work Item under 23494-2 (Part 2 of ISO 23494) and it is being proposed
for moving it into the next phase, the New Work Item at the time of submitting the deliverable.
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