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Abstract 
 
This paper describes an interactive web application to display DNA barcode data. It supports 
both query by sequence and query by geographic area. By using n-gram indexing of DNA 
sequences, and alignment-free phylogeny construction, the user can interactively explore 
DNA barcode data in real time. 

Introduction 
 
One of the most impressive achievements of biodiversity informatics is the Global 
Biodiversity Information Facility (https://www.gbif.org, GBIF), which at the time of writing has 
aggregated data on 1.6 billion occurrences of organisms from across the planet. Yet a 
time-travelling naturalist from the 19th century would find little in the GBIF interface that they 
weren’t already familiar with. The two core visualisations GBIF provides are (a) lists of 
species arranged in a Linnaean hierarchy, and (b) species distributions plotted on a map. 
These methods of summarising biodiversity data are appropriate for much of the data in 
GBIF, but a growing proportion of data in GBIF comes from DNA barcoding (Ratnasingham 
& Hebert, 2013) and metagenomics. Displaying data from these sources in this way ignores 
the very thing that makes sequence data unique, namely the nucleotide sequence itself. 
Ideally, given DNA sequences we should be able to query GBIF and find out where similar 
sequences occur. Given a geographic area, we should be able to find sequences known 
from samples in the area. Furthermore, we should be able to explore sequences using the 
appropriate tools, such as phylogenetic trees. Not only are trees a useful way summarise 
sequence data, they also enable us to go beyond counting species and to measure 
phylogenetic diversity (Faith, 1992) 
 
There are already some striking visualisations of phylogenies and geography, such as 
Microreact (https://microreact.org) (Argimón et al., 2016) and Nextstrain 
(https://nextstrain.org) (Hadfield et al., 2018). These tools typically compute all the results 
needed for a visualisation (e.g., the phylogenetic tree) offline, then generate a web app to 
display the results. They are highly interactive, but only for the predefined set of sequences. 
In contrast, the application described here creates trees “on the fly” depending on the 
sequences the user has selected (either by searching by sequence or geography). To 
enable this “on the fly” experience the application treats the DNA sequences as text strings 
indexed as n-grams, so that in effect we are “Googling” DNA sequences (Hajibabaei & 
Singer, 2009).  N-grams are substrings of characters, where n is the number of characters in 
the substring. In the context of biological sequences, n-grams are more commonly known as 
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“k-mers”, where k is the length of a subsequence. Having retrieved a set of sequences we 
can rapidly compute a phylogenetic tree based on pairwise k-mer distances between 
sequences, which enables us to avoid the costly stop of aligning the sequences. These two 
steps (n-gram indexing and alignment-free phylogeny construction) enable us to interactively 
explore DNA barcode data in real time.  
 
This paper describes a DNA barcode browser based on these two technologies (n-gram 
indexing and alignment-free phylogenetic trees). This application was entered in the GBIF 
2020 Ebbe Nielsen Challenge. 

Methods 

Data 
For the entry into the GBIF Challenge a small subset of approximately 50,000 DNA barcodes 
for animals was retrieved from the BOLD website and converted to Darwin Core Archive 
format (Wieczorek et al., 2012). Each record was then extracted from the Darwin Core 
Archive, converted into JSON documents and uploaded to an instance of Elasticsearch.  

Indexing DNA sequences 
Each DNA sequence was treated as a set of  k-mers where each sequence is partitioned 
into all substrings of length k. For DNA sequences with four bases, the number of possible 
substrings of length k is 4k. Searching was implemented using Elasticsearch’s n-gram 
indexing (a n-gram is a k-mer where n = k). To keep the size of the index manageable a 
value of n = 5 was chosen, which results in a maximum of 45 = 1024 different n-grams for a 
given sequence.  

Indexing by geographic location 
Each DNA barcode that had a latitude and longitude value was indexed by Elasticsearch so 
that we can search for sequences within a given polygon. This index was also used to 
display a tiled map of DNA barcodes. 

Phylogeny 
Given a set of sequences (returned from either a sequence similarity or geographic search) 
pairwise distances between those sequences are computed based on k-mers (Edgar, 2004). 
The same value of k (= n) used to index the sequences was also used to compute pairwise 
distances, based on Yang and Zhang (2008) who showed that k = 5 gives reasonable results 
for phylogenetic inference. A phylogenetic tree is computed from these pairwise distances 
using Simonsen et al.’s (2008) “Rapid Neighbour-Joining” algorithm (code from 
https://github.com/biosustain/neighbor-joining). 
 

Implementation 
The DNA web browser is implemented in PHP, HTML, and Javascript, with an Elasticsearch 
search engine running in a Docker container hosted in the cloud. Source code is available 
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on Github https://github.com/rdmpage/dna-barcode-browser. An instance of the application 
is running at https://dna-barcode-browser.herokuapp.com. 
 

Results 
 

 
 
Figure 1. Screenshot of DNA barcode browser https://dna-barcode-browser.herokuapp.com. The 
user is searching for matches to an existing sequence. These matches are displayed as a 
phylogenetic tree, and map, and a list in the form of a taxonomic classification. 
 
There are two ways to use the DNA web browser (Fig. 1). The first is modelled on BLAST 
(Altschul et al., 1990). In the “DNA search” box the user pastes a DNA sequence and clicks 
on “Search”. The application searches the Elasticsearch index of DNA barcodes for similar 
sequences, if it finds any it returns them and then computes a phylogenetic tree for those 
sequences. The location of the sequences is also plotted on a map, and the taxonomic 
classification of the sequences is displayed as a list. 
 
The second method is to search spatially. Using the “Geographic Search” map the user can 
draw a polygon on the map that corresponds to the area within which they want to search. 
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The database retrieves sequences in that area, and as before, computes and displays a 
tree, shows the sequences on a map, and displays a list. 
 
The tree and map are interactive, the user can pan and zoom both the tree and the map. 
The total branch length of the phylogeny (in units of pairwise k-mer distance) is displayed as 
a crude measure of phylodiversity (Faith, 1992) to help give a sense of how much genetic 
diversity the tree represents. The user  can also download the (unaligned) DNA barcodes in 
FASTA format, retrieve the pairwise distances in NEXUS format (Maddison, Swofford & 
Maddison, 1997) suitable for input into programs such as PAUP 
(https://paup.phylosolutions.com/) and Splitstree (http://www.splitstree.org/), and download 
the tree in Newick format. 

Future directions 
There are several directions this work could be taken. The interface could be refined and the 
displays of tree, map, and list linked together using “brushing” (that is, selecting a node in a 
tree could also highlight the corresponding location in the map and in the list). There are 
other visualisations that could be used, such as Klee-plots (Stoeckle & Coffran, 2013), 
histograms of pairwise sequence distance (Meyer & Paulay, 2005), and plotting the 
phylogeny on the map (Page, 2015). 
 
For the DNA barcode browser to be the basis of more analytical approaches, we would need 
to introduce measures of phylogenetic diversity, and sample geographically comparable 
areas. For example, we could divide the globe into comparable size areas using a discrete 
grid (Sahr, White & Kimerling, 2003) and use the k-mer approach to build phylogenies for 
samples of sequences taken from each cell in that grid. This would enable a grid of 
phylodiversity values to be computed for the whole planet. 
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