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EXECUTIVE SUMMARY 

The Lynx project aims at facilitating cross-border compliance for European enterprises. This requires the 
gathering of relevant regulations, case laws, best practices and standards, and their provision through 
accessible means, which enables end users (in the form of law firms, in-house lawyers, SMEs and the 
general public) to find answers to their regulatory related needs with ease. In order to provide such 
accessible means, the Lynx partners have brought together their technical expertise in the fields of 
Information Extraction, Semantic Web, Knowledge Management, and Document Management, to create 
an integrated solution. 

An essential part of the solution provided by Lynx is the automatic analysis of documents in order to 
facilitate their discovery and retrieval by the end user. These analyses have three primary objectives: 

• To extract information contained within the documents that is relevant to user queries. 
• To put documents in context, in terms of relations they hold to other documents. 
• To make documents accessible in different languages. 

In order to realize these objectives, Work Package 3 serves to develop a series of services that extract 
various types of information from the documents, and store the information in a well-organized, 
standards-compliant knowledge graph, which we call the Legal Knowledge Graph (LKG). This LKG will 
contain not only information about these documents, but also information extracted from them, as well 
as general knowledge from the compliance domain, in the form of controlled vocabularies. 

The services that are reported on in this deliverable are divided into Linking Services, which aim at 
contextualizing documents or parts of documents by finding references and commonalities with other 
known documents or entities in the LKG; and Extraction Services which aim at extracting information 
contained in the documents, both to annotate them and to enrich the LKG with them. 

Being a final report, not all of the services have been fully implemented. However, large amounts of work 
have been done in the standardization of the service architecture, deployment procedure and data 
interchange format. Furthermore, demonstration implementations are available for most of the services 
listed here, which are being used to test interoperability among them. Finally, some of these services are 
the result of ongoing research, and thus their initial version is already an innovation success. 
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1 INTRODUCTION 

1.1 PURPOSE OF THIS DOCUMENT 

This document aims at describing the status of services related to linking and extraction functionalities. 
This description will fulfil two main objectives: the first is a reporting effort, in order to better assess the 
progress of the project; t he second is the documentation of the status of the services, conventions and 
functionalities, in order to serve as future reference within the project. 

1.2 STRUCTURE OF THIS DOCUMENT 

The document starts with an introduction and then 2 major sections follow:  linking services (section 2) 
and extraction services (section 3). After that, we include the references and, finally, an appendix 
containing reports on OpenAPI descriptions of the services. 
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2 LINKING SERVICES 

2.1 ENTITY LINKING 

In the previous deliverable of this task (Deliverable 3.1) this service was presented as two distinct services: 
EntEx and WSID. In the course of the project it was decided to merge these services for the convenience 
of the user. However, the functionalities are still served also independently, i.e. EntEx with disambiguation 
and WSID without extraction. 

2.1.1 General Description of Method 

Entity Extraction is the process that finds entities from a predefined set of entities in a document. Consider 
a document containing a string “Abdel and Betty are married since 2005”, and a Knowledge Graph (KG) 
containing the entity “Betty”. The Entity Extraction process would find the string “Betty” and return its 
URI in the KG.  

The Entity Extraction service (EntEx) was developed using, as a starting point, the PoolParty Semantic Suite 
software of SWC. In agreement with the general microservice architecture used for Lynx, EntEx is a 
lightweight wrapper that converts inputs and outputs from the Lynx-defined formats and standards into 
PoolParty’s. The extraction itself is performed by the latter, by using the LKG developed in the project, in 
particular, the set of controlled vocabularies collected in Task 2.3. In the following, we give an overview 
of the extraction process, and the connections to the Lynx project. 

The general setting is a KG whose nodes are entities, and each of which has a list of labels, at least one 
per language of the project (EN, ES, DE, NL). These labels are strings which denote possible ways in which 
the entity is referred to in natural language. For example, an entity denoting “Office” could have labels 
“Office@EN”, “Bureau@EN”, “Oficina@ES”, “Buró@ES”, “Despacho@ES”, “Büro”@DE, “Kanzlei”@DE, 
“Kontor”@DE, “Kantoor”@NL, “Bureau”@NL, “Officie”@NL, where the @XY denotes the label in 
language XY.  Each entity is assigned a URI with which it is identified across the LKG. 

Furthermore, in order to bring about the graph property of a KG, the relationships between said entities 
must be specified. The simplest of such relationships, which form the basis of the special type of KG known 
as Thesaurus (or Taxonomy) is the “narrower/broader” relationship which denotes hyponymy, one word 
having a narrower meaning than the other, and which is often spelled out as “is a”. In the case of the 
entity “Office”, one such relation could be “Office is a Working Place” or “Patent Office is an Office”. 
Relation types (such as hyponymy) are assigned a URI, and relation instances are encoded in triples of 
URIs of the form <subject> <predicate> <object>.  

Given a KG defined as described above, the Entity Extraction service amounts to finding mentions of these 
entities in a given document. While in the simplest case this could amount to a string-matching process, 
modern NLP techniques call for various degrees of processing to be done on the text, the list, or both, in 
order to improve the matching process. The EntEx service, for example, is able to recognize plurals such 
as “offices”@EN, or “Kanzleien”@DE. Once the matching has been done, PoolParty returns a list of 
entities found in a document, as well as their positions. This list of entities and their position is then 
assembled into a NIF file. 

The EntEx service uses two parts of the PoolParty Semantic Suite. First, the thesaurus management 
capabilities are used to import, curate and maintain taxonomies, as well as to create any deemed 
necessary. This is done in a user-friendly way, allowing for domain-expert users without detailed technical 
knowledge to manage these taxonomies. By following the Semantic Web standards, these taxonomies 
can be exchanged between different parties, can be integrated into the larger LKG, and can be published 
as linked data. 
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The WSID service tackles the issue of ambiguity in natural languages. Indeed, four out of ten words in 
English have more than one meaning [Durkin1989]. The domain dependent vocabularies or terminologies 
prepared in the Lynx pilots are supposed to be domain-specific and, therefore, are not expected to cover 
possible out-of-domain senses of labels. In order to enable the usage of these terminologies for automatic 
text annotations, we introduce a robust method for inducing and discriminating word senses using 
synonyms and hypernyms. The method makes use of a pre-trained language models to generate potential 
substitutes for the target (matched label). Consider “We came into a bar and ordered two grasshoppers.” 
In this case potential substitutes for “grasshoppers” would include “cocktails”, “drinks”, “wines”, ”beers”. 
For the induction process several different contexts with the same target are considered, i.e. several 
contexts featuring “grasshopper” in different senses. Next, substitutes for each context are collected and 
then clustered in order to identify different senses. 

For the disambiguation step the different induced clusters are used. The target is substituted by words 
from different clusters. The cluster that yields higher scores (each substitute is scored using the same 
pretrained language model) is assigned as the correct sense. 

For WSID currently BERT (https://github.com/google-research/bert) is used as the pretrained language 
model. The pretrained BERT is available in more than 100 languages, therefore the methodology is 
inherently multilingual. Formal Concept Analysis factoring technique is used as the clustering method 
[Belohlavek2010]. 

2.1.2 Description of Service within Lynx 

In a way, the EntEx service takes knowledge from the LKG’s vocabularies and analyses a document using 
it. Due to the linking quality of the LKG, the knowledge about entities enlarges the knowledge of 
documents with the information “Document X contains a mention of entity A and entity B”. 

The Entity Extraction service is a prerequisite for several other services within Lynx. The already 
mentioned RelEx service, for example, first finds known entities in a document, and then recognizes 
whether a given relationship is being expressed about them. The Semantic Similarity (SeSim) service also 
makes great use of extracted entities, as they serve to compute similarity between snippets of text using 
not only the information explicitly contained in them, but also the information about that information 
which is part of the LKG. Likewise, the QA service uses extracted entities to enhance the information about 
the query and the documents from which answers are to be retrieved. 

The WSID service succeeds EntEx in workflows and can also operate on NIF. It checks the entity annotation 
provided by EntEx and looks up for available models for the annotated entities. In case there are saved 
models, the method uses them to disambiguate the correct sense. The models should be prepared in 
advance in the induction step. 

2.1.3 Evaluation 

The WSI evaluation is performed on SemEval 2013 Task 13 dataset [Jurgens2013]. In order to know more 
about the used metrics see the respective paper. 

Method Fuzzy-NMI Fuzzy-Bcubed F score Geometric mean 

[Wang2015] 7.14 55.4 19.89 

[Amrami2018] 11.26 57.49 25.43 

[Amplayo2019]  7.97 61.7 22.17 

Our method 10.92 53.3 24.13 

https://github.com/google-research/bert


 

8 

Building the Legal Knowledge Graph for Smart Compliance Services in Multilingual Europe 

 

        
 

 

 

        
 

 

 

        
 

 

D3.6 | Extraction and Linking Services. Final Report. 

 

Table 1. Results of unsupervised evaluation on SemEval dataset. 

The WSD evaluation is performed on the same dataset using the information about senses from the 
WordNet1. 

Method Jaccard Index Positionally-Weighted 
Tau 

Weighted NDCG Recall 

AI-KU (remove5-
add1000) 

0.245 0.642 0.332 

UoS (#WN senses) 0.192 0.596 0.315 

Unimelb (5p) 0.218 0.614 0.365 

Our method 0.196 0.606 0.372 

Table 2. Results of supervised evaluation on SemEval dataset. 

2.2 DICTIONARY ACCESS  

2.2.1 General Description of Method 

The Lexicala API of K Dictionaries (KD) is a RESTful API that provides lexical data originating from 
lexicographic resources for 50 languages: the multilingual Global series (25 languages), the semi-bilingual 
Password series (40+ languages), and Random House Webster’s College Dictionary (English). The API 
returns data in JSON format as well as – still to be completed – RDF data in JSON-LD (and N-Quads). 

The resources provided by Lexicala consist of a list of words and senses for each word, with rich linguistic 
information about each, as well as examples of use. Some of these resources are categorized into 
knowledge fields. 

Overall, the access process to the Lexicala API can be described in the following three steps: 

1. Listing of all the languages available for search. 
2. Searching, using free text, for a particular word in a particular language, getting back a list of IDs. 
3. Getting detailed information about an entry or one of its senses, using the ID. This returns 

information like phonetics, elaborate syntactic and semantic information, related multiword 
phrases, usage examples and the translations available into other languages. 

2.2.2 Description of Service within Lynx 

The use of general dictionaries in Lynx is twofold: 

1. To enrich controlled vocabularies with synonyms and translations. This is necessary as not all 
controlled vocabularies are multilingual, especially those which are extracted automatically using 
the Terminology Extraction service (described in deliverable 3.2). 

2. The WSID service (described in this document), will use the synonyms contained in the dictionary 
for better clustering of free-text terms. 

3. The Cross-lingual Search (SEAR) service uses Dictionary Access (DA) to expand the search queries. 

                                                       

1 http://wordnetweb.princeton.edu/perl/webwn 

http://wordnetweb.princeton.edu/perl/webwn
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2.2.3 Evaluation 

In the case of manually compiled dictionary data, the evaluation is constant and takes form in work 
practice, rather than machine protocol, which ensures the quality of the data and its validity. The 
dictionaries are compiled by experienced editors and lexicographers, and the work of verifying that the 
dictionary is up-to-date is assisted by advanced corpus-based analysis tools, which enable constantly 
adding neologisms and phrases. As is the case for human-curated data, it is not possible to automatically 
evaluate the data under any standards, for one, due to the ever-changing and fluid nature of human 
language, which requires human supervision, and also due to the shortcomings of automated tools for 
natural language, which do not encapsulate the intricacies of natural language data well enough to 
evaluate it. 

Instead, data is constantly revised and post-edited; tests are created to search for unique or problematic 
cases that require special attention, and periodic updates are applied to the headword lists, in order to 
reflect the language at its most recent form, flagging old-fashioned or obsolete entries along the way, and 
adding new meanings to existing ones.  

2.3 DOCUMENT CLASSIFICATION 

This service was abandoned as it was not required by any of the pilots. 

2.4 QUESTION ANSWERING 

This service was moved to task 3.4 and its description is to be found in Deliverable 3.9. 
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3 EXTRACTION SERVICES 

3.1 RELATION EXTRACTION 

3.1.1 General Description of Method 

The RelEx service aims at extracting relations between entities in plain text. For example, in the string 
“Michael Jackson was born in the USA.” a relation between “Mickael Jackson” and “USA” is expressed, we 
could call this relation “Entity-Origin”. 

The relations could be expressed in various ways in the text. Usually a verb is used, however one easily 
finds multiple examples where a relation is expressed without using verbs. Therefore, methods based on 
curated rules and linguistic parsing might not give satisfactory results. We have decided for a methodology 
based on pre-trained deep neural networks, like ELMO (https://github.com/HIT-
SCIR/ELMoForManyLangs), BERT (https://github.com/google-research/bert) or OpenAI GPT 
(https://github.com/openai/gpt-2). The advantage of this methodology is that the pre-trained models not 
only vectorize the input sequence (tokens, sub-tokens or even characters), but also take the preceding 
and the following context into account, therefore these classifiers are able to deal efficiently with 
negations, synonyms, paraphrasing, etc. 

We are currently using the OpenAI GPT2 model fine-tuned on SemEval 2010 Task 8 [HendrickxEtAl2009] 
dataset (https://github.com/DFKI-NLP/TRE). The model is able to recognize 8 directed relations: 

• Cause-Effect (CE). An event or object leads to an effect. Example: those cancers were caused by 
radiation exposures 

• Instrument-Agency (IA). An agent uses an instrument. Example: phone operator 
• Product-Producer (PP). A producer causes a product to exist. Example: a factory manufactures 

suits 
• Content-Container (CC). An object is physically stored in a delineated area of space. Example: a 

bottle full of honey was weighed 
• Entity-Origin (EO). An entity is coming or is derived from an origin (e.g., position or material). 

Example: letters from foreign countries 
• Entity-Destination (ED). An entity is moving towards a destination. Example: the boy went to bed 
• Component-Whole (CW). An object is a component of a larger whole. Example: my apartment has 

a large kitchen 
• Member-Collection (MC). A member forms a nonfunctional part of a collection. Example: there are 

many trees in the forest 
• Message-Topic (MT). A message, written or spoken, is about a topic. Example: the lecture was 

about semantics  
• If none of these relations is found the system output the relation "Other".  

The system is also capable of recognizing the directionality of relation, i.e. the response contains the order 
of the entities. 

3.1.2 Description of Service within Lynx 

We provide an HTTP API endpoints to communicate with the service. In the course of the pilot work we 
aim at training new models that are specific for the data used in pilots. Therefore, in the call parameters 
the user is able to choose the model to be used for extracting the relations. 

The entities are expected to be recognized before the input is sent to the RelEx service, therefore EntEx 
service precedes the RelEx service in the workflows. 

https://github.com/HIT-SCIR/ELMoForManyLangs
https://github.com/HIT-SCIR/ELMoForManyLangs
https://github.com/google-research/bert
https://github.com/openai/gpt-2
https://github.com/DFKI-NLP/TRE
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A report on available HTTP endpoints with their descriptions is available in the appendix. 

3.1.3 Evaluation 

The model is evaluated on SemEval 2010 Task 8 and reaches the F1 score of 87.1. 

3.2 MONOLINGUAL TERMINOLOGY EXTRACTION 

This service has been moved to Task 3.1 and its description can be found in Deliverable 3.7. 

3.3 DOCUMENT STRUCTURE EXTRACTION 

The implementation of this service was evaluated and turned out to be infeasible in frames of the Lynx 
project scope. The service proved to be very complex on its own as it should be able to recognize the 
structure of .pdf documents automatically. Since such a task is not in the core of Lynx project it was 
decided to do the document parsing with pre-specified parser that are specific to each pilot as we only 
have a limited number of document types per pilot. 

3.4 ENTITY EXTRACTION 

This service has been merged with the WSID service. The description is to be found in this document in 
Section 2.1. 

 



 

12 

Building the Legal Knowledge Graph for Smart Compliance Services in Multilingual Europe 

 

        
 

 

 

        
 

 

 

        
 

 

D3.6 | Extraction and Linking Services. Final Report. 

 

4 CONCLUSION 
This deliverable features 3 services that are developed in frames of Task 3.3: RelEx, DA, EL. All the services 
have an OpenAPI interface. RelEx and EL take NIF documents as input and output also NIF documents. 
The services are deployed and ready for integration. 
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ANNEX 1 – IMPLEMENTATION DETAILS (CODE) 
In the appendix one finds a report on OpenAPI description of the services’ HTTP endpoints. The tool 
https://mrin9.github.io/RapiPdf/ was used to generate these reports. 

https://mrin9.github.io/RapiPdf/
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