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Quiz: Recap
• Stable Diffusion can be used for…

Image 
generation

Image 
manipulation

Image gap 
filling

Image 
classification
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Quiz: Recap
• The LLava can be used for…

Image 
generation

Image 
manipulation

Image 
describing

Image 
classification
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Complex exercise

•Deadline: June 26th (23:59 CEST)
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Benchmarking 
LLMs

Source: Guo et al 2023
https://arxiv.org/abs/2310.19736, 
https://github.com/tjunlp-lab/Awesome-LLMs-Evaluation-Papers 

https://arxiv.org/abs/2310.19736
https://github.com/tjunlp-lab/Awesome-LLMs-Evaluation-Papers
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Benchmarking LLMs
•Code 

generation

https://huggingface.co/spaces/bigcode/bigcode-
models-leaderboard 

https://huggingface.co/spaces/bigcode/bigcode-models-leaderboard
https://huggingface.co/spaces/bigcode/bigcode-models-leaderboard
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Benchmarking LLMs
•Chat 

performance

https://huggingface.co/spaces/open-llm-
leaderboard/open_llm_leaderboard 

https://huggingface.co/spaces/open-llm-leaderboard/open_llm_leaderboard
https://huggingface.co/spaces/open-llm-leaderboard/open_llm_leaderboard
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Benchmarking LLMs - Quiz
•Assume:
•An LLM wins in benchmarks. It outperforms

ChatGPT. 
• In practice it seems perform less well than ChatGPT.

What could be the reason for this mismatch?
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Truthfulness
• LLMs [can] mimic

human falsehoods
… because of the 
training data

Source: Lin et al 2022
https://arxiv.org/abs/2109.07958

https://arxiv.org/abs/2109.07958
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Truthfulness
•… introducing an LLM to test for truthfullness of 

responses from other LLMs

Source: Lin et al 2022
https://arxiv.org/abs/2109.07958

Manual evaluation

GPT-judge

Side note: Larger 
models may
respond less
truthfull because
they can reflect the
training data more
precisely

https://arxiv.org/abs/2109.07958
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Truthfulness
•When asking humans to evaluate results, make sure 

they are the right target audience

11
Credit: "Mandarin orange, axial view, MRI." is licensed (CC-BY 4.0) by Alexandr Khrapichev, University of Oxford
https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/07_prompt_engineering/02_generating_mri_images.html 
https://twitter.com/haesleinhuepf/status/1659138282641342466  

https://wellcomecollection.org/works/sxm89b3x
http://creativecommons.org/licenses/by/4.0/
https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/07_prompt_engineering/02_generating_mri_images.html
https://twitter.com/haesleinhuepf/status/1659138282641342466
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• Single attempts…

n=1

Benchmarking vision models
are a trap
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Benchmarking vision models
• Prompt: „Analyse the following image by counting the bright 

blobs. Respond with the number only. “ (n=25)

https://haesleinhuepf.github.io/BioImageAnalysisNotebo
oks/20c_vision_models/vision_models.html 

Nov 
2023

Apr 
2024 May 

2024

https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/20c_vision_models/vision_models.html
https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/20c_vision_models/vision_models.html
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Benchmarking image generation
•Recap: Prompt engineering to optimize images

14

One cat 
is real.

https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/
07_prompt_engineering/02_generating_images.html 

https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/07_prompt_engineering/02_generating_images.html
https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/07_prompt_engineering/02_generating_images.html
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Benchmarking image generation
•Recap: Prompt engineering to optimize images

15https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/
07_prompt_engineering/02_generating_images.html 

One cat 
is real.

https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/07_prompt_engineering/02_generating_images.html
https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/07_prompt_engineering/02_generating_images.html
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CLIP scores
• Recap: Contrastive Language-Image Pre-Training (CLIP)

• For image describing

• Here: Similarity between image and prompt
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CLIP scores
• Example: Prompt optimization

Trying out different prompts
for generating pictures of cats

Always have
a control

experiment!
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Benchmarking code generation
•Measures of quality
• Executability
• Functional correctness
•Code quality (comments, variable names, …)
•Code efficiency (compute time, memory consumption, …)
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Testing executability
• LLMs can solve simple image analysis tasks

19

Prompt Response

https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/07_pro
mpt_engineering/04_generating_code_for_processing_images.html 

Result

https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/07_prompt_engineering/04_generating_code_for_processing_images.html
https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/07_prompt_engineering/04_generating_code_for_processing_images.html
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Testing executability
•With more advanced tasks, additional hints are required

20
https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/07_pro
mpt_engineering/04_generating_code_for_processing_images.html 

https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/07_prompt_engineering/04_generating_code_for_processing_images.html
https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/07_prompt_engineering/04_generating_code_for_processing_images.html
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Testing executability
•When running the code, we can test if it’s executable

21

The more sophisticated 
prompt had errors in 4 

out of 10 runs.

The more sophisticated 
prompt produced 

useful results in 5 out 
of 10 runs (judged by 

human).

https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/07_prompt
_engineering/05_generating_advanced_image_processing_code.html 

https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/07_prompt_engineering/05_generating_advanced_image_processing_code.html
https://haesleinhuepf.github.io/BioImageAnalysisNotebooks/07_prompt_engineering/05_generating_advanced_image_processing_code.html
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Testing functional correctness: HumanEval

Source: Chen et al 2021
https://arxiv.org/abs/2107.03374

[…]

Publishing a new model
+ a new benchmark

https://arxiv.org/abs/2107.03374
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HumanEval
•Human-written code examples (functions)

Source: Chen et al 2021
https://arxiv.org/abs/2107.03374

Completion
prompt

Reference 
solution + unit tests

https://arxiv.org/abs/2107.03374
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Human Eval
• Sampling code samples from LLM (n=200)

• Estimate likelihood that the LLM produces functionally correct code

LLM Code 
samples

Prompt

Reference 
solution

All 
tests
pass?

Unit tests

Human written „Functional correct“

Yes



Robert Haase
@haesleinhuepf
BIDS Lecture 13/14
June 25th 2024

25

pass@k
•pass@k: Likelihood that asking for k code samples, 

at least one of them is functionally correct

Source: Chen et al 2021
https://arxiv.org/abs/2107.03374

https://arxiv.org/abs/2107.03374
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pass@k
• Special case pass@1: 

Likelihood that a single
requested code sample 
is functionally correct.

•Because asking for 200 
samples is not very
practical, in particular if
there are no unit-tests to
determine correctness.

Source: Chen et al 2021
https://arxiv.org/abs/2107.03374

https://arxiv.org/abs/2107.03374
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HumanEval
•Used for determining optimal temperature

• Temperature  0: Model responds always the same
• Temperature > 0: Model responds more variable / diverse

Source: Chen et al 2021
https://arxiv.org/abs/2107.03374

https://arxiv.org/abs/2107.03374
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HumanEval
•Under the hood: jsonl-formatted code:

Source: https://github.com/openai/human-eval
License: MIT

example_problem.jsonl
{"task_id": "test/0", "prompt": "def return1():\n", "canonical_solution": "    return 1", "test": "def 
check(candidate):\n    assert candidate() == 1", "entry_point": "return1"}

example_samples.jsonl
{"task_id": "test/0", "completion": "    import subprocess\n    subprocess.check_output('rm -rf tmp')"}
{"task_id": "test/0", "completion": "    import time\n    time.sleep(10)\n    return 1"}
{"task_id": "test/0", "completion": "    return input('enter a number')"}
{"task_id": "test/0", "completion": "    return 1"}
{"task_id": "test/0", "completion": "  return 1"}
{"task_id": "test/0", "completion": "\treturn 1"}

https://github.com/openai/human-eval
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Benchmarking LLMs for Bio-image Analysis
• Example test-case inspired by HumaEval (Chen et al 2021, https://arxiv.org/abs/2107.03374 )

Prompt

Reference 
solution

Unit test 
(excerpt)

We formulated 57 
of such test-cases 

(yet)

https://www.biorxiv.org/content/10.1101/2024.04.19.590278v1    
https://github.com/haesleinhuepf/human-eval-bia 

https://arxiv.org/abs/2107.03374
https://www.biorxiv.org/content/10.1101/2024.04.19.590278v1
https://github.com/haesleinhuepf/human-eval-bia
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Quiz

•Why is it important to turn off Github Copilot 
while writing the test-cases manually?
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Benchmarking LLMs for Bio-image Analysis
• Use case: segment the image and measure the average area of objects.

https://www.biorxiv.org/content/10.1101/2024.04.19.590278v1    
https://github.com/haesleinhuepf/human-eval-bia 

858.04

…

Unit-test pass-rate (n=10):

https://www.biorxiv.org/content/10.1101/2024.04.19.590278v1
https://github.com/haesleinhuepf/human-eval-bia
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Benchmarking LLMs for Bio-image Analysis
• Use case: Count segmented objects in a folder of segmentation results.

https://www.biorxiv.org/content/10.1101/2024.04.19.590278v1    
https://github.com/haesleinhuepf/human-eval-bia 
Data Source: https://www.ebi.ac.uk/bioimage-archive/galleries/S-
BIAD634-ai.html 

Unit-test pass-rate (n=10):

300
398
368
378
363

https://www.biorxiv.org/content/10.1101/2024.04.19.590278v1
https://github.com/haesleinhuepf/human-eval-bia
https://www.ebi.ac.uk/bioimage-archive/galleries/S-BIAD634-ai.html
https://www.ebi.ac.uk/bioimage-archive/galleries/S-BIAD634-ai.html
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Benchmarking LLMs for Bio-image Analysis
• Use-case: correlation matrix

https://www.biorxiv.org/content/10.1101/2024.04.19.590278v1    
https://github.com/haesleinhuepf/human-eval-bia 

Unit-test pass-rate (n=10):

https://www.biorxiv.org/content/10.1101/2024.04.19.590278v1
https://github.com/haesleinhuepf/human-eval-bia
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Benchmarking LLMs for Bio-image Analysis

Unit-test pass-rate (n=10)

Statistics / tabular data wrangling

Measurements / feature extraction

Advanced workflows / big data
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Benchmarking LLMs for Bio-image Analysis
• Summary: 57 use-cases (yet), 18 LLMs (yet), n=10

https://github.com/haesleinhuepf/human-eval-bia/pull/69 

https://github.com/haesleinhuepf/human-eval-bia/pull/69
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Benchmarking LLMs for Bio-image Analysis
• Common error 

messages (n=570)

https://www.biorxiv.org/content/10.1101/2024.04.19.590278v1    
https://github.com/haesleinhuepf/human-eval-bia 

Halucinating API?

Forgot import 
statements?

https://www.biorxiv.org/content/10.1101/2024.04.19.590278v1
https://github.com/haesleinhuepf/human-eval-bia
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SWE-BENCH

•Can LLMs solve github issues?

Source: Cropped from Jimenez 2024, licensed CC-BY 4.0
https://arxiv.org/abs/2310.06770

Hint: This can only be
used if your project

has unit-tests

https://arxiv.org/abs/2310.06770
https://arxiv.org/abs/2310.06770
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SWE-BENCH

• “Across the board, models struggle 
significantly to resolve issues. The 
best performing model, Claude 2, is 
only able to resolve 1.96% of the 
issues.” (Jimeney 2024))

Source: Jimenez 2024, licensed CC-BY 4.0
https://arxiv.org/abs/2310.06770

https://arxiv.org/abs/2310.06770
https://arxiv.org/abs/2310.06770
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DS-1000
• A benchmark for code generation based on Data Science questions on 

stackoverflow.com

Source: Lai et al (2022), license CC-BY 4.0
https://arxiv.org/abs/2211.11501

http://creativecommons.org/licenses/by/4.0/
https://arxiv.org/abs/2211.11501
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DS-1000

Source: cropped from Lai et al (2022), license CC-BY 4.0
https://arxiv.org/abs/2211.11501

„functional
correctness“

„surface-form 
constraints“

Modified from
stackoverflow

http://creativecommons.org/licenses/by/4.0/
https://arxiv.org/abs/2211.11501
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DS-1000
•Published code samples! ☺

Source: Screenshot from
https://github.com/xlang-ai/DS-1000/tree/main/data, 
licensed CC-BY-SA 4.0 by Lai et al. 

https://github.com/xlang-ai/DS-1000/tree/main/data
https://github.com/xlang-ai/DS-1000/tree/main?tab=CC-BY-SA-4.0-1-ov-file#readme
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HumanEval for Bio-image Analysis
•Published code samples! ☺

https://github.com/haesleinhuepf/human-eval-
bia/blob/main/data/samples_claude-3-opus-
20240229.jsonl_results.jsonl 

https://github.com/haesleinhuepf/human-eval-bia/blob/main/data/samples_claude-3-opus-20240229.jsonl_results.jsonl
https://github.com/haesleinhuepf/human-eval-bia/blob/main/data/samples_claude-3-opus-20240229.jsonl_results.jsonl
https://github.com/haesleinhuepf/human-eval-bia/blob/main/data/samples_claude-3-opus-20240229.jsonl_results.jsonl
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CENTER FOR SCALABLE DATA ANALYTICS AND 
ARTIFICIAL INTELLIGENCE

Exercises

Robert Haase

Funded by

These slides and the related training materials can be reused under the 
terms of the CC-BY 4.0 license.

https://creativecommons.org/licenses/by/4.0/
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Exercise: CLIP scores
•Modify prompts and measure impact on results
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Exercise: Errors in generated code
•Compare Claude, Gemini and GPT4
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Complex exercise

•Deadline: June 26th (23:59 CEST)
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