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Abstract 

This deliverable documents the approaches for designing and developing the data-driven models that drive 

the ATLANTIS AI services backend. Their basic principle of operation is monocular inference from spherical 

panoramas which means that depending on the task at hand, these models will need to provide solutions for 

challenging, ill-posed problems. Yet the recent developments in data-driven models and the expanded 

availability of data are the drivers of such emerging services, upon which innovative tools and applications 

like the ATLANTIS authoring tool can be developed. In this updated version, the improved results from WP3 

are presented which include works for scene layout and depth estimation, semantic segmentation, and a 

novel generative approach for Diminished Reality applied at spherical panoramas. These services have been 

integrated into the ATLANTIS application and assessed in the validation. Note that the deployment-related 

aspects (e.g., APIs, registration of the AR scene with the real room) are described in D4.2. 
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Abbreviations 

Abbreviation Explanation 

3DOF 3 degrees of freedom (rotation around 3 axes) 

3DOF+ 3 degrees of freedom plus small translational freedom (e.g. head movements) 

6DOF 6 degrees of freedom (rotation around and translation along 3 axes) 

API Application Programming Interface 

AR Augmented Reality 

B2B Business to business 

CA Consortium Agreement 

DB Database 

DoA Description of Action 

DR Diminished Reality 

EC European Commission 

ETSI European Telecommunications Standard Institute 

I/O Input/output 

IPR Intellectual Property Rights 

NDA Non-disclosure agreement 

NoSQL Non-relational database (e.g., document/object oriented database) 

OS Operating System 

PO Project Officer 

QA Quality Assurance 

REST Representational State Transfer 

R&I Research and Innovation 

RT Real-time 

UX User Experience 

VR Virtual Reality 

WP Work Package 

XR Virtual/Augmented/Mixed Reality 
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Partner Acronyms 

Abbreviation Explanation 

JRS JOANNEUM RESEARCH Forschungsgesellschaft mbH 

CERTH ETHNIKO KENTRO EREVNAS KAI TECHNOLOGIKIS ANAPTYXIS 

ROOM roomle GmbH 

UP Usability Partners AB 
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1 Introduction 

The ATLANTIS project aims to design and develop a next-generation user-centric authoring tool for interior 

scene (re-)planning, refurbishing and design. To elevate its user-friendliness, facilitate a smoother end-to-

end process between professionals and consumers, and allow users to enjoy an efficient workflow, ATLANTIS 

will employ emerging interactive technologies, namely Augmented Reality (AR). AR enables the emplacement 

of virtual objects into real-world scenes, and as such, can drive an innovative mixed reality interior design 

experience. To go beyond what is currently available in terms of AR experiences and user-friendliness, 

ATLANTIS has identified a set of advanced features that it will include, some specifically related to the context 

of the ATLANTIS authoring tool. The ATLANTIS AI services are the backbone of these advanced features as 

they will bridge the technical advances of data-driven methods and the enhanced user design experience. 

This bridging will manifest in various technical tasks that will offer richer information about the interior 

scenes at hand. 

More specifically, the ATLANTIS AI services will be responsible for providing information about the scene’s 

3D geometry and its object-related composition, with the ultimate goal being, to visually enhance the 

experience in ways that improve the authoring workflows. To that end, 3D reconstructing the scene is very 

important for planning purposes, and understanding the scene’s contextual and decoration layout at the 

object level is beneficial for advanced object-oriented selection features. Yet these new scene cues can be 

exploited in other ways as well. Replacing objects is a functionality that is not feasible with AR, but object-

level understanding can fuel novel functionalities like Diminished Reality (DR). At the same time, extracting 

the global scene context offers a digitised representation that can be leveraged for customized 

recommendations about replacements, or even complete redesign, conditioned on the current object-level 

and scene-level layout. The latter is given by the scene’s 3D reconstruction, closing the loop on per-task 

interactions. 

Therefore, the ATLANTIS AI services are: 

1. Geometric scene understanding AI service (T3.1), with a two-fold role: 

a. Coarse 3D reconstruction, by estimating the scene’s layout, and, 

b. Finer-grained 3D reconstruction, by estimating the scene’s depth. 

2. Object-oriented scene understanding AI service (T3.2, T3.4), with a two-fold role: 

a. Estimating the segmentation of the scene in terms of labelled masks, and, 

b. Creating the scene’s object-level relational composition. 

3. Diminishing the scene’s objects (T3.3), which is conditioned on their detection, and the scene’s 

layout. 

4. Generating scene-level object rearrangements (T3.4), to provide recommendations and scene layout 

proposals, conditioned on the scene’s estimated scene graph. 

The work done towards delivering these services is described in the following sections, with Section 2 

providing an overview of relevant datasets, Section 3 focusing on Geometric Scene Understanding, Section 4 

on Object-oriented Scene Understanding, and Section 5 on the Diminished Reality enabling technology. Then, 

Section 6 describes AI-based layout recommendation. Finally, the document will conclude with future plans 

and directions. Papers related to the work in this document are provided as an annex. 
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2 Datasets 

The ATLANTIS AI services are modern data-driven services that capitalize on recent advances in deep neural 

networks. Since the outcomes of WP3 will be driven by data, the technical team first mapped the dataset 

landscape related to the work-package’s tasks. Given that ATLANTIS focuses on indoor scene understanding, 

the dataset search and mapping processes focused on datasets offering annotations for indoor scenes. The 

following table is the result of this landscape search, with the context property being synthetic (S) or natural 

(N), and the type property focusing on the data type as offered by the dataset. 

        
Name Context Type Depth Layout Segmentation Samples Classes 
InteriorNet S 2D ✔ ✘ ✔ 20M 158 

NYU Depth v2 N 2D ✔ ✘ ✔ 1.5K labelled, 
400K unlabelled 

894 

ADE20K N 2D ✘ ✘ ✔ 20K 2,693 

ScanNet N 3D/2D ✔ ✘ ✔ 2.5M views, 
1.5K scenes 

20 

Replica N 3D - ✘ ✔ 18 scenes 88 

Structured3D S 360/3D/2
D 

✔ ✔ ✔ 
196K frames, 
3.5K scenes 

40 

Matterport 3D N 360/3D/2
D 

✔ ✘ ✔ 10.8K 40 

COCO N 2D ✘ ✘ ✔ 200K 91 

LVIS N 2D ✘ ✘ ✔ 164K 1000 

Stanford 2D-3D-
Semantics 

N 360/3D/2
D 

✔ ✔ ✔ 
1413/7/70K 12 

Gibson V2 N 3D/360 ✘ ✘ ✘ 572 buildings - 

SceneNN N 3D/2D ✔ ✘ ✔ >100 scenes 40 

3RScan N 3D/2D ✔ ✘ ✔ 478 scenes 20 

Sun360 N 360 ✘ ✔ ✘ limited images 
(actual dataset is 

n/a) 

- 

SceneNet RGB-D S 2D ✔ ✔ ✔ 
57 layouts, 

17K configurations, 
5M views 

225 

3RScan N 3D/2D ✔ ✔ ✔ 
1482 3D, 

478 rooms 
20 

SunCG S 3D ✘ ✘ ✘ 45K scenes - 

Hypersim  S 3D/2D ✔ ✔ ✔ 
461 scenes, 74K 

images 
40 

 

Unfortunately, some datasets have been discontinued (SunCG, Sun360), while others do not offer 

panoramas. Nonetheless, both 3D and 2D datasets can be useful with a variety of techniques. Rendering can 

repurpose 3D datasets into geometric 360 data, a fact that has been exploited by WP3. Similarly, 2D data can 

be used as starting points for pre-trained models to be adapted to 360 data, or applied at cube map 

representations. Yet some 3D datasets are largely incomplete point clouds, which renders them unusable as 

rendering them would produce 360 data with significant holes. This analysis helped us identify that no 

dataset contains all the annotations required by ATLANTIS, and those that do (bold ticks in the table above) 

are either purely synthetic (Structured3D), contain class mappings that do not apply to the ATLANTIS tasks 

(Stanford2D3D), or only offer data which are not directly reusable (3RScan, SceneNet RGB-D, the latter being 

synthetic too). Each following section will better outline the available or generated data for the task at hand. 
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3 Geometric Scene Understanding 

3.1 Room layout estimation 

3.1.1 Introduction 

Estimating the layout of an indoor scene provides a projective coarse geometric representation of the 

underlying scene geometry. Its coarseness refers to it being a piecewise planar approximation that can be 

easily converted into a mesh. Yet its projective nature means that the results are only up-to-scale. However, 

for Manhattan-aligned scenes, and panoramic layout estimation, it is possible to convert these estimates to 

metric scale using just a single measurement, usually the distance from the camera to the floor. The 

combination of spherical image acquisition, an easy to acquire measurement - even standardized when using 

tripods - and an effective AI model, constitute layout estimation a rather robust geometric inference task. 

3.1.2 Challenges 

The problems that need to be overcome when seeking to deliver a panoramic layout estimation method are 

numerous. First, currently available public datasets are rather limited. The Sun360 [XEO12] subset annotated 

in Panoramix [YZ16], as well as the Stanford2D3D [ASZ17] subset annotated in LayoutNet [ZCS18], provide 

less than 1200 samples jointly. The recently introduced Matterport3DLayout [ZSP19] dataset offers another 

2295 samples. The high commercial potential that room scanning offers further hinders progress in data 

availability as the Realtor360 dataset originally meant to be made public by DuLa-Net [YWP19], was 

eventually not disclosed to the public. Synthetic dataset alternatives exist, like Structured3D [ZZL20], but 

their effectiveness in real-world scenes is questionable. 

Another issue is related to the complexity of indoor scenes and the underlying assumptions and data 

distributions. More specifically, the state-of-the-art currently employs the Manhattan world assumption, 

which is very reasonable as most man-made indoor environments follow the Manhattan world directives. 

However, this means that scenes not following this assumption (i.e. loft-like rooms) will fail to be 

reconstructed. The same goes for the wall-ceiling-floor junction count, a pain-point for the available datasets 

(apart from the synthetic ones, and perhaps the recently introduced Matterport3DLayout), which are 

dominated by cuboid rooms (with the annotations sometimes even violating the actual layout) and offer 

scarce annotations for more complex scenes (i.e. 6 or 8 walls). 

The final issue has to do with the post-processing that is required to ensure the underlying assumption. 

Manhattan scenes are composed of planes, with the ceiling and floor being orthogonal to the walls. While 

some works like Corners for Layout [FFP20] and AtlantaNet [PAG20] relax this assumption, most residential 

scenes are Manhattan aligned, and even if not Manhattan, the Atlanta world assumption still requires vertical 

walls. Most models overcome this with the simultaneous regression of numerous constraints (junctions, 

boundary, etc.), that are used in an optimization problem to recover a Manhattan estimation. Nonetheless, 

these are supported by a set of hyper-parameters that do not necessarily generalize well and such a tuning 

would not be suitable for an automated AI service. 

3.1.3 Approach 

Within T3.1 ATLANTIS first focused on research to develop a new model that would provide Manhattan-

aligned layouts in a single-shot. Instead of the traditional approach that regressed dense probabilistic 

representations, we went beyond to regress the junction keypoints directly. This allowed for the 

incorporation of explicit Manhattan constraints, allowing our model to directly estimate cuboids in a single-

shot, and an end-to-end manner. In addition, for our Single-Shot Cuboids (SSC) approach we also developed 

a keypoint localisation technique directly applicable to spherical inputs using geodesic heatmaps as the 
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intermediate representation, and a geodesic loss for the model’s supervision. The overall approach is 

depicted in Figure 1, while more details can be found in the paper, titled “Single-Shot Cuboids: Geodesics-

based End-to-end Manhattan Aligned Layout Estimation from Spherical Panoramas”, which is appended in 

the Annex, and which has been accepted for publication in the Image and Vision Computing journal. More 

results, code and models are also available online at https://vcl3d.github.io/SingleShotCuboids/.  

 

Figure 1: The Single-Shot Cuboids approach. 

A limitation of the model is that it only works on cuboid scenes but it makes up for it with increased accuracy 

over other state-of-the-art models’ performance on cuboid scenes. Nonetheless, most rooms are indeed 

cuboid or can be well approximated by cuboids.  

Figure 2 presents in-the-wild results from the UP lab. Even though not perfect the predictions can 

approximate the scene’s layout reasonably well even in unstructured, out-of-distribution data (complex 

ceiling lighting at beam-like structures) and varying lighting conditions. 

 

Figure 2: Panorama-based layout estimation applied to the in-the-wild samples of the UP lab. 

3.2 Depth estimation 

3.2.1 Introduction 

Different from the aforementioned approach which offers a coarse geometric representation of the scene, 

360 depth estimation approaches can offer a holistic geometric scene understanding. Following the progress 

made in the monocular perspective depth estimation task, authors in [KZS19] employed traditional CNNs 

trained on perspective images in a distortion-aware manner to spherical images, while [ZKZ18] introduced a 

rendered spherical dataset of paired color and depth images, in addition to simplistic rectangular filtering 

preprocessing block. Following works employed a multi-task approach in order to improve the performance 

of their methods. For instance authors in [EMG19] developed a method that simultaneously predicts surface 

https://arxiv.org/pdf/2102.03939.pdf
https://arxiv.org/pdf/2102.03939.pdf
https://vcl3d.github.io/SingleShotCuboids/
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orientation, alleviating the insufficiency of depth estimates to approximate planar regions, while other works 

[JXZ20], [ZKG20] combined the layout and depth estimation tasks. Most recent works focused on exploiting 

the nature of the spherical images, as in BiFuse [WYS20] which bidirectionally fuse features from a cube map 

and an equirectangular representation. On the other hand, UniFuse [JSZ20] proposes a more efficient 

unidirectional fusion approach. Another interesting approach is to harness typical CNNs by adapting them 

for operating on 360 images. To that end, HoHoNet [SSC20] flattened the meridians to DCT coefficients 

enabling efficient dense feature reconstructing. 

Within ATLANTIS our preliminary work for developing an AI-based 360 depth estimation service initially 

focused on combining the two approaches for indoor geometric understanding approaches, similar to the 

recent developments in the state-of-the-art ([JXZ20], [ZKG20). More specifically, we developed a model for 

joint layout and depth reasoning. Given their complementarity, it is expected that these two objectives will 

boost the performance when combined. In addition, given the inefficient nature of spherical convolutional 

approaches, both in terms of memory (those relying on spherical harmonic filtering) and computational 

efficiency (those relying on custom convolution operators on the sphere), we also conducted a study on 

identifying a robust model (data, architecture, supervision) for spherical depth estimation.  

3.2.2 Explicit Layout and Depth 

The first issue that needs to be addressed when seeking to jointly capitalize on layout and depth information 

for spherical panoramas, is the unavailability of suitable datasets. Most datasets contain only layout or depth 

annotations, with those offering both being either purely synthetic (Structured3D) or small in scale 

(Stanford2D3D ~500 samples, Matterport3DLayout ~ 2295 samples). To first overcome this challenge, we 

employed the semantic annotations of the Matterport3D and Stanford2D3D datasets and post-processed its 

renderings to provide weak layout cues. These annotations are weak not only because of their noisy nature, 

but because they only encode distance from the poles, instead of the precise location of the layout’s 

junctions. While producing this dataset automatically, we identified a shortcoming of prior work that 

included lighting bias into the generation process and fixed it by directly sampling from the diffuse texture 

map. Our dataset is an extension over 3D601, the dataset developed in the H2020 project Hyper360. 

Using this dataset we managed to exploit ~7000 samples from a total of ~12000 renders with simultaneous 

dense (depth) and coarse (weak layout) geometry. We then developed a depth estimation model that 

explicitly used a layout-driven attention scheme, and additionally a depth-aided layout reconstruction 

supervision signal. This work performed within the ATLANTIS project is the first work to consider an explicit 

connection between the layout and the depth estimation tasks as both recent works ([JXZ20] and [ZKG20]) 

on this topic only implicitly coupled them. Figure 3 presents qualitative 3D reconstruction results of this 

model that showcase its capacity to infer depth that preserves the global structure of the room. More details 

can be found in the appended technical report: “Monocular Spherical Depth Estimation with Explicitly 

Connected Weak Layout Cues”. An important insight derived from this work is that the layout can be well 

approximated and potentially extracted from the estimated depth, which opens up a new direction on how 

to approach the problem of coarse layout estimation as well. However, a limitation of this approach is the 

blurriness of object boundaries and even their complete omission from the prediction.  

                                                           
1 https://vcl3d.github.io/3D60/  

https://vcl3d.github.io/3D60/
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Figure 3: The explicit layout and depth connection model qualitative 3D reconstruction results (colored on 

the middle, geometry shaded on the right), as well as the predicted (magenta) and weak ground truth (red) 

layout annotations (left). 

3.2.3 Solid Spherical Depth Baseline 

Continuing the development of the depth estimation model, we performed an extensive analysis of the 

currently established architectures for depth estimation. However, what we also identified is that our 

approach needed to diverge from the typical methodology when assessing depth estimation. As a result, we 

first focused on delivering a high-quality benchmark for 360 depth estimation. To that end, we designed a 

holistic methodology that takes into account all aspects of depth estimation. Specifically, depth map statistics 

indicate that depth maps follow a strict piecewise smooth distribution [HLM00]. This makes for a challenging 

setting as optimizing for both secondary traits (discontinuities and smoothness) means introducing 

contradictory supervision signals. However, most works did not focus on measuring performance on these 

two secondary traits that are necessary conditions resulting from depth’s piecewise-smooth nature, namely, 

boundary preservation and smoothness. Also, for ATLANTIS we also need to move beyond dataset-centric 

performance evaluation as we need to deploy our models in in-the-wild contexts. Therefore, we introduced 

a zero-shot cross-dataset transfer evaluation, that also disentangled generalization performance across its 

different axis, out-of-training-data depth distributions, different scene contexts, and varying camera 

domains. Overall, we designed and generated the Pano3D benchmark that includes >45 000 samples for 

evaluation and training, with the evaluation subsets spanning ~15 000 samples, larger than the already 

available training set of Matterport3D. To achieve that, we rendered the GibsonV2 scenes in two different 

resolutions and with two different color transfer functions. 

Specifically, the GibsonV2 3D scans consisting of 572 buildings, were split across four different splits(i.e. tiny, 

medium, full, and fullplus) and filtered by applying a manual cleaning process of outlier scans as well as an 
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automatic preprocessing step for removing outliers with large 

holes. In the following analysis, we also re-used the M3D 90 

scenes whose lighting was fixed in the explicit layout and 

depth estimation work. Figure 4 collates the same images from 

Matterport3D renders and ours, where the differences are 

apparent. 

 

Figure 4: Samples from the 3D60 dataset contrasted (left) with our regenerated samples without lighting 

bias (right). 

Furthermore, the following figures highlight the pluralism in terms of color variation and scene context of 

the introduced Pano3D benchmark. The tiny and medium splits offer different depth distribution samples, 

while the fullplus split varies scene context significantly, including scenes like garages, super-markets and 

under-construction sites, compared to the residential buildings of Matterport3D. In addition, the tiny and 

fullplus were also rendered with a different domain camera, producing the corresponding tiny filmic and 

fullplus filmic splits. It should be mentioned that the far larger full split is not part of the evaluation 

benchmark, but will be used when training future depth estimation models within ATLANTIS, greatly 

expanding its data corpus. 
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Figure 5: Samples from the Pano3D benchmark generated from the GibsonV2 dataset. From left to right: 

i) medium, ii) fullplus, iii) tiny, and iv) tiny filmic splits. 

The introduction of Pano3D enables for methodically analyzing the depth estimation task in regards to recent 

developments, and to identify the most robust methods that will be used within the ATLANTIS project. Our 

analysis was many-faceted focusing on several aspects of depth estimation tasks. Specifically, we first 

compared different supervision schemes to eventually find an appropriate combination of losses, which leads 

to the best results across all three objectives. Second, we focused on finding the best model architecture and 

the best training procedure for each. After that, a learnable periodic displacement field approach has been 

developed for predicting higher quality depth maps, and alleviate the shortcomings of the above-mentioned 

methods. As the next step, following the zero-shot cross dataset transfer approach, the generalization 

capacity of each method has been tested. Finally, the effect of inputs' resolution and the actual performance 

of these methods in the 3D reconstruction task has been assessed. This resulted in a very solid baseline for 

360 depth estimation that will serve as the foundation upon which the next developments of the depth 

estimating AI service will be built upon. 

More details about this work can be found in the technical report appended at the end of this document 

titled: “Pano3D: A Holistic Benchmark and a Solid Baseline for 360o Depth Estimation”. 

The following figures provide qualitative results of the developed methods.  
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Figure 6: Qualitative results using the UNet model applied to in-the-wild real data captures. The top two 

rows are captured with a 360° camera, while the bottom two rows are stitched panoramas from a mobile 

phone. From left to right: i) Input color panorama, ii) predicted depth, and iii) normals derived from the 

predicted depth. 
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Figure 7: Qualitative results between Unet and BiFuse [WYS20] applied to in-the-wild real data captures. 

The top two rows are panorama captures from a 360o camera of the UP lab, while the bottom two rows 

are stitched panoramas from a mobile phone depicting actual rooms from a house. From left to right: i) 

input color panorama, ii) UNet predicted point cloud, and iii) BiFuse [WYS20] predicted point cloud. 
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Figure 8: Qualitative results using the UNet model applied to in-the-wild real data captures. From left to 

right: i) input color panorama, ii) predicted depth, iii) normals derived from the predicted depth, and iv) 

point cloud. 

3.2.4 Benchmark with decomposed distribution shift for 360 panorama monocular 

depth estimation 

A common phenomenon, detrimental to AI-model generalization, is distribution-shift; The change of data 

distribution between the train and test-sets [QSLS09]. Proliferation of synthetic data-generation, although of 

utter importance, enabling data-driven methods where no real big data is practically accessible, sets the 

ground for distribution-shift as the models developed on synthetic data, apart from their sampling’s 

representativity, are fundamentally exposed to their realism as well. 

Over time, various techniques have been developed to mitigate generalized distribution-shift with mixed 

success, varying mostly around the application domain [SEUL19,DRPM21,ZZM21,ABNR21,GMHDEP21, 

SLHZXYC21]. One popular such technique is “zero-shot cross-dataset transfer” [RLHSK20], where not isogenic 

splits but totally different data-sets are used for train and test, showcasing some distribution-shift hopefully 

adequately close to that of a real-life scenario. 

Stepping on prior work [KSXZB21,HSWJ21,FTF21,WGSRKC21], we delve beyond generalized distribution-shift 

by disentangling it into three distinct components: “Covariate'', which is a shift of the input domain, “Prior” 

which is a shift of the output domain and “Concept” which is the contextual shift of the two sets. In this 
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frame, the study of various distribution-shift mitigation techniques can be done in a new light, enabling 

separate measurements of performance for the alleviation of each component. 

The primary target of our work is to provide an experimental framework, a benchmark, to perform such a 

study in the context of a dense computer vision task notorious for its difficulty; the 360o monocular depth 

estimation. By exploiting selection and rendering-synthesis we created five data test-sets, that when used 

with their corresponding train-set exhibit only one or two targeted modes of distribution-shift. With these 

tools, we were able to thoroughly test some common distribution-shift mitigation techniques and extract 

valuable insight regarding their underlying workings and optimal use. More on our work can be found in the 

Appendix, in the paper entitled “A benchmark with decomposed distribution shifts for 360 monocular depth 

estimation”. 

4 Semantic Scene Understanding 

4.1 Instance segmentation 

4.1.1 Introduction 

As ATLANTIS starts from captured panoramic images, we are interested in an efficient and reliable 2D 

instance segmentation approach. A well-known approach is Mask R-CNN [HGD17], a two-stage instance 

segmentation based on Faster R-CNN. Masklab [CHP18] is a further evolution of this type of approach. In 

terms of efficiency, single-stage approaches are preferable. Recent methods showing good performance on 

benchmark datasets include SOLO v2 [WKZ20], Yolact++ [BZX20], proposal free instance segmentation 

[HXK18] and SipMask [CAC20]. 

4.1.2 Handling panoramic images 

We aim to apply instance segmentation to 360° images, and different approaches to deal with this issue have 

been proposed in the literature. One group of methods require specific training on 360° images or at least 

fine-tuning. This can be done by adapting early layers of a pretrained network to work on equirectangular 

images, which is proposed in [SG17] and tested for object detection using VGG and Faster R-CNN. [CCG18] 

follows a similar approach with SphereNet, learning a network adjusted to equirectangular inputs. The use 

of icosahedral Snyder equal-area (ISEA) projections is proposed in [EF19] and results in significant 

improvement for semantic indoor segmentation on the SUMO dataset. 

To avoid the need for specifically training the network on panoramic data, [ZQK18] perform segmentation 

on multiple stereographic projections. Equirectangular convolutions are proposed in [TNT18] as a 

convolution kernel for equirectangular images that adjusts the input values to the image positions, including 

handling of wrap-around. A similar approach is proposed in [EPV19], with generalised convolutions that use 

a mapping function. The paper analyses different mapping functions and proposes a mapping to a geodesic 

grid. Equirectangular convolutions have been recently used for indoor semantic segmentation [GLD20], and 

the paper reports small improvements over processing the equirectangular image with standard 

convolutions. 

While a number of approaches for handling 360° images in CNNs have been proposed, many of them require 

some kind of training or fine-tuning, which limits the practical application. Using specific types of 

convolutions is reported to improve performance (at least slightly) in some papers, but most of the work 

deals with object detection rather than segmentation. We are thus interested to study the impact of these 

choices in our applications, as well as the use of Mollweide projection, which to the best of our knowledge 

has not yet been investigated for this purpose. 
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For evaluation, we require a dataset that provides natural panoramic images of indoor scenes. A number of 

indoor datasets containing panoramic images, such as InteriorNet [LSM18] and Structured3D [ZZL20], contain 

only synthetic images. Sun-CG [SYZ17] (and the derived SUMO dataset) were very actively used datasets for 

this purpose, but the dataset has been withdrawn. Thus there are two remaining datasets that meet this 

condition: Matterport3D [CDF17] and 2D-3D-S [ASZ17]. As Matterport3D contains rather private homes than 

office spaces, we selected this dataset. The dataset contains 10,800 panoramic views of 90 houses. As we 

use a model trained on the COCO or Scannet dataset, we use only the test split of Matterport3D, consisting 

of 18 houses with 1,848 panoramic views. 

While panoramic RGB images are provided with the dataset, the instance and semantic segmentation ground 

truth maps are not. The scenes have been labelled on 3D meshes, and thus the annotations are provided in 

this format. We modified the mpview tool, which is provided with the dataset2, in order to batch render the 

semantic and instance segmentation maps corresponding to each view. As support for 360° cameras is not 

easy to integrate into this viewer, we generate the segmentation maps for each of the 18 tiles used to 

compose the panoramas in the dataset, and perform the stitching process for the segmentation maps. Apart 

from some mislabelled parts of the mesh, some object and wall meshes have holes that make other objects 

visible (e.g., a TV screen from the outside view of a house). These issues, which cannot be resolved 

automatically, create some level of noise in the annotations which we have to accept due to lack of resources 

to manually fix them. 

The annotations are provided for a set of 40 indoor classes specific to this dataset. These classes mostly 

(though not fully) overlap with the more commonly used NYU40 set of classes [SHF12]. In order to work with 

models pretrained on the COCO dataset (as training models on more specific datasets is still a work in 

progress at this point), we use the overlapping set of classes between Matterport3D and COCO: chair, couch, 

potted plant, bed, dining table, toilet, TV, sink. 

Most semantic and instance segmentation methods support the COCO annotation format. We have thus 

created a tool to convert the Matterport3D segmentation maps to COCO annotations. This involves 

generating polygons from the object masks, for which we use pycococreator3. The COCO annotation format 

does not support the notion of subtracting partial polygons, thus we apply hole filling to the binary mask. In 

order to reduce the issue of border pixels or small regions caused by triangles cutting through the surface of 

other objects, we also apply morphologic closing. However, this does in most cases not remove the false 

annotations caused by holes in the mesh mentioned above. 

One other property of the Matterport dataset is that many of the rooms are rather “loft-style”, i.e., other 

capture locations are visible in the background. Most objects thus appear multiple times, once quite 

prominently in the room being captured, and one or more times in another (part of the) room. This also 

results in a large number of small annotated objects. In fact, 64.8% of the object instances are smaller than 

0.05% of the image area, and 85.1% of the object instances occur more than once. The size differences are 

significant: in 62.8% of cases, the smallest occurrence has an area of 1% or less than the largest occurrence 

of the same object instance. 

For equirectangular images, annotations extending across the seam of the image will result in polygons at 

the left and right borders of the image. For the cases where borders for handling wrap-around have been 

added (either to equirectangular, Mollweide, or hybrid images), we process the annotations in the border 

regions to keep only those that continue from the image center into the border but remove those that only 

start in the border regions (and are likely to wrap around, unless they are small). 

                                                           
2 https://github.com/niessner/Matterport/tree/master/code/gaps/apps/mpview  
3 https://github.com/waspinator/pycococreator  

https://github.com/niessner/Matterport/tree/master/code/gaps/apps/mpview
https://github.com/waspinator/pycococreator


 
 D3.2 AI-based Indoor Scene Understanding v2 

 

 19 
 

Our toolchain for preparing the Matterport3D dataset is made available at https://github.com/atlantis-

ar/matterport_utils. It consists of a modified version of the mpview tool for generating class and instance 

segmentation maps, a script for combining source images and generated maps into panoramas, and a script 

for creating COCO style annotation files (see Figure 9). 

 

Figure 9: Example of COCO format annotation for Matterport3D. 

We have adapted the toolchain also for the ScanNet dataset in order to create training data in COCO 

annotation format from the ScanNet annotations. Preliminary instance segmentation models trained on 

ScanNet are available but further work is needed. 

The Matterport3D and Scannet datasets also provide depth maps for each of the images, as well as the point 

clouds constructed from multiple views of one room - in the case of Matterport3D from panoramic capture, 

in the case of ScanNet from a walkthrough. These datasets can thus also be used to relate (panoramic) images 

and point clouds for working with RGBD segmentation methods. For the Matterport3D the data preparation 

step also includes creating a combined depth map for the panoramic view, taking into consideration that 

constant depth from the viewpoint is on a spherical surface. An example of the resulting point cloud is shown 

in Figure 10. 

  
 

https://github.com/atlantis-ar/matterport_utils
https://github.com/atlantis-ar/matterport_utils
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Figure 10: Matterport3D panoramic image (top left), projected to sphere (top right), expanded to point 

cloud (bottom). 

4.1.3 Segmentation of 2D panoramic images using SOLOv2 

SOLO (Select Object by LOcation) [WKS20] is a method that deviates from the earlier detect than segment 

paradigm but aims to integrate instance segmentation into the detection step. The key insight used by the 

paper is that instances usually differ by either object center or size. Thus the notion of instance categories is 

introduced in the paper, which applies the concept of quantised anchor boxes in object detection approaches 

to quantised locations and sizes. A feature pyramid network is used to handle multiple sizes. The network 

consists of a semantic category prediction branch and a mask prediction branch, outputting S² mask channels 

for a grid size of SxS. In order to integrate spatial information, normalised coordinates are appended to the 

feature vector. 

SOLOv2 [WKZ20] provides improvements by introducing faster non-maxima suppression (NMS) for masks, 

and faster mask prediction by reducing the number of channels. By speeding up mask prediction, higher mask 

resolutions become possible, thus also improving MAP. The main improvement in the mask prediction is 

splitting the mask into a mask kernel and mask features, which yield the mask when combined by 

convolution. Training and prediction only work on these lower-dimensional variables separately. 

We use an implementation of SOLOv2 based on the mmdetection [CPW18] library4. However, while SOLO 

has been ported to the significantly improved version 2 of mmdetection5, there is no compatible version of 

SOLOv2. We have thus ported the SOLOv2 improvements to mmdetection v2. This version has been released 

at https://github.com/atlantis-ar/mmdetection. 

4.1.3.1 Preparing additional datasets 

We have mostly worked with the Scannet dataset in the first 15 months of the project. The dataset provides 

annotations for a large number of classes, but only a subset of 20 classes of the NYU40 set is used in the 

                                                           
4 https://github.com/WXinlong/SOLO  
5 https://github.com/WXinlong/mmdetection/tree/SOLO  

https://github.com/atlantis-ar/mmdetection
https://github.com/WXinlong/SOLO
https://github.com/WXinlong/mmdetection/tree/SOLO
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Scannet benchmark. For those classes a large number of annotations is available, while there is a long tail for 

the other classes, with some of them only having few annotated samples. 

In order to use the dataset with a 2D segmentation algorithm, the annotations need to be provided in a 

common format such as MS COCO. We have thus created a tool that generates the MS COCO polygon-based 

annotations from the instance and semantic segmentation masks provided for the Scannet dataset. The script 

is available on the ATLANTIS Github repository6. However, the semantic segmentation masks support the 

NYU40 annotations only. In order to support additional classes from the Scannet dataset (we have selected 

14 sufficiently frequent and relevant classes), the data needs to be separately generated. We also make use 

of the indoor object taxonomy developed in WP4 in order to map from more specific to more general classes, 

and obtain a larger set of annotations for a particular class. 

One issue we discovered in the Scannet dataset is that many frames of the walkthroughs are recorded from 

a fairly close distance. This means that larger objects (e.g., refrigerators) often extend beyond the image 

boundaries. We observed that this property is learned by the model, and causes in particular issues when 

the model is then applied to panoramic images. We addressed this issue by filtering objects extending beyond 

the image boundary. 

In late 2021, the Hypersim dataset was released, providing object annotations for the NYU40 classes. It is a 

synthetic dataset of indoor spaces, which has the advantage of correct ground truth (we observed a number 

of issues with noisy ground truth in other datasets). However, for instance segmentation this means that we 

need to address the issue of domain transfer, as we aim to apply the model on real data when training on 

synthetic data. We have implemented a similar toolchain as for Scannet in order to obtain annotations in 

COCO format in order to train a SOLOv2 model on Hypersim. 

4.1.3.2 Multi-head architecture 

As different subsets of classes are annotated on different (sub)datasets, or multiple alternative annotations 

for the same class set is available on different datasets, it is difficult to train a model for all classes of interest 

on one dataset in a single training process. We thus train subsets of classes separately on different datasets 

(or splits of datasets) and then aim to create a single model for inference. 

In order to enable merging the models, they need to share as many of the trained weights as possible. We 

achieve this by using the same backbone, and only training the heads on the specific datasets. SOLOv2 uses 

an FPN based on Resnet-101 as a feature extractor. We train the SOLOv2 model end-to-end on the MS COCO 

dataset, including the heads. For SOLOv2, this includes a mask feature head, and the SOLOv2 head, which 

includes a kernel and feature branch. The head then fuses the category predictions from the kernel branch, 

the features and the segmentation predictions from the mask feature kernel to obtain the segmentation, 

followed by non-maxima suppression. This means that when training on a specific subset of the data, we 

replace the heads to adjust to the target number of classes, initialise their weights randomly, fix the weights 

of the backbone, and train only these two heads. 

In order to enable efficient joint inference, we need to build a model that adds multiple heads to the same 

backbone. We created multi-head implementations for the mask feature and SOLOv2 heads, and replaced 

them in the model. The architecture is shown in Figure 11. They are each configured with a list of heads, each 

with a possibly different number of classes. Each of the heads run the forward pass through the network for 

each of the heads for the subset. In the SOLOv2 head, the outputs of the mask feature head and the two 

branches of the SOLOv2 head are first combined for each subset of classes. Then a complete output list is 

assembled, which also maps class indices to a global class index. Then post-processing such as non-maxima 

                                                           
6 https://github.com/atlantis-ar 



 
 D3.2 AI-based Indoor Scene Understanding v2 

 

 22 
 

suppression is applied. The inference for the backbone is only performed once, independent of the number 

of output classes. 

 

Figure 11: Architecture of the multi-head SOLOv2 model. 

4.1.3.3 Quantitative results 

We primarily report results on the Scannet dataset, as we are interested in the performance of the methods 

on real rather than synthetic data. Scannet runs an official benchmark, thus the testset is not publicly 

available. It is possible to evaluate results on the dataset, but only a limited number of submissions is 

possible. The official benchmark includes 18 objects classes from the NYU40 set (not using the wall and floor 

which is otherwise in the commonly used subset of 20 classe). For this reason other resutts are reported on 

the Scannet validation set. 

Table 1 reports results on the Scannet benchmark set. The results of the method using the COCO backbone 

are close to the best known results on that dataset (with an AP of 0.205). The COCO backbone improves the 

results over a model trained from scratch on Scannet. It is also worth noting although the wall and floor 

classes are not evaluated in the benchmark, the model including them outperforms the model with just 18 

classes. 

Table 2 shows the results of the model trained on the Hypersim dataset, evaluated on the Scannet validation 

set. Due to the transfer from synthetic to real, the overall results are lower than for a model trained on the 

Scannet dataset. However, the performance on panoramic images improves, in particular for stuff classes. 

Table 3 provides the results for the additional 14 classes mined from the Scannet dataset. The dataset was 

split into a training and validation set, and the results provided here are those on the training set. 



 

Table 1: Results on the Scannet benchmark set. 

Metric Method avg 
ap 

bathtub bed book-
shelf 

cabinet chair counter curtain desk door other 
furni-
ture 

picture refri-
gera-
tor 

shower 
curtain 

sink sofa table toilet window 

AP SOLOv2 18 classes, 
COCO backbone 

0.195 0.381 0.351 0.012 0.176 0.178 0.028 0.277 0.089 0.074 0.133 0.088 0.253 0.147 0.183 0.249 0.147 0.625 0.123 

AP SOLOv2 20 classes 0.175 0.264 0.264 0.013 0.202 0.179 0.031 0.206 0.109 0.115 0.118 0.059 0.240 0.050 0.183 0.263 0.137 0.587 0.120 

AP SOLOv2 18 classes 0.166 0.218 0.281 0.022 0.178 0.149 0.040 0.231 0.109 0.086 0.109 0.073 0.245 0.037 0.184 0.234 0.136 0.566 0.097 

AP50 SOLOv2 18 classes, 
COCO backbone 

0.321 0.557 0.547 0.054 0.321 0.366 0.126 0.416 0.241 0.135 0.224 0.170 0.344 0.212 0.365 0.376 0.297 0.808 0.219 

AP50 SOLOv2 20 classes 0.298 0.336 0.467 0.060 0.328 0.343 0.141 0.369 0.322 0.168 0.212 0.156 0.375 0.066 0.393 0.391 0.281 0.771 0.180 

AP50 SOLOv2 18 classes 0.297 0.379 0.428 0.043 0.333 0.376 0.112 0.328 0.288 0.209 0.205 0.135 0.332 0.070 0.438 0.414 0.268 0.770 0.221 

 

Table 2: Results of a model trained on Hypersim on the Scannet validation set. 

Metric avg ap bathtub  bed  books
helf  

cabinet  chair  counter  curtain  desk door floor  otherfu
rniture  

picture  refridg
erator  

shower 
curtain 

sink  sofa  table  toilet  wall  window  

AP 0.110 0.220 0.237 0.052 0.032 0.185 0.019 0.000 0.026  0.037 0.426 0.009 0.067 0.036 n/a 0.048 0.262 0.087 0.233 0.100 0.017 

 

Table 3: Results for additional classes on the validation share of the new dataset. 

Metric board ceiling  doorframe  garbage 
bin 

lamp  microwave  mirror  night 
stand 

pillow  radiator shower 
wall 

stool  telephone  white-
board  

AP 0.033 0.299 0.029  0.220 0.125 0.268 0.027 0.300 0.149   0.177 0.366 0.085 0.063 0.145 



 

4.1.3.4 Qualitative results 

Figure 12 shows qualitative results of SOLOv2 on images from the lab setup at UP, using a model trained on 

COCO. One insight is that while the distortion due to equirectangular projection is less of an issue, the rather 

top-down view of a nearby omnidirectional camera (e.g., chairs next to the table from above) is not well 

covered by the training data. It is also evident that in cases where the semantic is incorrect (e.g., because the 

true class is not in the training set), the segmentation masks are still useful. 

Figure 13 shows similar results with SOLOv2 trained on 20 the NYU40 classes used in the Scannet benchmark 

set, using a COCO-trained model as backbone. 
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Figure 12: Instance segmentation results with SOLO v2 trained on COCO. 
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Figure 13: Instance segmentation results with SOLO v2 trained on 20 NYU40 classes of Scannet. 

Figure 14 compares the segmentation of 20 NYU40 classes obtained with a SOLOv2 model trained on Scannet 

and Hypersim, using a COCO-trained model as backbone. Despite the domain transfer from synthetic to real 

when training on Hypersim, the results are comparable. For stuff classes (wall, floor) the results improve over 

Scannet. We assume that this is due to the noisy segmentation of these classes in the Scannet ground truth. 
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Figure 14: Comparison of the segmentation trained on Scannet (top) and Hypersim (bottom). 

Figure 15 shows results of the multi-head segmentation model, trained on COCO, the 14 non-overlapping 

classes from the 20 NYU classes of the Scannet benchmark, and 14 additional Scannet classes, using a COCO-

trained model as common backbone.  
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Figure 15: Instance segmentation results with COCOv2 trained on COCO, 14 NYU40 classes using 

annotations on Scannet, and 14 additional classes, for which annotations on Scannet are available. 

4.1.4 Inference on mobile devices 

Due to the lightweight implementation and the potential to run the method also on a mobile, we select 

Yolact++ [BZX20] as the second algorithm for experiments. The original Yolact algorithm [BZX19] proposes to 

integrate a mask prototype proposal branch with a feature extraction backbone, and a mask coefficient 

prediction branch inspired by ResNet (using a more lightweight head structure), which are combined to 

obtain mask predictions. For feature extraction, ResNet101 is used as a backbone. Yolact++ adds deformable 

convolutions, mask rescoring, and an improved prediction head to the base model.  

The instance segmentation services prepare removal of foreground objects in the captured panoramas in 

order to support DR. However, in the AR experience, users may move around the object being removed, thus 

requiring updates of the segmentation. We have thus investigated the use of instance segmentation on a 

mobile device in order to update segmentation and inpainting. 

For initial experiments, we used an implementation of Yolact ported to Apple’s MLCore framework. The 

development is done in XCode on a Mac Mini M1 2020 running Big Sur 11.2. The segmentation is tested on 
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an iPad (6th gen) running iOS 14.4. This iPad has an A10 processor, which does not provide dedicated 

hardware support for MLCore yet. On this iPad, the segmentation algorithm runs at just about 1fps (see 

Figure 16 for a sample result). While significant speedup can be expected on newer devices with hardware 

support, the conclusion is that an approach will need to use the preprocessed results as a starting point in 

order to reduce the computation load of updating the segmentation on the mobile device. 

 

Figure 16: Example of running Yolact instance segmentation on an iPad. 

For the process of converting a given Yolact++ model to CoreML, we decided to use the CoreMLTools 

software package. The package is open source and maintained by Apple, hence it promises an easier 

implementation towards iOS. According to the docs, the current version 5 offers more flexibility as the result 

of the conversion process is not an ONNX model, like in earlier versions, but an ML program in Core ML 

format. Another reason not to rely on ONNX is based on the complexity of Yolact++ and its DCN v2 operator 

- Deformable Convolutional Networks - which can not be smoothly converted via ONNX. 

The conversion workflow requires several transformation steps. Every step demands a significant reduction 

of code complexity. Starting with the original python source code of Bolya/CharlesShang the following 

changes have been made: 

1. Converting the Pytorch-based python code to run on CPU rather than on GPU, with respect to 

simplify the conversion process. This step required some issue fixes, as the CPU path was not fully 

implemented. 

2. Converting the pure python code to TorchScript, which is a major precondition for CoreMLTools to 

start conversion. 

3. In the conversion process, the TorchScript codebase is transformed to a MIL - a model intermediate 

language code like shown in the following code snippet. 

block(): 

  %2815 = __isnot__[value=False](%proto_data.1, %2613) 

    = if[](%2815) 
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   block(): 

       %proto_data.21 = unchecked_cast[](%proto_data.1)  

      %2817 = select[](%proto_data.21, %2607, %2607)  

          = _set_item[](%result.1, %2612, %2817) 

   return () 

   block(): 

   return ()   

  %2818 = dictconstruct[](%2615, %result.1)   

  %2819 = append[](%out.1, %2818) 

return () 

The proposed advantage of this code representation is based on the possibility to optimize code for certain 

target platforms, e.g. for iOS 13 or iOS 15. On the other hand, an unexpected drawback has turned out to be 

the fact that this code representation does not contain any reference to the underlying TorchScript code. 

Hence, for error tracing, the source code of the CoreMLTools package had to be patched, in order to write a 

textfile of an internal MIL-TorchScript mapping that contained line number references to python code. 

Another challenge during the conversion process was due to the fact that the original python code was 

actually not containing a single model, but a configurable set of different implementations of models, like 

ResNet 50 or 101, DarkNet and VGG. This additional complexity required a fundamental strip-down of the 

python code base, as - for instance - TorchScript is by definition just a subset of the python language. Global 

variables are not allowed, and not everything can be converted into a torch tensor. 

MIL imposes a further reduction of language constructs, as it can only deal with a much smaller subset of 

language items than TorchScript: e.g, the definition of class variables is allowed only in the constructor of the 

class (__init() method). Definitely more challenging has been the restriction not to change the type of a 

variable in different code paths e.g. the following code snippet would not convert to MIL code: 

x = None 

if cond: 

   x = torch.ones(..) 

# x might be of type Nullable or tensor, which is not directly allowed. 

More difficult code constructions, which work flawlessly in TorchScript, but will not work in MIL are: 

Array - handling constructs: 

a = [layer[i] for i in [1,3]] 

 

Container with different element types: 

a = dict(predictions=list(..), priors=dict(..)) 

 

or in general: operators which are not yet implemented in the CoreMLTools operator stack:  

a = len([1,2,3]) 
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So far, the majority of the Yolact++ codebase has been converted to MIL, the most demanding last layer will 

be outsourced out of the model, as it is not an integral part of Yolact++’s ModuleList. 

The following graph shows the path up to current conversion work. 

 

Figure 17: Yolact++ CoreML conversion history.  

4.1.5 Segmentation of RGBD panoramic images 

Impressive progress has been made in instance segmentation of indoor environments represented as point 

clouds. Such views can be obtained from capturing the scene with multiple views or depth sensors. Recent 

approaches such as PointGroup [JZS20], 3D-SIS [HDN19] and 3D-MPA [EBF20] show good performance on 

benchmarks such as the ScanNet benchmark [DCF17]. However, capturing full point clouds requires effort 

that is not feasible in a consumer setting. However, as depth estimation on the captured panoramas is a task 

addressed in ATLANTIS, we investigate the use of the approaches of point clouds obtained from RGBD 

images. 

PointGroup performs instance segmentation of point clouds (coordinates and color) with a network 

consisting of two branches, one performs semantic segmentation, the other estimates offsets around 

predicted object centers. Two clusterings are performed, one on the original and one on the shifted 

coordinates. Finally, scoring and non-maxima suppression is performed. 

We apply PointGroup to point clouds reconstructed from single RGBD panoramas from the Matterport3D 

dataset as described above. We use a model trained on the ScanNet dataset. Example results are shown in 

Figure 18. 
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Figure 18: Example RGBD instance segmentation results on Matterport3D images. 

In order to assess the robustness of the method against estimated depth maps, we scaled the ground truth 

depths. As apparent from Figure 19, the method is very robust, even if the magnitude of the depth is 

significantly downscaled. 

   

Figure 19: Original depth (left), depth scaled by 0.1 (middle) and 0.01 (right). 

It has to be noted that the performance of the model is lower on the Matterport3D test set than on the 

ScanNet test set, even when considering the complete point clouds reconstructed from all available views 

(AP@50 of 0.297 on Matterport test rooms compared to 0.636 on ScanNet test rooms). When using a single 

panorama as input, we only obtain a partial point cloud, as parts of the scene are occluded and the resolution 
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of the point cloud scales with the distance. An example of the point cloud obtained from a single panorama 

is shown in Figure 20. 

 

Figure 20: Example of a ScanNet ground truth point cloud, filtered to the points visible from a single 

panorama capture. 

As the segmentation quality obtained with RGBD information does not outperform that of 2D segmentation 

(in particular, for stuff classes such as wall, floor and ceiling), we did not continue this line of research. In 

addition, in the setting of ATLANTIS, only estimated depth information is available, which further reduces the 

quality of 3D segmentation. 

4.2 Scene graph estimation 

In order to generate novel scene realisations from existing examples, the relationships between the example 

scene’s objects and structural elements must first be extracted. Those relationships are typically encoded in 

a scene graph which represents the objects as graph nodes and most commonly, their relationships as graph 

edges. The graph’s nodes are connected through multiple edges which correspond to a specific object-to-

object relationship. Those relationships can be hierarchical (e.g. a plate “is-on” a table), spatial (e.g. a chair 

“is-at-the-right” of a table), or any other kind of relationship that is semantically meaningful. 

Most of the early works on scene graph extraction operated on 3D data and modeled object connections via 

complex 3D spatial and semantic relationships. In [ZHU11], in order to extract the relationships between 

objects in the 3D domain, they are annotated with the following attributes: bounding surfaces (which are the 

surfaces formed by the object’s 3D bounding box), 3D center, and orientation (the relative angle from the 

closest wall), accessible space for each surface of the object, viewing frustum (which is approximated by a 

series of rectangles) so that they can model the fact that some objects must be blocked by other ones (such 

as a television or a painting). When the scene graph from an example 3D scene is extracted, they can generate 
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new scenes with similar semantic structure via an optimisation objective. In a similar work [FEA12] a method 

for generating semantically diverse but correct room compositions according to an example scene is 

presented. The novelty of this work is that each object’s neighborhood is encoded. The term neighborhood 

refers to the arranged collections of objects around another one. This way they can generate scenes 

consisting of novel objects (that were not present in the example scene) but semantically correct. Typically, 

these methods generate novel scenes via an annotated database of 3D objects. 

In another line of more recent works, the typically utilized modality for scene graph extraction is an 

orthographic top-down 2D image of the room, i.e. its floor plan. This room representation is certainly more 

convenient than full 3D scenes, with the additional benefit of being able to be utilized in modern deep 

learning pipelines seamlessly. In [WSC18], a method for iteratively generating new object layouts in a given 

empty room is presented. The method employs a variety of top-down modalities encoding the room’s depth, 

walls and wall structures, the objects, and their orientation. The novel scene is synthesised by a generative 

model iteratively, one object at a time, with the next object placement conditioned on the previous object 

layout. 

Similarly, but also related to earlier works that operate on scene graphs, in [WLW19], top-down orthographic 

room views are utilised to create object relation graphs. The generated graphs encode the objects themselves 

semantically with their class label (e.g. table, TV, bed) and their functional symmetry type. An object’s 

functional symmetry refers to an object having multiple surfaces that are semantically meaningful (e.g. an L-

shaped sofa has two potential utilisation directions, or a round table has a geometric symmetry). The object’s 

relationships are encoded via three types of directed edges, which model if an object is supported by another 

one, the spatial relationship between two objects (i.e. adjacent, proximal, or distant), and their relative 

orientation. The presented method uses geometric heuristics to create the scene graph given the room’s top-

down view. 

Very recently, [GLD20] proposed a method for estimating a room’s object layout given only a single 360o 

color image along with the room’s layout itself. The presented approach is based on 360o instance 

segmentation achieved via utilizing a convolutional neural network [DBL17] for scene understanding. 

Furthermore, the authors utilize EquiConvs, which nonetheless does not provide a significant boost to the 

network’s performance. After the room’s instance masks are predicted, the method utilizes a RANSAC 

approach to fit the contours of the objects’ masks into the main room directions (assuming a Manhattan 

room layout) and then 3D bounding boxes of each detected object are created. This method is used only for 

scene understanding and not utilised for novel object layout generation, thus it only generates the 3D 

bounding boxes of the input image and the room layout. Additionally, it only generates bounding boxes of 

objects that are placed on the floor or are attached to a wall. 

Finally, in [ZHS21], a deep learning based method for full 3D understanding from a single perspective image 

is presented. Instead of only generating the locations and the 3D bounding boxes of the scene’s objects, or 

retrieving objects from an annotated 3D database, the proposed approach estimates the true 3D object 

shapes (in terms of 3D meshes). The method accomplishes this by proposing a two-stage approach. Initially, 

object detection is performed to acquire 2D bounding boxes of the room’s objects (in the image domain), 

followed by an object detection network for estimating each object’s pose in terms of 3D bounding boxes. 

Additionally, the method proposes another network for extracting the objects’ local shape information 

directly from the input image. Moreover, a third network is utilized in order to estimate the room’s layout. 

At the second stage, a graph convolutional network (GCN) is employed for refining the initial predictions (i.e. 

room layout, object 3D bounding boxes and meshes) via capturing the room’s contextual information among 

objects. In order to feed the initial predictions to the GCN, a scene graph is constructed by the initial 

predictions, which - differently from previous methods - models the objects, the room layout, and their intra- 
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and inter-relationships as graph nodes. The presented approach outputs a full room layout along with the 

room’s objects 3D bounding boxes and 3D shapes. 

Having in mind previous approaches regarding scene graph extraction we can conclude that despite their 

performance, pure 3D approaches (i.e. those which extract a scene graph from 3D data such as [ZHU11] or 

[FEA12]), are not suitable for ATLANTIS as they are far too complex (compare to the more recent ones) and 

rely on cumbersome heuristics and hand-made features. In addition, while methods that operate on top-

down views achieve great performance, they still cannot assign labels to top-occluded objects (e.g. a TV lying 

on media center furniture or in a bookcase), and they are trained mostly on synthetic data, modeling 

relatively simple scenes that are not cluttered with a variety of objects.  

Moreover, we identify that there is a lack of methods for holistic scene understanding that operate directly 

on 360o images. We believe that such approaches would be valuable both to the industry as well as the 

research community, as a single 360o image can capture almost every object instance in a room, and thus it 

is a very lightweight modality for capturing the context of a room. Furthermore, we observe that more 

modern approaches for scene understanding (i.e. [ZHS21] and [GLD20]) first predict 2D bounding boxes, and 

in a second step, they process these predictions to come up with a 3D layout of the room and its objects.  

Therefore, in ATLANTIS we plan to follow an approach for scene graph extraction from a single 360o image, 

utilizing our already developed research results regarding 360o semantic instance segmentation/detection 

(Section 4.1) and further leverage techniques like the ones presented in [ZHS21] to elevate object detections 

from the 2D domain to 3D. More specifically, having initial predictions for 3D room layout and object 

bounding boxes, we can create an initial scene graph, which models the relationships between the layout 

and the room’s objects. Finally, since GCNs have been proved to capture the context in a very performant 

manner, we will utilize them in order to refine the initial predictions and output a full scene graph to drive 

novel scene generation. The results of this step will serve as input for novel scene generation and specifically 

for the layout completion and object proposals task. The outputs of the scene graph estimation model will 

be the inputs of the layout generation (Section 6) model. The work towards delivering a model for scene 

graph estimation from a single monocular panorama is ongoing. 

5 Enabling Diminished Reality 

5.1.1 Introduction 

AR plays a critical role in enabling next-generation applications in interior space planning and providing new 

forms of interaction. However, one shortcoming of AR applications in these settings is the absence of 

foreground removal in the area to be augmented with a new object. To supplement the AR capabilities with 

object removal, we aim to implement an A.I. service that would provide high-quality services to the users. 

Different from AR which superimposes objects on the real scene, DR is the direct opposite. It is the process 

of removing, eliminating objects from a perceived environment. In interior-design applications 

superimposing a new object, like furniture, most of the time requires the prior removal of objects that 

currently exist in the scene as having an existing room with infinite space is seldom seen. For example, on 

the condition that a user wants to see how new furniture would look like in her/his living room, she/he may 

come across certain limitations. As previously mentioned, if there is not enough space for inserting a new 

object or an object already exists in that place, adding the object on top of the existing one would lead to an 

unrealistic result. Hence, removing the existing object with content that hallucinates the background of the 

image contributes to advancing the visual realism and aids the user's experience. On an application level, DR 

can either act as a supplementary task to AR, allowing to replace objects before applying AR or by purely 

erasing them from the scene. An illustrative example is offered in Figure 21. 
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Figure 21: Diminished Reality and Augmented Reality interplay example. 

5.1.2 Challenges 

Embedding DR solutions in an AR application is not a straightforward process nor trivial. To diminish an object 

from the scene, the background information hidden from the user is necessary. One approach could be 

observing the hidden areas from a different viewpoint or beforehand [MSK16]. Nevertheless, there exist 

cases where this is not feasible due to various reasons such as real-time requirements or technical substantial 

inability. In our case, multi-view images from the scene are not available, but rather a spherical panorama. 

Thus, the regions concealed from the objects to be diminished are not visible. Diminishing objects based only 

on an input panorama further complicates the situation since the diminished image should be obtained by 

taking into account only the surrounding context of the masked region. In addition, prior knowledge of indoor 

scene structure would be beneficial for hallucinating occluded surfaces. Consequently, a learning-based 

solution that enables leveraging ambient regions and modeling a generic model of the indoor world could 

satisfy these requirements. 

5.1.3 Image Inpainting 

The method of image inpainting can be used by either traditional inpainting methods [BSF09] or learning-

based methods [YLY19, ZCT19] to synthesize background content. In the former, the missing content is filled 
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by searching for the most similar patches in the background or propagating neighboring structures; however, 

it struggles to fill large regions or areas with unique content that cannot be found in the rest of the scene. 

The latter learn from a large corpus of data and manage to understand the semantic structure of the scene, 

and thus generate meaningful and realistic content based on the prior knowledge.  In the last few years, deep 

neural networks have become ubiquitous in both the research community and industry. When used in 

conjunction with generative models (GANs) [GPM14], they can generate high-quality image content even in 

extremely hard cases. Given this, most of the recent inpainting methods follow a learning-based framework 

for their solutions. 

5.1.4 Datasets 

Structured3D [ZZL20] is a recently proposed dataset that offers indoor spherical panoramas with three 

different room configurations (empty having minimal or no objects at all in the room, simple which 

represents a simple room configuration with some basic objects, and full which is a detailed room with many 

small and big objects), which we exploit to create samples where a specific object is present in the scene and 

one where it has been removed (to serve as the ground truth). This straightforward approach has a major 

drawback, which originates from the fact that different room configurations have different lighting conditions 

(reflective-diffusive materials, extra lights) so the composition has a lighting inconsistency. To overcome this, 

we augment the empty room with items from the full room configuration, which leads to no color 

inconsistency after removing an object. Since the layout of the scene is also given as ground truth, the dense 

layout of the three abundant classes of the indoor panorama (floor, wall, ceiling) can be easily obtained and 

used to analyze the structure of the scene for image completion.. 

Matterport3D [CDF17] is a large RGB-D dataset for scene understanding in indoor environments containing 

panoramic views inside real-world building-scale scenes. Each scene consists of a residential building that 

comprises multiple rooms and floor levels and is annotated with surface constructions, camera poses, and 

semantic segmentation. While the plethora of annotations can be used for multiple computer vision tasks, 

the absence of a full and empty configuration does not offer direct supervision for training diminished reality 

applications. 

5.1.5 Approach 

In order to accomplish diminished reality, we leverage the latest advantages in the field of deep learning to 

utilize a model that can effectively diminish objects and replace the region with content that resembles the 

original background of the scene. More specifically, we follow an image-to-translation [IZZ17] approach for 

translating a full scene(filled with objects) to an empty(background only) coupled with a CNN architecture 

inspired by image inpainting [YLY19]. To further enforce the generation of high-quality images, we use 

adversarial learning. Consequently, our model learns to disentangle the basic scene layout (ceiling, wall, 

floor) from a full scene while benefiting from using gated convolutions [YLY19] for filling the masked region. 

Additionally, by integrating layout estimation, we can generate content that depends on the original scene 

structure, taking a step away from plausibility towards realism. Different from existing approaches [NNJ19, 

LHZ19] that use the semantic information provided as input to the network, we use the layout as a 

modulating factor for the activations in the normalization layers [ZAQ20]. Utilizing a pre-trained semantic 

segmentation network, we obtain the dense layout of the three representative classes of an indoor 

panorama (floor, wall, and ceiling). With this step, we can model the basic structure for the empty version of 

the room. Next, we leverage this representation and explicitly force our model to condition the generated 

occluded areas on that. In particular, we accomplish this by modulating the deep layers’ activations of the 

network with the inferred structure of the scene, expressed as a three-class semantic segmentation map. We 

further employ style encoding for the visible areas (regions around the mask) and integrate them in the 
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modulation process. Thus, we exploit the structure modeling of indoor scenes along with the inferred style 

to hallucinate photo-realistic and structure-aware content. Our goal is to support the ATLANTIS Authoring 

tool with a DR technology that when used jointly with AR can provide realistic experiences to the users and 

make it feasible to keep the illusion of the augmenting co-existence. More details can be found in the 

technical report, titled “PanoDR: Spherical Panorama Diminished Reality for Indoor Scenes”, which is 

appended on the Annex. In the following sections, we will refer to this technical report as PanoDR. 

 

Figure 22: Qualitative results for object removal on unseen data of the Structured3D dataset [ZZL20]. 

From left to right: i) input panoramic image, ii) objects to be diminished, iii) panoramic image with re 

object removed. 
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Figure 23: Qualitative results for object removal in real, in-the-wild scenes depicting the UP lab, with our 

model trained on the Structured3D dataset [ZZL20]. From left to right: i) input image, ii) object to be 

diminished, iii) diminished scene. 

5.1.6 Tackling technical limitations 

We proceed with modifying the PanoDR network to deal with several technical shortcomings. The first is the 

need for a pre-trained network semantic segmentation network. This not only leads to a two-staged training 

process that greatly increases training time but also deteriorates the performance when testing on unseen 

data. Such performance drops are commonly attributed to the domain gap between real and synthetic data. 

We mitigate this drawback by exploiting the semantic information encoding that occurs during image 

generation. More specifically, inspired by [XZ21], we assume that the autoencoder used during inpainting 

encodes the three abundant semantic classes of the scene (floor, wall, ceiling) in the encoder’s feature 

representation. Further, to disentangle this information and express it in a semantic segmentation map, we 

apply a linear transformation in the feature space. Specifically, we choose a specific number of layers to learn 

a mapping between their feature representation and the semantic map. Hence, we develop a fully 

differentiable component to render the inpainting process structure-aware and end-to-end trainable. 

Additionally, several operations in the SEAN residual block [ZAQ20] component are not differentiable, thus a 

more compact solution composed of fully-differentiable operations is needed. In particular, instead of using 

non-differentiable one-hot label maps, we use the raw probabilities as predicted by our Linear Semantics 

module [XZ21]. We modify this component and offer a nuanced solution that addresses the aforementioned 

drawback. Finally, in addition to the technical contribution, we managed to improve the performance of our 

model both qualitatively and quantitatively. More details can be found in the technical report, titled 

“Towards Full-to-Empty Room Generation with Structure-Feature Encoding and Soft Semantic Region-

Adaptive Normalization”, which is appended on the Annex. 
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Figure 24: Structured3D full scenes (left), ours generated (right). 

5.1.7 Real-world training data experiments 

Training deep learning models on synthetic datasets pose the challenge for inference on complex real-world 

scenes. On the one hand, the benefits of the Structured3D dataset for full-empty configuration make direct 

supervision feasible, which is of paramount importance for the diminishing reality task. On the other hand, 

the domain gap [TPABJATCBB18] between real and synthetic images is crucial as well for the performance 

for the model on unseen real images. For instance, as shown in Figure 25, the hue of the generated content 

does not resemble that of the input panorama. This can be attributed to the images’ statistics upon which 

the PanoDR network is trained, which may differ between synthetic and real images. To that end, we leverage 

the Matterport3D dataset, which consists of real-world rendered panoramas to enforce our model learning 

image statistics closer to the real domain. Additionally, to tackle the lack of full and empty configuration, we 

resorted to random irregular masks and an image inpainting pipeline where the original panorama with 

masked regions serves as ground truth.  
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Figure 25: Qualitative results on in-the-wild real-world images. Top row: Model trained on Matterport3D 

dataset. Bottom row: Model trained on Structured3D dataset. 

5.1.8 Image-blending-based refinement module 

The primary aim of diminishing reality is to create a structure-consistent and photorealistic image while 

removing an object. The former highly depends on the predicted layout of the scene and the trained DR 

model, while the latter can be further improved after inference using post-processing methods. 

Image blending approaches aim to crop a particular region from a source image, in our case the generated 

region of the masked area, and place it to the target (original image) at a specific location. Our goal is to 

smooth the abrupt intensity change in the composite background in such a way that the resulting image looks 

natural. In that direction, image blending can assist image inpainting to further enhance the quality of the 

inpainted region and eliminate artifacts related to abnormal texture deviations of inpainted regions from the 

surrounding context. Traditional approaches like Poisson image editing [PGB03] express this as a constrained 

variational optimization problem and solve it using a discrete Poisson solver. The fundamental concept of 

this method is the fact that gradients along with boundary conditions can be considered as an Image encoding 

scheme. Owing to these boundary conditions and gradients we can form a linear system with only unknown 

pixels in the blended area, and finally, solve it to obtain the blended image.  

More recent approaches [ZWS20] leverage deep learning-based components to aid the optimization process 

but with higher execution time since they need a large number of iterations (typically 200) to optimize the 

process. In cases of challenging scenes, as depicted in Fig. 3, a refinement stage is mandatory for ameliorating 

the quality of the output concerning the color consistency across the image.  

We noticed empirically that applying the DR model as-is in unseen real-world images is prone to generating 

a harsh and sudden change of color from the regions out of the mask to the inner inpainted area. This issue 

greatly deteriorates when the diminished image is upsampled to the original high-resolution size of the input. 

We alleviate this drawback by utilizing Poisson image editing as a post-processing process. The main 
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advantage is the contribution of boundaries’ gradients, which enforce the inpainted region to match the 

statistics of the input panorama. Figure 26 illustrates the refinement module for improving the quality of the 

diminished image. Specifically, the top left is the input panorama which is diminished by employing the DR 

model. The diminished image (bottom right) is then blended using Poisson Image Editing, upsampled, and 

finally composited with the input image to infer the final high-resolution diminished image. 

 

Figure 26: Image blending pipeline. 
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Figure 27: Qualitative results of DR model using image blending post-processing approach. 

6 Layout completion and proposals 

6.1.1 Introduction 

In order to support users in placing objects in the scene, modified or new layouts will be proposed. Different 

variants of this task exist: 

● Placing: given a set of existing objects and objects to be added, place the new objects automatically 

● Completion: given a set of existing objects, propose objects to be added and their locations 

● Rearrangement: given all objects, propose new layouts 

● Furnishing: given an empty room, propose objects to be added and their locations 

Based on the analysis of requirements, modifying the furniture in a room or adding items is a very important 

use case in ATLANTIS. In addition, the incremental approach can be generalised to starting from an empty 

room, while this is not possible the other way round. As the scene may be a mix of real and already placed 

virtual objects, working with a scene graph seems the most general and flexible approach. We thus focus on 

the placing and completion variants of the task. However, we aim to develop an approach that is potentially 

also able to address the other variants of the task. 

It has to be noted that for the furnishing variant of the task, either a specific model for certain types/functions 

of rooms must be trained, or that the model needs to be conditioned on one or more types/functions of 

rooms. 

For the method implemented in ATLANTIS, we make the following assumptions/simplifications of the task: 
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● We focus on predicting the type and location of objects, but do address prediction in a particular 

style. 

● Objects are represented by bounding boxes, and aligned to coordinate grid. 

● Objects have an orientation parameter, which is foreseen to be quantised to 45° (or 30°), but not 

used in the current version. 

● Also no stacking of objects is supported. 

6.1.2 Approaches 

When analysing the state of the art, we make the following observations: 

● some approaches can only start from empty rooms, while we require the application to also to partly 

filled rooms 

● we excluded approaches optimising for placement of next single item 

● pure graph-based approaches have issue of many options for defining neighbourhoods between 

objects 

● most approaches align objects to coordinate grid 

● when relational models are used, instantiation/verification on floor plan improves the results 

One general distinction is between methods that use a hand-crafted algorithm for the problem vs. data-

driven, i.e. machine learning approaches. The first ensures a deterministic behaviour, and allows 

interventions at specific points. However, the number of rules or constraints to be modelled can become 

quite large (see e.g. [YYT11]). The data-drive approaches have the advantage of allowing for higher diversity 

in proposed options and can be adapted to new properties in the data without explicit manual modelling. 

However, large training datasets are needed, and the decisions are not straightforwardly explainable. 

Earlier works used genetic algorithms to propose layouts starting from empty rooms [KK18]. For our work, 

we consider three types of data-driven approaches: generative approaches, such as generative adversarial 

networks (GANs), graph convolutional networks (GCNs) and transformers (or combinations of those). 

6.1.2.1 Generative approaches 

Some well known generative approaches, such as ArchiGAN [Cha20] for generating floor plans of flats, are 

based on image-to-image translation approaches rather than parametric representations. This has the 

disadvantage of scaling to different sizes. An example output of ArchiGAN is shown in Figure 28. 
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Figure 28: ArchiGAN output.  

One approach that has been used for layout generation are variational autoencoders (VAE). In [JDH19], VAEs 

have trained on object detection datasets to place persons and objects in relation in natural images, such as 

persons on surfboards. [WSC18] uses a generative approach based on convolutional neural networks to 

incrementally add objects to a room. 

One interesting approach is LayoutGAN [LYH19], originally proposed for page layouting. It consists of a 

generator and two discriminators. The generator creates layout proposals in the form of scene graphs and 

can be conditioned on partial scene graphs describing the existing scene. One discriminator models object 

relations, such as objects that are unlikely to be found in close connection, while the other discriminator is 

based on rendering the layout, addressing issues such as spatial overlaps. Figure 29 (left) shows an example 

of the parametric representation and renderings.  
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Figure 29: LayoutGAN as proposed for page and graphics layouts (left), improvement allowing 

conditioning (right). 

A variant of LayoutGAN for room layouts based on the SUN-CG dataset exists. We modified LayoutGAN to 

work on the Scan2CAD and Hypersim datasets (see below), and retrained the model. However, it turned out 

that the model is difficult to control, and constraints are difficult to enforce.  

This issue was also observed by the authors of LayoutGAN, who proposed an improved version allowing for 

conditioning of the output [LYZ20]. As shown in Figure 29 (right), attributes such as the expected area of 

elements, reading-order or spatial distribution of elements can be specified as conditions. Figure 30 

compares the generators of the two approaches, with two main differences at the input: the classes are 

provided as label vectors rather than probabilities (allowing to keep classes fixed) and additional attributes 

can be provided. 

 

Figure 30: LayoutGAN generator (top) vs. conditioned LayoutGAN generator.  

6.1.2.2 Graph convolutional networks 

A graph-based approach for completing partially furnished rooms with additional items is proposed in 

[RWL19]. Another graph-based approach is described in [WLW19], and uses an instantiation of the floor plan 
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as a discriminator in these models. The approach allows generating or completing the object graph for a 

room, the processing flow is shown in Figure 31. One issue is that there are many possible ways to generate 

a graph between the objects. This has been addressed in the work by introducing “superstructures” (e.g., a 

group consisting of a table and chairs).  

 

Figure 31: Processing flow from PlanIt [WLW19] . 

[LJE20] addresses this issue by first predicting the completion of the relationship graph and then 

performing the layout generation (see Figure 32). Like other recent approaches this method includes a 

refinement step to improve the layouts. 

 

Figure 32: Overview of the method proposed in [LJE20]. 

An approach using variational autoencoders and graph neural networks is proposed in [LZW20], but it 

supports a visual RGBD view of the scene rather than a floor plan. 

6.1.2.3 Transformers 

Transformers use blocks of encoder/decoder layers with self-attention [VSP17] that model the relation 

between different elements in the data. This type of models has become very widely used in natural language 

processing (e.g. BERT, GPT family). As a symbolic representation of furniture items can be handled similarly, 

transformers have been proposed as components complementing other approaches. [APT21] extend 

LayoutVAE, a variational auto-encoder-based layout generation approach with self-attention layers in the 

encoder and decoder block to better model the relation between objects (see Figure 33). 
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Figure 33: Self-attention in a VAE-based layout generator [APT21]. 

A similar approach has been applied to LayoutGAN, proposing LayoutGAN++ [KSO21]. The generator and 

discriminator use transformer layers to model the item relations (see Figure 34). Another change to the 

original LayoutGAN approach is that the wireframe discriminator is replaced by a discriminator based on the 

Fréchet Inception distance (FID) [HRU17] between fake/true floorplans. 

 

Figure 34: Architecture of LayoutGAN++ [KSO21]. 

As we also observed from our experiments with LayoutGAN, the issue of controlling specific properties or 

relations is difficult. Thus another change in LayoutGAN++ is the support for class independent or specific 

sets of constraints. These constraints are included in searching an optimal solution in the latent feature space 

learnt by the model (see Figure 35). However, the constraints are not trained, and can thus be switched 

on/off or weighted differently at inference time. For the page layout task, the method includes constraints 

to align items to each other, to avoid overlaps and to enforce specific relative spatial relations between 

classes of items. 

 

Figure 35: Constraints supported by LayoutGAN++ [KSO21]. 
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6.1.3 Datasets 

Apart from the SunCG dataset, which is no longer available, the Scan2Cad dataset [ADD19] is one of the 

suitable datasets for this task. The dataset is based on the ScanNet dataset (which we also use for other 

tasks), and was created by matching objects in the ScanNet point clouds with 3D models in the ShapeNet 

[CFG15] database. For each object, the dataset contains the position, orientation, and model type (and thus 

implicitly class) of the object. 

 

Figure 36: The Scan2Cad dataset. 

We found however, that the Scan2Cad dataset is fairly noisy. As an alternative, we investigated the use of 

layouts from the recent Hypersim dataset [RRR21]. While the dataset is fairly large, many rooms are huge 

spaces with relatively few objects. Thus we have cleaned the dataset by filtering large spaces, rooms with 

few objects or objects on multiple layers. In addition, the hypersim dataset does not include walls in the 

scene graph. Wall segments have thus been reconstructed by determining the convex hull of the objects in a 

room. Overall, we obtained only about 100 usable scenes from both datasets.  

Each dataset comes with their specific representation, so appropriate parsers to get the data into a common 

data structure have been implemented. As we handle only axis parallel objects, objects need to be rotated 

into these positions, together with a properties vector holding the orientation. To improve the data, we 

applied data augmentation by rotating and flipping the room layouts. 

 

Figure 37: Examples from the Scan2Cad dataset, rotated to axis parallel representation. 
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In March 2022, Roomle provided a dataset with 10,000 floor plans as training data. The format is similar to 

the ATLANTIS project format (see D2.2), i.e. contains points, wall segments and furniture items with their 

rotation and translation vectors. The dataset has been preprocessed by segmenting connected parts of the 

plans, and then segmenting the rooms in each of them. As the dataset contains uncurated user data, 

automated cleaning has been applied by excluding rooms with incomplete walls or few objects, and by 

excluding furniture items too far above floor level. 

 

Figure 38: Example from the Roomle room dataset. 

6.1.4 Approach 

We select a generative approach working on a parametric representation of the scene but performing 

verification via a rendered floor plan. We initially used LayoutGAN [LYH19] for our approach, which consists 

of a generator and two discriminators. The generator creates layout proposals in the form of scene graphs 

and can be conditioned on partial scene graphs describing the existing scene, or the room type. One 

discriminator models object relations, such as objects that are unlikely to be found in close connection, while 

the other discriminator is based on rendering a floor plan, addressing issues such as spatial overlaps.  

We modified the model structure to handle room layouts instead of page layouts. This also included 

modifying the paradigm for sizing. Page layouts use relative sizes of items with respect to the room. This does 

not work for rooms, as some furniture item (e.g., chairs) have a rather narrow range of sizes, which is 

independent of the room size. Thus we converted all plans to a fixed scale. The model has been successfully 

trained on data from the Scan2cad dataset. However, the following issues have been observed: 

● it is hard to ensure that the class labels and positions of items already in the room are not modified 

when adding new ones 

● the sizes of objects are difficult to control 

● alignmentments and relations cannot be directly enforced 

We thus moved to the recent LayoutGAN++ model [KSO21] as the basis of our implementation. Similar 

modifications as for the LayoutGAN model have been made. In addition, the FID-based discriminator also has 

to be trained on the target dataset, and with the specific set of classes used. The LayoutGAN++ model already 

foresees keeping the classes of objects fixed, however, their position and size may still change. Rather than 

handling this via constraints, we have introduced an input parameter that marks objects as fixed, and adds a 
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loss term that penalizes position or size changes of these items. Thus the model learns to minimize the 

position and size adjustments of these objects. For example, the model will always keep the walls in place 

and connected, and will also learn to place objects only inside the walls (see Figure 39). 

 
 

 

Figure 39: Learning constraints from data: connecting walls, keeping furniture inside walls. The left 

figures show results from early iterations, where these constraints are not yet learned, while the right 

images show that the model is able to learn them in later iterations. 

The constraints defined for page layouting have also been found not to be applicable to room layouts. While 

alignment works in a similar way, the non-overlap constraint will make changes to object dimensions. Thus 

the constraint has been modified to keep the object dimensions unchanged, and only modify their position. 

While non-overlapping objects are desirable, as this ensures that e.g. chairs have sufficient space next to the 

table, we observe that this condition does not always hold on the training data. Thus enforcing this as a 

constraint rather than relying to learn it from the data is necessary. 

Figure 40 shows examples of training and generated layouts. The training data examples show (e.g. in the 

lower left) that there is some noise in the form of misplaced objects in the data. 

       

Figure 40: Example outputs from a model trained on Hypersim data: real samples (left), generated 

samples (right). 
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7 Conclusion 

The ATLANTIS AI services revolve around geometric and object-oriented scene understanding. They are built 

around low-cost spherical panorama acquisition that easily captures a holistic view of a scene, and cover the 

requirements of the ATLANTIS application. The deployment and integration of these analysis functionalities 

as services is described in D4.2. 
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Annex 

9 Single-shot Cuboids: Geodesics-based End-to-end Manhattan 

Aligned Layout Estimation from Spherical Panoramas 
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10 Monocular Spherical Depth Estimation with Explicitly 

Connected Weak Layout Cues 
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