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Executive Summary 

This document describes the best practice guides developed by BioExcel for our 
core codes and workflow engines.  

With regards to the core codes the guides cover best practices for using CP2K to 
perform QM/MM simulation of biomolecular systems, general usage of GROMACS 
and obtaining good performance on specific HPC machines available to EU 
researchers through PRACE, and best practices for molecular docking with 
HADDOCK. 

Additional guides cover several aspects of computational workflows; 
development process using Common Workflow Language, choice of workflow 
engines, and how to package workflow results combining multiple FAIR 
standards. 

The BioExcel guides have been planned based on our experience developing and 
using the codes and workflow engines, our engagement with users at training 
events and workshops, through provision of in-depth support, and through 
community surveys, all of which have allowed us to identify and prioritise user 
needs. We have begun and will continue to promote, revise and expand the guides 
based on our engagement with the computational biomolecular research 
community through our support mechanisms and through BioExcel-organised 
events in 2021, such as the EMBO conference and various training events. 

The guides have been made available as structured web pages editable through 
open source processes, inviting further contributions from the respective user 
communities. We consider how we can make the guides follow FAIR guidelines 
and increase their outreach using traditional publication and integration with 
existing software documentation portals.  

 

  

https://bioexcel.eu/events/embo-workshop-advances-and-challenges-in-biomolecular-simulations/
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Introduction 

An important part of learning how to use a method or technique reliably in 
research is to adopt existing best practices as established by the wider community 
through experience, trial-and-error and deep knowledge about the field and its 
tools. The landscape of continuously evolving computing hardware provides 
additional ongoing challenges for users of software for computational 
biomolecular research, especially with regards to high-performance computing. 
In order to provide targeted support for users (and in some cases developers) of 
BioExcel codes and workflow tools we have therefore captured such best practices 
in the form of guides, which complement existing tool documentation.  

In addition to general best practice guidance the guides reflect experience built up 
over time using the codes, workflow tools in specific application areas. Individual 
researchers may therefore need to tailor this guidance to find the best approach 
in light of their particular circumstances and use cases.  

As the core codes and related tools in the software ecosystem, computing 
hardware, as well as community practices continue to evolve and mature, so 
naturally will the guides. Rather than static manifestos, these guides will be living 
documents subject to change and expansion, in the first instance by continued 
work within BioExcel, but in many cases with open mechanisms for inviting 
contributions from the community.  

In this document we give an overview of the BioExcel Best Practice Guides (BPGs), 
how they were developed, published, and how they will be further maintained in 
collaboration with and in service of their respective communities.  

Development of the BioExcel Best Practice Guides 

We planned the guides primarily based on our insights into the needs of 
communities of current and potential users (in some cases also developers) of the 
BioExcel codes and workflow engines. As described in deliverable D3.4 – User 
Community Support and Engagement Report these insights were generated by 
engaging with these communities directly during training and community 
research sharing events (conferences, workshops, etc.), through feedback 
gathered after such events, especially where these were organised by BioExcel, in 
the course of our provision of in-depth support e.g. on the AskBioExcel forum, and 
not least through a number of community surveys that we performed.  

The contents of the guides were planned to cover what we identified to be the 
most pressing needs of users and draw on best practice efforts already being 
established within BioExcel-2 regarding general code usage, effective exploitation 
of HPC resources, and consultancy.  

Several guides consisting of newly gathered and presented information were 
established to address gaps in the available guidance identified through our 
community engagements. Other guides are at least partly metaguides, providing a 
useful role by directing users to relevant existing guides, tutorials and FAQs 
already hosted within existing code and/or community infrastructure. 
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The BPGs highlight how the BioExcel tools can be used in scientific workflows, 
with a focus on best practice for scalable/interoperable use and on obtaining good 
performance on HPC machines. Some of the guides incorporate tutorial-like 
material, however rather than showing how a tool or just parts thereof can be used 
in simplified ‘Hello World’-type barebones demonstrator scenarios, they aim to 
generalise from a specific tutorial case to general principles consisting of 
considerations and concrete choices that need to be taken in order to efficiently 
obtain reliable results in a range of realistic usage scenarios.  

Community Engagement 

Best Practice guides are not developed in isolation but to address the needs of the 
user community, hence engagement with users and with developers both within 
and outside of BioExcel has driven the formulation of the guides thus far. We will 
continue to work within the Centre to update and expand the guides as already 
envisaged based on existing plans described in each individual guide outline 
further below. However an important and ongoing aspect of providing best 
practice guides is to publicise them, thereby ensuring users are aware of their 
existence and able to find them at the appropriate time when they require such 
guidance, to monitor whether the guidance was found to be useful, and to provide 
mechanisms for users to provide feedback.  

Each guide will be prefixed with a “About this guide” section where we encourage 
users to contact us through existing BioExcel interaction mechanisms like the 
forum ask.bioexcel.eu as well as tool-specific communication forums, and invite 
feedback. However, we know from experience that this is not necessarily sufficient 
to engage fully with those who may need the guides the most. 

To engage productively with the community to bring the guides to their attention 
and to seek feedback, we are  therefore integrating the ongoing development of 
the guides with ongoing BioExcel effort on community engagement and training, 
and promoting the guides not just as static documentation but welcoming 
feedback on how they can be improved and expanded, in some cases inviting 
contributions from the wider community (with varying degrees of curation by 
code owners within BioExcel). We believe that BioExcel’s highly accredited 
training capability, for example, is enhanced by concurrently providing the best 
practice guides, and that the guides themselves are in turn improved thanks to 
feedback gathered from our engagement with users during and following BioExcel 
training, based on user needs identified during such training and from feedback 
gathered afterwards.  

Providing the guides as living documents is seen as especially important since 
software, hardware, tool ecosystems and scientific practices are always evolving. 
It is therefore key to provide convenient mechanisms for individual users and 
domain scientists to provide feedback on and possibly contribute to the guides. To 
facilitate this, the BioExcel guides are mostly open to being edited in a similar 
fashion to open development of source code: editable in GitHub, with issue 
trackers and pull requests issued e.g. by contributors external to BioExcel.  

https://ask.bioexcel.eu/
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The Best Practice Guides and BioExcel Events 

We are already leveraging BioExcel community and training events to draw the 
attention of users to the Best Practice Guides and invite feedback, for example 
during QM/MM training at the BioExcel 2020 Winter School and at a webinar by 
BioExcel staff on the GROMACS/CP2K interface developed within BioExcel. During 
the remainder of BioExcel-2 we aim to similarly disseminate and gather feedback 
and suggestions for new best practice topics to evolve the other guides through 
workshops, webinars and virtual session, such as the EMBO workshop Advances 
and challenges in biomolecular simulations organized by BioExcel, our 
summer/winter schools, and external events like the CWL mini-workshop. The 
Virtual Workshop on Best Practices in QM/MM simulation, which is ongoing at the 
time of submission for this deliverable, may provide the basis for formulating 
additional best practice guidance on QM/MM simulation.  

Structure of the Best Practice Guides 

Each individual guide is tailored to its particular community and tool. For the 
guides pertaining to the core modelling and simulation codes we identified a list 
of common overarching topics, namely: 

1. Introduction: 
a. Rationale for using a particular computational modelling or 

simulation method and/or algorithm 
b. Overview of the available implementations of this method and/or 

algorithm in the code 
2. Recommended work pattern 

a. System preparation (e.g. choice of methods, data sources, 
recommended core code functionality or third-party software 
tools) 

b. Simulation/execution 
i. Choice of input parameters, execution considerations, 

especially parallel execution modes, use of hardware, 
troubleshooting (dealing with error messages) 

c. Post-processing or analysis 
i. Statistics, validation 

d. Checklist of main steps required to run successfully  
3. Common pitfalls and limitations 

a. “Gotchas” and workarounds 
4. Recommended resources, tutorials, bibliography 

 

These have been partly incorporated into the structure of the guides where 
appropriate, and may be used as a basis for future expansion 

For many of the guides we have used a Read The Docs-style mechanism of 
structuring into separate sections, with a navigation bar on the left (see Figure 3,  
Figure 4, Figure 5, Figure 8). Unlike the step-by-step sequential “wizard” structure 
commonly used in tutorials, this kind of navigation matches the role of the guides 

https://bioexcel.eu/events/winter-school/
https://bioexcel.eu/webinar-multiscale-qm-mm-simulations-exploring-chemical-reactions-using-novel-gromacs-cp2k-interface-2020-12-08/
https://bioexcel.eu/webinar-multiscale-qm-mm-simulations-exploring-chemical-reactions-using-novel-gromacs-cp2k-interface-2020-12-08/
https://bioexcel.eu/events/embo-workshop-advances-and-challenges-in-biomolecular-simulations/
https://bioexcel.eu/events/embo-workshop-advances-and-challenges-in-biomolecular-simulations/
https://cwl.discourse.group/t/invite-for-cwl-virtual-miniconference-january-11-13th-2021/253
https://bioexcel.eu/qmmm-best-practice-workshop
https://readthedocs.org/
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as reference material, allowing a user to quickly find 
guidance on a particular topic pertaining to some 
aspect of usage. This common navigation style also 
adds a level of commonality across the guides, even 
when they use different templating systems 
underneath, or are incorporated into the different 
tool’s existing documentation.  

Availability of the Best Practice Guides 

All our guides are published as public webpages - 
mostly HTML generated from an underlying marked 
up text format. The intention is that individual 
relevant sections of our guides can easily be linked 
to from issue trackers, support forums including our 
own AskBioExcel forum, emails, training materials, 
webinars, etc. in order to be able to efficiently direct 
users immediately to the concrete information 
relevant to them and thereby provide targeted 
support.  

The BioExcel Best Practice Guides are listed at 
https://docs.bioexcel.eu/, which also links to 
related white-papers, publications and existing 
software documentation spaces per project (Figure 
1). This website is managed by GitHub Pages and 
used to host some of the guides (Biomolecular 
QM/MM with CP2K, GROMACS, Creating Workflows 
with CWL, CWL Engines). These guides can then be 
edited using Markdown or reStructured Text, 
familiar to many open source developers and 
enabling third-party contributions using GitHub pull 
request to the corresponding repositories in 
https://github.com/bioexcel/.   

We are adding a common “About this guide” section 
to encourage BioExcel users to contribute to their 
content, as the guides are living documents, but 
recognize that not all users are experienced with 
using these GitHub methods, so we also gather 
feedback on our guides through the forum 
ask.bioexcel.eu. 

Other listed BioExcel guides are hosted at their home projects as they form part of 
their software documentation, and therefore are integrated in their 
corresponding publishing system, e.g. GROMACS documentation is maintained in 
reStructured Text.  

Figure 1: Index page of https://docs.bioexcel.eu/ 
lists best practice guides, how to contribute, and 
other code-specific documentation within 
bioexcel.eu and externally 

https://docs.bioexcel.eu/
https://github.com/bioexcel/bioexcel.github.io
https://pages.github.com/
https://github.com/bioexcel/
https://docs.bioexcel.eu/cwl-best-practice-guide/about.html
http://ask.bioexcel.eu/
https://docs.bioexcel.eu/
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Making the Best Practice Guides FAIR 

The FAIR principles have become well established as recommendations for 
making scholarly data publishing Findable, Accessible, Interoperable and Reusable  
through the use of unique identifiers, rich metadata using open vocabularies, 
references to other data, clear licenses, provenance and using community-
supported standards. In particular in focus for FAIR is making metadata be 
machine readable using technologies like Linked Data, to improve programmatic 
registration, indexing, searching and use of the underlying data. 

While the FAIR principles have been formulated for data, we have ourselves 
argued that, with modifications, they should also apply to research software and 
Computational Workflows. ELIXIR Europe’s Training Platform has also 
recommended FAIR should be applied to Training Material. 

Indeed, BioExcel, through WP2 & WP3, collaborations with ELIXIR and 
individually by partners, is engaged in multiple initiatives and collaborations to 
improve FAIRness of scholarly communication, including Bioschemas,  Common 
Workflow Language, Research Object/RO-Crate, BioCompute Object/IEEE2791, 
GA4GH Cloud, the FAIR Toolkit and infrastructures including WorkflowHub.eu, 
CWL Viewer, identifiers.org, Ontology Lookup Service. In addition BioExcel has 
joined several events for FAIRification training and hackathons. 

It is therefore a reasonable question to what extent we can apply the FAIR 
principles also the BioExcel Best Practice Guides.  

Firstly three of the guides (Creating Workflows with CWL, CWL Engines, Packaging 
BioCompute Objects using RO-Crate) cover FAIR standards CWL, RO-Crate and 
BioCompute Object, and to an extent they direct BioExcel users towards following 
FAIR guidelines in their use of our software, for instance the CWL developer guide 
(Creating Workflows with CWL), which covers interoperability and 
reproducibility. 

During 2021 we aim to “eat our own dog food” and also apply FAIR standards to 
the publishing of the BioExcel guides themselves. However we found that 
metadata curation, static packaging (e.g. DOIs) and formalizing the knowledge 
using machine-readable languages is somewhat at odds with our principle of 
maintaining living documents with an open contribution model, as common 
technology stacks for FAIR metadata (e.g. ontologies, RDF) at first may seem 
overwhelming and too open-ended even to BioExcel experts from other fields. A 
full FAIRification process may be over-ambitious for what is in essence a set of 
web pages of text. 

We therefore are exploring a lightweight approach that is close to our existing 
practices and technologies used for publishing the guides: 

• Use of GitHub/Zenodo integration to assign DOI identifiers on versioned 
snapshots of each guide’s GitHub repository 

o Contributor list will be auto-generated from GitHub’s commit log 
• Identify BioExcel authors and contributors using orcid.org identifiers 

https://doi.org/10.1038/sdata.2016.18
https://doi.org/10.1162/dint_a_00025
https://doi.org/10.1162/dint_a_00030
https://doi.org/10.3233/DS-190026
https://doi.org/10.1162/dint_a_00033
https://doi.org/10.1371/journal.pcbi.1007854
https://elixir-europe.org/sites/default/files/rir-presentation-goble.pdf
https://bioschemas.org/
https://www.commonwl.org/
https://www.commonwl.org/
http://www.researchobject.org/ro-crate/
https://www.biocomputeobject.org/
https://w3id.org/ieee/ieee-2791-schema/
http://ga4gh.cloud/
https://fairtoolkit.pistoiaalliance.org/
https://workflowhub.eu/
https://view.commonwl.org/
https://identifiers.org/
https://www.ebi.ac.uk/ols/
https://fairtoolkit.pistoiaalliance.org/methods/fairification-workflow/
https://guides.github.com/activities/citable-code/
https://orcid.org/
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• By modifying the underlying Jekyll templates, amend 
schema.org/Bioschemas JSON-LD annotations in generated HTML 

o E.g. Dataset, TrainingMaterial, ComputationalWorkflow, 
ComputationalTool 

• Add RO-Crate metadata file to each BPG repository, relating individual 
files and external resources 

o See for instance the RO-Crate preview for metadata we made for 
the RO-Crate specification itself 

o While such crates can relate individual HTML sections (e.g. give 
them separate author lists), this is particularly of interest for 
guides that embed multiple examples, data and workflows which 
could be reused on their own 

• Register example workflows in WorkflowHub to improve findability and 
availability independent of guides 

• Register BioExcel Best Practice Guides in ELIXIR’s training portal TeSS 
• Evaluate “FAIRness” according to the FAIR Toolkit’s indicators 

 

Figure 2: Current structured metadata in the Creating Workflows with CWL BPG, extracted with Google 
Structured Data Testing Tool. Schema.org metadata was produced by our current use of the Jekyll template 
rundocs/jekyll-rtd-theme, (hence why publisher is wrongly shown as "RunDocs" instead of "BioExcel"). 

We will initially experiment with this approach for the two CWL BPGs and the 
BioCompute Object BPG as they use the same Jekyll template system, so that the 
FAIR metadata can primarily be generated from annotations in the Markdown 
files rather than becoming another future maintenance burden. The metadata 

https://bioschemas.org/profiles/Dataset/
https://bioschemas.org/profiles/TrainingMaterial/0.9-DRAFT-2020_12_08/
https://bioschemas.org/profiles/ComputationalWorkflow/
https://bioschemas.org/profiles/ComputationalTool/
https://www.researchobject.org/ro-crate/1.1/
https://www.researchobject.org/ro-crate/1.1/ro-crate-preview.html
https://workflowhub.eu/programmes/2
https://tess.elixir-europe.org/
https://fairtoolkit.pistoiaalliance.org/methods/findability-maturity-indicators/
https://search.google.com/structured-data/testing-tool/u/0/#url=https%3A%2F%2Fdocs.bioexcel.eu%2Fcwl-best-practice-guide%2F
https://search.google.com/structured-data/testing-tool/u/0/#url=https%3A%2F%2Fdocs.bioexcel.eu%2Fcwl-best-practice-guide%2F
https://github.com/rundocs/jekyll-rtd-theme
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generated by the current template  shows the potential is there, although with 
some improvements needed (Figure 2). 
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Outlines of the Best Practice Guides 

Below follows a short description for each Best Practice Guide, along with how it 
was developed. 

Biomolecular QM/MM with CP2K 

Published: https://docs.bioexcel.eu/qmmm_bpg  
Source: https://github.com/bioexcel/qmmm_bpg 
Responsible partner: UEDIN 

The existing CP2K manual provides documentation for users 
wanting to use the code, and the CP2K website hosts a number 
of ‘How To’ guides, one of which is relevant to biomolecular 
hybrid quantum mechanics / molecular mechanics (QM/MM) 
simulation, to which we have made a small contribution. 
However we know from engaging with and training users 
interested in using QM/MM for biomolecular simulation, from 
monitoring queries submitted by such users to the general 
(non-BioExcel) CP2K support mechanism, as well from a 
community survey we performed that was reported on in 
deliverable D3.4 – User Community Support and Engagement 
Report that the barrier for initial uptake and continued 
successful usage of CP2K is significant for researchers without 
a background in computational quantum chemistry and not 
already familiar with CP2K or similar codes. In part this is due 
to the fact that CP2K is traditionally used for materials science 
and solid-state physics rather than biomolecular simulation, 
hence there is a lack of community resources. 

The best practice guide we have produced is our way of 
addressing this resource gap. We outline the key steps that 
need to be taken (Figure 3) in order to prepare a biomolecular 
system for simulation with CP2K and provide guidance on how 
best to use CP2K to treat both quantum mechanical and 
classical parts of the setup and simulation once a certain 
quantum mechanical theory level has been decided.  

The question of which theory level and the quantum 
mechanical (QM) treatment out of the many supported by 
CP2K is most appropriate for a given biochemical system is not 
something we address directly, as this is a question of the 
scientific appropriateness of the modelling. Whilst we may update the best 
practice guide with some advice on this, based on the outcomes of our rolling 
Workshop on QM/MM best practice for biomolecular simulation, the goal of the 
best practice guide is primarily concerned with how to best use the application – 
CP2K – to achieve a given modelling treatment.  

The production of a guide on performing QM/MM simulation of biomolecular 
systems using CP2K, in particular concretely clarifying input parameters and 
treatment of the QM region and the QM-MM interface, is a necessary first step 

Figure 3: Structure of CP2K QM/MM best 
practice guide, showing the mental 
process for preparing and running a 
CP2K simulation. Each section can be 
navigated by its subheadings. 

https://docs.bioexcel.eu/qmmm_bpg/en/main/
https://github.com/bioexcel/qmmm_bpg
https://manual.cp2k.org/
https://www.cp2k.org/howto:biochem_qmmm
https://bioexcel.eu/events/virtual-workshop-best-practices-in-qm-mm-simulation-of-biomolecular-systems/
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towards our goal for the remainder of BioExcel-2, namely, to integrate guidance 
on how to use GROMACS in conjunction with CP2K using the software interface 
coupling the two applications developed within BioExcel. 

Going forward the guide is allowing us to provide a training and 
support pathway for users. We have already begun directing users 
to the guide from our support forum (AskBioExcel), during QM/MM 
training (e.g. at the BioExcel 2020 Winter School) and at relevant 
webinars such as the webinar on the GROMACS/CP2K interface by 
BioExcel staff.  

GROMACS Best Practice Guide 

Published:  https://docs.bioexcel.eu/gromacs_bpg 
Source: https://github.com/bioexcel/gromacs_bpg/ 
Responsible partner: UEDIN 

The GROMACS manual provides a methodical breakdown of 
GROMACS features and usage including explanations of key 
concepts and input options, and the short how-to and user guides 
that are also part of the manual include a set of accumulated best 
practices in varying breadth and depth. Some good community 
resources exist that promote best practice in the use of GROMACS, 
such as the excellent publication  From Proteins to Perturbed 
Hamiltonians: A Suite of Tutorials for the GROMACS-2018 Molecular 
Simulation Package in the Living Journal of Computational 
Molecular Science (LiveCoMS), which familiarizes users with 
GROMACS and trains them in best practice by working through a 
series of tutorials. 

Nonetheless we know from our experience supporting and training 
GROMACS users in person and on the GROMACS forum, and also 
from a community survey which we performed in Q2 2020 and 
reported on in deliverable D3.4 – User Community Support and 
Engagement Report, that there is scope for facilitating usage of 
GROMACS by providing further guidance.  

The Suggested workflow for GROMACS simulations section in our 
GROMACS BPG (Figure 4) aims to provide an easy-to-follow guide 
that directly and concretely distils key aspects of GROMACS usage 
to help researchers use the software effectively. by providing 
advice on how to perform common simulation steps with 
GROMACS to ensure scientifically correct, performant, 
reproducible simulations with minimal human effort. 

In addition to providing guidance on aspects such as system 
preparation, input options, and post processing, the best practice 
guide contains a Performance “Cookbook”, which focuses on how 
to run molecular dynamics simulations efficiently on a variety of 
computational hardware and in particular provides concrete 

Figure 4: Suggested Best Practice 
workflow for preparing and running 
GROMACS simulations 

https://bioexcel.eu/events/winter-school/
https://bioexcel.eu/webinar-multiscale-qm-mm-simulations-exploring-chemical-reactions-using-novel-gromacs-cp2k-interface-2020-12-08/
https://bioexcel.eu/webinar-multiscale-qm-mm-simulations-exploring-chemical-reactions-using-novel-gromacs-cp2k-interface-2020-12-08/
https://docs.bioexcel.eu/gromacs_bpg
https://github.com/bioexcel/gromacs_bpg/
http://manual.gromacs.org/
https://doi.org/10.33011/livecoms.1.1.5068
https://doi.org/10.33011/livecoms.1.1.5068
https://doi.org/10.33011/livecoms.1.1.5068
https://doi.org/10.33011/livecoms.1.1.5068
https://gromacs.bioexcel.eu/
https://docs.bioexcel.eu/gromacs_bpg/en/master/workflow/workflow.html
https://docs.bioexcel.eu/gromacs_bpg/en/master/cookbook/cookbook.html
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guidance on using GROMACS efficiently on specific HPC 
machines available to EU-based researchers through 
PRACE.  

GROMACS can generally be launched without specifying 
anything other than the essential simulation 
parameters, as it has built-in heuristics that enable it to 
detect the underlying hardware and use accumulated 
insights about good performance embedded in the code 
to make usually reasonable choices given the available 
number and types of CPU cores and/or GPUs. By default, 
GROMACS also adapts its performance parameter 
settings dynamically during execution to improve 
performance.  

Although GROMACS performance heuristics give good 
results in many cases, for any given simulation 
performance may well be increased through informed 
user choices and preferences. For example, guidance on 
specifying parallel execution options to obtain optimal 
use of available hardware can make a significant 
difference to simulation throughput and hence scientific 
results achieved over a given timespan, as well as to 
financial (cost) and environmental (energy usage) 
efficiency.  

With regards to use of high-performance computing resources there is moreover 
clear value in knowing what performance to expect for a given scale of resources 
(number of cores / nodes / GPUs), how efficient a use of resources this is, i.e. how 
well performance can scale with an increase in resources, and how to go about 
finding this out. As well as general guidance, the performance cookbook (Figure 
5) therefore provides concrete examples showing how to build and run GROMACS 
to obtain good performance on a number of specific PRACE  machines, both as an 
illustration of the application of general best practice process for obtaining good 
performance and to promote efficient usage of the named machines.  

The cookbook also provides a reference set of (near) optimal benchmark 
performance results obtained on these machines using best practice. In order to 
aid estimation of required compute time allocations for researchers requesting 
such time, we focus on benchmarks that we know from the community survey 
reported in deliverable D3.4 – User Community Support and Engagement Report 
reflect biomolecular systems studied by the GROMACS user community. 

This best practice guide will continue to be updated on an ongoing basis following 
its initial delivery with guidance on how to effectively use multi-simulation, 
enhanced sampling methods, and the latest performance-oriented developments 
in GROMACS.  We will also expand the range of PRACE systems for which we 
provide concrete guidance and do the same for EuroHPC systems where possible. 
We see this as an important way to ensure GROMACS users throughout the EU are 
able to make efficient use both the largest existing PRACE and upcoming EuroHPC 
machines.  

Figure 5: Structure of the 
GROMACS Performance Cookbook  

https://docs.bioexcel.eu/gromacs_bpg/en/master/cookbook/cookbook.html
https://docs.bioexcel.eu/gromacs_bpg/en/master/cookbook/cookbook.html#getting-good-gromacs-performance-on-prace-eurohpc-machines
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With regards to community engagement, where relevant we will direct users to 
guidance provided in the GROMACS BPG during training and in response to user 
queries received on the support forum. We will inform relevant HPC centres 
hosting the PRACE (and in future EuroHPC) machines for which we provide 
specific guidance of the existence of our guide so that they can direct their users 
to it from their machine support documentation, and so that we can receive any 
additional advice from HPC centres regarding performance in response, and 
incorporate this into the guide.  

Alchemical Free Energy Calculations based on Non-Equilibrium Sampling  

Responsible partner: MPG 
Status:  Planned for 2021 

Several PMX tutorials have been developed and presented (e.g. at BioExcel 
summer school and for AstraZeneca), and although these are mainly introductory 
they also cover best-practice considerations such as picking parameters. The PMX 
instructions give general guidance to the use of the PMX web server, but do not 
establish the wider considerations needed for performing free energy 
calculations. 

This planned guide is intended for submission as an article, targeting Journal of 
Physical Chemistry. Rather than just focusing on PMX, this guide will highlight 
alternative codes that can be used in combination for free energy calculations. As 
such we are co-authoring this paper with experts at University of Michigan. 

Rather than being a general tutorial, the intention of this guide is to cover common 
caveats in alchemical free energy calculations, showing typical problems 
encountered, with recommended solutions. 

This guide will be in the form of a traditional journal article, and so sufficient 
rigour and completeness is required before submission of the initial draft for peer 
review. In addition, we want to ensure time for inputs from experienced co-
authors, therefore we have decided to delay this guide until 2021.  

HADDOCK Best Practice Guide 

Published: https://www.bonvinlab.org/software/bpg/  
Source: https://github.com/haddocking/haddocking.github.io/tree/master/software/bpg 
Responsible partner: UU 

By building on existing HADDOCK documentation this can be considered a 
metaguide to more specific best practice guides, including do’s and don’ts based 
on extensive experience from user support on ask.bioexcel.eu on what can go 
wrong when submitting jobs to the server, which also apply to running a local 
version of the software. The guide follows the overall process of preparing 
molecule data before docking, individual guides for each type of docking on the 
scale from atom to macromolecules: small molecules, glycans, peptides, 
nucleotides, proteins or coarse grained representation (Figure 6). 

http://pmx.mpibpc.mpg.de/tutorial.html
http://pmx.mpibpc.mpg.de/instructions.html
http://pmx.mpibpc.mpg.de/instructions.html
https://www.bonvinlab.org/software/bpg/
https://github.com/haddocking/haddocking.github.io/tree/master/software/bpg
http://ask.bioexcel.eu/
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Figure 6: The HADDOCK Best Practice Guide has individual guides for each type of docking across the scale, 
from atoms to macromolecules. 

We provide optimal HADDOCK settings depending on type of docking, with links 
to relevant tutorials and publications, followed by a guide on how to analyze post-
docking results (for example, see Figure 7). 

 

Figure 7: Each Docking type recommend optimal HADDOCK settings 

The development of the HADDOCK tutorials and the new best practice guide has 
been heavily influenced by the significant amount of user interactions in the 
ask.bioexcel.eu forum, the participation to international workshops and schools 
(e.g. EMBO workshops, BioExcel summer and winter schools) as well as the 
combined expertise of the local HADDOCK team. Some have also been developed 
to meet specific teaching purposes, both for Bachelor and Master programmes, as 
the software is also used in education. 

  

https://ask.bioexcel.eu/c/haddock/6
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Creating Workflows with Common Workflow Language 

Published: https://docs.bioexcel.eu/cwl-best-practice-guide/ 
Source: https://github.com/bioexcel/cwl-best-practice-guide/ 
Responsible partner: UNIMAN 
 

This best practice guide outlines the development process for 
writing a computational workflow using the Common Workflow 
Language (CWL), from creating and selecting tools like BioBB, 
through early experimentation, reuse and testing, to optimization 
and ensuring reproducibility before publication in workflow 
repositories (Figure 8). Additional guidance is given about 
containers and software packaging. 

We have developed this guide both from the perspective of 
intermediate CWL users porting their pipeline to CWL, as well as 
CWL experts that are scaling up to larger compute infrastructure. 
This guide complements the existing CWL User Guide, and CWL 
Recommended Practices, and the CWL community has indicated 
interest in syndicating the guide on the CWL website, which is 
legally straightforward using the Open Access license Creative 
Commons CC-BY and attribution to BioExcel. 

The further CWL development of the BioBB demonstrator 
workflows and pre-exascale workflows on HPC (WP2) have also 
been instrumental in highlighting topics for this guide, as well as 
development practices observed in ongoing collaborations with 
projects like ELIXIR and EOSC-Life. 

In addition to growing CWL expertise across BioExcel partners, as 
part of the guide’s development we have also coordinated with our 
in-depth support and engagements with users building and 
deploying CWL workflows. These experiences for workflow 
developers are also seen as important to further improve the CWL 
standard in its next evolution. 

BioExcel has an active role in the CWL community, with members 
on the CWL Leadership team and as strategic advisors. We give 
ongoing contributions to the CWL specifications, CWL reference 
implementation and continue to engage with the wider CWL 
community in terms of in-depth support, training and multiple 
hackathons; again collaborating with additional projects within 
ELIXIR and scientific domains beyond bioinformatics. 

Therefore an important next step for the BioExcel Best Practice 
Guide for CWL Development is to gather additional feedback, 
requirements and suggestions from the broad CWL user base, so 
that the guide continues to reflect established practices and address 
common questions from real-life scenarios. This is a suggested 
session for the CWL mini-workshop in January 2021. 

Figure 8: The structure of the CWL Best 
Practice Guide follows our 
recommended workflow development 
process from finding tools, writing 
tests, composing and running 
workflows and finally ensuring 
interoperability and scalability. 

https://docs.bioexcel.eu/cwl-best-practice-guide/
https://github.com/bioexcel/cwl-best-practice-guide/
https://www.commonwl.org/
https://www.commonwl.org/
https://www.commonwl.org/user_guide/
http://www.commonwl.org/user_guide/rec-practices/
http://www.commonwl.org/user_guide/rec-practices/
https://www.commonwl.org/
https://www.commonwl.org/#Contributers_and_Governance
https://cwl.discourse.group/t/invite-for-cwl-virtual-miniconference-january-11-13th-2021/253
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Common Workflow Language Engines 

Published: https://docs.bioexcel.eu/cwl-engine-guide/ 
Source: https://github.com/bioexcel/cwl-engine-guide/ 
Responsible partner: UNIMAN 
 

This guide provides an overview of the possible workflow engines 
and implementations that are suitable for executing Common 
Workflow Language (CWL) across multiple compute platforms 
and providers. 

While CWL has become an important standard for improving 
interoperability for workflow execution, in practical terms the 
choice of the most suitable workflow engine for the desired use of 
a particular workflow will depend on multiple factors like queue 
system support, container/packaging support, file staging 
efficiency, stability, logging, integration, extensibility, and 
installation requirements. 

Expanding on the official, neutral list of CWL implementations, in 
this guide we therefore attempt to give a more subjective view on 
the different workflow engines, taking into account our own 
experiences as well as comparing promised engine features from 
their documentation against real-life testing (Figure 9). 

Over time this guide also aims to integrate our earlier work (WP2) 
on providing automated installation of CWL engines using Ansible 
scripts, but noting also where more complex setups might be 
desired or necessary (e.g. dedicated Kubernetes cluster). 

As most existing CWL engine documentation mainly targets cloud 
users and organizations managing their own clusters, this guide 
also looks at additional requirements faced by users of HPC and 
possibly EOSC infrastructure, which may allow limited flexibility 
to modify existing node configurations.  

Figure 9: Structure of CWL Engines 
BPG; each workflow engine 
implementing CWL is evaluated for its 
documentation completeness, 
features, compute environments and 
ease of installation and use. 

https://docs.bioexcel.eu/cwl-engine-guide/
https://github.com/bioexcel/cwl-engine-guide/
https://www.commonwl.org/
https://www.commonwl.org/
https://www.commonwl.org/#Implementations
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We found that the complexity and documentation 
levels of these workflow engines varied strongly, and 
therefore evaluated and presented this as a checklist 
table. For instance, we found that some engines have 
extensive documentation for their native workflow 
language, but very little about how to use the engine 
with CWL.  The ways of interacting with engines also 
vary strongly, as well as the type of compute backends 
supported or documented. We have attempted to 
summarize this user experience per engine by 
categorizing the engine features and documentation 
maturity (Figure 10). 

Through our existing network participation (GA4GH, 
ELIXIR), and the CWL community, we are contacting 
the individual engine developers and vendors to 
verify our evaluations, as we have based them mainly 
on our own user-level experience gained from 
installing and using each one according to existing 
documentation in order to run CWL workflows.  

Several of these open source projects can benefit from 
improvements to their documentation with the 
specific use case of running a CWL workflow on 
cloud/cluster compute backends; forming such 
documentation may also reveal other “hidden gems” 
which may not be obvious to a regular BioExcel user. 
We have some limited scope for contributing to such 
open source CWL engine improvements as part of 
BioExcel-2, but will also encourage each project to 
expand their own documentation effort based on 
identified BioExcel user needs (e.g. from training 
events and in-depth support).  

Future work on this guide intends to add Tips & Tricks 
sections for some of the engines, which may further 
help users with more complex use cases. 

  

Figure 10: Table of features and 
documentation status is shown per 
CWL engine, here showing Airflow. 
This type of summarization of each 
engine’s strengths and weaknesses 
is our simplified attempt to make 
engines comparable; however for 
details the users would need to 
consult subsections per engine. For 
instance, CWL-Airflow does not 
directly manage cloud instances, 
but works through Kubernetes, 
which typically would be pre-
deployed on cloud instances. 

 

For  

https://docs.bioexcel.eu/cwl-engine-guide/full_cwl_implementation/airflow.html


D3.5 – Best Practice Guides  
 

 

Packaging BioCompute Objects using RO-Crate 

Published: https://biocompute-objects.github.io/bco-ro-crate/ 
Source: https://github.com/biocompute-objects/bco-ro-crate 
Responsible partner: UNIMAN 

This guide was not initially planned as part of BioExcel-2, 
but was a spin-out from a consultancy  (WP5) with George 
Washington University (GWU) and the US Food and Drugs 
Administration (FDA) and builds on BioExcel’s strong 
engagement with standards for workflow reproducibility 
(CWL, PROV) and data packaging (RO-Crate, IEEE 2791-
2020).  

This guide recommends how a BioCompute Object (BCO) 
submission for a computational workflow can be packaged 
and described as a Research Object, including metadata and 
provenance information for workflows, reference data, 
software dependencies and example workflow outputs. 

BioCompute Objects are a way to describe a computational 
workflow, targeting regulatory submissions for analytical 
methods of high-throughput sequencing, such as in 
personalized cancer treatments. Building on our 
reproducibility and metadata expertise, BioExcel has been 
engaged with the development of BCOs and its maturement 
into the standard IEEE 2791-2020, and have active 
members on the BCO Technical Steering Committee and 
BCO Executive Steering Committee. 

BioExcel has also been instrumental in establishing the RO-
Crate community and developing the RO-Crate specification 
for data packaging using structured metadata. We have also 
contributed to the specification of the Digital Library 
archive format BagIt and its maturing to standard IETF 
RFC8493. 

In this guide we show how the standards IEEE 2791, RO-
Crate and BagIt can be combined to provide a “best of each 
world”, highlighting their overlaps and separation of 
concerns for data manifests, metadata descriptions and 
detailed workflow (Figure 11). 

As a tutorial-driven guide based on a real-life computational 
workflow from Nextflow’s nf-core repository, it shows the 
considerations and choices for describing and packaging the 
workflow and its outputs. The guide also highlights several 
challenges for reproducibility in workflow packaging, 
building on BioExcel and UNIMAN’s long experience on this 
topic in collaboration with EOSC-Life WorkflowHub and 
wider ELIXIR communities. 

Figure 11: Structure of Packaging 
BioCompute Objects using RO-Crate 
BPG, which explains how to combine 
the standards with a running example 
of running a Nextflow workflow, which 
workflow run is described with RO-
Crate metadata and BioCompute Object 
(IEEE 2791) provenance, then 
packaged with its metadata, 
provenance and results in a BagIt 
archive (RFC8493). 

https://biocompute-objects.github.io/bco-ro-crate/
https://github.com/biocompute-objects/bco-ro-crate
http://www.biocomputeobject.org/
https://www.researchobject.org/
http://doi.org/10.1109/IEEESTD.2020.9094416
http://www.researchobject.org/ro-crate/
http://www.researchobject.org/ro-crate/
https://www.researchobject.org/ro-crate/1.1/
https://doi.org/10.5281/zenodo.4031327
https://blogs.loc.gov/thesignal/2019/04/bagit-at-the-library-of-congress/
https://doi.org/10.17487/RFC8493
https://doi.org/10.17487/RFC8493
https://nf-co.re/
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This guide will be complemented by a Primer on workflow packaging and 
metadata standards that is being developed in collaboration with BCO and CWL 
communities. This article aims for a wider view on the different workflow and 
provenance standards (see also our white-paper The role of metadata in 
reproducible computational research https://arxiv.org/abs/2006.08589). 

Further work on this guide includes BioCompute Object community engagement, 
training and evaluation, which GWU have indicated BioExcel will carry out in 2021 
through a rolling consultancy contract with BioExcel Enterprises. A webinar based 
on this guide is planned for January 2021 for FDA regulators, and may also be 
syndicated as a BioExcel webinar.  

Further Best Practice Guide Development 

While the BioExcel-2 task for developing best practice guides formally ends in Dec 
2020, the above guides are considered living documents and will also be updated 
during 2021, particularly taking into account ongoing feedback and experiences 
from the wider user communities.   

Partners have also shown interest in developing additional guides during 2021. 
These future guides would potentially also be added to the BioExcel Best Practice 
Guide index and follow the same principles outlined in this deliverable. Additional 
guides under consideration include: 

• Making a non-equilibrium from an equilibrium MD 
• How to select tools for a workflow using BioBB workflow building blocks  
• Training best practice guide 
• Primer on workflow packaging and metadata standards 
• White paper on developing Best Practice Guides, based on this deliverable 

Further Community Engagement  

We are considering further developing the HADDOCK guide to be published in the 
Living Journal of Computational Molecular Science (LiveCoMS), an innovative 
living journal which has a special section for best practice guides.    

Just like the planned journal article for the Alchemical Free energy calculations 
BPG, it will take additional effort to develop the guide into article format to cater 
for a wider audience and peer review, so this work will be focused on in early 
2021.  

The Common Workflow Language community has shown interest in syndicating 
the BioExcel guides for CWL on the main http://commonwl.org/ website, which 
is directly possible (with attribution) due to their Open Access license. 

https://docs.google.com/document/d/1XREgfYNi7l4HbdrnXBs7Uv1tMH2AiR435SKjisu4l30/edit?usp=sharing
https://docs.google.com/document/d/1XREgfYNi7l4HbdrnXBs7Uv1tMH2AiR435SKjisu4l30/edit?usp=sharing
https://arxiv.org/abs/2006.08589
https://docs.google.com/document/d/1XREgfYNi7l4HbdrnXBs7Uv1tMH2AiR435SKjisu4l30/edit?usp=sharing
https://www.livecomsjournal.org/
http://commonwl.org/
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