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Executive Summary 
 
This report describes progress made during the first 18 months of BioExcel-2 
executing the project’s planned demonstrator research projects (the “Use Cases”) 
as well as research work done by BioExcel in response to the COVID-19 pandemic. 
The report demonstrates how important challenges in biomolecular modelling 
and simulation can be tackled effectively using the software and expertise 
developed by the CoE and by exploiting large-scale computing resources. Success 
stories and lessons learned are highlighted, in particular where these have had the 
most significant impact on advancing what can be achieved using (pre-)exascale 
computing.   
 
With regards to COVID-19, core applications and workflow tools were rapidly 
adapted to perform large-scale mutational and free energy analyses to elucidate 
the evolutionary and structural relationships of SARS-CoV2 to other coronavirus 
species and strains as well as host sensitivity, viral adaptation, and the cell entry 
mechanism of the virus. This approach as well as molecular dynamics simulation 
and docking were used to screen for large numbers of potential therapeutic 
candidates and to study the inhibitory mode of action of potential drug targets.  
 
Progress has been made in Use Cases 1 and 3 developing and evaluating 
computational pipeline protocols that use various combinations of the core 
BioExcel applications GROMACS, HADDOCK and PMX to perform free energy and 
docking calculations for the design of antibody-based drugs and other 
therapeutics, including mutational analysis. The workflow tools developed by the 
project are enabling these pipelines to execute as containerised workflows on HPC 
resources, demonstrating how the work being done is set to achieve the ultimate 
goal of shortening the overall time and effort taken to develop new and better 
therapeutics through large-scale computational biomolecular modelling and 
simulation. In Use Case 2, parallel execution of containerised HADDOCK and the 
necessary data movement underpinning this execution is similarly orchestrated 
by PyCOMPSs, demonstrating how (pre-)exascale HPC resources will be able to be 
used to study significant fractions of the interactions of biomolecules encoded by 
the human genome. In Use Case 4, QM/MM simulation with GROMACS and CP2K 
using large-scale computing resources are set to improve electrospray ionization 
mass spectrometry - a key analytical technique in proteomics - and, combined 
with free energy calculations using PMX, are enabling the design of fluorescent 
proteins enabling the high-resolution monitoring of cellular functions, gene 
expression, protein-protein interactions, intra-cellular interactions in living 
systems as well as understanding and finding novel strategies to tackle disease.  
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Introduction 
 
BioExcel’s development of its core applications and workflows and the provision 
of associated support and training are driven by the ultimate goal of advancing the 
ability of the biomolecular modelling and simulation community to address grand 
scientific challenges in academic and industrial research in the life sciences. In 
order to achieve this BioExcel has been undertaking a number of demonstrator 
research projects - the so-called “Use Cases” - in which the software solutions 
developed by BioExcel are used to solve challenging concrete scientific problems.  
 
This deliverable reports on the progress made during the first half (18 months) of 
BioExcel-2 in these Use Cases, and additionally reports on similar work done by 
BioExcel in response to the COVID-19 pandemic.  
 
The Use Cases test, exercise and drive the development of BioExcel software and 
workflows and help build specific expertise amongst BioExcel staff that enables 
them to effectively support and train the community in their usage. Results 
obtained in the Use Cases have impact in the community as exemplars of what is 
possible using BioExcel-developed solutions, and they showcase how large-scale 
computing resources can be used to solve life science challenges.  
 
The Use Cases are serving as key targets to ensure impact of project activities on 
concrete application usage rather than merely theoretical performance or scaling. 
They have an additional role providing a source for developing, capturing and 
documenting best-practice examples of how to scale difficult problems not only 
with more computing cores but also by including changes in algorithms such as 
ensemble simulations or high-throughput strategies to make it possible to use 
exascale computing resources efficiently. The Use Cases address the needs of end 
users and provide extensible templates for future research as well as good starting 
points for training in modern life science HPC usage. 
 
Tackling these concrete problems is helping establish new well-documented 
workflows available as container images, which aids distribution, deployment and 
uptake. This is expected to lead to increased interest in and facilitate usability of 
exascale machines by SMEs and to encourage their engagement with BioExcel, 
which is expected to support their usage and optimise workflow functionality for 
SME usage targets. In return, increased adoption is expected to have an impact on 
the biomolecular modelling and simulations tools developed and supported by 
BioExcel through usability feedback and requests for features and improvements; 
a better understanding of grand challenges and the needs of the user will also 
improve the effectiveness of the CoE in supporting users.  
 
For each Use Case the report in this deliverable describes the underlying scientific 
challenge and its impact on society and how the work done advances the 
exploitation of HPC for biomolecular modelling & simulation. We report results 
obtained and highlight the BioExcel-developed software and workflow tools that 
enabled it to be done. We also mention how the Use Case work has fed into other 
BioExcel activities such as training, support, and engagement with the community.  
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COVID-19 
 
In response to the emergence of the worldwide COVID-19 pandemic BioExcel 
researchers used software and workflow tools developed within the project to 
study the SARS-CoV2 virus and its interaction with the human ACE2 receptor, 
explore viral inhibition/disruption, and perform large-scale screening of 
candidate therapeutics. As well as contributing directly to the international 
collaborative scientific effort to tackle COVID-19, this work demonstrated that the 
software and workflow tools developed by the CoE partners can be used to rapidly 
respond to vital and urgent demands placed by society on large-scale 
computational science, crucially accelerated thanks to the efficient exploitation of 
high-performance computing resources.  
 
In addition to performing COVID-19-related computational research work, 
BioExcel has partnered with the US-based Molecular Sciences Software Institute 
(MolSSI) to provide an international community resource to promote and 
facilitate the sharing of COVID-19 research data. The BioExcel/MolSSI COVID-19 
Molecular Structure and Therapeutics Hub is described in more detail in D3.4 - 
User Community Support and Engagement Report (half-time update).  

High-throughput free-energy-based screening of ACE2 mutations 
 
BioExcel partner MPG investigated the thermodynamics of the human ACE2 
receptor interactions with the SARS-CoV2 spike protein receptor binding domain. 
For that purpose a two tier strategy was employed for scanning the mutations of 
ACE2 in search of the candidates most stabilizing the complex as well as the apo 
receptor. In the first screening round, Rosetta software was used for a high 
throughput screen of the complex interface residues. In total, more than 700 
mutation induced binding free energy changes were estimated. In the second 
round, the most promising candidates were selected and evaluated with the 
alchemical PMX based free energy calculations. All in all, a set of promising 
candidate mutations were identified that could subsequently be probed in an 
experimental setup by a (non-BioExcel) collaborator at Utrecht University. 

Large-scale SARS-CoV2 mutation analysis using BioExcel HPC workflows 
 
Workflows designed and developed for Use Case 3 were quickly modified and 
updated by BioExcel partner IRB to tackle a particularly interesting quest: 
understanding how the virus has evolved by comparing its structure/genome to 
other coronavirus species and strains including GATg13, SARS-CoV as well as the 
US-variant. The gathered knowledge will be used to identify virus inhibition 
opportunities by means of in silico drug screening, starting from known and 
commercially available drugs first. The work is done in collaboration with Prof. 
Roberto Burioni’s laboratory for viral research at San Raffaele, Italy and Dr. Núria 
López-Bigas at the Institute for Research in Biomedicine, Spain. 
  
The current project is focused on a) understanding the mechanism of virus 
entrance into the cell and the adaptation of the virus to different host species, b) 
understanding the different sensitivity to the virus (beyond the age) of the 

https://covid.bioexcel.eu/
https://covid.bioexcel.eu/
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individuals, and c) predicting the next mutations of the virus and how it might 
adapt to be even more infectious. The mechanism of entrance of the virus is based 
on one of the COVID-19 capsid proteins (Spike), which is recognized by an 
extracellular protease (ACE2). The main objective is to determine the impact of 
genetic changes in the viral Spike Receptor Binding Domain (RBD) and in the 
ACE2/RBD complex for the recognition of the virus. We use free energy 
calculations to trace the impact of the mutational landscape on the binding of RBD 
to the host receptor proteins. BioExcel Use Case 3 workflows can help in 
decreasing the time needed to compute a large number of calculations efficiently 
using HPC resources. For the case of human ACE2, mutations identified as 
contributing most to binding free energy changes were investigated by MPG as 
described in the first study mentioned above.  
  
An exascale project has recently started, aiming at computing all the combinations 
between the different know viral strains (RaTG13, SARS-CoV-2, SARS-CoV-1, 
SARS-CoV-2, and US-variant) against all the different known affected species 
(human, bat, zibeline, pangolin, etc.). The combinatorial explosion of the project 
clearly needs a massive HPC-focused workflow such as workflow 1 (WF1) 
developed for Use Case 3 (described in D2.3 - First release of demonstration 
workflows), together with a huge amount of computational power. The project 
was presented to the PRACE COVID-19 Fast Track Call for Proposals, 
https://prace-ri.eu/prace-support-to-mitigate-impact-of-covid-19-pandemic/, 
and the study named “Exploring Covid19 Infectious Mechanisms and Host 
Selection Process”, was awarded with 6 million core-hours on the Joliot-Curie 
Rome supercomputer (CEA/GENCI, France). 

HPC evaluation of SARS-CoV2 RdRp drug targets using MD simulation 
 
BioExcel partner JYU modified the workflow implemented in Use Case 4 for 
analyzing fluorescent protein mutants with new parameters for evaluating the 
available antiviral drugs that target the RNA dependent RNA polymerase (RdRp) 
of SARS-CoV2. The objective of the project is to use MD simulations for RdRp in 
complex double stranded RNA (template-primer) and the nucleotide analogue 
inhibitors to provide the missing structural insights needed to (a) understand the 
mode of action of the inhibitors, (b) predict the effect of chemical modifications of 
the nucleotide bases both inside the nucleotide binding site and into the RNA 
primer, (c) investigate possible cooperative effect of the inhibitor by modifying 
multiple bases in the primer strand, as these are speculated to induce premature 
primer chain termination with possible conformation changes in the RdRp 
complex. 
 
In total parameters and RdRp-inhibitor complex structure models were generated 
for 5 target nucleotide inhibitors (Remdesivir, EIDD-2801, Favipiravir, Sofosbuvir, 
and Galidesivir). Generated protein-RNA-inhibitor setups, force fields, and MD 
trajectories were uploaded to share publicly on the joint MolSSI/BioExcel 
repository. The large-scale simulations of the RdRp complex were performed on 
HPC resources at CSC in Finland and at the Joliot-Curie Rome supercomputer 
(CEA/GENCI, France). 
 

https://prace-ri.eu/prace-support-to-mitigate-impact-of-covid-19-pandemic/
https://github.com/MolSSI/covid
https://github.com/MolSSI/covid
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HADDOCK drug repurposing screen using EOSC HTC resources 
 
Proteins that are crucial for the survival and replication of the virus are the most 
attractive targets for such studies. BioExcel partner UU focused on the SARS-CoV-
2 main protease (3CLpro/Mpro) that plays an essential role in the virus 
replication process, the RNA dependent RNA polymerase (RdRp) and the human 
receptor ACE2. All three targets were screened against ~2000 approved drugs 
(and 6 experimental ones - these can be identified by searching the tables available 
at https://www.bonvinlab.org/covid using the term ‘Investigational’) against this 
particular protein. This was done using HADDOCK2.4 following different 
strategies depending on the information available for each target. For 3CLpro a 
pharmacophore-based and a shape-based strategy adapted from our successful 
participation to the D3R Grand Challenges and described in Protein-ligand pose 
and affinity prediction. Lessons from D3R Grand Challenge 31 
For the other two targets a more “classical” HADDOCK approach was followed in 
which in which the residues lining the binding site were given to HADDOCK. More 
details of the protocol are provided on https://www.bonvinlab.org/covid . 
 
The screening of >2000 approved drugs ran in between 3 ½ and 8 days, depending 
on the target, using EOSC HTC resources. The results of our effort can be seen at 
https://www.bonvinlab.org/covid and below. More details of the protocol are 
provided on the same site and also highlighted below. For each target both cluster 
rankings and single structure rankings are provided. The scores (in arbitrary 
units) correspond to the HADDOCK score. An example is shown in Figures 1 and 2 
below. 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
1 P.I. Koukos, L.C. Xue and A.M.J.J. Bonvin. Protein-ligand pose and affinity 
prediction. Lessons from D3R Grand Challenge 3.  J. Comp. Aid. Mol. Des. 33, 83-
91 (2019). 

https://www.bonvinlab.org/covid
http://www.bonvinlab.org/software
about:blank
https://doi.org/10.1007/s10822-018-0148-4
https://doi.org/10.1007/s10822-018-0148-4
https://www.bonvinlab.org/covid
https://www.bonvinlab.org/covid
https://doi.org/10.1007/s10822-018-0148-4
https://doi.org/10.1007/s10822-018-0148-4
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Figure 1: Overview of HADDOCK scores for the >2000 screened approved drugs 
against the main protease. 

 
 

 

Figure 2: Overview of the top 10 compounds from the HADDOCK screen of 
approved drugs. The table is searchable and available online at: 

https://www.bonvinlab.org/covid  

  

https://www.bonvinlab.org/covid
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The plots show one data point per compound. In total there are 2020 compounds, 
grouped into one of four categories ‘Protease Inhibitors’, ‘Antivirals’, ‘Anti-
infectives’ and ‘Other’. The first is made up of compounds that are known to inhibit 
proteases, the second antiviral medications, the third general antiinfectives and 
the last everything else. The ‘NA’ group corresponds to compounds that have no 
specific associations - these include dietary supplements, aminoacid residues, etc, 
which are not shown in these plots but are listed in the online tables. 
 
The compounds were obtained from Drugbank and pre-processed using the 
OpenEye Omega software (Hawkins et al. J. Chem. Inf. Model. 50 572-584 (2010)). 
In addition to these compounds we also obtained some of their active metabolites 
from PubChem. These can be recognised by the prefix CID. For the protease we 
used PDB entry 6Y2F (Zhang et al. Science, 2020). 
 
For the main protease, in total 7 molecules of the HADDOCK top 100 drugs (one 
ranked #2) are under clinical trials in Europe as reported in the European Union 
Drug Regulating Authorities Clinical Trials Database (EudraCT): 
 https://www.clinicaltrialsregister.eu/ctr-search/search?query=covid-19: 

● 1 kinase targeting antitumor drug: Imatinib 
● 2 antiviral drugs: Lopinavir, Remdesivir 
● 3 antiinfective drugs: Azithromycin, ceftriaxone, erythromycin 
● 1 angiotensin II receptor antagonist: Telmisartan 

 
A presentation about this work was given at the BioExcel 2020 virtual summer 
school and is available online on the BioExcel YouTube channel. 
 

  

https://www.bonvinlab.org/covid
https://www.drugbank.ca/
https://www.eyesopen.com/omega
https://pubchem.ncbi.nlm.nih.gov/
https://www.rcsb.org/structure/6y2f
https://doi.org/10.1126/science.abb3405
https://www.clinicaltrialsregister.eu/ctr-search/search?query=covid-19
https://www.youtube.com/watch?v=8VJorSqIc2Q
https://www.youtube.com/watch?v=8VJorSqIc2Q
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Use Case 1: Antibody Design 

Scientific challenge & social impact 
 

Many diseases still lack treatment with conventional drugs. In recent years, 
antibodies have been developed as therapeutics in the fight against diseases, due 
to their lower side effects compared with traditional chemotherapy. An antibody 
drug is a large protein that generally works by attaching itself to an antigen, which 
is a unique site of the pathogen and harnessing the immune system to directly 
attack and destroy it. Currently approved treatments with antibodies target many 
diseases including rheumatoid arthritis, multiple sclerosis and some types of 
cancer. Additionally, antibodies have an irreplaceable role in disease or condition 
detection and diagnostics. Tests making use of such highly specific antibody-
antigen reactions are used to detect pregnancy, prostate cancer, HIV or SARS-CoV-
2 in the human body.   
 
The therapeutic potential of antibodies lies in their high specificity and low 
immunogenicity. This is achieved by their unique structure encompassing two 
regions; fragment crystallizable region (Fc region) and the antigen-binding region 
(Fab region). Fc region activates the immune response and is species specific, i.e. 
human Fc region should not evoke an immune response in humans (low 
immunogenicity).  The  Fab region needs to be highly variable to be able to bind to 
antigens of various nature (high specificity). More precisely, there are six loops, 
known as complementarity-determining regions (CDRs) or hypervariable loops 
that alter their sequence to complement different antigens. Moreover CDRs are 
greatly flexible too, as shown Figure 3, where we see the hypervariable loops of 
the unbound state (U) in magenta and those of the bound state (B) in blue.  
 
Antibody development is an expensive and labour-intensive process. Within 
BioExcel, we use computational tools to study the interactions between antibodies 
and antigens. Here,  key challenges are: 
 
● to reliably predict 3D structures of antibodies, in particular the 

Complementarity-Determining Regions (CDRs) 
● to model their binding mode and understand how structure and dynamics 

are altered in this process 
● to improve their binding affinity through systematic amino acid mutations 

 
To address all these challenges a combination of the core BioExcel applications 
GROMACS, HADDOCK and PMX and synergy between three partners (KTH, UU, 
MPG) is used. Once the procedure is validated on a set of reference systems, a 
computational workflow will be developed to facilitate execution on Exascale 
high-performance computing resources. Through this project, our ultimate goal is 
to shorten the overall time and effort taken to develop new antibody-based 
therapeutics for patients.  This work is gaining even more importance in these 
times of global fight against COVID-19.  The world is seeking for a rapid treatment 
and reliable diagnostic tools, where our approach could accelerate this process. In 
this context the antibody attaching to the SARS-CoV-2 spike protein was recently 
added to our set of reference systems.  
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Figure 3:  Three elements addressed by software packages in UC1. The 
prediction of the antibody-antigen structure is done by molecular docking 
using HADDOCK (UU), molecular sampling of the interface by GROMACS 
(KTH) and the free-energy calculations via pmx (MPG). This figure reports the 
antibody-antigen complex, PDB code: 3V6Z, where antibody is in grey, 
antigen in yellow, CDRs of the unbound antibody (U) in magenta and CDRs in 
the bound complex (B) in blue.  

 

Exploitation of (pre-)exascale HPC resources  
 
The Use Case 1 pipeline (Figure 4) will most probably require microseconds MD 
simulation of antibody systems in apo and bound forms, with system sizes ranging 
from 30000 atoms for ligands to 200000 and more for complexes. When the 
pipeline comes to be applied in future usage scenarios where some experimental 
data are available but not the complex structure, we will have to account for an n-
fold diversity of antibody poses, say, and m-fold binding poses, which will require 
n+1 simulations of the apo form and n*m simulations of the bound form. Currently, 
each MD simulation can be performed on 2 nodes (64 cores) Intel Xeon E5-2698 
at 2.30 GHz with a performance of around 14 ns/day for systems with 197000 
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atoms. If the sampled apo-structures are to be used for docking, this will therefore 
require launching a large number of parallel docking runs from different antibody 
simulation snapshots. This can be done on HPC resources for example using the 
PyCOMPSs/HADDOCK Singularity container-based workflow developed under 
WP2 which is also used in Use Case 2 described in this document. In this approach 
each docking run is assigned to a full node, and the entire set of dockings is 
managed by PYCOMPSs, effectively appearing as one large HPC job.  
 

Results  
 
A set of fourteen antibody-antigen systems (Ab-Ag) were selected from  
Docking Benchmark 5 and Affinity Benchmark 2 to test and validate this 
HADDOCK-GROMACS-PMX approach. The SARS-CoV-2 spike protein-antibody 
complex  was very recently added to this set (PDB ID 6W41).  
 
We use the following pipeline (see Figure 4). HADDOCK was used to generate 
docking models from apo antibody and antigen pairs. The protein conformational 
space was sampled using GROMACS on parallel runs. To identify the best strategy 
to effectively combine docking and conformation sampling for the design of ex-
novo antibody drugs, the antibody and antigen apo and bound forms were 
simulated together with different HADDOCK models corresponding to high and 
low quality structures. This was done using microseconds canonical molecular 
simulations and enhanced sampling techniques such as the advanced weight 
histogram (AWH) method implemented in GROMACS during BioExcel-1, as 
described in deliverable D1.5 - Final project release of pilot applications. MD-
representative conformations for antibody systems were extracted using cluster 
analysis and used as input in HADDOCK to model the interaction with its target 
antigen. The aim is to see if we can  improve the performance of HADDOCK by 
starting from states created by MD with potentially improved CDR conformations 
instead of a single unbound structure.  Moreover, a subset of models generated by 
the HADDOCK/GROMACS pipeline (for which experimental data on mutations are 
available) were chosen for further free-energy calculations (AB-Bind database). 
 
 

https://bmm.crick.ac.uk/~bmmadmin/Affinity/display_table2.cgi?sort=DeltaG&order=asc
https://science.sciencemag.org/content/early/2020/04/02/science.abb7269
http://doi.org/10.5281/zenodo.1474181
https://www.ncbi.nlm.nih.gov/pmc/articles/PMC4815335/pdf/PRO-25-393.pdf
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Figure 4: Pipeline used to improve quality of the models as well as free 
energies of mutations on antigen-antibody interface. c stands for crystal 
structure, m for HADDOCK model and s for simulated structure, hq stands for 
high quality model and lq for low quality model.  

 
 
Details on the work progresses can be found in the Appendix.  Here, we briefly 
summarize the preliminary results (see for more details points A1.1, A1.2, A1.4, 
A.1.8, A1.9 in Appendix). To assess the quality of complex interfaces we chose 
DockQ, which calculates a score based on the fraction of native contacts (Fnat), the 
ligand root mean squared deviation (LRMSD) and the interface root mean squared 
deviation (iRMSD). These are standard quality measures used in the Critical 
Assessment of PRedicted Interactions (CAPRI) community evaluation of protein-
protein docking for structure prediction. DockQ scores range between 0 and 1, and  
classify interfaces into high (1-0.8),  medium (0.8-0.49) or acceptable (0.49-0.23) 
quality models or  incorrect ones (0.23-0). General practice is to use the available 
experimental structure as reference to assess the model quality.  
 
  

https://doi.org/10.1371/journal.pone.0161879
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Here we ask three main questions: 
 
Can 100-ns standard MD simulation improve low quality (non-native) models? No 
 
MD promotes changes on the interface in all three groups of structures, decreasing 
DockQ shows the gradual deviation from the crystal structure for all cases. While 
MD simulations of the crystal structure  and native model  stay in the range of 
medium - acceptable quality throughout the simulation, non-native models never 
seem to leave their incorrect quality field. (Figure 5) 

 
Figure 5: Quality of the antibody-antigen interfaces over simulation time  
of 6 complexes. Complex crystal structure (c(Ab-Ag)) was used as 
reference (DockQ=1). Data from 100-ns standard MD simulations starting 
from crystal structure (c(Ab-Ag)s), starting from native model -  high 
quality HADDOCK models (m(Ab-Ag)s hq) and starting from non-native 
model - low quality HADDOCK models (m(Ab-Ag)s lq). 

 
Can 100-ns MD simulation distinguish native from non-native models? Yes 
 
Figure 6 shows  the evolution in time of DockQ values for 100-ns MD simulations 
of the crystal structure, native and non-native models.  This is crucial in case when 
there is no reference crystal structure available (a real case scenario). While MD 
simulations of crystal structure and of native model  stay in a range of acceptable 
quality (DockQ score of  more than 0.5), the non-native models undergo larger 
structural rearrangements, which result in a rapid decrease of  the DockQ score. 
This deterioration in the DockQ score can therefore be read as a measure of the 
quality of the model, with the most significant decrease occurring for low quality 
models whereas high quality models in contrast not showing significant 
deterioration.  
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Figure 6: Quality of the antibody-antigen interfaces over a simulation 
course of 6 complexes. Simulation starting structure was used as reference 
(DockQ=1 at time 0). Data from 100-ns standard MD simulations starting 
from crystal structure, (c(Ab-Ag)s), starting from native model -  high 
quality HADDOCK models (m(Ab-Ag)s hq) and starting from non-native 
model- low quality HADDOCK models (m(Ab-Ag)s lq)  

 
Can MD simulation of apo structures improve the docking performance of HADDOCK 
by sampling CDR loop conformations? Work in progress 
 
Figure 7 shows preliminary results. Currently, we have Docking/MD results along 
the pipeline only for two cases. In one case  (PDB ID 3V6Z),  a slightly better 
performance of HADDOCK docking is observed when two simulated apo 
structures m(Abs-Ags) are used instead of two crystal apo structures (m(Ab-Ag) 
hq). Future work may show that the quantity of acceptable models also improves.   
 
Based on these preliminary results, we increased conformational sampling of both 
apo and bound forms (see for more details point A1.3 in Appendix) to see if we 
could improve the quality of model interface in comparison with the reference 
structure. To achieve this, we use enhanced sampling techniques such as AWH, 
and consider both crystallographic and simulated structures as reference to 
assess the quality. 
 
During the simulation pre-processing phase, we encounter the necessity to 
manually assign the protonation state of residues at the interface. That was mainly 
the case of the histidine residues (that could have three different forms at 
physiological conditions). This adds a step of complexibility in the automation of 
the molecular dynamics protocols (see for more details point A1.5 in Appendix). 
A possible strategy is to identify the best approach out of the available methods 
for assigning protonation state, to unify the approach among the project’s core 
codes, and to improve the exchange of structural information also among these 
codes.  
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Figure 7: Quality of the antibody-antigen interfaces of two Ab-Ag systems, using 

HADDOCK from crystal structures (m(Ab-Ag)) in light blue and after using 
HADDOCK from two simulated structures (m(Abs-Ags)) in dark blue. Complex 

crystal structure was used as reference (DockQ=1). 
 
 

Community Participation 
 
To disseminate the results of this work and the capabilities of BioExcel-developed 
software and approaches, presentations were given at the following events: 

● Presentation on “Distinguishing native from non-native poses of HADDOCK 
using GROMACS”. BIOMOS meeting Ausserberg, Switzerland, September 
2019. 

● Poster on ”Information-Driven Modelling of Antibody-Antigen Complexes”  at 
CHAINS (CHemistry As INnovating Science) meeting in Veldhoven, 
Netherlands, December 2019 

● Poster on ”Information-Driven Modelling of Antibody-Antigen Complexes”  at 
UBC symposium 2019: Bioinformatics 4 Life, Utrecht, Netherlands, October 
2019 

● Poster on ”Distinguishing native from non-native poses of HADDOCK using 
GROMACS” at UBC symposium 2019: Bioinformatics 4 Life, Utrecht, 
Netherlands, October 2019 
 

Software & workflows 
 
HADDOCK versions 2.2 as well as 2.4 were used to provide antibody-antigen 
models of different quality for further MD and mutagenesis simulations with PMX. 
To define the CDRs required for antigen binding, a new protocol from the 
HADDOCK group (Ambrosetti et al, 2020) was used to guide docking. Assessing 
the quality of the models was done using DockQ score, which is planned to be 
implemented as a third-party tool in the scoring protocol of HADDOCK3.  
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GROMACS version 2019, as well as 2020 were used to perform molecular 
dynamics simulation. Use Case 1 takes advantage of recent GROMACS features and 
improvements developed within BioExcel. These include the AWH method, 
performance improvement in parallel runs (update groups), and SIMD 
acceleration of certain dihedral potentials, PME solve and update. For  details see 
BioExcel-1 deliverable D1.5 - Final project release of pilot applications - and 
BioExcel-2 deliverable D1.4 - Project release of core applications.  
 
An alchemical free energy calculation protocol is being developed as a workflow 
for antibody mutations in assessing free energy changes in antibody-antigen 
binding. Once developed and tested, the workflow will be made publicly available. 
 

Support, best practice and training 
 
Plans for best practice guides for HADDOCK and GROMACS to be produced by 
BioExcel were finalized and will be informed by Use Case work. Moreover a 
specific antibody-antigen best practice has already been developed for HADDOCK. 
Tutorials on the different simulation techniques used in Use Case 1 were 
developed during BioExcel-2 and given during the 2019 and 2020 BioExcel 
summer schools, including a new tutorial developed for the BioExcel 2020 virtual 
summer school, as described in deliverable D4.3 - Progress report and update on 
training plan. A new protocol identifying hypervariable  loops of the antibodies 
was submitted and is already available to users on a web server.  

 
  

https://doi.org/10.5281/zenodo.1474181
http://doi.org/10.5281/zenodo.1474181
https://www.bonvinlab.org/education/HADDOCK24/HADDOCK24-antibody-antigen/
https://bioexcel.eu/events/bioexcel-summer-school-on-biomolecular-simulations-2020
https://bioexcel.eu/events/bioexcel-summer-school-on-biomolecular-simulations-2020
https://doi.org/10.5281/zenodo.263926
https://doi.org/10.5281/zenodo.263926
https://doi.org/10.5281/zenodo.263926
https://wenmr.science.uu.nl/proabc2/
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Use Case 2: High-throughput Modelling of Interactomes 
 

Scientific challenge and social impact 
 
The human genome has revealed over 20,000 expressed proteins that are the 
workhorses of our life, performing all kinds of critical functions in our cells. 
Proteins, however, do not work in isolation, but execute their functions by 
interacting with each other and also with other biomolecules such as DNA and 
RNA, forming a complex and intricate network called the interactome.  
 
In humans, this interaction network consists of hundreds of thousands of 
biomolecular complexes. It is a dynamical network whose wiring changes as a 
function of cell cycle and regulatory events like post-translational modifications. 
Most diseases are caused by some kind of miscommunication inside the network, 
for example; some proteins are responsible for limiting cellular growth by 
receiving a signal that the cell is mature, if this signal is lost the cells keep growing 
out of control, resulting in neoplasia, also known as cancers. Interactions between 
proteins is also the way that the Sars-Cov2 virus uses to enter our cells and many 
more interactions between viral and human proteins occur during the infection 
cycle. 
 
Experimental information about the wiring of this network is usually determined 
by high throughput techniques, despite generating large volumes of useful data, 
these techniques typically suffer from a high false positive and false negative rate, 
meaning many wrong interactions are predicted and many are missed. The field 
would greatly benefit from computational methods that take full advantage of 
these experimental information to eliminate the false hits and predict the 
interactions with high accuracy.   

 
There are many computational tools in the field of systems biology that aim to 
achieve such predictions by using sequence information, however these 
predictions can be greatly enhanced by adding the three-dimensional structural 
information to it, i.e. predicting at atomic level how the components of the network 
interact. Such information can be obtained by computational docking, a structural 
biology method that, according to the molecule’s physicochemical properties, 
predicts how biomolecules can be arranged into a complex. However no single 
solution completely represents the biological assembly of the network, it is rather 
one possibility (more or less likely) to exist in nature. 
 
The application of docking to the modelling of interactomes raises two main 
challenges: (1) how reliable is the information that two given molecules actually 
interact with each other and (2) after establishing these interactions, how can a 
complex network of connections be extrapolated from it. 
 
Related to the first challenge, all docking software suffer from the same limitation: 
All were designed to always return a prediction of the molecular complex, 
regardless if they should or not interact. These predictions are accompanied by a 
score, which is the result of an equation describing a given prediction. For example 
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in HADDOCK, the score is a weighted sum of the key energetic terms that, despite 
not having a clear correlation with biochemical binding affinity, has been able to 
consistently select highly reliable biomolecular complex predictions since its 
publication, 17 years ago. The question that arises is: Can this score also be used 
to discriminate between true positive and true negative interactions? 
 
In order to answer this question we created a dataset (n=16) containing true 
interactions present in the Protein Docking Benchmark v5.0 and true negative 
interactions of the Negatome v2.0. Negative interactions are manually curated, 
supported by experimental data from literature or by analyzing the 
experimentally determined structure. Each complex of the dataset has a positive 
and a negative pair. All were docked using HADDOCK and their scores analyzed to 
evaluate how well the HADDOCK-score can identify the true-positive binding 
partners. 
 
Given that there is a way to estimate the likelihood of an interaction being true 
(previous step), the second task is to determine out of all possible partners, which 
is the most likely pair. Once the likelihoods of all interactions have been 
established, a network can be assembled. However this is a highly complex and 
expensive computational task. Considering the Protein Docking Benchmark v5.0 
which is a dataset much smaller than the 20.000 proteins of the interactome, 
containing 460 proteins (230 pairs), and running docking simulations for all 
possible combinations would result in 211.600 protein-proteins pairs (runs) that 
will generate 1.7 Petabytes of data and require approximately 10 Million 
computational hours.  

Exploitation of (pre-)exascale HPC resources 
 
The current HADDOCK machinery was optimized mainly for execution on High 
Throughput Computing (HTC) resources, mainly grid and cloud, efficiently making 
use of the European Open Science Cloud / EGI resource. This will however not 
scale to the level required to tackle the interactome challenge and requires new 
workflows and/or a redesign of the HADDOCK machinery to make it suitable for 
exascale computing. To address this, a HADDOCK / PyCOMPSs workflow was 
developed by BioExcel (see deliverable D2.3 First release of demonstration 
workflows and the “Software and Workflow” section below), allowing a large 
number of parallel docking simulations to run efficiently using a Singularity 
container version of HADDOCK, with the entire process efficiently orchestrated by 
PyCOMPSs.  
 
As a first demonstration we used a subset of the  Protein Docking Benchmark v5 
with the PyCOMPSs / HADDOCK workflow running at Marenostrum 
supercomputer using 50 nodes for a total of 2400 cores (Figure 8). Each complex 
took different times to be completed, ranging from 2 to 16 hours depending on the 
number of atoms of the input data. The uncompressed output data totals 175GB. 

https://doi.org/10.1016/j.jmb.2015.07.016
https://doi.org/10.1093/nar/gkt1079
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Figure 8: Efficient usage of resources from the HADDOCK-PyCOMPSs 
workflow. Example of a BSC Marenostrum execution using 50 nodes (2,400 
cores) 

Results 
 
The dataset containing both positive and negative interaction partners were 
submitted to docking using residues observed in the true interface of the receptor 
as active restraints, meaning that complexes without these aminoacids in the 
interface of the generated models are negatively penalized. For the ligands, the 
entire surface was sampled (i.e. all solvent accessible residues were defined as 
passive in HADDOCK language). The identification of the correct pair thus relies 
on the specificity of the receptor interface. 
 
As a first approach to classify interactions as true or false positives, for a given 
complex, the positive and negative results are combined and ranked according to 
their HADDOCK-score. The interaction predicted as positive is  defined as the one 
with the majority of models in the selected combined set of models. We then 
evaluated how many true positives are present inside this combined set for 
increasing numbers of selected models  (Figure 9). The highest success rate is 
achieved when analyzing the combined top 100 models ranked using the standard 
HADDOCK score with 72.9% of the true positive binding partners recovered.  
 
This result serves as the basis for a more comprehensive test with a larger number 
of complexes obtained by cross-referencing the Negatome v2.0 with automatically 
annotated complexes from the PDBe that possess biological interfaces (in 
progress). 
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Figure 9: HADDOCK’s success rate of identifying true-positive complexes 
identified in each subset of possible complexes obtained from HADDOCK’s 

rigid-body sampling. 

Software & workflows 
 
Given the expensive computational nature of estimating the likelihood of an 
interaction being true, HADDOCK’s HPC optimization and scalability was 
evaluated and its bottlenecks addressed. We used Singularity containerization 
to facilitate HADDOCK execution in HPC centers, in such a way that it shall take 
full advantage of the computing node. The main source code was changed not to 
write in the temporary partition to avoid overflow and also to write files only 
locally not to hinder network traffic.  
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Use Case 3: Rational Drug Design 
 

Scientific challenge & social impact 
 
BioExcel’s rational drug design use case unites several high impact computer-
aided drug design techniques in biomolecular workflows that are relevant to 
drug design. We have divided the use case into four different studies of increasing 
complexity, and each study will have its dedicated workflow (WF): 

● WF1: Moving mutational analysis into the structural field for drug design 
● WF2: Tackling mutations inactivating tumor suppressors 
● WF3: Quantitative predictions of binding affinity in lead optimization 
● WF4: Machine learning for efficient drug design 

Each WF is presented briefly below. 
 

WF1: Moving mutational analysis into the structural field for drug design 
 
Mutations in the kinase domain of the Epidermal Growth Factor Receptor (EGFR) 
can be drivers of cancer and cause drug resistance in patients under treatment. 
First-generation ATP-competitive inhibitors lead to treatment resistance; second-
generation inhibitors display limited efficacy in circumventing the gatekeeper 
mutation, and third-generation inhibitors are mutant-selective, but still prone to 
eventually develop resistance. There is thus a pressing need for anticipating the 
consequences of such mutations in drug development and clinical practice.  
 
We have devised a workflow for classifying EGFR mutations by their impact on 
binding FDA-approved drugs for predicting drug sensitivity/resistance patterns 
for clinically relevant EGFR mutations. Our method could have a clear impact in 
personalized medicine against oncogenic mutations in EGFR and could also be 
used for other targets where resistance is an issue. 

WF2: Tackling mutations inactivating tumor suppressors 

The tumor suppressor p53 is implicated in the regulation of normal cell growth 
and multiplication. It also plays a critical role in suppressing tumors by inhibiting 
the division and growth of cells featuring damaged DNA. More than half of all 
cancer types are caused by a missing or damaged p53 gene. Mutations in p53 occur 
in early stages of lung, skin, head and neck, and esophageal cancers. A rare 
condition known as Li-Fraumeni syndrome is due to only one (instead of two) 
functional copy of the p53 gene. These patients are predisposed to cancer and 
usually develop tumors independently in many tissues in early adulthood. 
Provided that p53 is frequently involved in cancer and is a very  well-studied 
tumor suppressor, we chose it as a test case for WF2.  

Our aim here is to identify mutations and/or approved drugs that could recover 
the wild type function and folding of p53. Specifically, we will concentrate on 
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mutations that affect allosteric signalling or protein stability and drugs listed in 
the pharmacopeia.  

WF3: Quantitative predictions of binding affinity in lead optimization 

This WF aims at facilitating lead optimization for peptides. Our peptide test case 
involves the duodecimal peptide PMI that is known to compete with p53 for 
binding to MDM2 or MDMX. p53 (see WF2) is critical for maintaining genetic 
stability and preventing cancer. The E3 ubiquitin ligase MDM2 and its homologue 
MDMX act as negative regulators of p53. Designing inhibitors of MDM2 or MDMX 
is an attractive strategy for enhancing p53 activity and thus achieving the desired 
antitumoral therapeutic effect.  

The affinity of the peptide PMI is roughly two orders of magnitude higher than 
that of the same length p53 peptide. High-resolution crystal structures of both 
proteins with PMI are available. In these crystal structures, PMI adopts a 
secondary structure.  

Our protein-peptide test systems present several advantages: The proteins do 
have a reasonable size, with the peptide of twelve amino acids falling into the 
range of what can be handled by pmx, the peptide activity range covers four orders 
of magnitude, and some of the mutated peptides are extremely potent. 

WF4: Machine learning for efficient drug design 

This WF will build on the work done for the previous WFs. It will integrate 
database analysis, tools to detect mutations that generate drug 
susceptibility/resistance, and mutations affecting protein stability. Deep learning 
will be used to develop new scoring functions trained with a mixture of 
experimental and calculated energies for thousands of orientations of many drugs. 
A first approach will be a two-step workflow with computation (docking and QM) 
paired with machine learning to improve scoring functions. We will also 
implement a novel adaptive step, where machine learning is used to guide drug 
design by detecting missing data (interacting groups or configuration space). This 
will yield a progressive system that can learn and compute in a dynamic loop to 
e.g. help a researcher tailoring a system-specific scoring function in a blind, 
unbiased, and automatic manner. 

Exploitation of (pre-)exascale HPC resources 
 
The combination of the BioExcel Building Blocks library and the PyCOMPSs 
workflow manager allows an efficient exploitation of pre-exascale HPC resources. 
PyCOMPSs is able to automatically distribute and parallelize the usually high 
number of thermodynamic integration steps of the alchemical free energy 
calculations. As all these integration steps are completely independent 
calculations, they can all be executed at the same time. The flexibility added by 
PyCOMPSs allows a variable number of HPC cores, depending on the availability. 
This not only allows an efficient usage of HPC resources, but it also reduces 
dramatically the time needed to compute the alchemical free energy calculations, 
if a large amount of computational power is available. WF1 is being adapted for a 
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massive pre-exascale calculation following the steps done in BioExcel-1 with the 
pymdsetup workflow, which was able to efficiently use more than 40,000 cores of 
the BSC Marenostrum 4 supercomputer. More technical information can be found 
in deliverable D2.3 - First release of demonstration workflows. 
 

Results 
 
Results have so far been obtained for WF1. Based on 100 ns molecular dynamics 
of the wild type and 25 mutants in both apo and holo (drug-bound) forms, free 
energies were calculated using 50 ps of fast growth thermodynamic integration 
with pmx/GROMACS. For well-behaving, non-charge changing mutations, we 
observe a good agreement between calculated free energies and known resistance 
or sensitivity: More specifically, the more positive the free energy, the more likely 
it is that a drug causes resistance; in contrast, the more negative the calculated 
value, the more likely it is that the mutation is more sensitive to a drug. Only one 
resistance and one sensitivity is predicted with a wrong sign, but the values are 
close to zero. Unsurprisingly, for the 5 charge-changing mutations, predictions are 
less accurate and often get the sign of the free energy change wrong. We are 
currently exploring alternative ways for getting more accurate results for these 
challenging mutations to be able to assess whether we have reached the limit of 
the method. For all the systems, calculations have so far been done on a maximum 
of three replicas per system, but we will perform massive free energy calculations 
with the ten replicas per system on MareNostrum4 when possible. 
 

Community Participation 
 
The prototype and initial results of WF1 were planned to be presented at a drug 
discovery conference in Germany in April 2020, but the conference was postponed 
due to COVID-19. For the same reason, the joint US-based workshop with MolSSI 
was postponed until further notice. 
 

Software & workflows 

The first workflow prototype (WF1) combines the BioExcel Building Blocks 
(BioBB) library with pmx/GROMACS for free energy calculations, and the 
workflow manager PyCOMPSs for efficient parallelization on HPC infrastructures.  

The state of the art and initial roadmap for designing and developing reproducible 
computational biomolecular workflows using BioExcel’s codes and addressing 
real scientific problems via use cases were defined in D2.1 - State of the Art and 
Initial Roadmap, and the first workflow-ready building block library in D2.2 - First 
release of workflow-ready building blocks library. The library design was 
published in Nature Scientific Data and the library was made available on the 
development repository GitHub in December 2019, but can also be found via the 
European Bioinformatics Software Registry bio.tools of the ELIXIR initiative, and 
is presented to the biomolecular simulation community on a dedicated website. 

https://journals.sagepub.com/doi/10.1177/1094342015594678
https://drive.google.com/open?id=17IUEZkbnO-hHeF6Uv53Id2fvOrdQv2qb
https://drive.google.com/open?id=17IUEZkbnO-hHeF6Uv53Id2fvOrdQv2qb
https://drive.google.com/open?id=1xBVvWx5KApAIyuVKi98upTKkZkQTZ3wW
https://drive.google.com/open?id=1xBVvWx5KApAIyuVKi98upTKkZkQTZ3wW
https://www.ncbi.nlm.nih.gov/pubmed/31506435
https://github.com/bioexcel/biobb
https://github.com/bioexcel/biobb
https://bio.tools/biobb
http://mmb.irbbarcelona.org/biobb/
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More extended technical information about the workflows used in use case 3 can 
be found in deliverable D2.3 - First release of demonstration workflows. 

Support, best practice and training 

Four workflow tutorials using different building block modules have been created 
so far: Protein MD Setup, Automatic Ligand Parameterization, Protein-complex 
MD Setup, and Mutation Free Energy Calculations. These tutorials will be used to 
showcase the power and possibilities of the biobb building block library, teach 
how to use the library with different workflow managers and infrastructures, and 
run training events using Jupyter Notebooks and the BioExcel Cloud Portal. 

Several virtual training pilots have already been delivered, e.g. “Computational 
biomolecular simulation workflows with BioExcel building blocks (Dec 2019)”, and 
face-to-face workshops like the “Advanced GROMACS, HADDOCK, and pmx 
workshop (Oct 2019)” and the “BioExcel Summer Schools (June 2019, June 2020 -
Virtual-)” .  

 

  

http://mmb.irbbarcelona.org/biobb/availability/tutorials/
http://mmb.irbbarcelona.org/biobb/availability/tutorials/md_setup
http://mmb.irbbarcelona.org/biobb/availability/tutorials/ligand-parameterization
http://mmb.irbbarcelona.org/biobb/availability/tutorials/ligand-parameterization
http://mmb.irbbarcelona.org/biobb/availability/tutorials/protein-complex_md_setup
http://mmb.irbbarcelona.org/biobb/availability/tutorials/protein-complex_md_setup
http://mmb.irbbarcelona.org/biobb/availability/tutorials/protein-complex_md_setup
http://mmb.irbbarcelona.org/biobb/availability/tutorials/pmx
https://www.ncbi.nlm.nih.gov/pubmed/31506435
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Use Case 4a: Fluorescent Proteins 
 

Scientific challenge & social impact 
 
Fluorescence microscopy with fluorescent proteins (FP) has become an essential 
tool in biology for revealing how living systems function, or malfunction in case of 
disease. After fusing the FP to another protein through gene technology, the exact 
location of that protein can be determined by monitoring the fluorescence emitted 
by the FP upon photo-excitation with a microscope. Consequently, FPs are 
nowadays used routinely to monitor various phenomena inside living cells, such 
as gene expression, protein dynamics, protein-protein interactions, intercellular 
transport, or biogenesis. 
 
Recent developments have pushed the resolution of this technique even beyond 
the diffraction limit. One strategy for achieving such high resolution in cells is to 
use reversibly photo-switchable fluorescent proteins (RSFPs), whose 
fluorescence can be turned on and off repeatedly with different wavelengths. Here, 
the fluorescent proteins determine the resolution, rather than the lenses. 
However, achieving the full potential of this technique for high-resolution cellular 
imaging requires significant improvements of these photochromic protein labels 
(e.g., higher fluorescence yields, higher extinction coefficients, faster switching 
rates, more switching cycles, higher photo-stability, red-shifted spectra, or lower 
oligomerization affinities). Furthermore, due to the inherent complexity of the 
cellular environment, these proteins might need further optimization for the 
specific type of live cell imaging experiment. 
 
Current approaches to optimize fluorescent proteins mostly rely on semi-random 
mutagenesis in combination with screening. However, this approach is not only 
time consuming, it also does not provide physical insight into the process that is 
the target of the optimization. Therefore, improving more than one parameter 
simultaneously (e.g.,  spectra, Stokes shift, switching efficiency, fluorescence yield, 
or protein stability) can be very challenging. Although promising FPs have 
emerged from such approaches, a cost-efficient rational design protocol to rapidly 
tailor FPs for specific imaging applications is still lacking. 
 
Because such protocols will be essential to unlock the full potential of FPs for 
diffraction-unlimited microscopy in cells, we propose a bottom-up approach for 
designing new fluorescent proteins based on atomistic computer simulations. 
Since their introduction over four decades ago, dramatic advances in computer 
power, algorithmic developments, and improvements in the accuracy of the 
interaction functions (force fields) have established molecular dynamics (MD) 
simulations as an important and predictive technique for photoactive proteins. 
Because such MD simulations can provide atomistic insights into the effect of the 
protein environment on the photochemistry, rational design based on MD 
simulations could become a viable alternative for the development of new FP 
mutants. Unfortunately, carrying out MD simulations of photochemistry in 
fluorescent proteins is still the domain of experts. To unlock the predictive power 
of these computations for optimizing FPs, we have developed a user-friendly 
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protocol for automatically computing the relevant properties of fluorescent 
proteins and its mutants based on an established atomistic molecular dynamics 
model. The protocol uses force field MD simulations, PMX and free-energy 
calculations, and QM/MM calculations to predict the thermostability (protein 
folding and oligomerization affinity) and photochemical properties (absorption 
spectrum and emission spectrum) of the fluorescent proteins. The workflow thus 
predicts the effects of the mutation on the most relevant properties of the 
fluorescent protein systems. Additionally, the workflow can also be used to 
perform excited-state MD simulations with pre-validated parameters (QM 
methods, basis-set, molecular orbitals, QM/MM partitions) to obtain information 
of dynamic processes and model photo-chemical processes. 
 

Exploitation of (pre-)exascale HPC resources 
- QM/MM simulations utilise large-scale parallelism 
- QM/MM simulations have large on-node memory requirements 
- Calculations generate large set of files for each systems 
- Large numbers of free energy calculations and QM/MM simulations need 

to be run 
  
The protocol implemented for UC4 computed a total of ~3.5 microsecond of MD 
simulations for the GFP system. The computations included the monomeric and 
dimeric forms of the protein with system sizes ranging from 33000 atoms to 
67500 atoms. For each GFP mutant system, evaluating the free energies required 
10 ns MD simulations for each of the 21 lambda points used for the alchemical 
transition from state AB. The integration steps are independent and can be 
executed at the same time. For each system, the unfolded, folded-monomeric and 
folded-dimeric states were evaluated to compute the folding and dimerization free 
energies, accumulating to 630 ns simulations/systems. The free energy MD 
simulations were performed on 3 nodes (24 cores/node) with performance of 20-
60 ns/day based on the system size. 
 
The QM/MM calculations performed to model the stokes-shift involved 100 
independent single-point excited state calculations for evaluating both, the 
absorption and emission spectra peaks. The calculations are generated from 100 
independent snapshots from the MD trajectories and can be executed at the same 
time using 1 node/snapshot. Further, the QM/MM excited state dynamics were 
performed for each system on 4 nodes (24cores/node) with performance of 1.5 
ps/day. The free energy + QM/MM calculations performed for the set of GFP 
mutants used over 300000 hours of HPC resources. 

Results 
 
The initial version of Fluorescent Protein Computer-Aided Design (FluProCAD) 
workflow has the following features for an input structure model with user-
specified mutation(s): (i) generate a descriptive solution structural model (ii) 
setting up hybrid topologies of the mutating amino acid for free energy 
calculations using PMX (iii) an independent set of QM/MM calculations (iv) 
automated, to reduce error and bias. We validated the calculations for mutants of 
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Aequorea victoria Green Fluorescent Protein (avGFP) and rsGreen0.7 against 
known experimental crystal structure, thermal stability, oligomerization affinity, 
absorption spectra, and emission spectra reported in previous studies. 
Additionally, we used the CP2K software to perform static (absorption and 
emission spectra) and dynamic (activation barrier) properties of the fluorescent 
proteins using QM/MM calculations. The results obtained using the free energy 
and QM/MM methods are illustrated through 3 sets of the fluorescent protein 
systems. 
 

Computational screening of avGFP mutants based on  thermal-stability and Stokes-
shift 
The automated workflow was implemented to set up solution structure models 
for four well-known GFP mutants: S65T, F64L, A206K, and eGFP (S65T+F64L). For 
each mutant the extensive molecular dynamics trajectories are generated with 
GROMACS. Next, the predicted free energy differences suggest improved folding 
in fluorescent protein systems with the F64L mutations and a stable monomeric 
form for the system with A206K mutation. The predictions are in line with the 
known experimental data. Further, the absorption and emission spectra 
computed using the workflow replicates the stoke-shift behaviour of the 
chromophore in different mutants. The above mentioned results have been 
translated into a manuscript and will soon be submitted. 

The protocol has been made available to non-experts in a public repository that 
contains thoroughly validated theoretical models (molecular mechanics force 
fields, quantum chemistry method and basis sets) for simulating fluorescent 
proteins. 

Future work will address the challenge of inserting different mutations in the 
chromophore which is known to modify the light-sensitivity and fluorescence 
properties of the protein. Furthermore, the QM/MM module could include 
additional analysis of dynamic photochemical processes such as photo-
isomerization, proton transfer, electron transfer. 
 

Determine solution structures of rsGreen0.7 mutants 
A second set of fluorescent protein mutants were analysed to further validate the 
protocol in collaboration with the group of Peter Dedecker (KU Leuven). We 
generated solution structures for hitherto unknown mutants in RsGreen0.7 (a 
variant of avGFP) and compared the computed results with experimental crystal 
structures determined by the group in Leuven. A total of 6 mutants were included 
in the test data set. We implemented the FluProCAD protocol to generate MD set 
up for the rsGreen0.7 mutants and computes 100ns of MD trajectories for each 
mutant. The trajectories were analysed using distance-based analysis tools and 
clustering algorithms to evaluate the stability of chromophore-protein 
interactions and extract representative solution structures. Comparison of the 
computationally predicted solution structure models with the experimental 
structures exhibited a good fit with conserved chromophore pocket interactions. 

https://github.com/bioexcel/FluProCad-2.0
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Our next step is to initiate a blind test and also evaluate additional properties of 
the rsGreen0.7 mutants. At the same time, the group of Peter Dedecker will 
express these mutants and measure their properties experimentally. While 
carrying out these critical blind prediction tests, we will convene regularly with 
this group to discuss results. 

QM/MM umbrella sampling to investigate the dynamic effects of transition 
between intermediate states in Phytochrome photo-receptors 
Phytochrome proteins are a promising template for creating fluorescent markers 
that absorb and emit in the Infra-Red, which can penetrate tissue much more 
easily than visible light. Phytochrome is a photoreceptor protein in plants, fungi 
and bacteria that mediates the response of these organisms to red and far-red 
light. Upon photo-activation, the protein dimer interconverts reversibly between 
a red (Pr) and a far-red (Pfr) absorbing state. To create a highly fluorescent variant 
that can be used for imaging applications, this activation process must be 
inhibited. To understand what amino acids play a key role in that process, we have 
combined QM/MM non-adiabatic MD simulations on the fully hydrated photo-
sensory protein dimer to trace the key activation steps of this protein in atomic 
detail. 
 
By means of multi-configurational QM/MM simulations we could follow the 
dynamics of the  photo-isomerization, and identify the key amino acids that 
mediate the isomerization process. The next step in the activation process, which 
occurs on the ground state, was investigated with CP2K. In particular, we 
calculated the transition state for this step. We subsequently ran umbrella 
sampling calculations with the new Gromacs/CP2K QM/MM interface and found 
a barrier of ~60 kJ/mol, in line with the microsecond time scale associated with 
this step in experiment. 

Community Participation 
 
The results from the application of FluProCAD protocol for avGFP mutants have 
been compiled into a manuscript for submission. The results were presented at 
the Finnish Computational Chemistry Days in August 2019. The FluProCAD 
protocol and workflows were used by collaborators at KU Leuven to perform 
unbiased predictions for an array of rsGreen0.7 mutants and have been shared in 
a public repository. 

The results of QM/MM calculations for the phytochrome photo-receptor were 
presented at the “17th International Congress on Photobiology” and “9th 
International Symposium on Photochromism” as well as presented at the CECAM 
workshop “Frontiers in multi-scale molecular modeling of photo-receptors” in 
August-September 2019 and have also been compiled into a manuscript. 

Software & workflows 
The following software was used in this use case: 

- Modeller for structure modelling 
- PMX/GROMACS for free energy calculations 
- GROMACS and CP2K for QM/MM calculations 

 

https://www3.uef.fi/en/web/computational-chemistry-day/program1
https://github.com/bioexcel/FluProCad-2.0
https://www.photobiology2019.org/
https://www.isop2019.conferences-pasteur.org/
https://www.isop2019.conferences-pasteur.org/
https://www.cecam.org/workshop-details/103
https://salilab.org/modeller/
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Support, best practices and training 
- Fluorescent protein model setup was used for demonstration of the 

features of CP2K at the BioExcel Summer School 2019. 
- NEB and QM/MM calculations for a fluorescent protein mutant using the 

GROMACS-CP2K interface have been demonstrated at the 2020 BioExcel 
virtual summer school. 

- The validated parameters implemented in the FluProCAD protocol will be 
made available through a public web-based repository. 
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Use Case 4b: Proton Dynamics  
 
Electrospray ionization/ion mobility mass spectrometry (ESI/IM-MS) is a key tool 
in proteomics to measure stoichiometry, shape and subunit architecture of 
protein complexes. It assumes that rearrangement of the biomolecular units on 
passing from solution to gas phase is minimal. However, it has been indicated that 
proton transfers can occur in protein and nucleic acids under ESI/IM-MS 
conditions. Hence, proton dynamics is a potentially efficient fingerprint of 
biological structures. Since these interactions differ from non-covalent 
interactions, they could affect properties of the complexes significantly.  
 
A computational investigation of proton transfer requires a quantum mechanical 
description of the system or at least of the part of the system involved in the 
transfer. In addition, due to the computational cost of quantum mechanical 
approaches, treating large-size molecular systems as the protein or nucleic acids 
typically measured in ESI/IM-MS is possible only by resorting to very scalable 
QM/MM approaches. Therefore, modeling proton transfer in biological molecules 
under ESI/IM-MS conditions represents a state-of-the-art and complex case to test 
the computational capability of the novel QM/MM interface under development in 
the BioExcel-2 project, which combines CP2K and GROMACS.  
 
As a test system we have chosen a β-lactoglobulin, since it has already been 
characterised at experimental level via ESI/IM-MS measurements and some key 
values are available in literature for comparisons. The β-lactoglobulin model 
systems, both in gas phase and in water (for later comparison) have been 
prepared and equilibrated at force field level. This is a preliminary step for 
building the QM/MM model of the system. The newly available GROMACS-CP2K 
interface developed by the project will be used to simulate these systems starting 
in Q3 of 2020. Meanwhile, we are building and investigating the QM/MM systems 
through the MiMiC interface developed during BioExcel-1, which combines the 
CPMD QM code with GROMACS. The results coming from the latter simulations 
will be used to compare scaling, performance, accuracy and efficiency with the 
novel interface. 
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Conclusions and future work 
 
With regards to COVID-19, core applications and workflow tools were rapidly 
adapted to perform large-scale mutational and free energy analyses to elucidate 
the evolutionary and structural relationships of SARS-CoV2 to other coronavirus 
species and strains as well as host sensitivity, viral adaptation, and the cell entry 
mechanism of the virus. This approach as well as molecular dynamics simulation 
and docking were used to screen for large numbers of potential therapeutic 
candidates and to study the inhibitory mode of action of potential drug targets.  
 
Progress has been made in Use Cases 1 and 3 developing and evaluating 
computational pipeline protocols that use various combinations of the core 
BioExcel applications GROMACS, HADDOCK and PMX to perform free energy and 
docking calculations for the design of antibody-based drugs and other 
therapeutics, including mutational analysis. The workflow tools developed by the 
project are enabling these pipelines to execute as containerised workflows on HPC 
resources, demonstrating how the work being done is set to achieve the ultimate 
goal of shortening the overall time and effort taken to develop new and better 
therapeutics through large-scale computational biomolecular modelling and 
simulation. In Use Case 2, parallel execution of containerised HADDOCK and the 
necessary data movement underpinning this execution is similarly orchestrated 
by PyCOMPSs, demonstrating how (pre-)exascale HPC resources will be able to be 
used to study significant fractions of the interactions of biomolecules encoded by 
the human genome. In Use Case 4, QM/MM simulation with GROMACS and CP2K 
using large-scale computing resources are set to improve electrospray ionization 
mass spectrometry - a key analytical technique in proteomics - and, combined 
with free energy calculations using PMX, are enabling the design of fluorescent 
proteins enabling the high-resolution monitoring of cellular functions, gene 
expression, protein-protein interactions, intra-cellular interactions in living 
systems as well as understanding and finding novel strategies to tackle disease.  
 
In addition to Use Cases 1-4, BioExcel will perform additional work during PM19-
36 to further deliver and demonstrate the potential for future scientific and social 
impact from exploitation of HPC for biomolecular modelling and simulation, 
enabled and enhanced by the core software applications, workflow tools and 
approaches developed within the project. This will take the form of two additional 
Use Cases, described below.  

Use Case 5: High-throughput drug screening 
 
A large scale relative protein-ligand binding affinity calculation is planned to 
showcase the current capabilities of the open source software. The 
PMX/GROMACS setup will be used to screen hundreds of ligand modifications to 
benchmark the accuracy of computation against the experimental reference. The 
calculations are coordinated with the Open Force Field consortium allowing to 
probe the newest version of the open source molecular mechanics force field. 
These benchmark computations will demonstrate readiness of the state-of-the-art 
methods to utilize pre-exascale resources: the current estimate is to use ~50,000 
cores at once at the MPG Rechenzentrum Garching facility.  
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Use Case 6: COVID-19 - RNA dependent RNA polymerase 

Scientific challenge & social impact 
Before vaccines become available for SAR-CoV2, the use of antiviral drugs to halt 
viral replication can both minimize the health effects as well as reduce the 
spreading of the virus. Coronaviruses rely on several enzymes to process RNA and 
proteins in their reproduction cycle and these enzymes are therefore the prime 
targets for inhibition with antiviral drugs. However, despite earlier coronavirus 
outbreaks (MERS in 2012, SARS in 2003), no suitable inhibitors for these enzymes 
have been developed commercially or approved clinically, as this was considered 
too costly, leaving us empty-handed in our fight against COVID-19. While the 
scientific community has responded rapidly, the emphasis is on developing 
inhibitors for the proteases that cleaves the viral precursor protein into functional 
proteins. 
 
To diversify these efforts, we are investigating another key protein, the RNA-
dependent RNA polymerase (RdRp), which replicates the positive sense viral RNA 
genome. Because humans lack such proteins, RdRp is an ideal drug target. So far, 
only a handful of antiviral drugs have shown efficient inhibition against other 
Coronaviruses: Remdesivir, Faviripavir, EIDD-2801 Sofosbuvir and Galidesivir. 
Because SARS-Cov2 is a new virus, these drugs might not be optimal. Furthermore, 
due to its mutability, the virus might build-up resistance against these drugs. 
Therefore, a broad spectrum of inhibitors would be needed for effective antiviral 
therapy, as in the drug cocktail treatments against HIV/AIDS and Ebola virus. 
 
We speculate that the lack of further inhibitors against RdRp is due to a limited 
understanding of the RNA replication mechanism by this protein and hence the 
Mode of Action (MoA) of the antivirals. We are therefore using a combination of 
molecular modeling (HADDOCK), molecular dynamics simulations (GROMACS), 
hybrid QM/MM (CP2K, GROMACS+CP2K), and free energy calculations (PMX) of 
RdRp complexed with inhibitors to provide the missing structural insights that are 
needed to (i) understand the mode of action of the drug, (ii) predict the effects of 
chemical modifications and (iii) design better inhibitors. To better understand the 
mode of action of nucleotide-based inhibitors, we are also investigating the effects 
of including one or more inhibitors into the different position on the nascent RNA 
primer strand on the stability of the protein complex as well as its ability to further 
replicate the RNA. 

Exploitation of (pre-)exascale HPC resources 
The use case will implement the core software of Bioexcel, which have been 
developed for improved efficiency on HPC resources. All HPC MD simulations will 
be carried out with the latest release version of GROMACS, which runs optimally 
on many hardware platforms. Simulations will be run in parallel, using hybrid 
parallelization schemes (OpenMP/MPI), and will be tuned for optimal 
performance on the machine at hand. The QM/MM calculations will also be 
another critical test for the scalability of our new QM/MM (GROMACS-CP2K) 
interface in combination with our chain-of-state based transition-state search 
algorithm. 



D3.3 – Use Case Progress Report 
 

 

Community Participation 
Implementing all core software packages of BioExcel (GROMACS, CP2K, HADDOCK 
and PMX), we anticipate the results of this use case will appeal to a broad 
community and serve as a starting point for similar investigations. We therefore 
document the results not only via open access publications, but also share the 
data, including trajectories and simulation setups via the COVID-19 open-access 
repositories (https://covid.bioexcel.eu/ and 
https://github.com/bioexcel/covid_modelling_simulation_data/). 

Support, best practices and training 
The use case also comes as a part of the response of BioExcel to the pandemic 
caused by SARS-CoV2. To help others develop their own strategies for targeting 
these or related proteins, we document not only the results, but also all technical 
steps, from preparing the models to the QM/MM and free energy calculations in 
the format of tutorials. These tutorials serve not only for training purposes, 
transferring the necessary know-how for using the Bioexcel software packages, 
but also to enhance transparency and reproducibility. In addition to 
documentation and training, we also curate and share all data, including 
trajectories, force field parameters, and simulation setups via the open-access 
MolSSI/Bioexcel COVID-19 repository. 
 

 

 

 

 

 

 

  

https://covid.bioexcel.eu/
https://github.com/bioexcel/covid_modelling_simulation_data/tree/master/rdrp_polymerase
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Appendix:  Use Case Work Plans 
 

Use Case 1 
 
 

ID Name Progress 

A1.1 Prepare antibody/antigen 
model for all-atom simulation 

Two state-of-art force fields , CHARMM36m 
and Amber99sb*ILDN, will be considered for 
the molecular dynamics simulations to avoid 
bias due to the choice of a specific set of 
parameters to describe the molecular system. 
Structures of both apo and bound forms for  
15 antibodies (PDB codes: 1BJ1, 1KTZ, 1VFB, 
1DQJ, 2W9E, 3EO1, 3HI6, 3G6D, 3V6Z, 4DN4, 
1E6J, 1JPS, 1NSN, 4G6M, 6W41) have been 
pre-processed. Both experimental structures 
and docking models were considered. We 
start to generate topologies  for the 
CHARMM36m force field. During pre-
processing hydrogen atoms are added to the 
structure, here  special attention has been 
given to the hydrogen position to protonable 
residues at the interface (in some cases 
manual assignment has been necessary).  
Simulation parameters files compatible with 
the force fields have been defined and shared 
with UseCase 3 (partner KTH). 
  
  

A1.2 Initial sampling of antibody 
conformations before docking 

100 ns data production has been used to 
initially sample the antibody conformations. 
Representative antibody conformations have 
been extracted  using a RMSD-based cluster 
analysis and used as input in the docking 
procedure. We also performed 100 ns MD 
data production  for antigen structures. Note 
this was not in the original plan, but we have 
decided to include  MD sampled structure for 
antigen  to have consistency (structure 
generated with the same force field) among 

https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.17dp8vu
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.3rdcrjn
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the structures used in  A1.8. This was done 
even if  conformational rearrangement seems 
not to play a key role for the antigen   
(partner KTH) 

A1.3 Employ advanced sampling 
schemes for sampling of 
antibody conformations before 
docking 

For antibody 3V6Z  (that presents a loop 
rearrangement upon antigen binding) extra 
0.5 microseconds have been considered. 
Based on these results, the application for 
more advance sampling scheme will be 
considered (partner KTH) 

A1.4 Refinement of statically 
modelled antibody/antigen 
interactions through Molecular 
Dynamics simulation 

 HADDOCK models of antibody-antigen 
complexes for all the selected antibodies  
have been refined with a series of 100 ns 
molecular dynamics simulations. MD 
simulations have been performed for  a 
representative set of antibody-antigen 
models generated by HADDOCK using 
experimental and simulated (see A1.2 and 
A1.3) antibody/antigen structures as input. 
In cases where large conformational changes 
are experimentally observed at the interface, 
as  3V6Z, advance sampling techniques, as 
AWH has been applied to enhance the 
conformational sampling of the 
antibody/antigen interface.  
Simulations are followed by analysis of the 
interaction patterns and interface quality.  
(partners KTH/UU) 

A1.5 Automate and document 
molecular dynamics simulation 
setup, production run and 
analysis  

First steps  (definition of the parameters, 
tools, and setting) toward the automatisation 
of the pre-processing phase/ initial MD 
sampling/ post-processing have been taken.  
Issues, like hydrogen atom assignments and 
post processing strategy/setting to select the 
most representative conformers are not yet 
resolved.  
Simulation parameters files compatible with 
the force fields have been documented and 
shared with UseCase 3 . 
(partner KTH) 

A1.6 Benchmarking alchemical free 
energy calculations for 
antibody-antigen stabilization 

Alchemical free energy calculation protocol is 
being implemented in an automated 
workflow to calculate changes in the 
antibody-antigen complexes upon amino acid 
mutation. Firstly, the calculations will be 

https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.26in1rg
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.lnxbz9
http://manual.gromacs.org/documentation/current/reference-manual/special/awh.html
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.35nkun2
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.1ksv4uv
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initiated with the crystallographically 
resolved structures and compared to the 
experimental measurements. This will allow 
estimating the reference accuracy level of 
these calculations. For the investigation, 4 
protein complexes were selected 1BJ1, 1DQJ, 
1KTZ and 1VFB (partner  MPG) 

A1.7 Optimizing antibody-antigen 
interactions by alchemical free 
energy calculations after 
docking and MD sampling 

For the complexes benchmarked in A1.6, 
HADDOCK docking models have been 
generated. Models of varying quality have 
been selected and will be used to initialize 
alchemical free energy calculations. This will 
allow evaluating the prediction accuracy of 
mutation induced free energy changes when 
only docked models are available (partners 
UU/MPG). 

A1.8 Defining the baseline 
performance of HADDOCK for  
antibody-antigen modelling 
under different scenarios 

HADDOCK’s MD stage can mostly well 
account for the dynamic nature of CDRs. 
Despite finding at least acceptable quality 
models in most cases, correct model ranking 
seems to be problematic. Thus MD is 
recommended to distinguish native from 
non-native models. (UU)  

A1.9 Improved modelling of 
antibody-antigen modelling by 
using antibody conformations 
sampled by MD 

Preliminary benchmarking of different 
scenarios for antibody-antigen docking with 
HADDOCK using antibody and antigen 
conformations sampled by molecular 
dynamics simulation have been done to 
measure if these lead to improved docking 
results. On average 10 conformers have been 
selected from 100ns-MD sampling 
simulations for each of the eight antibodies  
(partner UU/KTH) 

A1.10 Demonstration of antibody-
antigen modelling on real 
experimental data 

 To do - Estimated start month 24 - according 
to Use Case Work Plan 

 
 
  

Use Case 2 
 

 Activity Progress 

A2.1 Reliability analysis of protein- In progress 

https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.44sinio
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.2jxsxqh
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.z337ya
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.z337ya
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.3whwml4
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protein interaction energy 
prediction through all-atom 
molecular dynamics 
simulation 

A2.2 Distinguishing native from 
non-native docking models 
by MD 

In progress 

A2.3 Investigating suitable 
mechanism of launching a 
large number of docking 
simulations as single job on 
HPC resources 

In progress 

A2.4 Optimize the identification of 
near-native docking models 
using machine learning 
methods 

To do 

 

 

Use Case 3 

 

 Activity Progress 

A3.1 Cancer mutations filtering & 
identification of pathological 
mutations 

Done for WF1. A manually curated final dataset 
of 24 interesting pathological mutations were 
chosen for the massive free energy study. 

A3.2 Conformational ensembles 
from protein variants 

Done for WF1. Workflow up and running, to be 
used in all the use case defined workflows. More 
than 80 microseconds of accumulated time 
collected from classic MD simulations for 
APO/HOLO and mutated structures. Ensembles 
are extracted from them and used as input for 
the free energy calculations. 

A3.3 Conformational ensembles 
from small molecules 

Workflow up and running. 

A3.4 Ensemble Docking   Done for WF1. Best poses chosen for two of the 
ligands studied.  

A3.5 Alchemical free energy 
calculations of relative ligand 
binding free energy 
differences 

Done for WF1. Workflow up and running, to be 
used in all the use case defined workflows. First 
results collected.  

A3.6 Molecular Dynamics 
trajectories analyses 

Done for WF1.Workflow up and running but 
being extended with new analyses. 

https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.2bn6wsx
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.qsh70q
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.3as4poj
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.23ckvvd
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.ihv636
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.32hioqz
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.1hmsyys
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.41mghml
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.2grqrue


D3.3 – Use Case Progress Report 
 

 

A3.7 Molecular Dynamics 
trajectories storage 

Effort slightly moved towards the 
https://bioexcel-cv19.bsc.es/ trajectory 
graphical repository. The core infrastructure 
will be used to deposit the use case 3 generated 
MD trajectories. 

A3.8 Peptide Mutational Scans To do. 

A3.9 High Performance Data 
Analytics 

To do. 

A3.10 Enabling advanced use of 
GROMACS, improve usability 
& implement advanced 
functionality within the use 
case 

In progress.  

 

Use Case 4a 
 
 

 Name Progress 

A4.1 Inquiring needs and document 
interface to apply forces from 
QM simulations during 
molecular dynamics 
simulation 

Currently in progress 

A4.2 Prepare fluorescent proteins 

and mutants models for 

simulation 

Done 

A4.3 Extensive sampling of 

fluorescent proteins 

conformations using classical 

molecular dynamics 

Done 

A4.4 Free energy simulations of 

folding and dimerization of 

different fluorescent proteins 

mutants. 

Done 

A4.5 Calculation of isomerization 

profiles of chromophores in 

protein environments 

To be performed in second semester of 2020 

https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.vx1227
https://bioexcel-cv19.bsc.es/
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.3fwokq0
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.1v1yuxt
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.4f1mdlm
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.46r0co2
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.3l18frh
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.206ipza
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.4k668n3
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.2zbgiuw
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A4.6 Modelling of spectral 

properties of fluorescent 

proteins and their mutants 

Done 

A4.10 Supporting massively parallel 

QM/MM simulations of 

fluorescent proteins 

To be performed in second semester of 2020 

 
 
 

Use Case 4b 
 

 Activity Progress 

A4.7 Prepare the beta-lactoglobulin 

protein models for molecular 

dynamics simulations 

Done 

A4.8 QM and QM/MM investigation 

of proton transport in beta-

lactamglobulin protein by 

CPMD and MiMiC interface 

Currently in progress 

A4.9 QM and QM/MM investigation 

of proton transport in beta-

lactamglobulin protein by 

CP2K and CP2K/GROMACS 

QM/MM interface 

To be started in Q3 2020 

A4.10 Supporting massively parallel 

QM/MM simulations of protein 

dynamics  

To be performed on 2021 

 

https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.1egqt2p
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.4bvk7pj
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.sqyw64
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.3cqmetx
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.1rvwp1q
https://docs.google.com/document/d/1k1SJcnGFZmb-EwGylFntSMQWNF5pTPzbzkbatiGUJTI/edit#heading=h.4bvk7pj
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