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Executive Summary 
 

 
This deliverable presents the first release of demonstration workflows for 

the BioExcel-2 period. The initial roadmap for the WP2 presented in D2.1 is 
revised, and a new, updated roadmap for the rest of the project is presented. 

 
The demonstration workflows designed and implemented in the first 

BioExcel-2 period are presented in the first section. The section is divided in 
three subsections, according to different workflow categories: Jupyter Notebook 
tutorials, library versatility tutorials, and pre-exascale demonstration workflows. 
The Jupyter Notebook tutorials illustrate the power of the BioExcel Building 
Blocks software library through biomolecular simulation tools interoperability, 
with examples on how to parameterize a small molecule, setup and run MD 
simulations, and prepare and run alchemical free energy calculations. The library 
versatility tutorials present how these workflows can be described and launched 
using different workflow managers and technologies, such as Common Workflow 
Language (CWL). Finally, the pre-exascale demonstration workflows are proving 
the power of the library to build efficient and scalable HPC-focused biomolecular 
workflows tackling real scientific problems, with examples presented analysing 
the effect of mutations on the binding affinity of protein-ligand (EGFR) or 
protein-protein (COVID-19 spike protein) molecules.  

 
Availability of the first release of demonstration workflows is presented 

in the second section. How to find, download, install and execute the collection of 
workflows, depending on their category, is described.  

 
Finally, the initial and updated roadmap section contains a revision of the 

initial roadmap presented in the D2.1 document in PM6, highlighting the 
milestones reached and issues found. From that, an updated roadmap for the 
second half of the project is proposed.  
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1 Introduction 
 

Scientific workflows are nowadays present in all biomolecular simulation 
studies. Research projects are typically based on a set of steps, usually involving 
many different software tools. Interoperability and reproducibility are then 
crucial for the development and portability of research workflows. The field of 
bioinformatics has been working on these concepts for years now. Graphical 
User Interfaces (GUIs) such as Taverna[1, 2], Galaxy[3], KNIME[4] or Pipeline 
Pilot have helped with building the workflows (drag and drop, interoperability) 
and sharing them with the scientific community (reproducibility). However, the 
field of structural bioinformatics and biomolecular simulation has always found 
limitations hindering the possibility of using these tools, mainly related to file 
sizes, installation difficulties and computational resources needed. The BioExcel 
Centre of Excellence has been working since its foundation to break this wall and 
introduce workflow development best practices in the structural field. Thanks to 
joint work with the ELIXIR European infrastructure, BioExcel presented a new 
library for interoperable biomolecular simulation workflows (BioExcel Building 
Blocks, biobb)[5], and is now starting to produce reproducible biomolecular 
simulation workflows including the main software packages being developed 
and maintained by our partners in the consortium: GROMACS[6], HADDOCK[7] 
and pmx[8].  

 
The biobb library, extensively described in the D2.2 document, is now at a 

mature development stage, with the latest stable version (v3.0) recently 
released. The biobb building blocks library has recently been recognized by the 
European Commission as an H2020 Innovation that “addresses needs of existing 
markets” and will be listed on the EU’s Innovation Radar platform from July 
2020.  

A central website, gathering all the information related to the software 
library, is constantly updated including new building block categories, 
demonstration workflows, and links and materials for training events. The 
library is available in different packaging formats, such as Conda packages and 
Docker/Singularity containers, easing the installation and execution in different 
hardware infrastructures. A workflow manager layer on top of the library 
wrappers allows the usage of biobb workflows with different managers such as 
Common Workflow Language (CWL)[9] or PyCOMPSs[10]. Examples of these 
cases can be found in this document, including pre-exascale studies using 
thousands of cores from High Performance Computing (HPC) supercomputers.  

 
The BioExcel Cloud Portal infrastructure, designed and developed in the 

BioExcel-1 period, enables BioExcel applications and demonstration workflows 
to be deployed on demand onto cloud resources. The portal is linked to the 
bio.tools European bioinformatics registry, and is able to retrieve the required 
information to automatically deploy a new cloud resource and install all 
dependencies needed to run the particular workflow. New functionalities have 
been added during the BioExcel-2 period and are presented in this document.  
 
 
  

http://mmb.irbbarcelona.org/biobb/
https://github.com/bioexcel/biobb
http://www.innoradar.eu/
http://mmb.irbbarcelona.org/biobb/availability/source
https://mmb.irbbarcelona.org/biobb/availability/tutorials
https://mmb.irbbarcelona.org/biobb/about/training
https://bioexcel.ebi.ac.uk/
https://bio.tools/
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2 Demonstration Workflows 
 
The first release of demonstration workflows built using the BioExcel Building 
Blocks library (biobb) is available on-line in the tutorials’ section of the biobb 
website.  
 
The current available demonstration workflow tutorials, briefly presented in 
D2.2, are extensively described in the following:  
 
● Protein MD Setup: Step-by-step tutorial illustrating the process of setting up 

a simulation system containing a protein using the GROMACS MD package. 
[GitHub] [Read the Docs] 

 
● Automatic Ligand Parameterization: Step-by-step tutorial illustrating the 

process of ligand parameterization for a small molecule, using OpenBabel[11] 
and ACPype[12]. 
[GitHub] [Read the Docs] 

 
● Protein-complex MD Setup: Step-by-step tutorial illustrating the process 

of setting up a simulation system containing a protein in complex with a 
ligand, using the GROMACS MD package.  
[GitHub] [Read the Docs] 

 
● Mutation Free Energy Calculations: Step-by-step tutorial illustrating how 

to compute a fast-growth thermodynamic integration free energy calculation 
for protein mutations, using GROMACS MD package and pmx.  
[GitHub] [Read the Docs] 

 
All the tutorials have links to the corresponding GitHub repository, Read the 
Docs, web-based documentation, and the possibility to be directly run as Jupyter 
notebooks in the MyBinder platform if compatible (see below). New 
demonstration workflows are planned to be added progressively over time to 
the biobb website tutorials’ section. The EOSC workflow repository Workflow 
Hub is under development towards a beta release in July 2020, where BioExcel 
has already started registering the demonstration workflows. 
 

2.1 Jupyter Notebook Tutorials  
 

Jupyter Notebooks were already introduced and described in our previous 
WP2 BioExcel-2 deliverables (D2.1 and D2.2). Briefly, Jupyter Notebooks are an 
extension of the iPython (interactive Python) initiative, a command shell for 
interactive computing in multiple programming languages (initially developed 
for Python). Jupyter Notebooks extend the console-based interactive shell 
providing a web-based application with which programmers can develop, 
document, execute code, and share results. This web-based application is 
ultimately acting as a Graphical User Interface (GUI) that allows the graphical 
representation and visualization of charts, tables, molecular visualizers, and any 
kind of integration offered by the compatible libraries. This graphical interface 

http://mmb.irbbarcelona.org/biobb/availability/tutorials
http://mmb.irbbarcelona.org/biobb/
http://mmb.irbbarcelona.org/biobb/
http://mmb.irbbarcelona.org/biobb/availability/tutorials/md_setup
https://github.com/bioexcel/biobb_wf_md_setup
https://biobb-wf-md-setup.readthedocs.io/en/latest/index.html
http://mmb.irbbarcelona.org/biobb/availability/tutorials/ligand-parameterization
https://github.com/bioexcel/biobb_wf_ligand_parameterization
https://biobb-wf-ligand-parameterization.readthedocs.io/en/latest/index.html
http://mmb.irbbarcelona.org/biobb/availability/tutorials/protein-complex_md_setup
https://github.com/bioexcel/biobb_wf_protein-complex_md_setup
https://biobb-wf-protein-complex-md-setup.readthedocs.io/en/latest/index.html
http://mmb.irbbarcelona.org/biobb/availability/tutorials/pmx
https://github.com/bioexcel/biobb_wf_pmx_tutorial
https://biobb-wf-pmx-tutorial.readthedocs.io/en/latest/index.html
https://mybinder.org/
https://about.workflowhub.eu/
https://about.workflowhub.eu/
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makes Jupyter Notebooks perfect for educational purposes with tutorials made 
of interactive programming code accompanied by text information and/or 
documentation, versatile charts, and data visualization, which can also be easily 
printed. 

 
The possibility to use Jupyter Notebooks to create and present 

demonstration workflows using the BioExcel Building Blocks was explored. We 
received very positive feedback for the first prototypes (internal and small 
training events feedback). This platform was then selected for our 
demonstration workflows and became a key part of the development process 
with three crucial goals: 

 
1) Advertising the library and showing its power and possibilities, 
2) Teaching how to use the library with different workflow managers and 

infrastructures, and 
3) Running training events using the Jupyter Notebooks and the BioExcel 

Cloud Portal. 
 
An important functionality on top of the Jupyter Notebooks demonstration 

workflows is the possibility to try them out without having to download or 
install anything locally. MyBinder is a free platform based on Binder that offers 
Jupyter Notebooks deployment. MyBinder can build a Docker container (image) 
of the repository and create a live environment using just a URL linking a GitHub 
repository containing one (or more) notebooks, and an environment settings 
dependency file.  

 
The free service offered by MyBinder is helpful and very convenient in 

short demonstration pipelines to give a first insight into how it works and the 
power it could offer. However, it is not suitable for more complex cases such as 
computationally demanding pipelines or training events, where a non-negligible 
number of instances have to be deployed and run at the same time. For this 
purpose, a local implementation of the MyBinder platform (BinderHub) has been 
installed and configured within the BioExcel Cloud Portal infrastructure. This 
new implementation allows us to link our Jupyter Notebook tutorials to a 
private, controlled infrastructure, overcoming possible overload problems of the 
public MyBinder server. We can thus run training events using this internal 
interface, which is user-restricted through BioExcel credentials. This 
implementation is described in detail in the availability section of this document. 

 
During the first half of the BioExcel-2 project, a set of Jupyter notebook 

tutorials showing the possibilities of the library and demonstrating how to build 
these examples from scratch were created, and a new tutorial section was 
included in the biobb website. All the tutorials hosted have links to the 
corresponding GitHub repository, Read the Docs and web-based documentation, 
and the possibility to be run directly from the MyBinder platform and the 
BioExcel Cloud Portal MyBinder implementation (when compatible). New 
examples will be progressively added when implemented. It will also contain 
tutorials on how to build and run workflows using the biobb library in different 
workflow managers and infrastructures. The first set of already available 

https://mybinder.org/
https://mybinder.readthedocs.io/en/latest/
https://binderhub.readthedocs.io/en/latest/
http://mmb.irbbarcelona.org/biobb/availability/tutorials
https://mybinder.org/
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tutorials includes four illustrative workflows made of BioExcel Building Blocks, 
which are presented in the following sections. 

      
The pipelines are organized as several sequential steps assigned to Jupyter 

Notebook cells, which can be executed individually. Additional cells can be 
introduced to explore intermediate results in a graphical and interactive way 
(e.g. analysis plots or molecular 3D-visualization). All workflows are making an 
extensive use of the biobb library, combined with specific visualization steps. 
Notebooks are designed to allow for a complete execution in reasonable time 
such as a training session, but can be easily be transformed in production runs, 
just modifying the appropriate parameters.        

2.1.1 Protein MD Setup 
 

The Protein MD Setup is a step-by-step tutorial illustrating the process 
of setting up a simulation system containing a protein. It is based on Justin A. 
Lemkul’s GROMACS tutorial. Lysozyme (PDB code: 1AKI) is used as an example. 
The workflow starts with a PDB code, downloads the structure, and performs a 
typical MD setup, generating as an output a system that is ready to be used as 
input in a MD simulation (Fig. 2.1). This energetically minimized and 
equilibrated input contains the protein surrounded by water molecules and 
counterions. An extended description of all the steps can be found in the 
Appendix section 7.1. 
 

 
 

Figure 2.1: Example of graphical representation of intermediate results for the Protein MD 
Setup demonstration tutorial. 3D-visualization of a protein structure after adding a box of 

water molecules. 

 
The workflow is written in Python and is making extensive use of the 

BioExcel Building Blocks library. From the input/output of the files (e.g. PDB 
structure download), to the modelling of missing atoms (e.g. fixing residue side-
chains), the MD setup and simulation (e.g. topology and system box generation, 
energy minimization, and system equilibration), or the analysis of intermediate 
results (e.g. temperature overtime in equilibration, Root Mean Square Deviations 

http://mmb.irbbarcelona.org/biobb/availability/tutorials/md_setup
http://www.mdtutorials.com/gmx/lysozyme/index.html
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over time in the unrestrained MD). The sequential logic structure emphasizes the 
easiness of building a workflow using the biobb library: a broad variety of tools 
are wrapped, but the same syntax is used to run all of them.  

 
The workflow has been tested with a variety of input structures: monomers, 
protein complexes, DNA and protein-DNA complexes, and proved to be valid 
with just small modifications according to the type of structure (e.g. temperature 
and pressure coupling groups should be changed from Protein to DNA if working 
with a DNA structure). A known issue is the impossibility of generating backbone 
atoms in the fix_structure step, which implies that a protein with structural gaps 
cannot be set up using this demonstration workflow directly. This issue will be 
solved thanks to the new building block already implemented in the 
development version of the biobb library, which is wrapping the Modeller[13] 
tool.  
 

The Jupyter Notebook was designed to be a demonstration workflow, able to 
be run in a reasonable amount of time and on any computer, including the 
MyBinder service. For this reason, the simulated time for the last three steps 
(NVT and NPT equilibration and unrestrained MD simulation) was reduced in 
the demonstration tutorial. When run in a local environment, these times can be 
easily increased by just changing the corresponding building block parameters. 
This point is clearly annotated in the tutorial.  
 

This Jupyter Notebook has been used in different training events (e.g. 
‘BioExcel Building Blocks Virtual Training,’ ‘PATC Introduction to simulation 
environments for Life Sciences’), with good feedback across the participants. The 
combination of entry-level MD setup steps with the BioExcel Building Blocks 
serves both as an introductory lesson about MD as well as a presentation of the 
biobb syntax. The workflow for running a full MD setup can be explained and run 
on the fly in just a 2h-training session, generating a completely prepared system 
for a MD simulation. Results from such a training session are two-fold: The 
participants start losing the fear for the first steps in the simulation world, while 
discovering the power behind (and beyond) the biobb library. They have also the 
possibility to link many different biomolecular simulation tools using the very 
same syntax.  

 

2.1.2 Ligand Parameterization 
 

The Automatic Ligand Parameterization is a step-by-step tutorial 
illustrating the process of ligand parameterization for a small molecule. 
Ibuprofen (3-letter code: IBP, DrugBank code: DB01050), a non-steroidal anti-
inflammatory drug (NSAID) is used as an example.  
 

The workflow starts with a ligand PDB code, and the molecule net charge 
and pH are required for the protonation of the small molecule. The structure is 
downloaded from the MMB PDB mirror REST API, hydrogen atoms are added 
according to the given pH, and parameters are generated using the required net 

https://bioexcel.eu/events/computational-biomolecular-simulation-workflows-with-bioexcel-building-blocks/
https://www.bsc.es/education/training/patc-courses/patc-introduction-simulation-environments-life-sciences-0
https://www.bsc.es/education/training/patc-courses/patc-introduction-simulation-environments-life-sciences-0
http://mmb.irbbarcelona.org/biobb/availability/tutorials/ligand-parameterization
https://www.drugbank.ca/drugs/DB01050
http://mmb.irbbarcelona.org/api
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charge (Fig. 2.2). An extended description of all the steps can be found in the 
Appendix section 7.2. 

 
Figure 2.2: Example of a graphical representation of intermediate results for the Ligand 
parameterization demonstration workflow. Multiple window 3D-visualization of a small 

molecule structure before and after adding hydrogen atoms and after an energy 
minimization. 

 
The workflow is written in Python and makes extensive use of the BioExcel 

Building Blocks library, especially the biobb_chemistry module. The OpenBabel 
and ACPype tools, which are wrapped into this module, are used to add hydrogen 
atoms and generate parameters for the GROMACS MD package with the General 
AMBER Force Field (GAFF), a force field designed as a general, complete, and 
compatible force field for rational drug design, of critical interest for the 
pharmaceutical companies. 
 

The workflow has been tested with a variety of small molecules as input. It 
proved to be valid in most cases, with a particular caveat worth noting: The 
correct protonation state is not always found automatically, leading to errors in 
the parameterization step. Tools such as the ChemAxon Calculator module help 
in calculating all the possible (de)protonation states of a small molecule over the 
entire pH range, indicating the major protonation state at physiological pH (7.4). 
The addition of this (or a similar) tool to the biobb library is foreseen in the 
roadmap which will facilitate its inclusion in the tutorial. The Jupyter Notebook 
generates parameters for a small molecule in only minutes and can be run in the 
MyBinder service.   
 

2.1.3 Protein-Ligand Complex MD Setup 
 

The Protein-ligand complex MD Setup is a step-by-step tutorial illustrating 
the process of setting up a simulation system containing a protein in complex 
with a ligand, and is based on Justin A. Lemkul’s GROMACS tutorial. The T4 
lysozyme with the double mutation L99A/M102Q (PDB code: 3HTB) in complex 
with 2-propylphenol (3-letter code: JZ4) is used as an example.  
 

The workflow is a combination of the two previously presented workflows: 
Protein MD setup and Ligand Parameterization. The workflow starts with a 
protein-ligand PDB code, the ligand three-letter code, and the required molecule 
net charge to be used for the parameterization of the small molecule. The steps 

http://ambermd.org/antechamber/gaff.html
http://ambermd.org/antechamber/gaff.html
http://mmb.irbbarcelona.org/biobb/availability/tutorials/protein-complex_md_setup
http://www.mdtutorials.com/gmx/complex/index.html
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of the ligand parameterization workflow are repeated here to generate the 
required parameters to use the ligand in a MD simulation. In this example, 
though, the generated parameters are further used to build the protein-ligand 
complex. This workflow is more complex than the previous ones because the 
protein and the ligand need to be prepared separately before joining them by 
merging the two topologies. Once the protein-ligand complex topology is 
generated, the rest of the setup process is equivalent to the ones presented in the 
protein MD setup workflow (Fig. 2.3). An extended description of all the steps 
can be found in the Appendix section 7.3.  
 

 
Figure 2.3: Example of a graphical representation of intermediate results for the Protein-

Ligand Complex MD Setup demonstration workflow. Multiple window 3D-visualization of the 
protein structure (left) and the small molecule (center) alone, and the protein-ligand 

complex (right) including both. 

 
The workflow is written in Python language and makes extensive use of the 

BioExcel Building Blocks library, including more than 20 different building 
blocks from six different modules (biobb_io, biobb_structure_utils, biobb_model, 
biobb_chemistry, biobb_md, and biobb_analysis).  
 

The workflow has been tested with a variety of input protein-ligand 
complexes. As mentioned above, the main source of problems was in finding the 
correct protonation state for the ligand during the parameterization process. The 
workflow does not currently support selection of a certain protein-ligand 
complex from a PDB structure containing more structural units. Utilities and 
building blocks for this task do exist but were not included here for the sake of 
clarity.  
 

The Jupyter Notebook was designed to be a demonstration workflow to be 
run in a reasonable amount of time and on any computer, including the 
MyBinder service. For this reason, the simulated time for the last three steps 
(NVT and NPT equilibration and unrestrained MD simulation) was reduced in 
the demonstration tutorial. When run in a local environment, these times can be 
easily increased by just changing the corresponding building block parameters. 
This point is clearly annotated in the tutorial.  
 

This Jupyter Notebook has been used in the ‘BioExcel Building Blocks Virtual 
Training’ event, and is the one chosen for the ‘BioExcel Summer School biobb 
tutorial’, which will be run remotely this year. It is a relatively complex 
demonstration workflow that requires some previous knowledge of 
biomolecular structures and simulation. Nevertheless, it is really helpful because 

https://bioexcel.eu/events/computational-biomolecular-simulation-workflows-with-bioexcel-building-blocks/
https://bioexcel.eu/events/computational-biomolecular-simulation-workflows-with-bioexcel-building-blocks/
https://bioexcel.eu/events/bioexcel-summer-school-on-biomolecular-simulations-2020/
https://bioexcel.eu/events/bioexcel-summer-school-on-biomolecular-simulations-2020/
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the addition of ligand topology parameters to a protein-ligand complex was 
typically done manually in GROMACS before, hindering the usage of the 
workflow in a high throughput regime. We therefore believe that this 
demonstration workflow is suitable for advanced training events such as the 
BioExcel Summer School.  

2.1.4 Mutation Free Energy Calculations 
 

The Mutation Free Energy Calculations is a step-by-step tutorial 
illustrating the process of calculating non-equilibrium free energies upon protein 
mutation using fast growth thermodynamic integration; it is based on the official 
pmx tutorial. Staphylococcal nuclease (PDB code: 1STN), a small, minimal 
protein, is used as an example. 
 

The workflow starts from two trajectories (and their associated topologies) 
generated by independent equilibrium MD simulations, representing the two 
physical states: wild type (WT) and mutant. From both trajectories, a 
representative ensemble of structures is extracted to compute forward (WT to 
mutant) and reverse (mutant to WT) free energies. A sub-workflow is run for 
each one of the snapshots, in which the mutation is modelled, the hybrid 
topology generated, the system minimized and equilibrated, and the free energy 
calculated. In the final step of the workflow, works collected from the free energy 
calculations are integrated to obtain the final binding free energy (ΔG). An 
extensive description of all the steps can be found in the Appendix section 7.4. 
 

For this example, input trajectories correspond to 1 ns-long simulations, and 
just five snapshots for each state (forward, reverse) are generated for illustration 
purposes. In a real example, the input trajectories should be longer (at least 10 
ns) and the number of extracted snapshots should be higher, depending on 
the complexity of the mutation. Larger perturbations will take longer to 
converge in the simulation, so a smaller or more conservative change might give 
more promising results. A set of best practices to compute free energies with 
pmx and GROMACS are being prepared by BioExcel (WP3) and will soon be 
available on our website.  
 

This demonstration workflow was challenging in many ways. It represented 
a much more complex pipeline than the previously presented ones, with a non-
sequential pipeline that needs appropriate computational resources to be run. 
The Jupyter Notebook example, although it is a simplification of the real 
workflow, serves as a playground for users to start playing with all the steps 
needed in a reasonable computational and human time, which can then be 
extended and modified accordingly for a real case. Additionally, the present 
version of the pmx code is written in Python v.2, incompatible with biobb’s 
Python v.3 implementation. The situation, however, turned into an excellent 
opportunity for the development of a new functionality: wrapping containerized 
applications. For this case, a Docker container is used to isolate pmx runs within 
the workflow (replaced by a Singularity container in HPC environments), 
avoiding incompatibility issues. The Docker engine can automatically download 
the pmx container image the first time it is summoned by the workflow, without 

https://bioexcel.eu/events/bioexcel-summer-school-on-biomolecular-simulations-2020/
http://mmb.irbbarcelona.org/biobb/availability/tutorials/pmx
http://pmx.mpibpc.mpg.de/sardinia2018_tutorial1/index.html
http://pmx.mpibpc.mpg.de/sardinia2018_tutorial1/index.html
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the need of user intervention. Unfortunately, using this approach, the 
demonstration workflow cannot be deployed in the MyBinder application, where 
running a container inside another container is not allowed due to security 
issues.  

 
Another difference with the previous demonstration workflows is the structure 
of the pipeline. The original workflow (see pmx amino acid mutation tutorial), 
including a couple of loops iterating through the number of ensemble structures 
extracted from the input trajectories, was converted to a sequential flow using 
just one single structure from each of the equilibrium trajectories. We decided to 
do so to save time (using just one single structure from each trajectory already 
requires a non-negligible computation time) and to be clearer (loops in Jupyter 
Notebooks need to have all the logic inside one single cell, and this is 
incompatible with the demonstration workflows being a balanced mix of how-to-
do and hands-on information). Using one snapshot for each input trajectory 
allowed splitting all the steps in the workflow as single, independent cells. They 
could be complemented with additional comments and information, in a similar 
way as the previous notebooks. Converting this sequential pipeline into a more 
complex, iterative workflow is then straightforward. In addition, splitting the 
steps in different cells also allowed the insertion of extra cells to explore 
intermediate results in a graphical and interactive way (e.g. analysis plots, 
molecular 3D-visualization) (Fig. 2.4).  
 

 
 

Figure 2.4: Example of graphical representation of results for the Mutation Free Energy 
calculations demonstration workflow. Plot of the work distributions computed using the 

fast-growth thermodynamic integration non-equilibrium free energies workflow. 

 
The workflow is written in Python using the BioExcel Building Blocks 

library, including building blocks from three different modules (biobb_md, 
biobb_pmx, and biobb_analysis).  
 

The workflow and its different steps are at the core of the pre-exascale 
workflows being used in the BioExcel Use Case 3 (Rational drug design), 
introduced later in this document and extensively described in the D3.3. The 

http://pmx.mpibpc.mpg.de/lugano2019_tutorial1/index.html
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same workflow is also being used with small modifications to study how the 
SARS-CoV-2 virus has evolved by comparing its structure/genome to 
coronavirus variants from H. sapiens or other species, including RaTG13 (bat), 
pangolin, and the first human SARS-CoV as well as its US-variant.  

2.2 Library Versatility Tutorials 
 

The first set of demonstration workflows presented in the previous section 
were designed to show the power of the BioExcel Building Blocks library, and, in 
particular, to highlight its FAIR software philosophy [14, 15]:  

 
● Findability: all workflows are freely available in GitHub and registered in 

bio.tools repository,  
● Interoperability: all the steps within the workflows use the very same 

syntax, regardless the tool that is being wrapped and executed behind, 
● Accessibility: workflows are easyily installed and executed, thanks to the 

Conda packages and Docker/Singularity containers approach used and 
the clear instructions presented.  

● Reproducibility: workflows have strict version and revision control, 
directly connected to the Conda packages and Docker/Singularity 
container versions used, which can be found in the corresponding 
environment and description files available from the GitHub repository. 

 
The second set of demonstration workflows prepared is focused on library 

versatility: the possibility to use it in different infrastructures and with different 
workflow managers. The previously presented workflows were basically a 
collection of Jupyter Notebook cells with BioExcel Building Blocks called using 
Python programming language, with information about what the cell was doing, 
why, and how it could be changed or modified. In this case, although the 
workflows are still presented using Jupyter Notebooks, the goal is not to be able 
to directly run the workflow from the notebooks, but in understanding how the 
library can be used in different ways, for example, running the operations 
remotely using the biobb REST API, or by building a reproducible and portable 
CWL workflow. Here, the information part is much longer than the code, as they 
are designed to be more a tutorial than a demonstration workflow. The first 
release of library versatility demonstration workflows built using the BioExcel 
Building Blocks library (biobb) is available on-line in the tutorials’ section of the 
biobb website.  
 

The current available workflow tutorials, extensively described in this 
document, are:  
 
● Common Workflow Language with BioExcel Building Blocks: Step-by-

step tutorial illustrating the process of building a CWL workflow using 
the BioExcel Building Blocks library (biobb). The tutorial is based on 
the Protein MD Setup Jupyter Notebook tutorial. 
[GitHub] [Read the Docs] 

 

http://mmb.irbbarcelona.org/biobb/availability/tutorials
http://mmb.irbbarcelona.org/biobb/
https://github.com/bioexcel/biobb_wf_md_setup
https://github.com/bioexcel/biobb_wf_cwl_tutorial
https://biobb-wf-cwl-tutorial.readthedocs.io/en/latest/index.html
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● Protein MD Setup tutorial with BioExcel Building Blocks REST API: Step-
by-step tutorial illustrating the process of setting up a simulation 
system containing a protein using the GROMACS MD package with 
the BioExcel Building Blocks (biobb) REST API. The tutorial is based on 
the Protein MD Setup Jupyter Notebook tutorial. 
[GitHub] [Read the Docs] 

 
● Command line execution with BioExcel Building Blocks: Step-by-step 

tutorial illustrating the process of building a command line execution 
workflow using the BioExcel Building Blocks library (biobb). The tutorial is 
based on the Protein MD Setup Jupyter Notebook tutorial. 
[GitHub] [Read the Docs] 

 
All the tutorials have a link to the corresponding GitHub repository, Read the 

Docs, and web-based documentation. We plan to add new tutorials showing the 
library versatility progressively over time to the biobb website tutorials section.  
 

2.2.1 Common Workflow Language 
 

The Common Workflow Language with BioExcel Building Blocks is a 
step-by-step tutorial illustrating the process of building up a CWL 
workflow using the BioExcel Building Blocks library (biobb). The tutorial is 
based on the Protein MD Setup Jupyter Notebook tutorial. Lysozyme (PDB code: 
1AKI) is used as an example.  
 

CWL is becoming the standard for bioinformatics workflow descriptions. It 
has been officially adopted as the specification language for the EOSC-Life 
European infrastructure and also for the Workflowhub EOSC workflow 
repository. BioExcel has been working with CWL since the foundation of the CoE. 
BioExcel Building Blocks are all described in CWL. A specific CWL section in 
the workflow manager adapters GitHub repository gathers all the descriptions, 
divided in the different categories (e.g. input/output, MD, analysis; see updated 
Table here). This tutorial is using these BioExcel Building Blocks’ CWL 
descriptions to build a CWL biomolecular workflow. All the descriptions are 
associated with the corresponding building blocks Docker containers, so that no 
additional installation is required apart from the Docker platform and the CWL 
tool reference executor (Fig. 2.5). 
 

The first section of the tutorial presents the contents of the BioExcel Building 
Blocks CWL descriptions, highlighting the most important points. A simple 
example (PDB download) is given. Basic sections such as inputs, outputs, and 
hints are introduced, describing the different fields and their meaning. At the end 
of this section, a reader should be able to understand and work with the biobb 
CWL descriptions. 

  
The next section introduces the CWL workflow descriptions and illustrates 

the process of building a biomolecular workflow using the biobb CWL 
descriptions. The CWL workflows are divided in two files: the CWL workflow 

http://mmb.irbbarcelona.org/biobb-api
https://github.com/bioexcel/biobb_wf_md_setup
https://github.com/bioexcel/biobb_wf_md_setup_api
https://biobb-wf-md-setup-api.readthedocs.io/en/latest/index.html
https://github.com/bioexcel/biobb_wf_md_setup
https://github.com/bioexcel/biobb_wf_command-line
https://biobb-wf-command-line.readthedocs.io/en/latest/index.html
http://mmb.irbbarcelona.org/biobb/availability/tutorials/cwl
https://github.com/bioexcel/biobb_wf_md_setup
https://github.com/bioexcel/biobb_adapters/tree/master/biobb_adapters/cwl
http://mmb.irbbarcelona.org/webdev/slim/biobb/public/availability/source
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description and the YAML or JSON files containing the workflow inputs. Both 
files are described section by section, using our building blocks as examples. For 
the CWL workflow description, the tutorial explains how inputs and outputs of 
the workflow are described, and how the different steps are introduced and 
interconnected to assemble the final workflow. For the workflow inputs file, the 
tutorial explains how to write the YAML or JSON files to be used together with 
the CWL workflow in a proper way. The section showcases an example of a 
simple but complete workflow build up from two building blocks (steps) to 
retrieve a PDB file for the lysozyme from the RCSB PDB database and fix all the 
possible structure issues, also adding missing side chain atoms if needed (Fig. 
2.6). At the end of this section, readers should be able to understand and build 
their own simple CWL workflow using the biobb CWL descriptions. 
 

 
 

Figure 2.5: Example of BioExcel Building Blocks CWL description. The DockerRequirement 
entry allows a direct download of the biobb Docker container (mmbirb/biobb_analysis) 

needed to execute the given task. 

 
Using this first simple workflow as a test, the process of running a CWL 

workflow with the CWL tool description reference implementation (cwltool) is 
presented, with supporting captions of a real execution. With this step, users 
should know everything they need to start implementing and running their own 
biomolecular CWL workflows using the biobb library. 
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Finally, after introducing the basic concepts of the CWL language using the 

biobb library as an example (from the building blocks descriptions to the final 
execution step), the process of building a complex CWL workflow is presented. 
The GROMACS Protein MD Setup Jupyter Notebook tutorial is used as example. A 
complex biomolecular workflow with 23 sequential steps is build, with a guided 
process about how to write the CWL workflow, the associated YAML file 
containing the input information, and the final execution. 
 

 
 

Figure 2.6: Example of a simple CWL workflow description using the BioExcel Building Blocks 
library. The workflow contains two steps for retrieving a PDB file from the RCSB PDB 

database and adding missing side-chain atoms. 

 
The final CWL workflow description is available from the BioExcel GitHub 

repository, from the bio.tools registry and is registered on the Workflow Hub. 
 

2.2.2 BioExcel Building Blocks REST API 
 

The Protein MD Setup tutorial using BioExcel Building Blocks through BioBB 
REST API is a step-by-step tutorial illustrating the process of setting up a 
simulation system containing a protein using the BioExcel Building Blocks 
(biobb) REST API. The example used is lysozyme (PDB code: 1AKI). The tutorial 
is based on the Protein MD Setup Jupyter Notebook tutorial, and is basically 
running exactly the same steps, with a single but important difference: 
Operations are run on a remote machine instead of being run on the users’ 
computer, thanks to the biobb REST API.  
 

The biobb REST API is a new layer on top of the biobb library to access and 
run the operations offered by the biobb categories in a programmatic way. No 
other installation is needed than having a simple Python environment with the 
request library to call REST services. This tutorial illustrates the process of 
remotely launching the building blocks, checking for the (asynchronous) state of 
the execution, and sending/retrieving data.  
 

https://workflowhub.eu/programmes/2
https://mmb.irbbarcelona.org/biobb/availability/tutorials/rest-api
https://mmb.irbbarcelona.org/biobb/availability/tutorials/rest-api
http://mmb.irbbarcelona.org/biobb-api
https://github.com/bioexcel/biobb_wf_md_setup
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Thanks to the auxiliary functions written and included in the notebook (see 
utils library), the steps of the notebook are extremely similar to the ones used in 
the Protein MD Setup demonstration workflow, making it really easy to move 
from a local execution to a remote execution (Fig. XX). A launch_job auxiliary 
function takes care of transforming the building blocks parameters (inputs, 
outputs, properties) into proper REST API calls’ parameters. A check_job 
auxiliary function checks the status of the job and blocks the execution until the 
job is finished. Note that executions in the API are asynchronous. They are 
queued by a queue system and run when free slots are available. The launch_job 
function returns a token that is then used by the check_job function to check the 
status of the job. Finally, a retrieve_data auxiliary function recovers the 
generated results launching automatic REST API calls for each of the outputs 
produced (see Fig. 2.7, left).  
 

The infrastructure behind the REST API receives the calls, which are 
transformed to jobs that are queued using the Open Grid Scheduler (OGS) 
manager (http://gridscheduler.sourceforge.net), and served in an on-demand 
processing model performed by Virtual Machines automatically deployed in an 
Open Nebula OneFlow cloud environment for multi-tiered applications. 
 

 
Figure 2.7: Difference between a remote (left) and a local (right) call of the editconf building 

block to create a solvent box surrounding the molecule. Note the additional information 
needed: the REST API endpoint, checking the job status, and retrieving results from the 

remote machine. 
 

As previously mentioned, the pipeline is presented in a similar way to the 
Protein MD Setup demonstration workflow. It contains several sequential steps 
assigned to different Jupyter Notebook cells, which can be executed individually, 
with additional cells to explore intermediate results in a graphical and 
interactive way. 

 

2.2.3 Command-line Execution (YAML) 
 

The Command Line Workflows with BioExcel Building Blocks is a step-by-
step tutorial illustrating the process of building up a command line workflow 
using the BioExcel Building Blocks library. The tutorial is based on the Protein 
MD Setup Jupyter Notebook tutorial, and is basically running exactly the same 

https://github.com/bioexcel/biobb_wf_md_setup_api/blob/master/biobb_wf_md_setup_api/notebooks/utils.py
http://gridscheduler.sourceforge.net/
https://github.com/bioexcel/biobb_wf_md_setup
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steps, but instead of using a supporting graphical user interface (GUI) such as 
Jupyter Notebooks, the workflow is prepared to be run on the command line.  
 

The first section of the tutorial introduces the concept of command line vs 
graphical executions. Jupyter Notebooks are fantastic tools to explore and play 
with software, particularly with the BioExcel Building Blocks library. But when a 
workflow is ready to start in production, or it needs to be expanded with more 
complex loop/conditional structures, the best option is to move from a GUI to a 
command line execution. All the pre-exascale demonstration workflows 
presented in this document are being developed using this command line 
approach. Moving from the GUI to the command line implies losing some of the 
nice functionalities given by the GUI like interactivity and graphical support in 
the form of 3D structure viewers or plot representations. But it allows for 
moving to the High Throughput (HT) regime, with many different instances of 
the workflow being launched at the same time with different inputs.  
 

The next section of the tutorial describes the basic concepts of the biobb 
command line workflows. Workflows are divided in two files, a Python script 
containing the workflow code and a YAML-formatted file containing all the input 
data needed by the workflow. This division allows changes in the input data 
without the need of any modification in the workflow code. General concepts for 
the construction of these two files are presented, such as the YAML syntax and 
the parsing of this YAML file in the Python script. The concepts are finally 
illustrated with a simple two-step workflow as a first example. With all the terms 
introduced and a first example prepared and run, the process of converting the 
whole Protein MD Setup workflow from the Jupyter Notebook code to two 
different files (Python script, YAML configuration) is explored.   
 

The final command line workflow is available from the BioExcel GitHub 
repository, and also from the bio.tools registry. It is worth noting that this 
particular workflow was used in the BioExcel Building Blocks Virtual Training 
event, together with different examples available from the Virtual Training 
section of the biobb website.  
 

2.3 Pre-exascale demonstration workflows 
 

Workflows presented in the previous sections were designed to introduce 
the BioExcel Building Blocks library to the scientific community. In contrast, 
workflows described here are complex, powerful pipelines, being used to tackle 
real scientific research projects. The common point between them is our biobb 
library, with the same syntax as the one introduced in the demonstration 
tutorials but using an adapter layer designed to be executed in highly parallel 
infrastructures.   
 

The combination of BioExcel Building Blocks and the PyCOMPSs workflow 
manager developed at BSC proved to be really useful for reaching a High 
Throughput (HT) regime in High Performance Computing (HPC) infrastructures, 
running hundreds of calculations using hundreds of cores, thus exploiting 

https://github.com/bioexcel/biobb_wf_command-line
https://github.com/bioexcel/biobb_wf_command-line
https://bio.tools/bioexcel_building_blocks_tutorials_command-line_workflows
https://bioexcel.eu/events/computational-biomolecular-simulation-workflows-with-bioexcel-building-blocks/
http://mmb.irbbarcelona.org/biobb/about/training#virtualtrainings
http://mmb.irbbarcelona.org/biobb/about/training#virtualtrainings
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thousands of cores in one single job. The possibility of running these huge 
executions will help the efficient usage of large supercomputers such as the ones 
that are to become available in the coming years. BioExcel workflows are 
reaching the pre-exascale era.  
 

In this section, pre-exascale demonstration workflows originating from two 
of the use cases being developed within BioExcel are presented, illustrating the 
power of the approach taken.  
 

Progress made during the first 18 months for each of the BioExcel-2 
demonstrator research projects (use cases) can be found in the D3.3 document. 
Success stories and lessons learned are also highlighted, particularly where these 
have had the most significant impact on advancing what can be achieved using 
pre-exascale computing resources. In this document (D2.3), on the other hand, 
the focus is put in the technical details of the workflows produced and on how 
they are being designed to make an efficient use of a large number of cores, 
which is an essential functionality for the coming exascale supercomputers.  

2.3.1 Interactome Benchmark (Use Case 2) 
 

HADDOCK and PyCOMPSs are being combined by using containerization and 
are being implemented to tackle the computational challenge imposed by 
estimating the likelihood of an interaction being true. Such estimation involves 
calculation over hundreds of thousands of possibilities of protein-protein 
complexes and calculating a score (a weighted sum of its most relevant energy 
terms) for each one of them. This task is explained in detail in D3.3. 
 

The pre-exascale workflow consists of an all-versus-all combination of 502 
protein complexes, resulting in 211,600 simulations and is estimated to take ~10 
M computing hours. Therefore, bottlenecks and pitfalls need to be evaluated and 
addressed to guarantee the feasibility of the workflow. 
 

The PyCOMPSs implementation includes the definition of one task that reads 
the input complexes stored in the shared storage of MareNostrum and computes 
the calculation using an entire node with 48 cores and producing the output in 
the scratch disk space. The task prepares the input data and executes the 
HADDOCK docking tasks in a Singularity container, configuring it to use all the 
CPUs of the node. Each task compresses the result folder and copies it back to the 
shared disk. As depicted in Figure 2.8, the runtime optimizes the usage of 
resources scheduling the new tasks on the same nodes of the pool reservation 
when they are available.  
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Figure 2.8: Efficient usage of resources for the HADDOCK-PyCOMPSs workflow. Example of a 
BSC MareNostrum execution using 50 nodes (2400 cores). Each line shows the CPU usage in 

% of a single MareNostrum node. The plot shows how PyCOMPSs automatically allocates 
HADDOCK executions once a node is free, making an efficient usage or resources.  

 
Considering that each execution is independent of the others, a fault-

tolerance mechanism has been used in the task definition to not stop the whole 
simulation in case of an execution error of a single protein-protein complex, 
including a configurable number of re-trials for these identified cases. It is 
important to highlight that this setting is completely configurable and can be 
customized; for example, the number of cores assigned to each task can be 
changed to better balance the load of the nodes and reduce the underutilization 
of the resources or the number of reserved nodes can be reduced reducing the 
parallelism of tasks execution but improving the overall utilization of the nodes. 
 

Initial results were generated by taking a subset of the Protein Docking 
Benchmark v5, using docking restraints derived from the true-interface 
observed in the experimentally determined structure. The experiment was 
executed in the MareNostrum supercomputer on 50 nodes, using 2400 cores in 
total. Each complex took different times to be completed, ranging from 2 hours to 
16 depending on the input data. The total output data volume was 315GB, fit to a 
final compressed archive of 175GB. 
 

The workflow used in the experiment can be found in the BioExcel GitHub 
repository, and is currently installed and running on the BSC MareNostrum 
supercomputer, only for internal use, due to restrictions on the HADDOCK 
singularity container.   
 

2.3.2 Ligand Binding Affinities upon Mutations (Use Case 3) 
 

2.3.2.1 Use case 3: Rational Drug Design 
 

One of the ambitious scientific use cases proposed for the BioExcel-2 period 
aims to speed up rational drug design projects by creating a set of biomolecular 
simulation workflows and by connecting them to large scale high-performance 
computing (HPC) resources, streamlining common computer-aided drug design 
tasks and allowing for the delivery of results in a timely fashion. 
 

https://github.com/bioexcel/haddock_pycompss
https://github.com/bioexcel/haddock_pycompss
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BioExcel’s rational drug design project unites several high impact computer-
aided drug design techniques in biomolecular workflows that are relevant to the 
pharmaceutical industry. The project is divided into four different studies of 
increasing complexity: 
 

●  Moving mutational analysis into the structural field for drug design 
●  Tackling mutations inactivating tumour suppressors 
●  Quantitative predictions of binding affinity in lead optimization 
●  Machine learning for efficient drug design 

 
The technical details of the pre-exascale workflows developed and used for 

the first study of the use case 3, “Moving mutational analysis into the structural 
field for drug design” are presented in this section. 
 

An example of great interest to the pharmaceutical industry was chosen as a 
validation use case for this study, the Epidermal Growth Factor Receptor (EGFR). 
EGFRs are transmembrane receptors located on the cell membrane. They have 
an extracellular binding domain, to which Epidermal Growth Factor (EGF) binds, 
a transmembrane domain and an intracellular tyrosine kinase domain. EGFRs 
play an important role in controlling normal cell growth, apoptosis, and 
differentiation. Mutations in the kinase domain of the Epidermal Growth Factor 
Receptor (EGFR) can be drivers of cancer and cause drug resistance in patients 
under treatment. First-generation ATP-competitive inhibitors lead to treatment 
resistance; second-generation inhibitors display limited efficacy in 
circumventing the gatekeeper mutation, and third-generation inhibitors are 
mutant-selective, but still prone to eventually develop resistance. There is thus a 
pressing need for anticipating the consequences of such mutations in drug 
development and clinical practice.  
 

During the design phase, possible workflows for classifying EGFR mutations 
by their impact on binding FDA-approved drugs for predicting drug 
sensitivity/resistance patterns for clinically relevant EGFR mutations were 
outlined. The method could have a clear impact in personalized medicine against 
oncogenic mutations in EGFR and could also be used for other targets where 
resistance is an issue. The first showcase workflows for this project are now 
implemented and in production on the BSC MareNostrum supercomputer, and 
are going to be ported to Hawk (High-Performance Computing Center of the 
University of Stuttgart - HLRS) and Joliot-Curie (Commissariat à l’Energie 
Atomique - CEA/TGCC-GENCI) supercomputers, to start running massive 
analysis thanks to the PRACE CoE resource allocations granted to the BioExcel 
use cases. 

2.3.2.2 Alchemical free energy calculations workflow 
 

The central core of the pre-exascale workflow is the alchemical free energy 
calculation pipeline. The workflow can compute free energies upon mutations of 
particular protein residues. Binding free energies (ΔGs) are computed using a 
fast-growth thermodynamic integration (TI) method that has gained popularity 
because it does not require a quasi-equilibrium during the alchemical transition. 
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The fast growth TI approach relies on Jarzynski's equality (when transition is 
performed in one direction only) or on the Crooks Fluctuation Theorem (when 
the transitions are performed in both directions). The latter is the approximation 
taken for our pipeline. The schematic representation of the non-equilibrium, 
fast-growth TI free energy calculations can be seen in Fig. 2.9.  

 

 
Figure 2.9: Fast-Growth thermodynamic integration free energy calculations scheme. Taken 

from the pmx website: http://pmx.mpibpc.mpg.de/lugano2019_tutorial1/index.html 
 

The workflow starts from two independent equilibrium simulations: WT and 
mutant. These simulations need to sufficiently sample the end state ensembles, 
as the free energy accuracy will depend on the sampling convergence. From the 
generated trajectories snapshots are selected to start fast (picoseconds-long) 
transitions driving the system in the forward (WT to mutant) and reverse 
(mutant to WT) directions. The work values required to perform these 
transitions are collected and the Crooks Fluctuation Theorem is used to calculate 
the free energy difference between the two states. 
 

http://pmx.mpibpc.mpg.de/lugano2019_tutorial1/index.html
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Figure 2.10: Alchemical Free Energy calculations workflow using BioExcel Building Blocks 
that wrap GROMACS and pmx software. 

 

The whole pipeline was implemented using the BioExcel Building Blocks 
library, wrapping, among other biomolecular tools, two of the main BioExcel 
codes (pmx and GROMACS). pmx is used to generate hybrid topologies for the 
mutated residues and GROMACS to compute the thermodynamic integration 
steps (Fig. 2.10). The PyCOMPSs workflow manager is used to automatically 
distribute and parallelize the high number of thermodynamic integration steps. 
As all these integration steps are completely independent calculations, they can 
in principle all be run at the same time. The flexibility added by PyCOMPSs 
allows a variable number of HPC cores depending on their availability. This not 
only allows for an efficient usage of HPC resources, but it also strongly reduces 
the time needed to compute the binding free energies (assuming that a large 
amount of computational power is available). An example of the efficient usage 
of HPC resources can be seen in Fig. 2.11. Here, a particular alchemical free 
energy calculation was performed on a 218,179-atom system, running a total 
number of 1,000 TIs runs (500 forward + 500 reverse) of 50 ps using 32 nodes 
(1,536 cores) of the MareNostrum supercomputer in a single job. This particular 
execution needed just four hours to be finished, using 100% of the CPUs 
available during most of this time, with the exception of the PyCOMPSs master 
node that is managing input, output, and communications of the workflow (and 
that can also be configured to be master and worker at the same time). An 
important point of this example is that the number of nodes/cores to be used is 
completely flexible. PyCOMPSs is taking care of distributing the independent 
simulations across the number of available cores. So if one is interested in just 
one particular free energy calculation, a high number of cores can be used in one 
single job to reduce the time needed to obtain the final value; but if one is 
interested in a large number of free energy calculations, then the number of 
cores per calculation can be reduced, so as to still being able to compute them all 
at the same time. This last approach is the one taken by the massive pre-exascale 
calculation being prepared for the use case 3 and presented in section 2.3.2.5.  
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Figure 2.11: High parallelization reached thanks to the PyCOMPSs workflow manager. 
Example of a single job using 32 nodes  (1,536 cores) of the Marenostrum supercomputer at 

the BSC. Each line shows the CPU usage in % of a single MareNostrum node.  
 

The alchemical free energy calculations workflow developed is based on the 
BioExcel Building Blocks wrapping the GROMACS 2019.1 system installation and 
a pmx singularity container. It can be found in the BioExcel GitHub repository, 
and is now available on the BSC MareNostrum supercomputer. Users with access 
to the supercomputer, included in the Red Española de Supercomputación (RES) 
and Partnership for Advanced Computing in Europe (PRACE) allocations, can 
easily load the workflow environment from available environment modules (see 
section 3.3). 
 

2.3.2.3 Molecular dynamics simulations of mutated proteins workflow 
 

Inputs of the previously presented workflow are equilibrium trajectories 
obtained from Molecular Dynamics simulations of both WT and mutated protein. 
As the number of mutations described for the EGFR system is large, with 24 
selected for the use case 3 study, a new workflow to automate this process was 
generated. In this case, the work done in the BioExcel-1 period with the 
pymdsetup workflow was really convenient. Starting from this implementation, 
the workflow has been updated and refined, to be able to work with groups of 
mutations and the possibility to cumulate mutations.  
 

The workflow again uses the power of the PyCOMPSs manager, which in this 
case is parallelized in two different ways. Firstly, the number of MD setups 
corresponding to the number of mutations or groups of mutations is distributed 
across the available resources. Secondly, the final MD simulation is parallelized 
with an MPI regime using GROMACS. The outcome is again an efficient usage of 
the available resources, with the possibility to use thousands of cores to model 
the mutations and run the MD simulations in just one single job.  
 

https://github.com/bioexcel/biobb_wf_pmxligand
https://www.res.es/en/access-to-res
https://prace-ri.eu/hpc-access/calls-for-proposals/
https://github.com/bioexcel/pymdsetup
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2.3.2.4 Relative ligand binding free energies upon mutations 
 

Going back to the particular use case being studied, the goal was to classify 
clinically relevant EGFR mutations by their impact on binding FDA-approved 
drugs. The aim was thus to use this information to predict drug 
sensitivity/resistance patterns for different mutations. Two different systems 
had to be studied: the EGFR kinase domain alone (APO system) and the EGFR 
kinase domain with a given drug (HOLO system). Free energy calculations upon 
residue mutations must then be performed for both systems, and the difference 
in binding free energy has to be computed. Fig. 2.12 shows how the estimate of 
the difference in binding affinity between the wild type (WT) and the mutant can 
be obtained via a thermodynamic cycle. 
 
 
 

 
 

Figure 2.12: Relative binding free energy calculations with the EGFR kinase domain. 
 

The required ΔG1 and ΔG4 can be computed using the previously described 
workflows. First, four input equilibrium trajectories should be computed for the 
WT and the mutated structure of both APO and HOLO systems. After that, the 
alchemical free energy calculation workflow should be run twice, one for each 
system, to obtain the two ΔGs. The final ΔΔG (ΔG4 – ΔG1) can then be calculated.  
 

The first results obtained for a set of 27 mutations are summarized in the 
D3.3, with a promising correlation between the ΔΔG values collected and the 
experimentally described effect of the mutation (resistance / sensitivity).  

2.3.2.5 Massive execution workflow 
 

Following the steps started in the BioExcel-1 project with the massive 
execution of an MD pipeline (pymdsetup), a new massive execution has been 

https://github.com/bioexcel/pymdsetup
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planned to be run on the BSC MareNostrum supercomputer during 2020. The 
workflow to be launched will compute ligand binding free energies upon 
mutation (ΔΔGs) for a variable list of mutations and ligands, taking as input the 
MD trajectories.   
 

In the case being studied, 100 ns-long MD trajectories (10 replicas) for 24 
different mutations and 6 different drugs have been previously generated using 
the mutated proteins MD workflow (see section 2.3.2.3), summing up to a total of 
760 trajectories with up to 80 μs of aggregated simulation time.  These MD 
simulations will be used as input for the massive execution workflow, which will 
compute a number of ligand binding free energies upon mutation, and provide a 
simple csv file. Thanks to the PyCOMPSs workflow engine, this can be run in one 
single job, using tens of thousands of cores. The workflow prototype can be 
found in the BioExcel GitHub repository: 
https://github.com/bioexcel/pmxlaunch/tree/master/massive. 

The massive execution being planned consists of 70 systems including APO 
and HOLO proteins with the modelled mutations and 6 different drugs. For each 
of the systems, three MD replicas will be used to compute a representative 
ensemble of ΔΔGs from which to obtain simple statistics. The final table will 
contain 81 different ΔΔGs calculated from 1,260 different ΔGs. The massive run 
will be able to compute the whole table in a single job. The time needed for the 
run will depend on the available number of cores, but the estimation in the BSC 
MareNostrum supercomputer is that by using half of the supercomputer (1,728 
nodes, 82,944 cores), the execution would need only 12h. Importantly, due to the 
completely independent thermodynamic integration steps within the alchemical 
transitions, the parallelization and scalability of this massive execution will be 
really high. Moreover, the number of calculations to be included in the workflow 
is completely flexible, with the limitations coming from possible hardware 
restraints (file systems, input/output, memory). All in all, this use case project 
with its associated workflow and massive execution will be a good 
demonstration of how pre-exascale workflows could efficiently use the power of 
the coming exascale supercomputers to help solving scientific problems.  
 

2.3.2.6 COVID-19 related workflows 
 

The BioExcel project has been deeply involved in COVID-19 research since 
the pandemic appeared. In response to the disease, BioExcel has launched a 
series of actions to support research on SARS-CoV-2, which can be found in the 
specific section of the BioExcel website: https://bioexcel.eu/covid-19-research/. 
BioExcel experts are also partnering with numerous international initiatives, 
using our advanced software applications and expertise in a broad variety of 
projects, which are mostly related to the spike protein and the way in which 
SARS-CoV-2 invades human cells. Updated information can be found here: 
https://bioexcel.eu/bioexcel-center-of-excellence-in-support-of-covid-19-
research/. 
 

The set of workflows presented in the previous sections were quickly 
modified and updated to tackle a particularly interesting quest: understanding 

https://github.com/bioexcel/pmxlaunch/tree/master/massive
https://bioexcel.eu/covid-19-research/
https://bioexcel.eu/bioexcel-center-of-excellence-in-support-of-covid-19-research/
https://bioexcel.eu/bioexcel-center-of-excellence-in-support-of-covid-19-research/
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how the virus has evolved by comparing its structure/genome to other 
coronavirus strains in different species including RaTG13, Pangolin, SARS-CoV as 
well as the US-variant. The gathered knowledge will be used to identify virus 
inhibition opportunities by means of in-silico drug screening, starting from 
known and commercially available drugs. The work is done in collaboration with 
Prof. Roberto Burioni’s laboratory for viral research in San Raffaele, Italy, and Dr. 
Núria López-Bigas of the Institute for Research in Biomedicine, Spain. 
 

The current project is focused in a) understanding the mechanism of virus 
entrance into the cell and the adaptation of the virus to different host species, b) 
understanding the different sensitivity to the virus (beyond the age) of 
individuals, and c) predict the next mutations of the virus and how it might adapt 
to be even more infectious. The mechanism of entrance of the virus is based on 
the capsid protein spike, which is recognized by an extracellular protease 
(ACE2). The main objective is to determine the impact of genetic changes in the 
viral spike Receptor Binding Domain (RBD) and in the ACE2/RBD complex for 
the recognition of the virus. This can be achieved using free energy calculations 
to trace the impact of the mutational landscape on the binding of RBD to the host 
receptor proteins. And here is where BioExcel workflows can help in decreasing 
the time needed to compute many calculations efficiently using HPC resources. 
 

In a very similar way to the studies done for the EGFR case, these 
calculations aim to compute the reversible work required to make a change in a 
residue from A to B in both the isolated (APO) protein (ACE2, RBD) and in the 
complex (HOLO), which now instead of being a protein-ligand complex, is a more 
challenging protein-protein dimer (ACE2-RBD). The impact of the mutation on 
the binding free energy is then determined from the difference in the reversible 
work associated to the mutation change in the complex and in the monomer, just 
as explained in the steps for the previous project.  
 

Here the exascale project aims to compute all the combinations between the 
different known viruses (RaTG13, SARS-CoV-2, SARS-CoV-1, SARS-CoV-2-US-
variant) against all the different known affected species (human, bat, zibeline, 
pangolin, etc.) (Fig. 2.13). The combinatorial explosion of the project clearly 
needs a massive HPC-focused pipeline such as the one implemented in BioExcel, 
together with a huge amount of computational power. The project was presented 
to the PRACE COVID-19 Fast Track Call for Proposals, https://prace-ri.eu/prace-
support-to-mitigate-impact-of-covid-19-pandemic/, and the study named 
“Exploring Covid19 Infectious Mechanisms and Host Selection Process”, was 
awarded with 6 million core-hours on Joliot-Curie supercomputer (CEA/GENCI, 
France). 
 
 

https://prace-ri.eu/prace-support-to-mitigate-impact-of-covid-19-pandemic/
https://prace-ri.eu/prace-support-to-mitigate-impact-of-covid-19-pandemic/
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Figure 2.13: Project scheme for exploring the coronavirus infectious mechanisms and host 

selection process, with the combinatorial explosion from the different virus strains and ACE2 
variants. 

 
The adapted workflows can be found in the BioExcel GitHub repository. The 

main update was made to the mutated protein MD pipeline, with the addition of 
the ability to model groups of residue mutations, either applying them one by 
one on top of the WT protein, or in an accumulative way, which allows us to go 
from one species to another, using a set of manually selected mutations. The 
produced MD trajectories are used for the alchemical free energy calculations, 
and the final ΔΔG is computed as the sum of all the transitions.  
 

Test calculations using the BioExcel workflows for a single system with up to 
2,304 cores for the equilibrium MD simulations and with up to 1,536 cores for 
each of the alchemical free energy calculations indicate that we can use 
thousands of cores in a single job without loss of efficiency. Initial efforts have 
been concentrated on the bat RaTG13 versus the SARS-CoV-2 (the coronavirus 
causing COVID-19) viruses’ mutational space.  
 
  

https://github.com/bioexcel/pmxlaunchCV19
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3 Availability 
 

The main objective of BioExcel-2 WP2, as described in the proposal, is to 
ease the usability of biomolecular compute and data resources through a range 
of scientific workflows and associated deployment environments, with a focus on 
scalability aspects and the integration of HPC and HPDA. A clear example of the 
work done is the broad range of installation and running possibilities available 
for our demonstration workflows. In this section, these possibilities are briefly 
presented, divided into local installation, remote deployment using the BioExcel 
Cloud Portal, and environment modules for HPC executions.  

3.1 Local installation 
 

Ease of installation and deployment is at the core of the BioExcel Building 
Blocks library. The containerization and packaging of the individual categories 
strongly reduces the time and effort needed to install the required dependencies 
to run biomolecular simulation workflows like the ones presented in this 
document. The use of GitHub as a repository to host the workflows source code 
and auxiliary data needed (e.g. examples/tests input and output data, HTML 
tutorials) makes it really easy to download all the required code in just a single 
clone command. Proper registration of the demonstration workflows in the 
European bioinformatics tools registry (bio.tools) helps in finding them and all 
their associated links: GitHub source code, Read the Docs documentation, 
BioExcel Cloud Portal deployment.  
 

All the Jupyter Notebooks demonstration tutorials introduced in this 
document contain a short section named “Conda installation and launch” (Fig. 
3.1). In this section, the list of commands needed to install and run the Jupyter 
Notebook in local computers are offered step by step.  Based on the biobb library 
Conda packages, a new Conda environment is created for each workflow. An 
environment file, previously prepared and integrated in the GitHub source code, 
contains all the required Conda packages to fulfil the needed dependencies. This 
translates to just one single command to install all these dependencies: conda 
env create.  

 
Figure 3.1: Example of a local step-by-step Conda installation for the Protein MD Setup 

Jupyter Notebook tutorial. Only seven steps are needed to start playing with the notebook. 

 
The only requirement on a local computer needs is a previous installation 

of the Conda packaging system. Responding to the first feedback collected in 
different training events, step-by-step Anaconda installation tutorials for the 
three main OS (MacOS, Linux, and Windows) were generated and integrated in 
the biobb website.  
 
 

https://mmb.irbbarcelona.org/biobb/availability/tutorials#installation
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3.2 BioExcel Cloud Portal 
 

The EBI Cloud Portal (ECP) [The public installation] [Read the docs] [API 
source code] has been designed to provide a way for non-technical users to self-
provision ready-to-use cloud Virtual Machines (VMs) over a user-friendly web 
interface and without a steep learning curve. Such infrastructure was supposed 
to be provisioned on demand - primarily to run scientific pipelines - and 
destroyed afterwards. 
 

The Portal uses the Infrastructure-as-Code approach - the VMs are created 
and configured according to recipes stored as git repositories called Applications, 
the majority of which use a combination of Terraform and Ansible to describe 
cloud infrastructure and install required software. 
 

Access to the cloud is handled in the Portal in the form of Configurations, 
which store cloud credentials provided by owners of the infrastructure. 
 

Advanced end users can use their own application recipes and configure 
access to the cloud using their own credentials, but the majority of users are 
expected to benefit from the concept of sharing and using applications provided 
by expert users and cloud access provided by administrators. 
 

The BioExcel Cloud Portal [The public installation][Frontend source code] 
is another front end web application using the EBI Cloud Portal as its engine and 
bio.tools as the source of data. The BioExcel Cloud Portal offers a predefined 
portfolio of applications relevant in the BioExcel domain (sourced from the 
bio.tools catalogue) paired with configurations giving access to shared 
infrastructure where the resulting VMs can be deployed. 
 

Access to both EBI Cloud Portal and BioExcel Cloud portal is guarded by 
JWT-based SSO provided by another EBI system called AAP in combination with 
Elixir AAI. 

3.2.1 Infrastructure 
 

Currently, the BioExcel Cloud Portal has been configured to provide access to 
an OpenStack installation in EBI with capacity of around 50 concurrently 
running VMs; each with 4 vCPUs/8 GB RAM. Users of the Portal can gain access 
to the infrastructure by joining a team within the Portal. The process of granting 
access is currently manual and at the discretion of infrastructure owners (EBI). 
 

3.2.2 Image based VMs 
 

Until recently the BioExcel portal only offered installations of VMs based on 
pre-built images. This approach required publishing the images in an external 
location or installing them in advance in the cloud infrastructure (OpenStack or 
similar). For continuity reasons, the pre-existing image-based installations are 
still available in the Portal.  

https://cloud-portal.ebi.ac.uk/
https://ebi-cloud-portal.readthedocs.io/
https://github.com/EMBL-EBI-TSI/ebi-cloud-portal-api
https://github.com/EMBL-EBI-TSI/ebi-cloud-portal-api
https://en.wikipedia.org/wiki/Infrastructure_as_code
https://www.terraform.io/
https://www.ansible.com/
https://bioexcel.ebi.ac.uk/
https://github.com/EMBL-EBI-TSI/bioexcel-cloud-portal-app
http://bio.tools/
http://bioexcel.bio.tools/
https://aai.ebi.ac.uk/
https://elixir-europe.org/register
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3.2.3 Dynamically built VMs 
 

The image-based VMs come with a number of issues, the biggest of which are: 
 

● no easy way to maintain or modify the software within the image 
● lack of insight of what has been installed inside the VM 
● a need to transfer the images between cloud providers 
● potential incompatibility 

 
To overcome the problems in BioExcel-2, we revisited the idea of building 

VMs dynamically using standard cloud base OS images and the portal-style 
Application recipes. 
 

Resulting work to date has provided two new flavours of VM recipes: 
 

● CWL VM 
● Jupyter VM 

3.2.3.1 CWL VMs 
 

The recipe [Github] dynamically provisions a VM with cwltool and Docker 
installed and clones a configurable CWL demonstration workflow into the 
filesystem. Users access the VM via SSH and can experiment with the workflow 
via command line or using SSH integration in one of the IDEs (such as VSCode). 
This functionality was successfully explored in the last BioExcel Virtual Training 
event: Reproducible analyses with CWL. CWL VMs were used as environments 
for hands-on exercises by participants. Each participant created their own VM 
using the portal. 
 

3.2.3.2 Jupyter VMs 
 

The recipe [Github] provisions a VM in OpenStack, installs a single-user 
Jupyter server, installs dependencies of the notebook automatically, launches the 
notebook server, and exposes it over the web with a randomly generated token. 
A user gets information in the Portal about the IP, where the notebook has been 
exposed, and the password to access it, and can access the notebook using a web 
browser without a need to SSH into a virtual machine. 
 

Thanks to the fact that all Jupyter-based demonstration workflows have a 
standardised way of installation, only one configurable recipe was enough to 
install three different demonstration workflows to date. These are Protein MD 
Setup [bio.tools], Protein-Ligand Complex MD Setup [bio.tools] and Automatic 
Ligand Parameterization [bio.tools]. The Mutation Free Energy Calculation 
workflow needs Docker additionally and that requirement has not been 
accommodated yet, and so is a work in progress. 
 

The Jupyter-based VMs are an alternative to the Binder approach described 
below and give a similar user experience. They show their advantage, where 

https://github.com/EMBL-EBI-TSI/cpa-bioexcel-cwl
https://github.com/common-workflow-language/cwltool
https://bioexcel.eu/events/reproducible-analyses-with-common-workflow-language/
https://github.com/EMBL-EBI-TSI/jupyter-ecp
https://bio.tools/bioexcel_building_blocks_tutorials_protein_md_setup
https://bio.tools/bioexcel_building_blocks_tutorials_protein-ligand_complex_md_setup
https://bio.tools/bioexcel_building_blocks_tutorials_automatic_ligand_parameterization
http://mmb.irbbarcelona.org/biobb/availability/tutorials/pmx
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overcoming Binder-inherent limitations are necessary - such as requiring access 
to Docker for certain workflows.  
 

3.2.4 The Binder 
 

As mentioned previously in the document, the Demonstration Workflows 
have been compatible with MyBinder.org. However, ‘MyBinder.org’ is publicly 
available and often overloaded, and at times, it is impossible to launch any 
notebook there. 
The system behind ‘MyBinder.org’ - the BinderHub - is open source and we are 
aware of other organisations installing it locally, and so we decided to do the 
same for BioExcel. 
 

Additionally, we wanted to secure our binder installation with 
authentication, so that it is available only to a limited audience. 
 

The  BinderHub builds on top of Kubernetes-based Zero to JupyterHub 
installation. The installation process relies on Helm. Single user notebooks run as 
containers, so do the hub and the binder themselves. The notebook containers 
are built dynamically based on well-structured notebook dependencies sourced 
from a public git repository. 
 

The installation of the Binder was relatively easy, especially because we 
could benefit from a preinstalled Kubernetes cluster. There were almost no 
required customisations for unauthenticated installation and the biggest 
problem was a required but not straightforward integration with an image 
repository, which failed for Gitlab and finally worked for DockerHub. 
 

The authentication has been implemented based on an open source JWT 
authenticator and extended by us, so that it additionally performs authorisation 
in a similar way to the Portal. Finally, we were able to link the BioExcel Portal 
and our Binder together, so that the Portal stores the URLs of Demonstration 
Workflows and passes over the authentication token to the Binder and launches 
the notebook. The detailed description of how to launch Demonstration 
Workflow notebooks in the BioExcel Binder instance using the Portal will be 
included in the Deliverable D2.5. 
 

3.3 HPC modules for pre-exascale workflows 
 

Although installation and deployment of the pre-exascale workflows in HPC 
environments is a task that can only be performed by the support system of the 
centres, the philosophy behind the biobb library is still helpful. Conda packages 
for the systems compatible with Conda, or pip packages for the systems only 
compatible with Python, can be used to easily install the set of wrappers offered 
by the library. For the crucial, HPC-designed software dependencies such as 
GROMACS, local hardware-specific installations should be used, as they have 
been accurately adapted for the specific supercomputer infrastructure. The 

http://mybinder.org/
https://binderhub.readthedocs.io/
https://binderhub.readthedocs.io/
https://kubernetes.io/
https://zero-to-jupyterhub.readthedocs.io/en/latest/
https://helm.sh/
https://github.com/mogthesprog/jwtauthenticator
https://github.com/mogthesprog/jwtauthenticator
https://github.com/cibinsb/jwtauthenticator
http://binder.tsi.ebi.ac.uk/
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biobb building blocks are prepared to use external software, not included in the 
Conda packages.  
 

HPC centres typically work with the environment modules package, which 
allows modifications of user’s environments to configure them for the correct 
execution of specific programs. An example could be “module load 
gromacs/2020.2” to configure a proper environment to execute GROMACS MD 
package simulations. A specific module for the biobb library has been produced 
in the BSC MareNostrum supercomputer, and the porting of this module to other 
HPC centres is being explored.  
 

The configuration of a workflow environment using this tool is then done in a 
similar way than with Conda packages: combining different modules for the set 
of workflow software dependencies. In the example of the COVID-19 workflow 
described in the section 2.3.2.6, the modules needed are: 
 

● module load biobb: Configures biobb library and activates Conda 
environment) 

● module load COMPSs/2.6.4: Configures and activates COMPSs 
environment 

● module load singularity: Configures the use of Singularity containers, 
needed to run the pmx and HADDOCK packaged versions  

● module load gromacs/2019.1: Configures the GROMACS v.2019.1 
environment 

 
These modules are available to all users, which will make BioExcel pre-

exascale workflows easily accessible to the scientific community with granted 
HPC resources.  

http://modules.sourceforge.net/
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4 Initial & Updated Roadmap 
 

The first WP2 deliverable in the BioExcel-2 period presented an initial 
roadmap for the first 18 months of the BioExcel workflows package. The 
roadmap contained explicit objectives and milestones that are being revised in 
this section. The roadmap is updated for the second half of the project, with new 
objectives and new (or updated) milestones included. Please note that this 
roadmap encloses WP2 tasks from T2.2 to T2.6. The initial roadmap of T2.1 was 
already revised and updated in the previous D2.2 deliverable (First release of 
workflow-ready building blocks library). Results will be included in the final 
deliverable D2.7 - Final release of demonstration workflows (M36). 

 
T2.2 Definition, development and specification of workflow prototypes 
Objective A: Workflow prototype: Structural conformations from a small molecule 
Objective B: Workflow prototype: Virtual screening with binding free energies 
Objective C: Workflow prototype: HPDA methods combined with HPC calculations 

Milestones Status Comment 
 
A1, B1, C1. Implement 
demonstration workflow 
as a Jupyter Notebook 
 
A2, B2, C2. Prepare the 
workflow to be used with 
PyCOMPSs and CWL 
 
A3, B3, C3.  
Make the workflow 
available through the 
GitHub repository and the 
BioExcel Cloud Portal 
 

 
PARTIALLY 
COMPLETED, 
RESCHEDULED 

 
The objectives proposed for this task were substantially 
reformulated during the first half of the project after revising 
the work planned for the first period of BioExcel-2 in the WP2. 
One of the main interests for the work package is to increase 
visibility and usage of the BioExcel biomolecular simulation 
workflows within the computational biomolecular field. As 
presented in this document, BioExcel workflows are divided in 
two main fields: basic, beginner demonstrations workflows, and 
pre-exascale, real scientific workflows. The first ones are 
thought to be used as a platform to show, tell, and illustrate the 
power of the biobb library and the workflows built from it. The 
second ones are designed to tackle real scientific problems, are 
complex by definition and will be presented as success stories 
improving their visibility. The workflows proposed as 
objectives in T2.2 were somehow in between of these two 
categories, too complex to be used as demonstration tutorials, 
and maybe closer to real scientific problems. We decided to 
move these objectives to the second half of the project, 
replacing them by the demonstration workflows presented in 
this document, specifically designed for training and beginner 
users, which are needed for the dissemination of our library 
and workflows. The results of the new objective can be 
explored in the tutorials section of the biobb website. As 
previously mentioned, they have already been used in different 
training events, thus serving their purpose. 
 

[NEW] Objective D: Workflow prototype: Modelling and simulation of nucleic acids 
[New] Milestones Description 

 
D1. Implement demonstration workflow as a 
Jupyter Notebook  
D2. Prepare the workflow to be used with 
PyCOMPSs and CWL 
D3. Make the workflow available through the 
GitHub repository and the BioExcel Cloud Portal 
D4. Implement and run the workflow in HPC 
infrastructure (pre-exascale) 

 
Workflow to model nucleic acids structures from 
sequence and extract flexibility information from coarse-
grained simulations. Demonstration workflow using 
building blocks for coarse-grained nucleic acids 
simulations (new biobb category), data retrieval 
(biobb_io), MD simulations (biobb_md), and trajectory 
analyses (biobb_analysis). 

http://mmb.irbbarcelona.org/biobb/availability/tutorials
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T2.3 Optimization of Workflows for Exascale computing 

Objective A: Workflows dynamicity, flexibility and elasticity 
Milestones Status Comment 

 
A1. Implement demonstration 
workflows showing dynamicity, 
flexibility, and elasticity 
A2. Make the workflow available 
through the GitHub repository 
and a BSC environment module 
 

 
PARTIALLY 
COMPLETED, 
ONGOING 

 
New PyCOMPSs runtime features that support fault 
tolerance at the task level and dynamic management of 
tasks exception are in place. This mechanism is currently 
being used in the pre-exascale workflows presented in 
this document. 

 

[New] Milestones Description 
A3. Implement demonstration workflows showing 
resilience 
 

 
New PyCOMPSs features adding the capacity to recover 
from hardware failures will be tested. 
 

Objective B: Singularity Workflows 
Milestones Status Comment 

 
B1. Implement demonstration 
workflows with Singularity 
containers 
B2. Make the workflow available 
through the GitHub repository 
and a BSC environment module 
 

 
COMPLETED 

 
The pre-exascale use cases presented in this document 
contain workflows running Singularity containers 
(HADDOCK, pmx) in the BSC Marenostrum 
supercomputer and are controlled by the PyCOMPSs 
workflow manager. Workflows are available from the 
BioExcel GitHub repository and will be made available 
from the EOSC-Life Workflow Hub when it goes live. 
 

[New] Milestones Description 
 
B3. Install and run singularity workflows in 
different HPC infrastructures 
 

 
The pre-exascale workflows running singularity 
containers in the BSC supercomputers will be exported 
to other European HPC centers. 
 

Objective C: Performance Analysis 
Milestones Status Comment 

 
C1. Analysis report of the 
performance of the workflows in 
different HPC systems 

 
COMPLETED, 
ONGOING 

 
Performance analyses are regularly performed for the 
pre-exascale workflows running in the BSC 
MareNostrum supercomputer. PyCOMPSs traces are 
extracted from given runs and studied to further 
improve workflow efficiency. 
 

Objective D: MolSSI collaboration 
Milestones Status Comment 

 
D1. Co-organize the second 
BioExcel-MolSSI workshop on 
workflows in biomolecular 
simulations (follow-up of the 
first workshop run in Barcelona 
in December 2018). 
D2. Continue with an active 
participation in the 
collaboration established, 
creating synergies between 
global biomolecular simulation 

 
COMPLETED, 
ONGOING 

 
The second BioExcel-MolSSI workshop on workflows in 
biomolecular simulations was organized and planned to 
be held from the 31 Mar, 2020 to the 02 Apr, 2020 in 
Washington DC, but was postponed until further notice 
due to COVID-19 travel concerns. The BioExcel-MolSSI 
collaboration is ongoing with the COVID-19 projects, 
especially with the COVID-19 Molecular Structure and 
Therapeutics Hub and the associated BioExcel COVID-19 
database and web server. 
 

https://bioexcel.eu/events/bioexcel-molssi-workshop-on-workflows-in-biomolecular-simulations/
https://bioexcel.eu/events/molssi-bioexcel-workshop-on-workflows-in-biomolecular-simulations/
https://bioexcel.eu/events/molssi-bioexcel-workshop-on-workflows-in-biomolecular-simulations/
https://covid.molssi.org/
https://covid.molssi.org/
https://bioexcel-cv19.bsc.es/


D2.3 – First release of demonstration workflows  38 
 

 

workflow managers.  
 

T2.4 Convergence of HPC and HPDA  
Objective A: Workflows integrating HPC and HPDA 

Milestones Status Comment 
 
A1. Implement demonstration 
workflows showing HPC/HPDA 
convergence 
A2. Make the workflow available 
through the GitHub repository 
and a BSC environment module  
 

 
PARTIALLY 
COMPLETED, 
ONGOING 

 
HPDA libraries compatible with the pre-exascale 
workflows presented in this document are being 
developed (Dislib, biobb_ml), and demonstration 
workflows are being designed, but are not yet ready for 
public dissemination. 

T2.5 Provisioning and maintaining a workflow environment 

Objective A: Infrastructure-as-Code description for Workflows 
Milestones Status Comment 

 
A1. Describe requirements for 
one existing workflow with 
Ansible 
A2. Integrate the workflow into 
BioExcel Portal 
 

 
NOT STARTED, 
BLOCKED,  
TO BE 
REPLACED 
WITH A4 
 

 
Documenting existing workflow installations from 
BioExcel-1 has proven problematic due to dependency 
on accurate documentation on both the original manual 
image creation process and the full image contents, 
which is not currently available.  In light of the success of 
the new approaches to supporting workflows in 
dynamically generated VMs we suggest concentrating 
this effort primarily on generating and supporting new 
workflows/tutorials as reported in A3, and extended in 
A4. 
 

 
A3. Create a new workflow or 
CWL training environment and 
integrate it into the portal 
 

 
COMPLETED 

 
Two new recipes have been created: a dynamic VM with 
CWL and one with the Jupyter Notebook. Also, a more 
universal way of adding new workflows to the portal has 
been implemented, eliminating the need to hardcode 
new workflow types in the portal. 
 

[New] Milestones Description 
 
A4. Environments for workshop/training events  
 

 
Prepare an environment for a workshop/training event 
around biobb. Integrate that environment with the 
portal, if possible and beneficial. 
 

 
A5. Other cloud providers than OpenStack for 
workflow environments 
 

 
Explore the options of using other cloud providers than 
OpenStack for workflow environments (possibly Google 
GCP - work started and OpenNebula). Adapt one of the 
existing recipes or create a new one for the new cloud 
provider. If possible and beneficial, integrate with the 
Portal. 
 

Objective B: Shared Infrastructure for Workflows 
Milestones Status Comment 

 
B1. Investigate BinderHub and 
related technologies and try to 
install it/them locally on EBI 
infrastructure 
 

 
COMPLETED 

 
The investigation and installation of the BinderHub were 
successful and the topic will be continued with new 
milestones being set up. 

https://www.bsc.es/research-and-development/software-and-apps/software-list/dislib
https://github.com/bioexcel/biobb_ml
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[New] Milestones Description 
 
B2. Make the BinderHub installation production-
ready 
 

 
Kubernetes administration, CI/CD, monitoring, test 
environment. 
 

 
B3. Integrate the BinderHub with the Portal 
 

 
The work has been started - there are entries in the 
portal that allow launching a workflow in Binder. 
Remaining topics include authentication error handling 
and new icons for the binder. 
 

 
B4. Restrict access to the BinderHub by 
authentication/authorization 
 

 

The work has been started and JWT Authentication 
works. Remaining topics: log out from the Binder, 
restrict allowed repositories. 

 
B5. Customise the BinderHub by adding BioExcel 
branding 
 

 
Make local BinderHub installation distinguishable from 
the public infrastructure, with BioExcel branding. 
 

Objective C: Improved UX in BioExcel Portal 
Milestones Status Comment 

 
C1. Reimplement the portal so 
that sharing infrastructure and 
applications does not require the 
presence of a portal 
administrator during events 
 

 
COMPLETED 

 
The concept of managers was introduced in the Portal, 
and thanks to it, the owner of the infrastructure can 
delegate granting access to the cloud to so called 
managers - typically organisers/trainers during the 
event. Additionally, more UX improvements around the 
training use-case were introduced, notably a way to log 
in to the Portal without the Elixir AAI account (which 
was previously reported as difficult/blocking by the 
users). The User Experience in the Portal is going to be 
continuously improved, but the work is going to be 
reported as a part of either objective A or B. 
 

Objective D: Remote Environment for Jupyter Notebooks 
Milestones Status Comment 

 
D1. Investigate technologies 
involved. Try implementing ECP 
application that provides 
exclusive (VM) environment for 
Jupyter Notebook execution 
 

 
COMPLETED 

 
We created the recipe for the dynamically built VM with 
Jupyter Notebook installation compatible with most of 
the demonstration workflows in D2.3 and we integrated 
it with the portal. We will continue the work looking into 
Docker requirements for workflows (New D2). 

[New] Milestones Description 
 
D2. Docker executions within Demonstration 
Workflows 
 

 
Investigate Docker requirement of Demonstration 
Workflows and implement that requirement in the 
Jupyter VM environment. Investigate if this is also 
possible in the Binder environment. 
 

Objective E: Platform for executing CWL-described workflows 
Milestones Status Comment 

 
E1. Obtain (possibly help to 
create) a CWL workflow in the 
BioExcel Community and run it 
in the GA4GH system; adapt the 
workflow to the system needs, if 

 
PARTIALLY 
COMPLETED, 
ONGOING 

 
We have successfully run a CWL workflow from the 
BioExcel Community [Github] on a demonstration 
installation of the Elixir Cloud & AAI distributed system. 
Elixir Cloud & AAI is one of the driver projects of the 
GA4GH initiative. We encountered problems related to 

https://github.com/bioexcel/biobb_wf_mutations
https://github.com/elixir-cloud-aai
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necessary 
 

the NFS storage used during the workflow run, which 
were already known to biobb implementers. On an 
installation backed by GlusterFS storage, the workflow 
ran successfully. After further evaluation, it is felt that 
further integration of the GA4GH/Elixir workflow system 
to the BioExcel portal and/or sharing access to the 
system with the BioExcel community is problematic at 
this time due to the immature status of the GA4GH 
system and its components. For this reason a watching 
brief will be kept on ongoing GA4GH developments and 
in the meantime milestone E1 is updated as below to 
explore additional/ alternative methods for executing 
CWL workflows. If the GA4GH system becomes 
sufficiently stable and mature at a later time to be 
offered directly to BioExcel users, its integration will be 
revisited. 
 

[Updated] Milestones Description 
 
E1. Obtain (possibly help to create) a CWL 
workflow in the BioExcel Community and run it in 
the GA4GH system; adapt the workflow to the 
system needs, if necessary 
 

 
Depending on the general availability of the GA4GH 
system, offer access to the BioExcel community and 
investigate integrating the run of a demonstration 
workflow into the Portal. Alternative web-based 
platforms for executing CWL such as Arvados may also 
be explored. 
 

T2.6 Retaining usability, interoperability, and reproducibility in Exascale workflows 

Objective A: CWL task support in KNIME and Galaxy to enable scalable execution from 
graphical workflow managers 

Milestones Status Comment 
 
A1. Demonstrate biobb 
building blocks invoked from 
Galaxy as CWL tools 
 

 
PARTIALLY 
COMPLETED, 
REVISED 

 
We explored Galaxy’s branch with experimental support 
for CWL tools in combination with Ansible-based install 
of Galaxy server. The conclusion is that installation of 
CWL tools in Galaxy servers is currently hard to 
automate, lacks documentation and still requires manual 
customization that needs further modifications of the 
building blocks.  
 
A selection of the first biobb building blocks, executing 
using Docker BioContainers, was added to the Galaxy 
Tool Shed and tested on a BSC Galaxy Server, this more 
direct route now seems more promising than waiting for 
Galaxy’s CWL support to mature. 
 

 
A2. KNIME CWL node that 
executes containers remotely 
on multiple hosts 
 

 
INVESTIGATED, 
REVISED 

 
Following an initial investigation we decided not to 
pursue development of CWL support for KNIME, as we 
found its table-based data model worked poorly with the 
molecular dynamics data passed between BioExcel 
Building Blocks. Although this feature would be 
desirable, a reusable solution would also require far 
more effort than what is available for this sub-task, as it 
requires both dynamic Java GUI elements and integration 
with CWL execution backends.  
 
For a graphical workflow interface we will instead focus 
further on Galaxy (revised A1), which already support 
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multiple distributed backends like Slurm.  
 
We will make it easier to install a biobb-enabled Galaxy 
instance (new A3), e.g. by industry users as we have 
already seen interest for (Diamond Light Source, WP3).  
 
For scalable CWL workflow execution we will instead 
focus on the workflow engine Toil, which can connect to 
Slurm, AWS and other backends (revised A2) 
 

[Updated/New] Milestones Description 
 
A1. Demonstrate biobb building blocks invoked 
from Galaxy as CWL tools 
 
 
 

 
Compare Galaxy integration of biobb using CWL-
wrapped biobb in Galaxy (supporting both Conda and 
Docker), versus the direct command line approach using 
BioContainers. Register recent additional building blocks 
in Galaxy Shed. 
 

 
A2. BioExcel workflow running on multiple hosts on 
Toil 
 

 
Using the COVID-19 BioExcel workflow as example, 
benchmark distributed execution on Toil on backends 
like AWS, Slurm. Investigate Toil support for Kubernetes. 
 

 
A3. Improve automated installation of biobb 
building blocks in Galaxy 
 

 
Generate Ansible script for setting up a Galaxy server 
with biobb building blocks and example workflows pre-
installed, using Conda or BioContainers.  
 

Objective B: HPC-specific annotations in CWL workflow to improve scheduling 
Milestones Status Comment 

 
B1. Extension of CWL engine 
using Singularity/SLURM-
specific annotations  
 

 
PARTIALLY 
COMPLETED, 
REVISED 

 
While this approach was explored, CWL community 
agreement was not reached to make a generic solution. 
 
Specifying GPU support has been raised as more pressing 
by the community, particularly to optimize cloud 
allocation and scheduling. Collaborations have started 
with the CWL Leadership Team and NVIDIA developers.  
 
In particular Kubernetes is now showing promise as a 
mature backend for HW-specific workflow execution, e.g. 
using NVIDIA’s gpu-feature-discovery labels. 
 
Instead of a generic approach we are now focusing on 
adding NVIDIA CUDA requirements as CWL annotations 
(revised B1), in order to use nvidia-docker (previously 
used successfully with GROMACS) along with informing 
Toil for selecting GPU/FPGA-accelerated AWS instances, 
also of importance in machine learning scenarios. 
 

 
B2. Draft of generalized HPC 
annotation extension for CWL 
 

 
REVISED 

 
While we could not agree a generic annotation scheme 
for job managers, a specific NVIDIA CUDA annotation is 
now being formalized as a pragmatic extension for the 
CWL reference implementation.  
 
The goal is for this to further inform a generic vendor-
neutral solution for the CWL specifications, e.g. recently 

https://github.com/common-workflow-language/common-workflow-language/issues/587
https://github.com/NVIDIA/gpu-feature-discovery
https://github.com/NVIDIA/nvidia-docker
https://pages.awscloud.com/GLOBAL-other-LN-accelerated-computing-free-trial-2020-interest.html
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released OpenCL 3.0 moved to almost all features being 
optional, and so a CWL workflow using GROMACS with 
OpenCL would need to specify which particular OpenCL  
features are desired or required. 
 

[Updated] Milestones Description 
 
B1. Extension of CWL engine for 
GPU/Singularity/SLURM-specific scheduling  
 
 

 
Working with GPU industry and the CWL community, 
extend a CWL engine like Toil to optimize selection of 
cloud instances and scheduler parameters based on CWL 
annotation extensions, with NVIDIA CUDA GPU as use 
case. 
 

 
B2. NVIDIA CUDA-specific CWL extension. Plan for 
generalized HPC annotation extension for CWL 
 

 
Formalize CWL extension for CUDA support, tested in 
reference implementation. Gather requirements and 
form initial designs for OpenCL annotations. 
 

Objective C: Hardware-specific packaging of BioExcel-related tools in Conda / Docker 
Milestones Status Comment 

 
C1. Demonstrate HW-optimized 
GROMACS in BioConda 
 

 
COMPLETED 

 
We enhanced our BioConda recipe for Gromacs to add 
multiple builds for memory sub-architectures as 
previously explored for container images, which was 
accepted by the BioConda community. We explored 
supporting Nvidia Cuda as BioConda dependencies, but 
found several interoperability issues. Conversations with 
NVIDIA staff confirm that it is preferable to inject CUDA 
libraries from the host rather than bundle them with the 
tool. 
Working with WP1 we explored heavily how to build and 
distribute hardware-dependent Docker/Singularity 
containers. Our previous method of a monolithic multi-
build container was revised to use GitHub Actions and 
the Nvidia HPC Container Maker with alternate images 
for each architecture, that are then combined in a 
dispatcher container. This successful approach will be 
documented for the container/reproducibility 
community (new C3). 
 

 
C2. Draft of Conda extension for 
hardware variant 
 

 
PARTIALLY 
COMPLETED 

 
Agreement was reached with BioConda community for 
convention for installing multiple binaries with a 
dispatcher on Conda environment load that modifies 
PATH. Further work includes writing up this 
methodology and investigate its applicability for other 
Conda packages (Revised C2). 
 

[Updated/New] Milestones Description 
 
C2. Document Conda convention for building 
hardware variant binaries 
 
 

 
Document for the BioConda community our experience 
with building hardware-specific packages of GROMACS, 
and test on other tools like CP2K or machine learning 
libraries. 
 

 
C3. Document method for building hardware-
specific Docker containers 

 
Document for reproducibility community our approach 
for how to build containers of hardware-optimized 

https://www.khronos.org/news/press/khronos-group-releases-opencl-3.0
https://anaconda.org/bioconda/gromacs
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 binaries, using multple-stages, GitHub Actions and 
dispatchers. 
 

Objective D: Ensuring reproducible container execution on HPC 
Milestones Status Comment 

 
D1. Demonstrate provenance 
recording of container image 
variant selection 
 

 
ONGOING, 
REVISED 

 
Effort on CWL provenance capture was moved to focus 
on provenance support in the Toil engine, as compared 
to the reference implementation Toil supports larger 
scale execution (revised D1). This however adds 
scalability requirements for provenance capture to not 
significantly slow down pre-exascale workflow execution 
(new D3). 
 
Working with BioSchemas and RO-Crate communities 
we plan in second half of BioExcel-2 to capture container 
image data as part of Workflow Hub registration and 
EOSC-Life workflow benchmarking, so this objective will 
also update CWLProv to align closer with the (newer) 
RO-Crate specifications. 
 

 
D2. Capturing GROMACS self-
diagnostics as JSON provenance 
by biobb/CWL to record 
hardware-dependent choices 
 

 
REVISED 

 
The move to alternate images has reduced the need for 
recording this kind of self-diagnostic as provenance, 
however the need for reporting detailed dependency 
versions and compile settings remain. 
 
Working with bioinformatics tools developers at BOSC 
2019 CodeFest we started developing a generic way for 
tools to structurally report their versions, dependencies 
and compile settings, e.g. argument --version=json. We 
will prototype this in biobb building blocks, which have 
deeper access to its dependencies through the Conda 
environment (revised D2). 
 

[Updated/New] Milestones Description 
 
D1. Demonstrate provenance recording of 
container image variant selection 

 
Further develop the CWLProv support in Toil to scale on 
distributed workflow execution (e.g. cloud, HPC), e.g. by 
selectively less granular provenance capture for large or 
”boring” data that would otherwise slow down 
execution. 
 

 
D2. Capture detailed version information from 
biobb workflow provenance 
 

 
Working with bioinformatics tools community, adapt 
detailed versioning recording for biobb building blocks 
and capture in provenance trace 
 

 
D3. Demonstrate scalable provenance recording of 
CWL workflows 
 

 
Implement partial provenance collection in the CWL 
engine Toil, demonstrate and benchmark effect of adding 
provenance recording to distributed workflow 
executions 
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5 Conclusions 
 

The first release of BioExcel demonstration workflows is available from the 
BioExcel GitHub repository. It includes a varied collection of workflows, from 
basic demonstrators to pre-exascale, HPC-focused workflows tackling important 
scientific questions. The BioExcel software main codes GROMACS, HADDOCK and 
pmx have been integrated in these workflows and used in complex scientific 
studies.  

 
The BioExcel Building Blocks (biobb) is now a mature software library. The 

continuous extension of the library with new biomolecular simulation tools is 
increasing the complexity of the workflows assembled using the building blocks. 
A set of demonstration workflows embedded in Jupyter Notebooks have been 
implemented and made available from the biobb main website, divided in two 
categories: workflow tutorials, designed to show the power of the library and 
highlight its FAIR software philosophy and library versatility tutorials, 
showcasing how the library can be used in different infrastructures and with 
different workflow managers.  
 

Within the work being done in the research demonstration use cases for the 
BioExcel-2 period, HPC-focused workflows including GROMACS, HADDOCK and 
pmx have been designed and implemented. These pre-exascale workflows have 
been specifically designed to make an efficient usage of large supercomputers, an 
essential functionality for the coming exascale machines. One of these workflows 
has been quickly modified and adapted to study a COVID-19 related project, 
demonstrating the power and flexibility of our approach. Massive studies are 
being planned, with the goal of being able to use thousands of cores with one 
single job.  
 

The BioExcel Cloud Portal has been updated in the first period of BioExcel-2, 
now offering the possibility to automatically deploy Jupyter Notebooks, including 
the biobb demonstration workflows, thanks to a local MyBinder installation. 
Deployment of Virtual Machines has also been updated, including a dynamic VM 
building from standard cloud base images and software repositories. VM recipes 
for Jupyter Notebooks and CWL-described workflows are now available.  
 

The roadmap presented in the D2.1 has been revised, with no big deviations 
observed, rather than some modifications on the objectives and milestones. The 
roadmap has been updated according to the work achieved so far, with new 
milestones proposed for the end of the project. Results will be presented in the 
final deliverable D2.7 - Final release of demonstration workflows (M36). 
 

A visibility strategy for the BioExcel workflows, and in particular, for the 
biobb library, is being followed. It was written together with the WP3 and WP5, 
and includes training events, success stories and scientific publications, but also 
direct contact and demonstrations to academic and industry experts. 
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7 Appendix  
 

7.1 Protein MD Setup 
 
Name Protein MD Setup 

Description 
Step-by-step tutorial illustrating the process of setting up a simulation 

system containing a protein, based on Justin A. Lemkul GROMACS tutorial 

Biobb modules used io, model, md and analysis 

Source code https://github.com/bioexcel/biobb_wf_md_setup 

HTML documentation http://mmb.irbbarcelona.org/biobb/availability/tutorials/md_setup 

Readthedocs 
Documentation 

https://biobb-wf-md-setup.readthedocs.io/en/latest/index.html 

bio.tools https://bio.tools/bioexcel_building_blocks_tutorials_protein_md_setup 

MyBinder 
https://MyBinder.org/v2/gh/bioexcel/biobb_wf_md_setup/master?filepath=
biobb_wf_md_setup%2Fnotebooks%2Fbiobb_MDsetup_tutorial.ipynb 

 
Workflow steps: 
 

1. Input Parameters: Input parameters needed for the workflow. In this 
case, just a PDB code is needed (e.g. 1AKI). 
 

2. Fetch PDB Structure: Fetching the PDB structure file from the RCSB PDB 
database, using a building block from the biobb_io module. An additional 
cell is added to visualize the downloaded 3D structure with the NGLview 
tool. This is quite useful when dealing with structures with multiple 
chains or multiple copies in the asymmetric unit. The visual inspection 
allows a quick identification of the units present in the downloaded 
structure. 

 
3. Fix Protein Structure: This step checks and fixes (if needed and if 

possible) the protein structure, using a building block from the 
biobb_model module. During the checking process, information about the 
structure is collected and listed in the output (e.g. nº of chains, models, 
heteroatoms, water molecules) and several possible structure issues are 
explored (e.g. atomic clashes, incorrect amide assignments, backbone 
breaks, missing residues). Missing side-chain atoms are automatically 
added, and incorrect amide assignments are automatically solved. As with 
the previous step, an additional cell is added to visualize the 3D structure 
and explore the side-chain atoms added and the issues solved (if any). 

 
4. Create Protein System Topology: This step builds a GROMACS topology 

corresponding to the protein structure. The force field and the water 
molecule type can be selected using the tool parameters. The default force 
field is AMBER99sb-ildn, and the water type is SPC/E. Hydrogen atoms 
will be automatically added and disulfide bridges automatically identified 
and reflected in the topology. Again, an additional cell is added to 
visualize the 3D structure and explore the newly added hydrogen atoms. 
From this step on, all the building blocks used in the setup process are 
from the biobb_md module. 

http://www.mdtutorials.com/gmx/lysozyme/index.html
https://github.com/bioexcel/biobb_wf_md_setup
http://mmb.irbbarcelona.org/biobb/availability/tutorials/md_setup
https://biobb-wf-md-setup.readthedocs.io/en/latest/index.html
https://bio.tools/bioexcel_building_blocks_tutorials_protein_md_setup
https://mybinder.org/v2/gh/bioexcel/biobb_wf_md_setup/master?filepath=biobb_wf_md_setup%2Fnotebooks%2Fbiobb_MDsetup_tutorial.ipynb
https://mybinder.org/v2/gh/bioexcel/biobb_wf_md_setup/master?filepath=biobb_wf_md_setup%2Fnotebooks%2Fbiobb_MDsetup_tutorial.ipynb
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5. Create Solvent Box: In this step, the system box is defined. The type and 

size of the box can be modified from the tool parameters. In this example, 
a cubic box is used to define the unit cell, with a distance from the protein 
to the box edge of 1.0 nm (10 Å). 

 
6. Fill the Box with Water Molecules: After defining the system box, this 

step is filling it with water molecules. An additional cell is added to 
visualize the 3D structure and explore the water molecules surrounding 
the protein. 

 
7. Add Ions: In this step, several counterions are added to neutralize the 

protein structure charge. In addition, an extra number of ions could be 
added to reach a given ion concentration using the tool parameters. In 
this example, the system is just neutralized. An additional cell is added to 
visualize the 3D structure and explore the newly added ions. This is 
particularly important, as the ion molecules are randomly placed in the 
solvent box, substituting some water molecule. Ions placed onto the 
surface or into cavities of the protein should be avoided, as they could 
interfere with the energetics and dynamics of the system. 

 
8. Energetically Minimize the System: Once the system is complete, an 

energetic minimization should be performed. Method, steps, and desired 
energy can be changed using the tool parameters. In this example, the 
steepest descent method with a maximum force of 500 KJ/mol*nm2 and 
5000 number of steps is used. The change in the energy gained through 
the minimization process is extracted with a building block from the 
biobb_analysis module and represented with a 2D plot in additional cells.  

 
9. Equilibrate the System (NVT): In this step, the equilibration process is 

started. The workflow contains two equilibration steps: NVT and NPT. 
The first one is run in an NVT ensemble: constant number of particles (N), 
volume (V), and temperature (T). The protein heavy atoms are restrained; 
their movement is permitted, but only after overcoming a substantial 
energy penalty. This allows the solvent to equilibrate around the protein, 
without the added variable of structural changes in the protein. Number 
of steps, step size, and temperature can be changed using the tool 
parameters. In this example, a step size of 2 fs, a temperature of 300K, and 
5000 equilibration steps are used. The change in the temperature 
throughout the equilibration process is extracted with a building block 
from the biobb_analysis module and represented with a 2D plot in 
additional cells.  

 
10. Equilibrate the System (NPT): The second step of the equilibration 

process is run in an NPT ensemble: constant number of particles (N), 
pressure (P), and temperature (T). The protein heavy atoms are still 
restrained. The number of steps, the step size, and the algorithm for 
pressure coupling can be changed using the tool parameters. In this 
example, a step size of 2 fs, the Parrinello-Rahman algorithm for pressure 
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coupling, and 5000 equilibration steps are used. The change in the 
pressure and density through the equilibration process is extracted with a 
building block from the biobb_analysis module and represented with a 2D 
plot in additional cells.  

 
11. Unrestrained Molecular Dynamics Simulation: After the equilibration 

process, with the system at a desired temperature and pressure, the 
position restraints can be released and a final short unrestrained MD 
simulation can be launched. This step is very important to ensure the 
robustness of the system and will give us confidence on the stability of 
our system in order to transfer the calculations to a computational cluster 
or supercomputer. The MD integration algorithm, the time step, and the 
total number of steps can be changed using the tool parameters. In this 
example, a time step of 2 fs and 50000 steps (producing 100 ps of MD) are 
used. Quality control analysis of the short unrestrained MD simulation are 
computed with building blocks from the biobb_analysis module (RMSd, 
RGyr), and represented with 2D plots in additional cells.  

 
12. Post-process and Visualize Resulting 3D Trajectory: The last step 

before collecting the workflow outputs is the post-processing of the short 
trajectory generated in the previous step, and its visualization. An 
“imaging” process is run to correct issues coming from the Periodic 
Boundary Conditions (PBC) and water molecules as well as ions are 
stripped from the trajectory to create a dry trajectory. A corresponding 
dry structure is also generated by extraction from the dry trajectory. 
Finally, the dry trajectory is visualized with NGLview using the dry 
structure as a topology. 

  
13. Output Files: After running all the steps sequentially, the pipeline 

produces a set of output files representing the protein system prepared to 
be used as input files for an MD simulation, with the most important ones 
being the final structure, the topology, and the checkpoint files, which are 
all needed to start the MD simulation. 
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7.2 Ligand Parameterization 
 

Name Ligand Parameterization 

Description 
Step-by-step tutorial illustrating the process of ligand 

parameterization for a small molecule 

Biobb modules used io, chemistry 

Source code https://github.com/bioexcel/biobb_wf_ligand_parameterization 

HTML documentation 
http://mmb.irbbarcelona.org/biobb/availability/tutorials/ligand-
parameterization 

Readthedocs 
Documentation 

https://biobb-wf-ligand-
parameterization.readthedocs.io/en/latest/index.html 

bio.tools 
https://bio.tools/bioexcel_building_blocks_tutorials_automatic_ligand_para
meterization 

MyBinder 
https://MyBinder.org/v2/gh/bioexcel/biobb_wf_ligand_parameterization/ma
ster?filepath=biobb_wf_ligand_parameterization%2Fnotebooks%2Fbiobb_lig
and_parameterization_tutorial.ipynb 

 
Workflow steps: 
 

1. Input Parameters: Input parameters needed for the workflow. In this 
case, three parameters are needed: 
 
o ligandCode: 3-letter code of the ligand structure (e.g. IBP) 
o mol_charge: Molecule net charge (e.g. -1) 
o pH: Acidity or alkalinity for the small molecule. Hydrogen atoms will be added 

according to this pH (e.g. 7.4). 

 
2. Fetch PDB Structure: Fetching the ligand structure in PDB format from 

the IRB PDB MIRROR database, using a building block from the biobb_io 
module. An additional cell is added to visualize the ligand structure with 
the NGLview tool. 
 

3. Add Hydrogen Atoms: Adding hydrogen atoms to the small molecule, 
according to a given pH. The step uses a building block from the 
biobb_chemistry module, which wraps the OpenBabel toolbox. An 
additional cell is added to visualize the newly added hydrogen atoms. 
 

4. Energetically Minimize Hydrogen Atoms: Step to energetically 
minimize the newly added hydrogen atoms. Two additional cells are 
included after this step, one to visualize the energetically minimized 
hydrogen atoms, and another one with three representations (the original 
ligand, the ligand with hydrogen atoms added, and the ligand with energy 
minimized hydrogen atoms) for the sake of graphical comparison. 
 

5. Generate ligand parameters: The last step of the workflow is generating 
the parameters for the small molecule. The force field used in this 
example is the General AMBER Force Field (GAFF), which is often used for 
small molecules. The step uses a building block from the biobb_chemistry 
module that wraps the ACPype tool, which is internally using 
Antechamber from the Ambertools package. 

 
 

https://github.com/bioexcel/biobb_wf_ligand_parameterization
http://mmb.irbbarcelona.org/biobb/availability/tutorials/ligand-parameterization
http://mmb.irbbarcelona.org/biobb/availability/tutorials/ligand-parameterization
https://biobb-wf-ligand-parameterization.readthedocs.io/en/latest/index.html
https://biobb-wf-ligand-parameterization.readthedocs.io/en/latest/index.html
https://bio.tools/bioexcel_building_blocks_tutorials_automatic_ligand_parameterization
https://bio.tools/bioexcel_building_blocks_tutorials_automatic_ligand_parameterization
https://mybinder.org/v2/gh/bioexcel/biobb_wf_ligand_parameterization/master?filepath=biobb_wf_ligand_parameterization%2Fnotebooks%2Fbiobb_ligand_parameterization_tutorial.ipynb
https://mybinder.org/v2/gh/bioexcel/biobb_wf_ligand_parameterization/master?filepath=biobb_wf_ligand_parameterization%2Fnotebooks%2Fbiobb_ligand_parameterization_tutorial.ipynb
https://mybinder.org/v2/gh/bioexcel/biobb_wf_ligand_parameterization/master?filepath=biobb_wf_ligand_parameterization%2Fnotebooks%2Fbiobb_ligand_parameterization_tutorial.ipynb
http://ambermd.org/antechamber/gaff.html
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6. Output Files: After running all the steps sequentially, the pipeline 
produces three files representing the small molecule parameters to be 
used in a GROMACS MD simulation. The three files are the structure (gro), 
the topology (top), and the include topology file (itp). 
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7.3 Protein-Ligand Complex MD Setup 
 

Name Protein-complex MD Setup 

Description 
Step-by-step tutorial illustrating the process of setting up a simulation 

system containing a protein in complex with a ligand 

Biobb modules used io, model, structure_utils, chemistry, md and analysis 

Source code https://github.com/bioexcel/biobb_wf_protein-complex_md_setup 

HTML documentation 
http://mmb.irbbarcelona.org/biobb/availability/tutorials/protein-
complex_md_setup 

Readthedocs 
Documentation 

https://biobb-wf-protein-complex-md-
setup.readthedocs.io/en/latest/index.html 

bio.tools 
https://bio.tools/bioexcel_building_blocks_tutorials_protein-
ligand_complex_md_setup 

MyBinder 

https://MyBinder.org/v2/gh/bioexcel/biobb_wf_protein-
complex_md_setup/master?filepath=biobb_wf_protein-
complex_md_setup%2Fnotebooks%2Fbiobb_Protein-
Complex_MDsetup_tutorial.ipynb 

 
Workflow steps: 
 

1. Input Parameters: Input parameters needed for the workflow. In this 
case, three parameters are needed: 
 
o pdbCode: PDB code of the protein-ligand complex structure (e.g. 3HTB) 
o ligandCode: Small molecule 3-letter code for the ligand structure (e.g. JZ4) 
o mol_charge: Charge of the small molecule, needed to add hydrogen atoms. 

 
2. Fetch PDB Structure: Fetching the PDB structure file from the RCSB PDB 

database, using a building block from the biobb_io module. Splitting the 
molecule in three different files: protein structure, ligand structure, and 
protein-ligand complex structure, using tools from the 
biobb_structure_utils module. An additional cell is added to visualize the 
three different structures with the NGLview tool. 

 
3. Fix Protein Structure [protein only]: This step checks and fixes (if 

needed, and if possible) the protein structure, using a building block from 
the biobb_model module. During the checking process, information about 
the structure is collected and listed in the output (e.g. nº of chains, 
models, heteroatoms, water molecules) and several possible structure 
issues are explored (e.g. atomic clashes, incorrect amide assignments, 
backbone breaks, missing residues). Missing side-chain atoms are 
automatically added, and incorrect amide assignments are automatically 
solved. As with the previous step, an additional cell is added to visualize 
the 3D structure and explore the side-chain atoms added and the issues 
solved (if any). 

 
4. Create Protein System Topology [protein only]: This step builds a 

GROMACS topology corresponding to the protein structure using a 
building block from the biobb_md module. The force field and the water 
molecule type can be selected using the tool parameters.  The default 
force field is AMBER99sb-ildn, and the water type is SPC/E. Hydrogen 
atoms will be automatically added and disulfide bridges automatically 

https://github.com/bioexcel/biobb_wf_protein-complex_md_setup
http://mmb.irbbarcelona.org/biobb/availability/tutorials/protein-complex_md_setup
http://mmb.irbbarcelona.org/biobb/availability/tutorials/protein-complex_md_setup
https://biobb-wf-protein-complex-md-setup.readthedocs.io/en/latest/index.html
https://biobb-wf-protein-complex-md-setup.readthedocs.io/en/latest/index.html
https://bio.tools/bioexcel_building_blocks_tutorials_protein-ligand_complex_md_setup
https://bio.tools/bioexcel_building_blocks_tutorials_protein-ligand_complex_md_setup
https://mybinder.org/v2/gh/bioexcel/biobb_wf_protein-complex_md_setup/master?filepath=biobb_wf_protein-complex_md_setup%2Fnotebooks%2Fbiobb_Protein-Complex_MDsetup_tutorial.ipynb
https://mybinder.org/v2/gh/bioexcel/biobb_wf_protein-complex_md_setup/master?filepath=biobb_wf_protein-complex_md_setup%2Fnotebooks%2Fbiobb_Protein-Complex_MDsetup_tutorial.ipynb
https://mybinder.org/v2/gh/bioexcel/biobb_wf_protein-complex_md_setup/master?filepath=biobb_wf_protein-complex_md_setup%2Fnotebooks%2Fbiobb_Protein-Complex_MDsetup_tutorial.ipynb
https://mybinder.org/v2/gh/bioexcel/biobb_wf_protein-complex_md_setup/master?filepath=biobb_wf_protein-complex_md_setup%2Fnotebooks%2Fbiobb_Protein-Complex_MDsetup_tutorial.ipynb
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identified and reflected in the topology. Again, an additional cell is added 
to visualize the 3D structure and explore the newly added hydrogen 
atoms. 

 
5. Create Ligand System Topology [ligand only]: This step builds a 

GROMACS topology corresponding to the ligand structure using building 
blocks from the biobb_chemistry module. The process follows the steps 
used in the previous ligand parameterization tutorial: add hydrogen 
atoms, energetically minimize the system, and generate ligand 
topology (parameters). A final additional cell is added to visualize the 
ligand’s 3D structures. 

 
6. Prepare Ligand Restraints [ligand only]: In order to apply restraints to 

the small molecule in the following protein-ligand complex minimization 
and equilibration steps, a GROMACS index file with a new group including 
just the small molecule and the associated position restraints file are 
generated in this step, using building blocks from the biobb_md module. 

 
7. Create new protein-ligand complex structure file: This step is building 

the new protein-ligand system with the newly created protein and ligand 
systems (fixed structure, hydrogen atoms). This new structure is needed 
for GROMACS as it is force field-compliant, has all the new hydrogen 
atoms, and the atom names are matching the newly generated protein 
and ligand topologies. 

 
8. Create new protein-ligand complex topology file: This step is building 

the new protein-ligand complex GROMACS topology file by joining the 
independently generated, protein and ligand topologies. From this point 
on, the steps required to prepare the system are the same ones as the 
ones used in the Protein MD Setup example, with only little differences in 
input parameters. 

 
9. Create Solvent Box: In this step, the system box is defined. The type and 

size of the box can be modified from the tool parameters. In this example, 
a truncated octahedron box is used to define the unit cell, with a distance 
from the protein to the box edge of 0.8 nm (8 Å).  

 
10. Fill the Box with Water Molecules: After defining the system box, this 

step is filling it with water molecules. An additional cell is added to 
visualize the 3D structure and explore the water molecules surrounding 
the protein. 

 
11. Add Ions: In this step, several counterions are added to neutralize the 

system’s charge. In addition, an extra number of ions could be added to 
reach a given ion concentration, using the tool parameters. In this 
example, the system is neutralized, and additional ions are added to reach 
an ion concentration of 0.05 M. An extra cell is added to visualize the 3D 
structure and explore the newly added ions. This is particularly 
important, as the ion molecules are randomly placed in the solvent box, 



D2.3 – First release of demonstration workflows  53 
 

 

substituting some water molecule. Ions placed onto the surface or into 
cavities of the protein should be avoided, as they could interfere with the 
energetics and dynamics of the system. 

 
12. Energetically Minimize the System: Once the system is complete, an 

energy minimization should be performed. The method, the steps, and the 
desired energy can be changed using the tool parameters. In this example, 
the steepest descent method with a maximum force of 500 KJ/mol*nm2 
and 5000 number of steps is used. The change in the energy gained 
throughout the minimization process is extracted with a building block 
from the biobb_analysis module and represented with a 2D plot in 
additional cells.  

 
13. Equilibrate the System (NVT): In this step, the equilibration process is 

started. The workflow contains two equilibration steps: NVT and NPT. 
The first one is run in an NVT ensemble: constant number of particles (N), 
volume (V), and temperature (T). The heavy atoms of the protein and the 
ligand are restrained; their movement is permitted, but only after 
overcoming a substantial energy penalty. This allows the solvent to 
equilibrate around the protein-ligand system. To avoid temperature-
coupling problems, a new "system" group is generated, including 
the protein-ligand complex, and is assigned to a single thermostate group. 
The number of steps, the step size, and temperature can be changed using 
the tool parameters. In this example, a step size of 2 fs, temperature of 
300 K, and 5000 equilibration steps are used. The change in the 
temperature throughout the equilibration process is extracted with a 
building block from the biobb_analysis module and represented with a 2D 
plot in additional cells.  

 
14. Equilibrate the System (NPT): The second step of the equilibration 

process is run in an NPT ensemble: constant number of particles (N), 
pressure (P), and temperature (T). The protein and ligand heavy atoms 
are still restrained. The number of steps, the step size, and the algorithm 
for pressure coupling can be changed using the tool parameters. In this 
example, a step size of 2 fs, the Parrinello-Rahman algorithm for pressure 
coupling, and 5000 equilibration steps are used. The change in the 
pressure and density through the equilibration process is extracted with a 
building block from the biobb_analysis module and represented with a 2D 
plot in additional cells.  

 
15. Unrestrained Molecular Dynamics Simulation: After the equilibration 

process, with the system at a desired temperature and pressure, the 
position restraints can be released, and a final short unrestrained MD 
simulation can be launched. This step is very important to ensure the 
robustness of the system and will give us confidence on the stability of 
our system in order to transfer the calculations to a computational cluster 
or supercomputer. The MD integration algorithm, the time step, and the 
total number of steps can be changed using the tool parameters. In this 
example, a time step of 2 fs and 50000 steps (producing 100 ps of MD) are 
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used. Quality control analysis of the short unrestrained MD simulation are 
computed with building blocks from the biobb_analysis module (RMSd, 
RGyr), and represented with 2D plots in additional cells.  

 
16. Post-process and Visualize Resulting 3D Trajectory: The last step 

before collecting the workflow outputs is the post-processing of the short 
trajectory generated in the previous step, and its visualization. For that, 
an “imaging” process is run to correct issues coming from the Periodic 
Boundary Conditions (PBC) and water molecules as well as ions are 
stripped from the generated trajectory to create a dry trajectory. A 
corresponding dry structure is also generated by extraction from the dry 
trajectory. Finally, the dry trajectory is visualized with NGLview using the 
dry structure as a topology. 

  
17. Output Files: After running all the steps sequentially, the pipeline 

produces a set of output files representing the protein-ligand complex 
system prepared to be used as input files for a MD simulation, with the 
most important ones being the final structure, topology, and checkpoint 
files, which are needed to start the MD simulation. 
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7.4 Mutation Free Energy Calculations 
 

Name Mutation Free Energy Calculations 

Description 
Step-by-step tutorial illustrating how to compute a fast-growth amino acid 

mutation free energy calculation, based on the official pmx tutorial 

Biobb modules used pmx, md and analysis 

Source code https://github.com/bioexcel/biobb_wf_pmx_tutorial 

HTML documentation http://mmb.irbbarcelona.org/biobb/availability/tutorials/pmx 

Readthedocs 
Documentation 

https://biobb-wf-pmx-tutorial.readthedocs.io/en/latest/index.html 

bio.tools 
https://bio.tools/bioexcel_building_blocks_tutorials_mutation_free_energy_c
alculations 

MyBinder N.A. 

 
Workflow steps: 
 

1. Input Parameters: Input parameters needed for the workflow. In this 
case, four main files are needed: 

 
o stateA_traj: Equilibrium trajectory for the WT protein. 
o stateB_traj: Equilibrium trajectory for the mutated protein. 
o stateA_tpr: WT protein topology (GROMACS tpr format). 
o stateB_tpr: Mutated protein topology (GROMACS tpr format). 

 
Additionally, the auxiliary mutff45 alchemical mutations force field 
libraries, which are included in the pmx distribution, are needed. 
 

2. Extract Snapshots from Equilibrium Trajectories: This step extracts 
snapshots from the input equilibrium trajectories. In this example, just 
five snapshots for each state (forward, reverse) are generated for 
illustration purposes. In a real example, both input trajectories should be 
longer (at least 10 ns) and the number of extracted snapshots should be 
higher. The snapshots extracted contain all atoms, including solvent and 
counter ions. The steps 3 to 9 should be run for each of the extracted 
snapshots. For the sake of time, these steps are run just once for a 
forward mutation and once for a reverse mutation in the tutorial.  
 

3. Modelling mutated structures: This step is modeling the residue 
mutations into the extracted snapshots. Here, we mutate an isoleucine to 
an alanine in the forward transformation and an alanine to an isoleucine 
in the reverse transformation. The residue mutation is done using a 
building block from the biobb_pmx module, which wraps the pmx 
software.  

 
4. Create protein system topology: In this step, GROMACS topologies are 

generated for the previously mutated structures, using the modified 
AMBER parm99 force field with the pmx library of modeled mutations.  

 
5. Generate hybrid topology: The previously generated GROMACS 

topologies are modified in this step to include the proper morphing 

http://pmx.mpibpc.mpg.de/sardinia2018_tutorial1/index.html
https://github.com/bioexcel/biobb_wf_pmx_tutorial
http://mmb.irbbarcelona.org/biobb/availability/tutorials/pmx
https://biobb-wf-pmx-tutorial.readthedocs.io/en/latest/index.html
https://bio.tools/bioexcel_building_blocks_tutorials_mutation_free_energy_calculations
https://bio.tools/bioexcel_building_blocks_tutorials_mutation_free_energy_calculations
https://github.com/deGrootLab/pmx
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parameters, generating hybrid topologies with the corresponding 
building block from the biobb_pmx module.  

 
6. Creating a dummy atoms index file [if needed]: A GROMACS index file 

with a group formed by the dummy atoms (atoms that are slowly 
appearing during the transition from the WT to the mutated structure) is 
built. This group is only built in cases where these atoms are present. It is 
useful in energy minimization, where all atoms of the system except these 
dummy atoms are kept frozen. In this example, just the alanine to 
isoleucine transition is generating dummy atoms; so only one index group 
(and only one minimization step) for the reverse transition is needed. 

 
7. Energy minimize the system [if needed]: An energy minimization step is 

performed only when dummy atoms are present, with all atoms of the 
system except these dummy atoms kept frozen. In this example, the 
steepest descent method with a maximum force of 100KJ/mol*nm2 and 
10000 steps is used. The change in the energy gained throughout the 
minimization process is extracted with a building block from the 
biobb_analysis module and represented with a 2D plot in additional cells. 

 
8. Equilibrate the System (NPT): The equilibration process in this 

workflow is done in one single step in an NPT ensemble, i.e. constant 
number of particles (N), pressure (P), and temperature (T). The protein 
heavy atoms are restrained; their movement is permitted, but only after 
overcoming a substantial energy penalty. The number of steps, step size, 
and temperature can be changed using the tool parameters. In this 
example, a step size of 2 fs, the Parrinello-Rahman algorithm for pressure 
coupling, and 5000 equilibration steps are used. The change in the 
pressure and density throughout the equilibration process is extracted 
with a building block from the biobb_analysis module and represented 
with a 2D plot in additional cells.  

 
9. Free energy simulation: The most important step of the workflow is the 

free energy simulation, where the alchemical transition is performed by 
thermodynamic integration. Biobb_md module building blocks wrapping 
the GROMACS MD package are used. The lambda value is initially set to 
zero, and the delta-lambda is set such that at the end of the simulation the 
value is 1 (1/number of steps).  

 
10. Free energy estimation: The last step of the workflow is the binding free 

energy (ΔG) estimation from the work values calculated in the free energy 
simulation steps. This estimation requires a minimum number of work 
values, and cannot be computed with just two values (one forward, one 
reverse) generated in this demonstration workflow. Auxiliary inputs 
taken from a real run of the example that can be found on the pmx web 
page are used to illustrate the results of this last step. Slightly modifying 
the workflow to extract more snapshots will generate enough results for 
analysis.  

 

http://pmx.mpibpc.mpg.de/sardinia2018_tutorial1/index.html
http://pmx.mpibpc.mpg.de/sardinia2018_tutorial1/index.html
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11. Output files: After running all the steps, the pipeline produces two 
important output files: the final free energy estimation summary 
(pmx.outputs), and the final free energy plot, with the histograms of the 
forward and reverse work, respectively.  
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