EFFECTS OF SPECTRAL TILT ON LISTENERS’ PREFERENCES AND INTELLIGIBILITY
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ABSTRACT
High intelligibility can be achieved when listening to synthetic or artificially-produced speech under adverse conditions. But can listener preferences reveal any extra information when intelligibility is at ceiling? This paper describes a
real-time speech modification technique which allows evaluation of the impact of individual speech properties on listeners’
preferences. The current study investigates spectral tilt, a feature which also changes naturally in different speaking styles
such as Lombard speech. In the listening experiment, participants were asked to adjust the spectral tilt in masked conditions; subsequently, intelligibility was assessed. Listeners
preferred flatter spectral tilts as SNR decreased. Additionally,
tilt preferences were evident even while intelligibility was
at or close to ceiling levels, suggesting that preferences provide information over and above that measured in traditional
intelligibility-based studies. On the basis of these findings
a method for probabilistic modelling of listener preferences,
useful in the development of speech enrichment algorithms,
is proposed.
Index Terms— Listening preferences, speech perception
task, spectral tilt, modelling listeners preferences, distribution
fitting
1. INTRODUCTION
Many real-life scenarios require listening to speech in adverse
environments. Previous studies have shown that near-end listening enhancement algorithms can produce substantial intelligibility improvements in noisy conditions compared to unprocessed speech [1, 2]. A new focus for speech modification
techniques, over and above mere intelligibility, is to reduce
listening effort [3]. One approach currently being investigated
is to measure listening preference when intelligibility is at or
near ceiling levels [4].
Different techniques for acquiring listener preferences
have been proposed. Traditionally, studies have used subjective rating scales for judging features such as speech rate
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[5, 6] in noisy conditions and for hearing-impaired listeners.
Other studies have used real-time modification techniques in
which participants are able to actively-control speech properties using real [7] or virtual [4, 8] adjustment devices.
Talkers modify their speaking style in the presence of
noise in order to be more understandable for their interlocutor [9], producing so-called Lombard speech [10]. Speech
features that talkers naturally change to produce Lombard
speech include duration, fundamental frequency and spectral
tilt [11]. Previous studies have investigated the impact of
changes in each of these features on intelligibility in the presence of noise. Elongated speech has been shown to increase
intelligibility in babble noise [6] while in stationary noise no
significant gains were observed [12]. Spectral tilt flattening
led to gains in intelligibility in the presence of noise, but increasing the fundamental frequency did not have any impact
[13].
The current study investigates the effect of spectral tilt
changes on listener preferences and intelligibility in the presence of noise. Listeners were able to control spectral tilt for
speech in quiet and in three levels of speech-shaped noise.
Noise levels were such that listeners were expected to be close
to ceiling intelligibility levels, in order to reveal any listener
preferences. The main research questions of the current study
are: Do listener preferences show a pattern different from intelligibility? Do spectral tilt preferences change in challenging conditions? Can listeners’ preferences be modelled?

2. LISTENER PREFERENCES EXPERIMENT
In each experimental trial of the listener preferences technique, participants (sec. 2.1) were able to change spectral tilt
in an open-ended adjustment phase, immediately followed by
a fixed length test phase in which they identified speech presented at the level they had chosen in the adjustment phase
(sec. 2.3). In separate conditions, listeners adjusted and identified speech in quiet and in speech-shaped noise (sec. 2.2), at
three SNRs.
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2.1. Listeners

Speech stimuli consisted of Spanish sentences spoken by a
male talker, drawn from the Sharvard Corpus [14]. Each sentence contained 5 keywords. A subset of 370 sentences and a
different subset of 170 sentences were used for the adjustment
and test phases respectively.
In order to enhance or attenuate the energy in the higher
frequencies we used pre-emphasis and de-emphasis filters respectively. Changes in spectral tilt were achieved by filtering
the speech signal with a digital filter (filter function in Matlab
2016b) with the rational transfer function H(z) = 1 − λz −1
1
for pre-emphasis and H(z) = 1−λz
−1 for de-emphasis. The
λ coefficients, both for the pre-emphasis and de-emphasis filter, were drawn linearly from the range [0.2, 1]. In total 23
steps were constructed (11 with spectral tilt steeper than the
original, 1 with the original spectral tilt, and 11 with spectral tilt flatter than the original) corresponding to tilts in the
range [−10.85, 0.59] db/octave. The amplitude of each sentence was normalized using a fixed root-mean-square criterion.
Stimuli were presented in quiet and in 3 additive noise
conditions using a speech-shaped noise (SSN) masker at
SNRs of -6, -3 and 0 dB SNR. The masker was generated by
filtering random uniform noise with the long-term spectrum
of the 700 concatenated sentences of the Sharvard Corpus,
without gaps. The desired SNRs were obtained by rescaling
the noise.
2.3. Procedure
The experiment was divided up into 4 blocks by condition
(quiet and SSN at 3 SNRs), with each block containing 5 trials in which listeners were able to modify the spectral tilt.
Each trial consisted of an adjustment phase followed by a test
phase. In the adjustment phase, sentences were presented in
random order (with a 0.5s gap between sentences), starting
at a random spectral tilt value. Participants had to listen to
at least 5s of speech before proceeding to the test phase, but
could listen to as much speech during the adjustment phase as
desired. In the test phase, intelligibility was evaluated with a
speech perception task using the spectral tilt chosen at the end
of the adjustment phase. Participants listened to a sequence
of two sentences and had to type what they heard into an onscreen text box after each sentence presentation. Prior to the
experiment, all the participants underwent a task familiarization phase consisting of 5 trials, 2 in quiet and 3 in noise.

p(LP)

2.2. Stimuli

intelligibility score (%)

Thirty-five native Spanish listeners (30 females) aged between 18 and 34 (mean 20.1, std. dev. 2.6) participated in this
experiment. All listeners passed an audiological screening
with a hearing level better than 25 dB at frequencies in octave
steps in the range 125-8000 Hz in both ears.

Fig. 1. Probability of each tilt preference (left-axis, p(LP) for
the four conditions, along with the percentage of words recalled correctly (right-axis). Error bars represent ± one standard error. The dotted line denotes the step that corresponds
to the spectral tilt of the original speech signal.
The real-time modification technique and the instructions
used in this experiment were similar to those described in [4],
which examined the effect of speech rate changes. Listeners
were asked to tune the speech in real-time until they could
recognise as many words as possible. Real-time changes
could be made by using the up/down keys while listening to
sentences. The task was explained as akin to choosing an
appropriate volume for a television: too quiet makes comprehension difficult, while too loud leads to discomfort.
A balanced Latin square design was used for block ordering across participants. Stimuli were presented through
Sennheiser HD380 headphones at a fixed presentation level,
different for each condition (approximately 84, 79, 77 and 75
dB SPL for the -6, -3, 0 dB SNR and quiet conditions respectively). Listeners were seated in a sound-attenuating booth in
a purpose-built speech perception laboratory at the University
of the Basque Country.
3. RESULTS
3.1. Effects of spectral tilt on listener preferences and intelligibility
Fig. 1 shows the probability that each value of spectral tilt is
preferred by listeners, along with the keywords correct percentage as a function of tilt and noise condition. In all conditions, listeners show distinct spectral tilt preferences even
when intelligibility is at or near ceiling performance. With increasing SNR, the number of steps with intelligibility scores
at ceiling increases and listener preferences occupy a wider
range of spectral tilts. One feature of these results is the
poorer intelligibility score obtained by those listeners who
preferred to listen to speech with a spectral tilt steeper than the
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Fig. 3. Each plot shows on the left-axis the full model (orange
solid line), reduced model (red dashed line) and the histogram
of the listener preferences while on the right-axis the original
GPext values (black dots with grey bars to be the standard
deviation). The green dotted line denotes the spectral tilt of
the original speech signal.
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Fig. 2. Spectrograms of the same sentence in quiet and noisy
conditions. Left: sentence with the original spectral tilt;
Right: sentence with the tilt preferred by listeners.
original, especially in the more adverse conditions. Listener
preferences clearly reveal additional information beyond that
captured by intelligibility scores.
3.2. Spectral tilt preferences across different noise levels
The mean of the listener preference distribution (fig. 1) increases as SNR decreases (resulting in a preference for a
flatter spectral tilt). Apart from the lowest SNR condition, the remaining distributions have a similar shape. A
Kolmogorov-Smirnov test (ks.test function in R) indicated
that each distribution was significantly different from the
others (p < .001) apart from those corresponding to 0
and -3 dB SNR. A one-way ANOVA (ezANOVA function
in R) showed a clear effect of SNR on listener preferences
(F (3, 102) = 68.44, p < .001). Post-hoc comparisons using
the Tukey HSD test (TukeyHSD function in R) revealed that
with increasing noise level, listeners preferred speech with
more energy at higher frequencies compared to the original
speech. Only groups of data at 0 and -3 dB SNR were not
significantly different.
4. MODELLING LISTENER PREFERENCES
We model listeners’ preferences as a random variable whose
probability density function has to be defined and estimated.

The model was based on two factors: intelligibility, and
supra-intelligibility. Regarding intelligibility, the aforementioned experimental results suggest that listener preferences,
at least in part, are related to the intelligibility of the resulting
modified speech. Listeners made adjustments as instructed,
and the most probable preferences indeed led to high intelligibility scores. This was achieved by selecting spectral
tilts that boost the energy of the speech signal to higher frequencies where it exceeds the noise energy (fig. 2). Since
listener preferences are clearly related to intelligibility, the
extended glimpse proportion (GPext ) metric was used as the
first component of the preferences model. GPext is an objective measure of energetic masking and a good predictor of
intelligibility [15], and is defined in terms of the proportion
of ‘glimpses’ i.e., spectro-temporal regions where the target
energy exceeds the masker energy. We used GPext rather
than the actual intelligibility scores since the metric can be
computed even for spectral tilt conditions that have not been
chosen by the participants.
The second element of the model is based on the assumption that factors beyond intelligibility influence listener preferences under less severe conditions. This behaviour is captured by including an additional Gaussian-type component in
the probabilistic model.
The proposed model is defined by
2

pLP (x) ∝ eα0 g(x−α1 )−β0 (x−β1 ) ,

(1)

where α0 and β0 coefficients are scale parameters that widen
or contract the probability density function’s shape, while α1
and β1 are translation parameters which move the probability density function to the left or right. The term g(x) is the
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SNR

−6
−3
0
+30

α0
3.19
15.32
2.14
−0.32

Full Model
α1
β0
−4.17 5.96
−1.95 3.98
3.14
8.28
−1.26 10.92

SKLD
β1
13.90
5.94
12.60
12.20

0.08
0.13
0.08
0.13

Reduced Model
α0
α1
21.68
−0.23
21.59
−2.17
9.00
3.62
8.23
2.84

SKLD
0.13
0.13
0.22
0.50

Table 1. Values of the parameters and the symmetric KLD of the proposed model with (full model) and without the quadratic
term (reduced model) for different SNRs.
GPext model for the spectral tilt steps, x, in the range 1-23.
With minor loss of accuracy, we additionally approximated
the non-linear term g(x − α1 ) using a third-order Taylor series expansion. Note that only the GPext model describes listeners’ preferences in the extreme case where β0 = 0, while
only the Gaussian term determines the probability law of the
preference when α0 = 0.
The parameters of the proposed model were estimated
from the experimental data. First, for each different step and
condition, the mean GPext was computed using all 170 sentences from the test phase. Parameter estimation used the
Kullback-Leibler Divergence (KLD) of the distribution of listener preferences (pdata ) with respect to the proposed distribution (pLP ). The optimal parameters were estimated using
gradient descent optimization.
Table 1 shows parameter values and the symmetric KLD
(SKLD) of each condition of the model that best fits listener
preferences (basic model). Using the ratio |α0 /β0 | as an indicator, we observe that the glimpse model is more prominent for more adverse conditions with low SNR while the
quadratic term is significantly more important for the quiet
condition. Moreover, β1 for the quiet condition is very close
to the original spectral tilt showing that listeners prefer on average to apply no spectral tilt modification. We also perform
an ablation test where the quadratic term is removed from the
proposed distribution (reduced model). SKLD showed that
the correcting term helped the model to fit listener preferences
more accurately especially for higher SNR values (where it
is about three times smaller). This can be also observed visually in fig. 3 in which the red-dashed line corresponds to
reduced model while the orange solid line corresponds to the
full model.

speaking style in quiet is characterised by less flat spectral
tilt compared to the speech that a human produces in noise
(i.e. Lombard speech) [17]. Also naturally, Lombard speech
is affected by the level of background noise with speakers
to produce speech of flatter spectral tilt at higher noise level
[11, 17, 18].
The study suggests that listeners in adverse conditions are
mainly concerned with optimising intelligibility, while in less
noisy conditions other factors (such as speech quality) play
a role. This finding is supported by [19] in which they allowed listeners to make free judgements on speech quality.
In near-end listening enhancement algorithms, objective intelligibility metrics (OIMs) are usually used for optimising
the algorithm’s parameters. However, an OIM cannot really
distinguish between conditions if scores are at ceiling which
is also revealed from the suggested probabilistic model. The
real-time speech modification technique can be used to compute speech feature weighting patterns based both on intelligibility and listener preferences. Optimal weightings of unseen situations might be acquired by generalising the probabilistic model. It remains to determine whether, and by how
much, optimising speech feature weightings improves a listener’s overall experience.
Finally, listener preferences might be linked to listening
effort [20]. Previous studies have shown that listening effort
can vary with regard to the speech type [3, 21] and masker
type [22]. Rennies et al. [3] concluded that listening effort
and speech intelligibility are appropriate for assessing speech
perception and algorithm performance at high SNRs and very
low SNRs, respectively. We speculate that listeners choose
the speech feature value with which they exert the least listening effort and maximizes their intelligibility.

5. DISCUSSION

6. CONCLUSIONS

The current study investigates listeners’ spectral tilt preferences in additive noise. In line with [13], we find that listeners
prefer flatter spectral tilts, which also facilitate intelligibility
when noise increases due to more speech information surviving energetic masking – i.e. more glimpses [16] – and thus
speech perception performance increases. However, even
with intelligibility at ceiling, listeners showed distinct tilt
preferences. A criterion for explaining supra-intelligibility
aspects of such preference might be naturalness. Neutral

The current study examined the effect of spectral tilt on listener preferences and intelligibility using a real-time speech
modification technique. Listeners preferred increasingly flatter tilts as noise level increased, with differing patterns of intelligibility and listener preferences. Future work will investigate the relationship between listener preferences and listening effort.
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