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ABSTRACT

Modern microprocessors and desktop systems are in-
creasingly being designed for multimedia performance.
Video, audio, and 3-D graphics processing require archi-
tecture which takes into account synchronous parallel
processing of massive amounts of data in realtime. To
deal with this type of processing multimedia insitruction
sets are used. Multimedia processing poses also many
problems on a system level. These problems are related
to real time operation, task coordination and synchro-
nization necessary for good perceptual e�ect. Typical
example of multimedia processing is the decoding of dig-
ital video compressed in the MPEG-2 standard. In this
paper we overview the problems of MPEG-2 decoding
on standard microprocessors with multimedia instruc-
tions sets and di�erent operating systems. We indicate
that in a near future software-only digital television will
be possible leading to deeper integration of broadcast
and interactive services in the PC and set-top boxes.

1 Introduction

The current trend is a transition from hardware-based
multimedia to software multimedia processing due to
the progress in standard computer microprocessors. Un-
precedented increases in the processor speeds and en-
hancements to their architecture quickly eliminate the
need for dedicated hardware support. A good illustra-
tion of this trend is decoding of digital video compressed
in the MPEG-2 standard. Due to the high computa-
tional demands the MPEG-2 decoding was restricted to
advanced specialized hardware decoders. MPEG-2 is
commonly used in digital television (DTV) and in Dig-
ital Versatile Disc (DVD) and its decoding is a bench-
mark for diÆcult multimedia processing tasks.
While the DTV software decoding is becoming possi-

ble at present, a new challenge has appeared when the
digital High De�nition TV (HDTV) system was intro-
duced in the US. HDTV MPEG-2 software decoding in
real time requires several times more computations than
DTV. Realtime HDTV software decoding is not possible
yet, but results of our experiments indicate that it will
also be possible rather soon.

In this paper we analyze the current status of MPEG-
2 decoding on standard microprocessors. We provide
data on the performance and implementation of MPEG-
2 decoding. We are also reporting on the tests of
MPEG-2 HDTV software decoding on multiprocessing
machines.

2 MPEG-2 Software Decoding

MPEG-2 decoding is a benchmark for multimedia pro-
cessing since it involves tasks which tests the perfor-
mance of the system on all levels. Among them are mas-
sive computations which are easy to paralellize, bit-level
manipulations which must be done with serial architec-
ture, and control and synchronization involving operat-
ing system. This type of processing has been possible
only in dedicated hardware and beyond the possibilities
of general purpose computing systems. There have been
some attempts in the past to quantify the requirements
and project the performance of software-only MPEG-2
decoding [1]. This has been done using simulations of
video performance only and not the results from running
of a real decoder. Full MPEG-2 decoding including de-
multiplexing, audio, video and synchronization has not
been treated.

We have implemented several types of MPEG-2 de-
coders running on di�erent microprocessors and operat-
ing systems. The platforms tested include UltraSparc,
Pentium II and Pentium III processors and Solaris, Win-
dows 98 and Linux operating systems. We have also per-
formed experiments with HDTV decoding using multi-
processing UltraSparc machines running under Solaris.
Decoders which we implemented and evaluated experi-
mentally run with full MPEG-2 TS (Transport Stream)
as used in digital television (DTV). The decoders do not
depend on the graphics adapter support, all processing
is done in the processor using multimedia instruction
sets [2].

2.1 Decoder Architecture

An MPEG-2 Transport Stream decoder has several
generic modules: Demultiplexer, Video Decoder, Dis-
play Unit and Audio Decoder (Fig.1). Only Video De-
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Figure 1: Generic modules of the MPEG-2 transport
stream decoder

coder is computationally very intensive and requires spe-
cial multimedia instructions for realtime operation. Ma-
jor problem however is scheduling and synchronization
of execution of the modules within a standard computer
environment.

Below the operation of decoder modules is described.

2.1.1 Stream Demultiplexer

MPEG-2 Transport Stream contains Packetized Ele-
mentary Stream (PES) packets packetized further into
packets of constant 188 bytes length. Constant packet
length facilitates error detection and recovery in the case
of transmission channel errors where occasional loss of
packets may happen. Every Transport Stream packet
contains a Transport Stream Header containing infor-
mation like sync byte, Packet Identi�cation Data (PID)
and timing. In our implementation the demultiplexer
thread can read MPEG-2 Transport Stream packets
from a local �le system or from a network device drivers.
Transport Stream demultiplexer synchronizes itself to
the packet ow and starts interpreting the content of
packets. First the PID numbers of video and audio
streams are found and their payload is organized into
separate bu�ers. To minimize the unnecessary copy-
ing of data from one memory location to another, our
implementation of the demultiplexer implements such
bu�ering that Video Decoder and Audio Decoder read
data from the same memory location as it was origi-
nally being written by the demultiplexer. Even though
the demultiplexer extracts the timestamps of the pack-
ets they are not used in our synchronization scheme.
In a multitasking environment it is diÆcult to use time
stamps for strict timing, from this reason we use di�er-
ent synchronization scheme explained later. originally
being written by the demultiplexer.

2.1.2 Video Decoder

MPEG-2 Video Decoder thread operates on a Video
Elementary stream obtained from the Demultiplexing
thread. This video stream consists of headers and data
which contain all the necessary information to decode
and display the video. Synchronization of decoding is
based on start codes which are located in the beginning
of a header. Because the transmission order of MPEG-2
frames di�ers from their order of display, the decoder
reserves memory for four frames. Three of them are for
previously decoded frames and one is for the next frame
to be decoded. Two of those three previously decoded
frames are used as a basis for the decompression of next
predictive (P) or bidirectional (B) frame and one is send
to the display module (Fig.1) for color conversion and
display.

Decompression of MPEG-2 video involves compli-
cated manipulations and algorithms. The basic decom-
pression operations are VLD (Variable Length Decod-
ing) and the IDCT (Inverse Discrete Cosine Transform).
Of these, the IDCT is implemented in our decoder us-
ing multimedia instructions. CoeÆcients of the IDCT
are precomputed in HEX format and multiplications
are done using VIS packed arithmetics. VLD is im-
plemented as standard C code for manipulating bits ac-
cording to the MPEG-2 standard tables.

Our implementation of the video decoder on uses mul-
timedia instruction sets: VIS for UltraSparc [3] and Pen-
tium II MMX and Pentium III SIMD [4] for speeding up
operation. Multimedia instructions pack several small
data values into one larger unit and then perform an
operation on multiple data at once. For example eight
8-bit data values can be packed into one 64-bit register
and can be multiplied with another packed data value
using single instruction. Pentium III SIMD instruction
set is most comprehensive and we use its new instruc-
tions for the implementation of averaging operations in
motion compensation.

2.1.3 Display Module

The display module thread performs standard YUV-to-
RGB conversion of pictures resulting from the video de-
coding and sends the RGB components to the frame
bu�er. The YUV-to-RGB conversion is a 3 � 3 matrix
multiplication with clipping of the results and it is im-
plemented using multimedia instructions. This allows to
achieve speed necessary for realtime conversion of 25/30
frames per second.

2.1.4 Audio Decoder

Audio decoder is implemented as an MPEG Layer II
decoder using standard C code. One important detail
for the synchronization scheme we implemented is that
in the Layer II MPEG-2 standard decoded audio frames
are exactly 1152 bytes long. Since sampling parameters
are known, the audio frame duration will precisly specify



time interval in which one audio frame will be consumed
by the audio device driver.

2.1.5 System Organization of the Decoder

Our implementation of the decoder as a multithreaded
design for the main blocks of Fig. 1 allows experiment-
ing with eÆcient distribution of the execution of ac-
tive threads. The threads in our implementation have
a control mechanism for controlling their progress so
that a thread can suspend itself when it has no work to
do. Usually this happens for the Demultiplexer thread
if video or audio bu�ers are full. After the decoder
threads consume some data they wake up the demul-
tiplexer thread to its active state.
Precise control of task scheduling is possible in the

Solaris operating system, in Windows and Linux com-
parable solutions do not exist. On the other hand we
found that precise tuning of the tasks do not improve
performance in signi�cant way.

2.1.6 Synchronization

Synchronization of audio and video is a crucial problem
for the decoder operation. In our implementation the
operation priority is given to the audio stream. That is,
in the case of lack of computing resources, or synchro-
nization, the decoder tries to preserve the continuity
of the audio stream and drops video frames. In other
words, the audio device driver bu�er is never allowed to
get empty. This results in guaranteed continuity of au-
dio playback and potential discontinuities is video play-
back, which we found perceptually more tolerable than
in the opposite case.
Thus, in our implementation synchronization is done

within the thread of the Video Decoding module but the
timing information is obtained from the Audio Decod-
ing module. Since every decoded frame of MPEG audio
has 1152 bytes and constant duration of playback. Af-
ter decoding one video frame the Video Decoding thread
checks how many audio frames the audio device driver
has played. From the information on the duration of
one audio frame the Video Decoder calculates how long
is an audio segment played so far. This value is com-
pared to the duration of the video decoded so far and
the decision is then made whether the Video decoder
should continue decoding, stop for a while, or to skip
a frame. Because the decoding time of video frames
varies, a small synchronization jitter between the audio
and video is allowed to add exibility. The jitter time
window is de�ned as (-50 ms, +50 ms) and it was found
practically imperceptible. Allowing the jitter results in
reduced number of dropped video frames but the jit-
ter values can be easily tightened if more computational
resources are available.
Performing MPEG-2 decoding in software allows for

enhanced exibility comparing to hardware decoding.
This exibility can be used for desktop video at non-
standard (higher) TV resolutions or for implementation
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Figure 2: MPEG-2 decoding speed on UltraSparc
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Figure 3: MPEG-2 decoding on Pentium Win-
dows/Linux

of stereoscopic and multiple view video systems.

3 Performance

Overall decoder performance is measured by testing the
number of frames decoded per second as a function of
the bitstream speed. For the decoder implemented on
the UltraSparc processor under Solaris operating system
the performance is shown in Fig. 2. For PAL resolution
video we get realtime 25 fps (frames per second) decod-
ing speed for MPEG-2 bitstream encoded at 4 Mb/s on
300 MHz processor.
For the decoder implemented on Celeron/Pentium II

433 MHz and Pentium III 450 MHz processors proces-
sors under Windows the di�erence is 10-12% which can
be attributed to the di�erences in cache archtiecture
and processor speeds. In the Linux implementation the



problem is in slow frame display in standard X Win-
dows. By using Direct Graphics Access (DGA) libraries
the display is improved and the decoder performance
is very close to Windows implementation. In Fig. 3
performance of Linux/Celeron and Windows/Pentium
III system is shown. The di�erences are only due to
the processor and not the operating system. Basing on
the processor speed alone, implementation on the Ultra-
Sparc processor is 50% faster than on Pentium.

We have also performed a test of decoding speed at
HDTV resolution on the UltraSparc platform. When
running the MPEG-2 HDTV decoder only on a single
processor we got about 4 fps with bitstream speed of
18.5 Mb/s which is used in the US HDTV broadcast
When running the decompression thread on one proces-
sor and the color conversion thread on a second proces-
sor we got 6 fps. Finally, we found that maximum speed
can be obtained with four video decompression threads
and color conversion thread running on two processors.
The speed was then 11 fps. While the 4 fps decompres-
sion is far from the required 30 fps for a single processor,
the multiprocessing case at 11 fps looks somewhat bet-
ter.

We also performed a test on large multiprocessing ma-
chine with twelve 400 MHz UltraSparc processors. We
used for testing our multithreaded decoder and tuned
the number and composition of threads to achieve max-
imum perfromance. Our results are shown in the table
in Fig. 4. As can be seen from the table our decoder
achieves realtime 30 fps decoding performance at sev-
eral combination of threads. We observed more than 30
fps decoding speed with several thread combinations:
6 or 7 decompression threads, 3 or 4 color conversion
threads and 2 or 3 display threads. This required 12
processors but in one case 11 processors were suÆcient.
We have also performed some tests with bitstreams en-
coded at higher bitrate and we could achieve more than
30 fps with 7 decompression threads, 3 color conversion
threads and 2 display threads for a bitstream encoded at
24 Mb/s. This combination of threads seems to be most
powerful. (Please note that with * we marked in the
table a combination when two decompression threads
were binded to one processor). Overall eÆciency of pro-
cessing is much lower than on workstations becuase of a
di�erent architecture of interprocessor communication.

4 Conclusion

We have shown that realtime decoding can be achieved
on 300 MHz UltraSparc and 500 MHz Pentium machines
with 4 Mb/s streams. Software implementation of real-
time digital TV decoding on standard microprocessors
will become possible as the processors speeds move into
the gigahertz range. The next challenge will be HDTV
decoding in software where the required processor speed
may be more than 2 GHz. Improved processor architec-
tures may lower this to below 2 GHz and provide soon a

HDTV MPEG-2 decompression with different parameters
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processors

used

MPEG-2
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speed
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conversion

video

transfer

Framerate

10 18.5 Mbits/s 7 2 1 24.45

10 18.5 Mbits/s 6 3 1 24.33

11 18.5 Mbits/s 8 2 1 24.71

12 18.5 Mbits/s 9 2 1 23.18

12 18.5 Mbits/s 8 3 1 24.86

12 18.5 Mbits/s 7 4 1 24.17

8 18.5 Mbits/s 4 2 2 23.95

9 18.5 Mbits/s 5 2 2 24.89

10 18.5 Mbits/s 5 3 2 26.96

11 18.5 Mbits/s 12 3 2 28.79*

12 18.5 Mbits/s 7 3 2 31.01

12 18.5 Mbits/s 6 4 2 30.06

12 18.5 Mbits/s 6 3 3 31.45

11 18.5 Mbits/s 6 3 2 30.60

11 24 Mbits/s 6 3 2 27.31

11 34 Mbits/s 6 3 2 25.68

12 18.5 Mbits/s 8 2 2 25.62

12 24 Mbits/s 8 2 2 25.47

12 34 Mbits/s 8 2 2 25.50

12 18.5 Mbits/s 7 3 2 30.40

12 24 Mbits/s 7 3 2 30.40

12 34 Mbits/s 7 3 2 28.24

12 18.5 Mbits/s 6 3 3 31.22

12 24 Mbits/s 6 3 3 29.46

12 34 Mbits/s 6 3 3 26.00

Figure 4: HDTV decoding performance

software platform for HDTV. Software decoding of DTV
will enable new level of integration of broadcast and in-
teractive services both in the PC and set-top boxes.
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