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Abstract 

The overall Metro-Haul objective is to architect and design cost-effective, energy-efficient, agile and 

programmable metro networks that are scalable for 5G access and future requirements, encom-

passing the design of all-optical metro nodes (including full compute and storage capabilities), 

which interface effectively with both 5G access and multi-Tbit/s elastic core networks. 

This document includes specifications and a high-level description of the overall Metro-Haul archi-

tecture considering 5G and vertical service requirements and KPIs defined in D2.1. A description of 

the functional architecture is provided including a detailed functional and performance description 

of the individual layers of this structure and their interaction. This includes the high-level architec-

ture of the AMEN/MCEN node, metro-optical network and the control, management and orchestra-

tion systems. Based on the described functional architecture, a sample workflow and detailed func-

tion of the Metro-Haul demo use cases accompanies this deliverable. 

 

 

Disclaimer 

This document contains material, which is the copyright of certain METRO-HAUL consortium parties 

and may not be reproduced or copied without permission.  

In case of Public (PU): All METRO-HAUL consortium parties have agreed to full publication of this 

document.  

In case of Restricted to Programme (PP): All METRO-HAUL consortium parties have agreed to make 

this document available on request to other framework programme participants.  

In case of Restricted to Group (RE): All METRO-HAUL consortium parties have agreed to full publica-

tion of this document. However, this document is written for being used by <organisation / other 

project / company etc.> as <a contribution to standardisation / material for consideration in prod-

uct development etc.>. 

In case of Consortium confidential (CO): The information contained in this document is the proprie-

tary confidential information of the METRO-HAUL consortium and may not be disclosed except in 

accordance with the consortium agreement. 

The commercial use of any information contained in this document may require a license from the 

proprietor of that information. Neither the METRO-HAUL consortium as a whole, nor a certain part 

of the METRO-HAUL consortium, warrant that the information contained in this document is capa-

ble of use, nor that use of the information is free from risk, accepting no liability for loss or damage 

suffered by any person using this information. 

The EC flag in this document is owned by the European Commission and the 5G PPP logo is owned 

by the 5G PPP initiative. The use of the flag and the 5G PPP logo reflects that METRO-HAUL receives 

funding from the European Commission, integrated in its 5G PPP initiative. Apart from this, the 

European Commission or the 5G PPP initiative have no responsibility for the content. 

The research leading to these results has received funding from the European Union Horizon 2020 

Programme under grant agreement number METRO-HAUL 761727 
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Executive Summary 
Deliverable 2.2 of the Metro-Haul project documents the high-level architecture of the metro net-

work, and details the functional responsibilities of and coordination between different network 

layers. This work is based on the requirements previously established and documented in [D2.1]. 

The document also contains analysis of the performance and workflow of 5G use cases based on 

demo or simulation work. 

The Metro-Haul network architecture is designed to be scalable. It contains two main types of node 

with computing, storage, and networking resources: Access Metro Edge Nodes (AMEN) that inter-

connect to 5G access networks, and Metro Core Edge Nodes (MCEN) that face the elastic optical 

core network. MCENs are designed with multi-degree devices for much higher throughput com-

pared with AMENs. AMENs are designed to integrate fixed and wireless access technologies. 

Compared to the legacy central office, this architecture adopts NFV and SDN technologies, allocates 

computing and storages resources closer to customers, and provides dynamic, on-demand and 

cost-efficient services for 5G use cases. The Metro-Haul functional architecture depends on the 

transport layer functionality. There are many options for splitting Baseband Unit (BBU) function, 

which also leads to the physical layer split of BBU into central and distributed units. We specify the 

main functions, such as radio resource control and radio link control, however, the question of the 

approach to BBU splitting is still open. 

The METRO-HAUL Control, Orchestration and Management (COM) system lays the foundation of 

dynamic services provision. It contains three layers: the control layer, the orchestration and man-

agement layer and slicing layer. 

This document discusses the performance of high-level MetroHaul functional architecture based on 

a variety of KPIs including the how the network traffic in the metro network is characterized. This 

leads to key design and dimensioning considerations that need to be addressed in order to handle 

the aggregated traffic of future 5G services and 5G networking. The aggregate throughput, storage 

and compute requirements of all the use cases presented in [D2.1] are reproduced, and their net-

work utilization for the case of horseshoe and mesh topologies. Based on traffic forecasting, Metro-

Haul needs to accommodate traffic rates which grow 25% per year. For this purpose, the ring/mesh 

topology offers important savings concerning bandwidth needs. 

To obtain the functions required from AMEN/MCEN for the use cases as described in [D2.1], the 5G 

KPI requirements are split into network and node infrastructure requirements. The end-to-end 

network infrastructure requirements analysis consists of analysing the network infrastructure con-

trol required by the use case, network slicing and virtualization, the involved network function, the 

monitoring aspect, the analytics and the required connectivity for the network service.  

Some of the Metro-Haul use cases presented in [D2.1] are highly demanding in terms of end to end 

latency requirements. This requires careful analysis of the Metro-Haul architecture to calculate 

latencies in the network. The energy consumption of Metro-Haul for the specific case of video con-

tent caching and distribution is also presented. 

Finally, workflows and performance of five use-cases are demonstrated, three of which will be 

demonstrated. The demonstration use cases are: crowd-sourced video; real time low latency object 

tracking and security and media and entertainment for CDN, live TV and 6DoF virtual reality. Other 

use cases are smart factory/industry 4.0; and energy efficient content caching and distribution. 
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Management Overview 
The Metro-Haul project aims to provide an effective solution for the 5G metro network, encom-

passing all optical nodes with both computing and storage capabilities. To satisfy the requirements 

of 5G services and to interface 5G access and multi-Tb/s elastic core networks, the design must be 

agile, cost-effective, energy-efficient, and programmable, none of which cannot be achieved by a 

single layer improvement but requires the evolution of all layers together. WP2 of the Metro-Haul 

project considers 5G use cases, service requirements, and the architecture of the metro network. It 

defines inputs for the project, node functionalities, the control, virtualization, and physical layers, 

as well as network monitoring, management, and orchestration capabilities. 

D2.1 summarised the 5G requirements coming from three lines of analysis, including the trends 

emerging in recent technology, services demanded by customers, and 5G radio access network on 

the metro network. Through these different but complementary approaches, the related use cases, 

service requirements, metro network architecture, edge node and transport layer requests have 

been provided. The infrastructure requirements and computing and storage resources in data cen-

tres were also included. This D2.2 deliverable document now designs the high-level architecture of 

the metro network, details the functionalities and the coordination among the different layers 

based on the requirements emerging from D2.1. The performance and workflow of 5G use cases 

are also analysed by demo or simulation work. 

The Metro-Haul network architecture is presented in Figure ES-1. This scalable metro network has 

two main types of node with computing, storage, and networking resources: Access Metro Edge 

Nodes (AMEN) that interconnect to the 5G access network; and Metro Core Edge Nodes (MCEN) 

that face the elastic optical core network. Different functionalities are included into these two 

nodes for the purpose of trade-offs between cost and performance. MCENs are designed with mul-

ti-degree devices for much higher throughput compared with AMENs. AMENs are designed to be 

capable of integrating fixed and wireless access technologies. The whole network states are moni-

tored, and the control layer allocates resources and provides services according to user require-

ments and monitoring information from all metro nodes. 

 

Figure ES-1: Reference Metro-Haul Network Architecture 

The Metro-Haul network service platform architecture and disaggregated central office architec-

ture are shown in Figure ES-2. Compared with the legacy central office, the new architecture adopts 
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NFV and SDN technologies, allocates computing and storages resources closer to customers, and 

provides dynamic, on-demand and cost-efficient services for 5G use cases. 

 

Figure ES-2: Disaggregated METRO-HAUL Central Office in Network Service Platform 

Data coming from heterogeneous access networks within the range of metropolitan areas are inte-

grated in local central offices. Central offices combined devices from different vendors and support 

various functionalities involving electronic frame aggregation, switching functions by ROADM, vari-

able bandwidth transmission. A central office node can provide computing resources from distrib-

uted local data centres to customers. All these devices are controlled by the SDN controller and all 

the resources and functions can be virtualized through VNF technologies. Such a virtualized, pro-

grammable, flexible and heterogeneous architecture can meet the QoS requirements of 5G services, 

improve the network intelligence, and decrease the CAPEX and OPEX. Overall, it represents the 

effective high-level design for the next generation of 5G metro networking. 

Functional Architecture 

Functionality provided by the use cases of various vertical industries including automotive, industry 

4.0, utilities, media and entertainment as well as cloud services, are mapped to AMENs and MCENs. 

The specific computing, storage and networking resources requirements on AMEN and MCEN from 

use cases are concluded. Function placement rules are summarized as follows: QoE and location 

aware functions and data collecting, and pre-pressing functions and safety related functions is 

placed at the AMEN, while central management and functions required data from large areas are 

placed at the MCEN. Learning and monitoring functions will be placed on both nodes. 
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The Metro-Haul functional architecture depends on transport layer functionality. There are many 

Baseband Unit (BBU) function split options, which also leads to the physical layer split of BBU into a 

central unit (CU) and a distributed unit (DU). We conclude the main functions such as radio re-

source control and radio link control; however, the question of the BBU split approach remains 

open. 

The metro nodes are equipped with computing and networking resources. For each compute node 

in the metro network, virtualized resources managed by the Virtual Infrastructure Manager (VIM) 

are provided to virtual machines to support latency-aware services. The NFV Orchestrator (NFVO) 

manages the VNFs running on computing nodes. ADVA computing nodes adopt OpenStack for VNF 

orchestration. For networking functions, both AMEN and MCEN are based on FPGA platforms to 

fulfil traffic aggregation, classification, and switching. The FPGA-driven bandwidth variable trans-

ceivers (BVTs) can shift between different modulation-formats to transmit and receive traffic 

to/from different networks. All the optical nodes are controlled by an SDN controller. Under SDN 

control, the traffic is transmitted with routing constraints so that spectrum resources can be uti-

lized efficiently. 

Intra-DC and Inter-DC architectures are also analysed as the increase in Internet and mobile data 

traffic challenges the current solutions. The switch fabric architectures (spine-leaf) have replaced 

previous fat tree architectures with the aim of providing flexible, low-latency, and high throughput 

services. Photonic integration selection switching enables a low power and low cost solution. Mod-

ularity in such switches also enables the multi-degree ROADM for the required functionalities. The 

switch configuration is addressed by the SDN controller. It is built on the OpenDayLight (ODL) open 

source platform. These devices as well as ToRs are equipped with an OpenFlow agent that enables 

communication with the ODL controller through the South Bound Interface (SBI). As a large propor-

tion of traffic stays in the domain of the metro network and as the metro network becomes 

meshed, the filterless solution is adopted for the inter-DC communications due to its low cost. The 

architecture is simplified as a Dual-Bus Filterless Metro Network (DuFiNet) architecture, which is 

still based on FPGA and BVT technologies and controlled by the SDN controller. 

The METRO-HAUL Control, Orchestration and Management (COM) system lays the foundation of 

dynamic service provisioning. It contains three layers: the control layer, the orchestration and man-

agement layer, and the slicing layer. The control layer refers to the SDN control of hierarchical net-

work infrastructure among different domains and different layers. By providing correct abstraction 

and interfacing of the optical nodes, optical channels can be established between optical network 

elements. The SDN controller can connect computing and storage infrastructures and configure 

IP/MPLS transport routers. The orchestration and management layer mainly includes components 

of the NFV architecture, such as the NFVO, the VNF managers, and the VIMs. It aims to coordinate 

the joint orchestration of the cloud and network resources for all the use cases requiring storage, 

computing, and networking resources. It also contains the network planning architecture that col-

lects information from different layers, and operations are carried out taking this information into 

account. Java-based Net2Plan tools will be used for the resource optimization in the Metro-Haul 

network. The slicing layer is responsible for the tailored services provision over MANO layers. A 

slice is a logical construct involving functions and their interconnection, which are realized by virtu-

alization technologies. 

Performance Description 

After discussing the high-level MetroHaul functional architecture, this document then discusses its 

performance, based on a variety of KPIs. First, the network traffic of Metro-Haul is characterized. 
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This section aims to describe the key features of the traffic profiles as anticipated for the Metro-

Haul network, and therefore the key design and dimensioning considerations that the Metro-Haul 

network needs to address, in order to adequately handle the aggregated traffic of future 5G ser-

vices and 5G networking. The aggregate throughput, storage and compute requirements of all the 

use cases presented in [D2.1] are reproduced, and their network utilization for the case of two to-

pologies (horseshoe and mesh) are considered. For a horseshoe topology, throughput from one 

AMEN to an MCEN requires 1.6 Tb/s (for ten AMENs connect to an MCEN, it requires 16 Tb/s), 

whereas it requires 5.33 Tb/s for a mesh topology. Further datacentre to datacentre traffic syn-

chronization, which is required to synchronize and load balance data between AMEN/MCEN, in-

creases the aggregate traffic to 4.2 Tb/s. Based on traffic forecasting, Metro-Haul needs to accom-

modate the growing traffic rates, which grow 25% per year. For this purpose, the ring/mesh topol-

ogy offers important savings concerning bandwidth needs. 

To obtain the functions required from the AMEN/MCEN for the use cases as described in [D2.1], the 

5G KPI requirements are split into network and node infrastructure requirements. Each use case 

requires some particular network functions. These network functions imply some service require-

ments and 5G KPIs. These KPIs further drive the use cases to be split into particular functions, which 

are achieved by the network infrastructure and node infrastructure These functions need to be 

fulfilled by the functional blocks of the overall Metro-Haul architecture. The end-to-end network 

infrastructure requirements analysis consists of analysing the network infrastructure control re-

quired by the use case, network slicing and virtualization, the involved network function, the moni-

toring aspect, the analytics, and the required connectivity for the network service. Further to this, 

the requirements from a node are also presented. This includes the transport function (forwarding), 

network switching function, ability to change the control capability of the node, ability to change 

the computation requirements, programmability, monitoring of the node and the analytics func-

tion. 

Some of the Metro-Haul use cases presented in [D2.1] are highly demanding in terms of end-to-end 

latency requirements. This requires careful analysis of the Metro-Haul architecture to calculate the 

latencies in the network. The use cases presented in [D2.1] are presented with their required laten-

cy and jitter tolerance. Most of the use cases have a “strict” latency class as defined in [D2.1]. “Very 

strict” latency requires the service to be provided at the edge, i.e. at the AMEN. “Strict” latency 

services can be provided at either the AMEN or between an AMEN and an MCEN. This deliverable 

focuses on U-plane latency, i.e. one directional transmit time of a packet to become available in the 

IP layer between User Equipment (UE) and the radio access or vice versa. Then, the RAN of the 5G 

system is presented, and the latency equation of the U-plane is discussed. The latency equation 

containing the fronthaul and backhaul latency is further broken down into individual components. 

Finally, this equation is mapped to the Metro-Haul architecture in four cases with different func-

tional split scenarios, with the specific latency for the network that the Metro-Haul project covers. 

After this, the latency budget for MetroHaul is presented for all the four cases. In the end, the 

mechanisms to reduce latency are discussed, with the take-home message that placing functions 

closer to the end-user is the best solution to reduce latency. 

After discussing latency, the energy consumption of Metro-Haul for the specific case of video con-

tent caching and distribution is presented. To reduce core network traffic congestion and latency, 

content may be placed closer to the user at the AMEN, which reduces data transport energy con-

sumption, but increases the energy consumption for caching the content. The values for both cach-

ing energy and transport energy are presented. For a typical video caching and distribution case, 
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the total embodied energy needed to deploy caches at 8 MCENs and 108 AMENs is found to be 

25,602.5 MJ. 

Workflow and Performance Analysis of Demo Use Cases 

This section provides the workflow and the performance description of the use cases which will 

feature in the final demo of the Metro-Haul project, as discussed in [D5.1]. 

First, the crowdsourced video demo is presented, and its individual components are discussed. 

Crowds of people in a stadium stream videos from their portable devices, and a crowdsource video 

application requests the orchestrator to provide computing resources and a low latency path to 

these computing resources, in order to aggregate and synchronize its video streams. Based on the 

varying traffic from the users’ devices, the crowdsourced application requests the orchestrator to 

scale up the network service, as well the network slice for interconnecting the VNFs for the 

crowdsourced video network service. 

Second, the real time low latency object tracking and security demo use case is presented. Simulta-

neous real-time access to the data of several fixed and mobile cameras allows tracking of objects 

and persons as well as the automatic recognition of critical events which encompass areas larger 

than the field of view of a single camera (e.g., population density). For the security cameras, the 

processing of video data is performed as close to the camera sources as possible, for low latency. 

The value for this use case is created by merging the information from all or part of the set of dis-

tributed cameras and making it available at a desired location in the network. By virtualizing the 

physical resources responsible for compute, storage and networking, such regionally distributed 

camera networks can be operated efficiently with dynamically assigned resources. The network 

architecture and the workflow for this use case are presented. Then, a sample workflow for the 

subject identification and tracking use case is discussed. 

Third, the portable demo on media and entertainment for CDN, live TV, and 6DoF virtual reality is 

presented. A virtualized hierarchical CDN can be deployed on the Metro-Haul infrastructure with a 

few primary caches that are the entry point for new multimedia content, and with a number of Leaf 

Cache Nodes running close to end users. The workflow shows that the CDN manager VNF based on 

the monitoring data from the Monitoring function (MDA), can scale up the network service to ac-

commodate increasing content requests. 

Fourth, the smart factory/industry 4.0 use case is discussed. The Smart Factory 5G use case anal-

yses the scenario in which the communication for the plant production is provided by a 5G network 

provider replacing the employment of private fixed and wireless solutions used in current factory 

plants. Workflows for: 1) closed loop control covering tasks for robot, PLC and transportation vehi-

cles control; 2) video streaming for video plant surveillance or quality check in production lines; and 

3) collection of massive sensor data for local or remote storage and processing, are depicted. 

Fifth, the energy efficient content caching and distribution is presented, which details the band-

width and energy consumption of the third use case. A discussion on the optimal cache deployment 

is done, such that the overall bandwidth requirements are minimized. This is followed by a detailed 

discussion on the end-to-end energy requirements, which contains a heuristic approach for energy 

efficient content caching and distribution. The results for the heuristic are presented, where the 

heuristic outperforms the two other presented techniques for caching (No Caching and All Caching 

ON). 
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1 Introduction 
The overall Metro-Haul objective is to architect and design cost-effective, energy-efficient, agile, 

and programmable metro networks that are scalable for 5G access. The Metro-Haul architecture, 

encompassing all-optical metro nodes with compute and storage capabilities, must be designed to 

meet the strict and variable requirements of 5G services, and interface effectively with both 5G 

access and multi-Tb/s elastic core networks in the future. WP2 aims to define use cases, require-

ments and network architectures, using modelling tools to assist and evaluate the hardware and 

software solutions developed in WP3 and WP4. 

Previously, D2.1 considered the 5G KPIs and determined the implication for the future optical net-

works with 5 targets being: 100 times more 5G capacity supported over the same optical fibre in-

frastructure; 10 times less energy consumption; latency-aware metro network in which latency-

sensitive slices are handled at the metro edge ensuring the metro network adds no additional la-

tency; end-to-end SDN-based management framework enabling fast configuration time to set up or 

reconfigure services handling 5G applications; and reduction in CAPEX by a factor of 10, plus a re-

duction in OPEX of at least 20% , respectively. It then delivered the requirements of the Metro-Haul 

architecture from the recent emerging markets and technologies, the customers belonging to verti-

cals, and the impact of the 5G Radio Access Network. 

Based on these KPIs and requirements, 11 use cases were categorized and characterized including 

mIoT Utility Metering, Content Delivery Networks, Live-TV Distribution, Service Robotics, Smart 

Factories, 6DoF Virtual Reality Immersive Experience, Intelligent Transport System and Autonomous 

Driving, Enterprise Access with NG Ethernet, Crowdsource Video Broadcasts, Real-Time Low-

Latency Object Tracking and Security and Secure SDN Controlled Video Distribution. Their individual 

service and network requirements were also analysed, giving the first indication on the design of 

Metro-Haul architecture. 

This deliverable (D2.2) includes the specifications and a high-level description of the overall Metro-

Haul architecture considering the 5G and vertical service requirements, and the KPIs defined in 

[D2.1]. A description of the architecture functional structure is provided including a detailed func-

tional and performance description of the individual layers of this structure and their interactions. 

The high-level Metro-Haul architecture is described at the beginning, featuring two specific hierar-

chical nodes: Access Metro Edge Node (AMEN) and Metro Core Edge Node (MCEN), each with net-

work, compute and storage capabilities, interfacing the 5G access and core respectively. They are 

included in the architecture of the disaggregated central office architecture. All use cases defined in 

D2.1 will be supported by this Metro-Haul architecture combining an intelligent SDN-based control 

and management layer, a flexible and dynamic NFV-based virtualization layer, and a programmable 

high-throughput WDM physical layer. 

Detailed functionalities and the performance of the Metro-Haul architecture are analysed in Sec-

tion 2. Firstly, for the AMEN and MCEN, the resource requirements coming from the 11 use cases 

are listed and the rules of function placement on AMEN or MCEN are defined accordingly. Then the 

functions of the Metro-Haul nodes are explained. For physical functions, FPGA solutions can com-

bine the following aspects: a heterogeneous access network (Ethernet, PON, CPRI, etc); bandwidth 

variable transceiver can switch between QPSK and 16-QAM to support increasing connectivity re-

quirements; and optical switching fabrics developed for the disaggregated MD-ROADMs or the 

optical nodes inside the network to reduce cost, power consumption and increase scalability. For 

virtualization functions, the ETSI NFV architecture is considered in the AMEN and MCEN design, so 
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that demanded and dynamic computing resources can be allocated for variable network services, 

for example, ADVA computing node with NFV orchestration. For control, orchestration and man-

agement functions, the hierarchical SDN control layer is capable of dynamic resource provisioning, 

the MANO layer enables the deployment of VNFs and VNF Forwarding Graphs (VNF-FGs), and the 

slicing layer enables the tailored network services over the MANO layer. Secondly, performance 

aspects including traffic, bandwidth, 5G KPI requirements of network infrastructure and nodes, 

latency as well as energy consumption are described and analysed for the different use cases or 

different parts of the metro network. Especially for the 5G KPI requirements of nodes, the functions 

are grouped into transport, network/switching, control, compute, programmability, monitoring, 

and analytics functions. 

For different Metro-Haul use cases, architecture, workflow, and performance are analysed in Sec-

tions 3 and 4. These include the crowd source video streaming, real-time low-latency object track-

ing and security use case, portable demo on media and entertainment, smart factory and energy 

efficient content caching and distribution. 

1.1 Network Architecture 

The general Metro-Haul reference architecture is shown in Figure 1. The Metro-Haul scope is situ-

ated between the access, of any type (wireless or fixed), and the core, covering those areas in lega-

cy networks that are typically served by metro and regional networks. The Metro-Haul architecture 

is characterized by the presence of two hierarchical levels of “edge” nodes, each of which performs 

specific tasks within the specified architecture. A first kind of node named AMEN (Access Metro 

Edge Node) faces the access network segment while the second kind, called MCEN (Metro Core 

Edge Node), assures the internetworking with the core and, through it, to the public Internet. Both 

kind of node, each with its own specific role, effectively allocates all the functionality needed for an 

agile and programmable metro network supporting 5G access, fixed broadband access (next gener-

ation PON) and future requirements from vertical players. In particular, AMEN and MCEN, as far as 

hardware and software resources are concerned, include full compute, storage and networking 

(L2/L3 switching) capabilities for interfacing respectively to the access and to the multi-Tbit/s elastic 

core networks. 

 

Figure 1: Reference Metro-Haul Network Architecture 

AMEN will include access equipment for gathering connections from PONs of next generation (e.g., 

XGPON, NGPON2) access networking, while for 5G vBBUs collecting traffic from mobile access, their 
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physical location will be the result of optimized planning and so it can be located on each AMEN, on 

some of them, or at only the MCEN. A node that performs the function of an MCEN, which is to 

interface the Metro-Haul domain with the core, can also perform the hierarchical role of edge with 

the access, thus including the functionalities specified for the AMEN. Thus, in general and from the 

considerations made above, a Central Office hosting a Metro-Haul node can perform the role of 

AMEN, of MCEN, or both. 

A WDM metro optical transport infrastructure assures the transport services between the nodes in 

terms of high data rate connections made on optical circuits. Concerning the usage of optical tech-

nology to be used in the optical layer, one of the aims of the project is to identify which is the opti-

mal trade-off between cost and performance to cover the needs of scenarios and use cases which 

the project supports. It could be considered appropriate and convenient to employ different classes 

of equipment, and even technologies, in different areas of the Metro network. For example (dis-

aggregated) MD-ROADM Optical Network Elements (O-NEs) with nodal degree equal to three or 

higher is quite well justified in high traffic nodes, especially the ones interfacing the core. Converse-

ly, the network segments closer to the peripheral which subtends somewhat smaller access areas, 

can justify the use of low-cost ROADMs, fixed ROADMs or filter-less ROADMs. 

Concerning the network topologies and limiting the discussion to only one optical layer (i.e. the line 

systems interconnecting the WDM nodes), the topology within the Metro-Haul scope could be a 

mesh or a combination of a metro core mesh of high important nodes and many outer rings collect-

ing the peripheral nodes. Other topologies like chains or horseshoes, alone or in combination with 

mesh and rings, are also solutions in the presence of infrastructural or economic constraints. 

Figure 2 shows both the whole MetroHaul network service platform and the general node architec-

ture in central office. End-user oriented heterogeneous 5G services (e.g., Smart Factories, Content 

Delivery Network, MIoT) are supported by the Metro-Haul network service platform (the upper 

part of Figure 2). This includes the Management and Orchestration of compute and network re-

sources, a monitoring subsystem and a network planning system. These components are used to 

provision and manage end-to-end network services and connectivity between the AMEN and other 

AMEN/MCENs. 

The Network Management System (NMS) belonging to an operator, can use the interfaces exposed 

by the MetroHaul network service platform. An operator can use the Network Function Virtualiza-

tion Orchestrator (NFVO) to perform service orchestration, involving the functional split of the ser-

vice into different Virtual Network Functions (VNFs), their logical interconnection and resource 

orchestration. A WAN Infrastructure Manager (WIM) manages the heterogeneous network do-

mains: both packet and optical, to provide connectivity between VNFs. The Virtual Infrastructure 

Manager (VIM) is responsible for the management of the compute resources and the instantiation 

of the VNFs in a single data centre domain (AMEN/MCEN). 

A planning subsystem is used to optimize the network resource allocation in services which have 

various heterogeneous requirements. It takes inputs from various components in the MetroHaul 

architecture to learn the network state and utilizes intelligent optimization algorithms to effectively 

provision network services by selecting the placement of the VNFs in the specific compute nodes 

and network resources allocation. 

The monitoring and data analytics (MDA) subsystem of Metro-Haul consists of node-based agents 

which perform local data analytics and decision making, while forwarding monitoring data to a cen-

tralized MDA controller to perform domain-wide decisions. This subsystem may be used to issue 

data-driven events to the Management and Orchestration. 
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Figure 2: Disaggregated METRO-HAUL Central Office in Network Service Platform 

1.2 Central Office Architecture 

Currently deployed COs (Central Offices) are designed for legacy telecommunication equipment. 

Legacy equipment has limited remote-control capabilities. They are not designed to provide com-

putational and storage capabilities, and they cannot be flexibly and effectively integrated with both 

packet and optical networking resources. This model is proving unsuitable for the new needs of 

operators, who want to provide services in a flexible and a rapid way, in a very dynamic environ-

ment and through the implementation of an end-to-end approach. Concepts (and related technol-

ogies, equipment and software) like NFV, SDN, and network and service orchestration are becom-

ing a reality to support the transformation of networks satisfying the aforementioned require-

ments, with a tremendous impact in CO architectures. 

The Metro Haul project wants to answer the needs of the above-mentioned transformation by 

providing a new definition of the Central Office architecture with the specific target of supporting 

the new generation metro network while providing effective functional capabilities to the expected 

new and virtualized 5G services. 

The bottom part of Figure 2 shows the Metro-Haul infrastructure interconnecting many locations 

within an area of metropolitan or regional size. Each location has its own Central Office where piec-

es of equipment combining networking, processing and storage resources are installed. Locations 

are connected by a fibre cable network, which, in a field network, are normally subject to topologi-

cal (if the fibre is owned) or market (if the fibre is rented) constraints. Devices inside Central Offices 
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are modular and are composed of different components made with a variety of technologies and 

operating at different layers. An important assumption is that items of equipment and SW inside a 

node are provided by different vendors according to the model of hardware and software disaggre-

gation. The Metro-Haul architecture for the control of the disaggregated optical network relies on a 

centralized SDN controller and the use of YANG/NETCONF as data modelling language and protocol. 

The compute and interconnection nodes are circled in red, and the detailed architecture of such 

nodes is given by the bottom part of Figure 2. It includes VNF capabilities with local Compute 

Nodes, realizing caching and virtualized services running close to the access in order to serve users 

with reduced latency. 

These Metro Haul nodes instantiated in Central Offices implement layer 0-1 (optical domain), layer 
2 transmission and switching (frame domain) for Add and Drop purposes, and moreover Edge Com-
puting capabilities, provided by a local pool of servers to instantiate virtual network functions 
(VNFs) with configurable amounts of processing, memory and storage. All the devices are assumed 
to be controlled by an SDN/NFV Node Controller, which is in charge of assuring the integration and 
coordinated functioning of such disaggregated components. 

The electronic frame aggregation implements classifiers and switching, directing the traffic from/to 

access and metro-core sections. In particular, in the AMEN version, 5G access (e.g., CPRI) and opti-

cal access (e.g. xPON) are directly attached to the aggregation stage. Traffic to the metro network is 

directed to the optical white boxes. As far as optical transmission devices, multi-vendor (sliceable) 

bandwidth variable transponders - (S)BVTs - with different capabilities depending on the role of the 

node inside the network, distances to be covered, and so on, could be employed. Other low-cost 

solutions are considered as well for covering the peripheral part of the network. The disaggregated 

white box MD-ROADM is the reference option for switching in the optical domain, but another type 

of switching/filtering technology, like filterless solutions, are also considered where possible, for 

obtaining cost savings. As mentioned before, each device, equipped with a dedicated SDN agent, 

may belong to a different vendor and be connected by means of standard data plane interfaces. 

The generic architecture as shown in Figure 2, involves the AMEN nodes to interface with hetero-

geneous access technologies and the MCEN nodes, which are gateways towards the core transport 

network and comprise core-oriented capabilities. 

The infrastructure made of Central Offices (COs) hosting AMENs and MCENs is composed of the set 

of heterogeneous resources listed below: 

 An optical network: The Disaggregated Optical Layer that provides high bandwidth, low la-

tency connections between nodes and constitutes the core part. 

 Packet switched networks providing connectivity to customers, NVFI servers and related 

endpoints. 

 Passive Optical Networks (PON) that provide connectivity to users. 

 ETSI NFVI Points of Presence (NFVI PoP) encompassing multiple compute nodes in which 

virtualized network functions can be executed. 

Considering the general Metro-Haul architecture described above for both the network and central 

office level, the objective of this document is to provide detailed descriptions and specifications for 

node functionalities and for their interactions, considering 5G and vertical service requirements and 

KPIs defined in D2.1. In particular a description of the overall functional architecture is provided in 
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the Section 2 including a detailed functional and performance description of the individual layers of 

this structure and their interaction. 

2 Functional Architecture 
This section presents the high-level architecture of the different functional blocks which are part of 

Metro-Haul. This includes the AMEN/MCEN, the intra and inter-datacentre network, the Control, 

Orchestration and Management (COM) part, the NFV management and orchestration (NFV-MANO), 

network slicing and the performance description of the Metro-Haul network architecture. 

2.1 Mapping Use Case Requirements to AMEN/MCENS 

The Metro-Haul architecture is aimed at future service requirements, taking as input the trends 

emerging in recent technology and market outlook surveys, network evolution and traffic forecasts. 

These service requirements stem from various use cases as described in D2.1. The use cases belong 

to various vertical industries. A variety of 5G KPI requirements are based on some critical tasks in 

the use cases. Furthermore, these use cases are broken down into individual functions to be per-

formed at the AMEN or MCEN nodes in the Metro-Haul domain. 

This section maps the various functions provided by all the use cases in D2.1 to the Metro-Haul 

AMEN and MCEN and provides a generic distribution and classification of the functions. For all the 

functions per use case, the required resources at the AMEN and MCEN are described. The following 

use cases were presented in D2.1: 

Table 1: 5G Use Cases for Metro-Haul 

No Use Case name Vertical Industry 

1 mIoT Utility Metering Utilities 

2 Content Delivery Network Media and Entertainment 

3 Live TV Distribution Media and Entertainment 

4 Service Robotics Cloud Services 

5 Smart Factories Industry 4.0 

6 6DoF Virtual Reality Media and Entertainment 

7 
Intelligent environments to support Auton-
omous Driving 

Automotive 

8 Enterprise Access with NG Ethernet Cloud Services 

9 
Crowdsourced Video Broadcasts - Bristol 
Demo 

Media and Entertainment 

10 
Real-time Low-latency Object Tracking and 
Security - Berlin Demo 

Public safety & Environ-
ment 

11 Secure SDN Controlled Video Distribution Security 

 

The resource requirements of each use cases on AMEN and MCEN is summarised in Table 2. 
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Table 2: Resource Requirements for 5G Use Cases from D2.1 

Use Case 
AMEN MCEN 

Computation Storage Networking  Computation Storage Networking  

mIoT Utility Metering 1 vCPU 1GB 10 Gb/s    

Content 
Delivery 
Network 

UHD/4k/8K video 
streaming 

 22.5 TB 32 Gb/s  11.25 TB 
24 Gb/s 

Optical: n×10 
Gb/s 

Video traffic inspec-
tion and analysis 

4 vCPU   5 vCPU  
Optical:10 

Gb/s 

Peak-hours/Flash 
crowd phenomenon 

 100 GB 32 Gb/s   
24 Gb/s 

 

Live TV 
Distribution 

Uncompressed flow 
distribution 

  
6-72 Gb/s per 

TV channel 
   

Video processing 
8 vCPU per 
TV channel 

 1 Gb/s 
8 vCPU per 
TV channel 

  

End-user segments 
delivery 

8 vCPU per 
500 users 

 
1 Gb/s per 

server 
8 vCPU per 
500 users 

  

Intelligent 
Transport 

System 

Automated overtak-
ing procedures 

0.5 vCPU per 
sensor 

100 GB 0.2 Gb/s   

Optical:100 
Gb/s 

Cooperative colli-
sion avoidance 

0.1 vCPU per 
sensor 

5-10 TB 0.01 Gb/s   

Vehicle Platooning 
0.1 vCPU per 

sensor 
 10 Gb/s   

Service 
Robotics 

Remote robot 
control loop and 
control process 

1 vCPU per 
robot 

100 GB 100 Mb/s    

Payload transmis-
sion and processing 

1 vCPU per 
flow 

10 TB 10 Gb/s    

Access to Web and 
Cloud services 

  1-100 Gb/s   
Optical:1-100 

Gb/s 

Smart 
Factories 

Motion Control 550 vCPU 230 GB 0.2 Gb/s   

Optical: 
n×10/100 

Gb/s (shared) 

Sensor’s connec-
tions and data 

processing 
20 vCPU 20 GB 0.02 Gb/s   

HD video surveil-
lance 

20 vCPU 2 TB 0.1 Gb/s   

UHD Video quality 
check 

80 vCPU 40 TB 4 Gb/s   

6DoF Virtual Reality 20 vCPU 10 TB 60-150 Gb/s 50 vCPU 100 TB 
100 Gb/s 

Optical:100 
Gb/s 

Enterprise Access with NG Ethernet   > 100 Gb/s   
> 100 Gb/s 

Optical:>100 
Gb/s 

Crowdsourced Video Broadcasts - 
Bristol Demo 

2 vCPU per 
100 video 
streams 

100 GB > 10 Gb/s   100 Gb/s 

Real-time 
Low-

latency 
Object 

Tracking 
and Securi-

ty 

CCTV Stream Distri-
bution 

 
4000 TB 
per 1000 
channels 

25 Gb/s per 
1000 channels 

  

Optical: 25 
Gb/s per 

1000 chan-
nels 

Video Analytics 
1 vCPU per 

channel 
  

1 vCPU per 
channel 

 

Optical: 1-2 
Gb/s per 

1000 chan-
nels 

Master Control, 
Action Execution 

   
1 vCPU per 

channel 
  

Analog Video En-
coding 

1 vCPU per 
channel 
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The network functions mapped to the AMEN can be categorized into the following types: 

 Sensor Data Collection and Aggregation: Sensors are the main data sources for many ma-

chine type communications (MTC), like mIoT Utility Metering and Smart Factories. In these 

use cases, both real-time decisions and actions depend on data generated at sensors. As 

these sensors are usually installed at the edge of the network, such data collection and ag-

gregation functions should be put on the AMEN. 

 Functions of Safety-Related Use Cases: Latency requirements for safety-related uses cases 

are extremely restricted. In an Intelligent Transport System, automated overtaking proce-

dures require latency within 5ms, which implies almost all the functions of this use case 

should be put at the AMEN. In mIOT Utility Metering, functions like alarm triggering must 

be put at the AMEN to reduce transmission delay in an emergency. 

 Data Pre-processing Functions: In this group, functions include packet inspection, aggrega-

tion, compression and encapsulation. Such pre-processing functions mapped on the AMEN 

require relatively less computation and storage resources on the AMEN compared with that 

on an MCEN, with the aim of releasing the burden of backhaul links. However, resource 

demands vary in different use cases. Pre-processing functions in mIoT Utility Metering re-

quire 1 vCPU and 1 GB resources on the AMEN, while in video games require 20 vCPU and 

10 TB. 

 QoE Aware Functions: Since the AMEN is closer to users, if QoE aware functions are 

mapped on the AMEN, the resource allocation can be allocated on demand to satisfy users. 

In Content Delivery Network, functions like video-traffic inspection and analytics are put 

closer to users. In Live TV Distribution, local knowledge discovery and local re-optimization 

functions are also put on the AMEN. And these video related use cases usually require lots 

of storage resources and high bandwidth connection (e.g., 100 Gb/s interface). 

 Most Popular Content: In a Content Delivery Network, content is stored geographically. Ac-

cording to popularity, content is sorted into the first most popular content and second 

most popular content. First most popular content is stored closer to users (22.5 TB) as it 

will be fetched more often to decrease transmission latency and increase profit. 

Functions put on the AMEN can improve the performance of mobile devices or networks. Bringing 

functions to the metro node can increase the limited mobile device functionalities and computa-

tional power, for example, application manager, controller, function library, robot application in-

stances of service robotics use case. 

Network Functions mapped to the MCEN can be categorized into the following types: 

 Centralized Management: In mIoT Utility Metering, functions mapped on AMEN and MCEN 

are almost the same. However, functions on the MCEN can aggregate data from other 

AMENs. With this global information, a more accurate decision can be made, but it may not 

be a real-time decision. In Intelligent Transport System, centralized management is re-

quired for the scenario like cooperation collision avoidance. In Real-time Low-latency Ob-

ject Tracking and Security, object control is put on the AMEN, while master control is put on 

the MCEN. 

 Second Most Popular Content: In a Content Delivery Network, the second most popular 

content is put on the MCEN, as they are less requested by end users. 

 Functions Requiring More Resources: In most cases, these functions can be put at the 
MCEN. In the use case of Enterprise Access with NG Ethernet, functions such as traffic in-
spection, data replication, and performance monitoring require more resources and are put 
on the MCEN. It is worth mentioning that functions in 6DoF Virtual Reality immersive expe-
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rience require only 20 vCPU and 10 TB on the AMEN but require 50 vCPU and 100 TB on the 
MCEN. 

 Optical Layer Functions: This kind of function is only mapped to the MCEN in Crowdsourced 
video broadcasts use cases. 

 
Network Functions mapped to both AMEN & MCEN can be categorized into the following types: 

 Low-Latency Functions: For these functions, the bottle-neck is about latency, especially 

transmission latency. The computation or storage requirements on AMEN and MCEN are 

similar. In Live TV Distribution, both 8 vCPU is required on AMEN and MCEN. In Real-Time 

Low-Latency Object Tracking and Security, 1 vCPU is required on both AMEN and MCEN. 

Therefore, the main factor is the decision of the location of these low-latency functions in 

these use cases. Functions should be put on AMEN or MCEN depending on which is closer 

to users. 

 Performance Monitoring and Learning: These two functions are included in almost all use 

cases. In every use case, they are mapped on both AMEN and MCEN since performance 

monitoring, and learning should be carried out on all network nodes. 

 QKD Security Functions: Both QKD related signal transmit and receive process includes QKD 

functions. Since both AMEN and MCEN can be both transmitter and receiver, hence these 

functions should be placed on both node types. 

2.1.1 5G NR Functional Architectures 

The transport architectures depend on whether they are used for backhauling traffic between the 

Base-Band Unit (BBU) to the Next Generation Core (NGC) node, or fronthauling traffic between the 

Radio Antenna and the BBU. The BBU has different functional split options, which lead to the physi-

cal split of the BBU into the Distributed Unit (DU) and Central Unit (CU). Therefore, there are differ-

ent functional architectures depending on the choice of options. Figure 3 shows the different possi-

ble split options, which were outlined initially in 3GPP Release 14 study on radio access architecture 

and interfaces [3GPP-TR-38.801] based on the E-UTRA protocol stack. 

 

Figure 3: BBU Functional Split Options (2-7) 

The top of Figure 3 shows the BBU functionality in the downlink direction, i.e. from the New Core 

Node to the Radio Antenna, while the bottom part shows the uplink, i.e. from the Radio Antenna to 

the New Core Node. The functional split option 8 on the right hand side, i.e. closest to the Radio 

Antenna, implies a Centralised RAN architecture, while the split option 1 on the left hand side, i.e. 

closest to the New Core Node, implies a Distributed RAN. Split options in between these two imply 

a Flexible RAN. While a Centralised RAN requires higher transport bandwidth and tight latency, a 

distributed RAN enjoys more relaxed requirements. These different requirements force architec-

tural limitations on the transport network. 

RRC

Data

PDCP
High-

RLC

Low-

RLC
Low-

MAC

High-

MAC

Low-

PHY

High-

PHY
RF

Option 1 Option 2 Option 3 Option 4 Option 5 Option 6 Option 7 Option 8

RRC

Data

PDCP
High-

RLC

Low-

RLC
Low-

MAC

High-

MAC

Low-

PHY

High-

PHY
RF

Downlink

Uplink



 METRO-HAUL H2020-ICT-2016-2 / 761727 D2.2 

© METRO-HAUL consortium 2018 -                                        Page 26 of 114 

In order to describe the different functions taking part in the BBU, we use the 3GPP LTE RAN proto-

col stack as an illustration. In the downlink direction, without differentiating the User Plane from 

the Control Plane functions, the main functions in each layer are: 

 Radio Resource Control (RRC) protocol works at the IP level and controls, among others, 
mobility and QoS management functions; 

 Packet Data Convergence Protocol (PDCP) layer performs ciphering, integrity protection, 
and IP header compression; 

 Radio Link Control (RLC) layer implements upper layer 2 functions as concatenation, seg-
mentation, and reassembly of data units. Also, it implements the time-domain estima-
tion/compensation of the air interface non-idealities which occurs due to carrier frequency 
offset (CFO) and sampling frequency offset (SFO); 

 Medium Access Control (MAC) layer is responsible for lower layer 2 functions such as mul-
tiplexing, error correction through hybrid automatic repeat request (HARQ), and other 
scheduling and prioritization functions; 

 The physical (PHY) layer is responsible for (in the downlink) preparing the bit stream for 
transmission through the air interface by executing some baseband functionalities, such as 
OFDM demodulation, MIMO precoding, Channel estimation, and Fast Fourier Transform. 

Different Standardisation bodies are looking at identifying the different split options for use in dif-

ferent deployment scenarios and as a trade-off between cost, capacity, latency, and functional cen-

tralisation. 3GPP have selected Option 2 as the high layer split point (F1 Interface) [3GPP-TS-

38.479], while staying open for any of the low layer split points (Option 6 or 7) [3GPP-TR-38.816], 

generically named Fx here as in [ITU18]. The possible mappings if the functional split options F1 and 

Fx to the CU/DU/RU architecture are illustrated in Figure 4. 

 

Figure 4: Mapping of CU/DU/RU functions according to the split points. 5G(a) high layer split (F1); 
5G(b) low layer split (Fx); 5G(c) cascaded split. 
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Figure 5: Mapping of CU/DU/RU functions over the Metro-Haul architecture [UE: User Equipment, 
RRH: Remote Radio Head, DU: Distributed Unit, CU: Central Unit, (v)BBU: (virtual) Baseband Unit, 

NGC: Next Generation Core]. 

The Metro-Haul functional architecture to support 5G NR will depend on the BBU functional split 
option chosen. It is possible that different network slices will have to support different options de-
pending on the services running over them. It is also very likely that many of the BBU functions will 
be implemented using VNF, which will need intense use of the SDN control layers. Figure 4-Figure 5 
illustrate the resulting Metro-Haul functional architecture. 

2.2 Node functionalities 

As described in Section 1.2, a Metro-Haul AMEN or MCEN has an evolved node architecture. This 

section presents in detail the node functionalities of AMENs and MCENs which have both compute 

and network resources. Figure 6 shows the Metro-Haul node architecture. 

 

 
Figure 6: Disaggregated METRO-HAUL Node architecture 

 

The node (AMEN/MCEN) has edge computing capabilities with a dedicated computing infrastruc-

ture for hosting VNFs running as close as possible to the access network to serve users for reduced 

latency as discussed in Section 2.2.1. The nodes are equipped with an FPGA based Layer 2 frame 

aggregation which implements classifiers and traffic switching between metro, access and drop 
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diverted towards the optical infrastructure in the node which consists of bandwidth variable tran-

sponders (BVTs) (Section 0) and disaggregated white box ROADMs (Section 2.2.4). Furthermore, 

SDN agents in the node are used to control the devices as discussed in Section 2.2.5. Finally, ADVA’s 

design for AMEN/MCEN is presented in Section 2.2.6. 

 

2.2.1 Computing Infrastructure 
The Central Office in the Metro-Haul architecture can host a variable number of compute resources 

as part of NFVI as per the ETSI NFV architecture as shown in Figure 7. The set of computing re-

sources are managed by a VIM. As per the functional architecture, the NFVI should be able to host 

VNFs orchestrated by the NFVO (i.e. Open Source MANO) in the Metro-Haul architecture.  

 

The compute nodes at each location in the Metro-Haul network should be able to allocate a certain 

amount of computing resources in terms of RAM and CPU cores to the virtual machines dynamically 

on the deployment of VNFs of a Network Service. The compute nodes must be able to provide the 

endpoint connections in case the Network Service spans across multiple data-centres using the 

WIM infrastructure as defined in ETSI NFV architecture as shown in Figure 7. 

 

Figure 7: ETSI NFV Reference Architecture 
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2.2.2 FPGA-Based Traffic Processing 

 

Figure 8: AMEN/MCEN edge node FPGA architecture 

Figure 8 shows the architecture of the AMEN/MCEN edge node. The edge node implementation 

consists of an FPGA optoelectronics platform. The SDN-enabled edge node offers a network func-

tion programmable capability to handle different network protocols and programmable Bandwidth 

Variable Transmitters (BVTs). This architecture provides multiple 10Gbps ports that can connect to 

heterogeneous access networks (Ethernet, PON, CPRI, etc). The edge node sends the traffic to ei-

ther the core or the metro networks using 100 Gbps transmitter. Additional 10Gbps ports are used 

to drop the data at the node towards the compute nodes and other PNFs. The ingress edge node is 

responsible for traffic aggregation and mapping, while the egress edge node has the reverse func-

tion. The edge node is fully integrated with an SDN control plane that can modify the properties of 

the edge node on the fly. 
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2.2.3 Bandwidth Variable Transceiver (BVT) 

 

Figure 9: Design of the AMEN/MCEN node 

Figure 9 shows the design of the AMEN/MCEN node which includes the FPGA-based traffic pro-

cessing and the FPGA-driven BVTs. The AMEN/MCEN node follows a generic architecture. According 

to metro scenarios, high-performance FPGAs are used to handle the incoming traffic from different 

access networks. Then switching fabric in the FPGA parses the traffic and sends the traffic to the 

edge computing centre, other access networks, or to the metro networks through bandwidth vari-

able transmitters (BVTs).  

This architecture provides multiple 10Gbps ports that can connect to heterogeneous access net-

works (Ethernet, PON, CPRI, etc). The edge node sends the traffic to either the core or the metro 

networks using 100Gbps transmitter. Additional 10Gbps ports are used to drop the data at the 

node towards the compute nodes and other PNFs. The ingress edge node is responsible for traffic 

aggregation and mapping, while the egress edge node has the reverse function. The edge node is 

fully integrated with an SDN control plane that can modify the properties of the edge node on the 

fly. The traffic with destination to the core network is aggregated together to a modulation-

adaptable transmitter. The implementation of a fast-tuneable modulation-adaptable transmitter is 

shown in Figure 10. Both the FPGA and the transmitter are controlled by a local agent (RMAT agent) 

to adapt the optical signal modulation format. The modulation-adaptable transmitter can be poten-

tially integrated with an SDN controller. 

The SDN-enabled edge node offers a network function programmable capability to handle different 

network protocols and programmable Bandwidth Variable Transmitters (BVT). We implemented 

the BVT based on modulation format adaptability. Three serial GTZ transmitters drive the modula-

tion-adaptable transmitter. Among these, two GTZ transceivers handle the data, while another GTZ 

provides a half clock, which is doubled by a clock doubler (CD) to synchronize two digital flip-flops 

(DFF) and a 3-Bit DAC. The DFFs are used to improve the signal quality. After regeneration, two data 

streams are sent to a 3-Bit DAC (from SHF) to obtain multiple level signals. The 3-bit DAC is an ana-

logue device based on power combiners, which could provide wide bandwidth and high signal qual-

ity with precise phase match. In the current setup, we only use 2 bits for the transmitter. Therefore, 
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the BVT generated 26 Gbaud QPSK/16QAM signals with the required OSNR to achieve BER = 3.8E-3 

(7% FEC threshold) about 20.3 dB and 15.36 dB for PM-16QAM and PM-QPSK signals. Further work 

has been carried out for spectral-efficiency tuneable transmitter based on probabilistic shaping. 

 

Figure 10: Implementation of the modulation-adaptable transmitter 

2.2.4 Optical Node 
The Central Office in Metro-Haul includes optical node technologies enabling the interconnection of 

metro nodes to metro-core infrastructures. Each optical node should enable WDM optical inter-

connection, supporting transmission interface solutions targeting the different identified scenarios 

of next generation metro networks. In particular, cost-effective solutions should be identified for 

different sizes of the of the metro-regional network (e.g., small, medium and large), also consider-

ing different topologies (horseshoe, ring or mesh) and bandwidth/capacity requirements (e.g., to 

serve rural areas up to highly densely populated sites). For example, simple filterless architectures 

based on splitters and couplers may represent the most cost-efficient approach for small horse-

shoe-based networks, while their use in longer meshed networks may entail severe limitations. In 

this case, node structures with filtering capabilities (employing fixed-filters, band-filters or wave-

length selective switches as in ROADMs) may be considered a more spectrally efficient alternative 

also providing higher levels of flexibility and re-configurability. The size of the metro network is 

expected to impact also on the adopted transmission technology where different direct or coherent 

detection solutions should be investigated. 

The optical node should support the disaggregation approach (see Figure 11), where hardware 

could be provided by multiple vendors (possibly including original design manufacturers, ODMs) 

and software may selectively exploit / adapt open source control solution. In particular, from a con-

trol perspective, optical network elements should have a common standardized YANG data model-

ling and NETCONF-based control interfaces enabling vendor-neutral provisioning, monitoring and 

resource management.  
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Figure 11: Disaggregation in mesh ROADM-based metro networks 

 

Figure 12: METRO-HAUL unified service platform. Main external interfaces to provide vendor-
neutral programmability, orchestration and SDN control [D4.1] 

2.2.5 SDN-Enabled Programmability 
In-line with the 5GPP control requirements associated with 5G networks, service provisioning and 

traffic dynamicity management of the metro network should allow the development of a control, 

orchestration and management system enabling the dynamic provisioning of services as well as 

efficient resource optimisation. 

More specifically, at the optical layer, the Metro-Haul SDN technology should enable activation, 

deactivation, or adaptation of a transparent point-to-point digital transport channel between two 

WDM nodes for a specific client technology (e.g., ETH, OTN). The optical connection should be con-

figured and managed according to possible routing constraints (disjoint flows, latency, etc.), the 

level of desired resilience (protection, restoration, pre-planned mixed forms, etc.), the QoS level to 

be respected (priority levels, etc.), and other possible accessory services to be activated (such as 

flow monitoring, explicit visibility of the routing, etc.). Moreover, the SDN control should enable 

efficient use of spectrum resources through the effective configuration of media channels and opti-

cal channel / transmission parameters (e.g., modulation formats and FECs).   

The SDN-enabled programmability should then provide a coordinated control of the optical layer 

and the packet layer to provision end-to-end services and steering traffic coming from the access 

networks. The network control and orchestration should rely on open interfaces exporting pro-
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grammability along with unified and systematic information and data modelling, abstracting the 

underlying complexity (see Figure 12, additional details in [D4.1]).  

2.2.6 ADVA Computing Node 
ADVA, a Metro-Haul partner, is contributing the ADVA FSP 150 ProVM to the AMEN and MCEN 

nodes as a compute resource. The FSP 150 ProVM is an L2/L3 demarcation device with an inbuilt 

server optimized for packet processing which can host multiple Virtual Machines (VMs). These VMs 

can in turn host multiple Virtual Network Function (VNF). These VNFs can be chained together to 

create a Service Graph, i.e., a set of functionalities which define the service being delivered. 

Functional Architecture 

 

Figure 13: System Architecture 

The goal of the system architecture presented in Figure 13, is to combine the best of physical pres-

ence and virtualized flexibility. Placing functions in the hardware results in a more dependable op-

eration and in higher performance. At the same time, it removes the load from the server. This 

approach means that smaller servers can deliver the same performance, reduce cost, increase site 

availability, and reduce power consumption. Figure 14 illustrates the data path through the system: 

 

Figure 14: Data Path Overview 
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The FSP 150 ProVMe provides traffic switching and chaining into, out of, and between VNFs. It uses 

various methods, depending on the flexibility and performance required. Initially, traffic can be 

chained either in hardware using Single Root I/O Virtualization (SRIOV), or in software using Open 

vSwitch (OVS). Figure 14 illustrates the SR-IOV and OVS methods: 

 

Figure 15: Server Data Path Architecture 

Hardware Architecture 

The FSP 150 ProVMe is a hosting platform combining both x86 server and Hardware based acceler-

ation and diagnostics in a carrier grade platform. The physical data plane of the device defines the 

handoff of an Ethernet or IP communications service. The hardware data plane is enhanced to pro-

vide additional functions relevant to NFV. 4 GE ports are dedicated to access/client handoffs, 1 port 

is dedicated to the network connection and 1 port can be configured to be either Access or Net-

work. Single fiber (bi-directional) and dual fiber and copper Small Form factor Pluggable (SFP) 

transceivers are supported. In addition, the FPGA provides 4 further internal GE ports connected to 

the factory fitted internal server: 

 2x GE port used for customer traffic path. VLAN separation of individual EVCs addressed to 

the VMs (bidirectional). 

 2x GE ports used for mirrored traffic from Network Interface Device (NID) Port mirrors to 

server (unidirectional). 

The ProVMe provides a Xeon D-1539 8 Core 1.6 GHz (16 vCore) for NFV hosting, 16GB of Dual 

Channel 2133 MHz DDR4 SDRAM, and two SSD modules of 128GB and 512 GB respectively.   

A common ARM-based supervisory processor monitors the complete solution, controls manage-
ment access to both the server and the NID, and reports to traditional EMS/OSS systems. Figure 16 
shows the generic hardware architecture: 
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Figure 16: Hardware System 

The FSP 150 ProVMe hardware architecture includes key elements that improve performance and 

reliability and reduce the load on the server. Single Root I/O Virtualization (SR-IOV) is an important 

part of the FSP 150 ProVMe architecture. With this virtualization, service chaining is possible be-

tween VMs in hardware without overloading the server processor with large amounts of packet 

switching in a virtual software switch. Even with a single VNF, the OVS consumes a full physical 

core. This consumption increases as more complex chaining are built in areas where customer traf-

fic must frequently pass through the vSwitch. 

Hardware forwarding is also much faster than software forwarding. SR-IOV significantly reduces the 

required server size and associated cost. SR-IOV VLAN-based forwarding is less flexible than OVS. 

This feature combined with the FPGA-based programmable data plane results in traffic being di-

rected between the correct external ports and VMs and the necessary and required VLAN Push/PoP 

operations. This is a summary of the features: 

 The Ethernet Controller is the hardware function that provides the Ethernet port on a 

server. It is often referred to as a network interface card (NIC). 

 SR-IOV is a hardware-based mechanism that divides the Ethernet Controller into multiple 

slices, with each appearing as a separate hardware Ethernet Controller. 

 All of the virtualized Ethernet Controllers derived from the same physical Ethernet Control-

ler share the same Ethernet port, and each is presented on a separate VLAN. 

 SR-IOV also includes a Virtual Ethernet Bridge (VEB) where packets can switch between the 

virtual Ethernet Controllers and their associated VMs. Service chaining is performed in the 

hardware. 

 The SR-IOV hardware is embedded in the Xeon-D system on chip device and available to 

the Hypervisor through software control. 

 Each SR-IOV virtual Ethernet Controller is accessible from the PCIe bus. VMs that are at-

tached directly to their virtual Ethernet Controllers and packets are transferred directly be-

tween the Ethernet Controller and the VM memory – bypassing processing in the CPU and 

the Hypervisor and greatly improving performance. 

Figure 17 shows how the SR-IOV hardware virtualization operates: 
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Figure 17: Single Root I/O virtualization 

Software Architecture 

The unique, protected FSP 150 ProVMeHypervisor ensures that the LINUX host used for virtualiza-

tion remains protected behind a secure and carrier-grade management system. Only high-level 

access users can maintain the server. The maintenance tasks are proxied through a control system 

to ensure that users execute only allowed commands. They are never allowed direct access to the 

LINUX kernel or shells. This restriction minimizes the attack surface from malicious users and mal-

ware.  

The FSP 150 ProVMe has two processors, and each one runs its own software stack. The system 

processor controls the NID and supervises the overall system. It controls all access to the manage-

ment and configuration of the system and provides security for server access. The system controls 

server operations such as alarm collection, diagnostic testing, and re-installation of the server im-

age in case of corruption. The system processor can also shut down the server to prevent damage 

to the hardware in case of an over-temperature alarm. A diagram of the system management func-

tions is shown in Figure 18: 

 

Figure 18: System Management of Server 
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The FSP 150 ProVMe host software runs on the server. This arrangement is a fully open virtualiza-

tion platform for hosting VMs and interconnects them to create service chains. The VM host con-

tains a NID controller that allows it to configure and control data paths through the NID field-

programmable gate array (FPGA). The NID controller is integrated into the OpenStack Neutron 

Agent. In this way, an orchestrator can create an end-to-end path through both the virtual and 

physical elements. Figure 19 shows the server software components: 

 

Figure 19: Server Software Architecture 

NFV Orchestration Support 

An OpenStack Nova agent is provided for managing the compute resources from an OpenStack 

Controller. An OpenStack Neutron agent is provided for managing the virtualized network re-

sources OpenStack Controller. This is extended using an ADVA Optical Networking ML2 driver which 

can be loaded into the OpenStack Neutron controller to allow the physical data paths in the NID 

hardware to be controlled through OpenStack. A REST interface and YANG model is provided to 

allow the full compute and virtualized networking resources to be managed directly from an or-

chestrator. OpenStack is not required when using this mechanism. The REST interface can be con-

trolled over the in-band management channel. The REST interface can be exposed directly into any 

VM running on the server hypervisor. This allows a hosted VNF to take control of the system and 

manage the resources directly. 

 

Figure 20: Management Hierarchy – Control 
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MANO Interfaces 

The FSP 150 ProVMe provides a traditional OSS/EMS management model and for a Dynamic Or-

chestrator / VIM model. Both systems control and query status, as shown in Figure 20Figure 21. 

 

 

Figure 21: Management Hierarchy – Reporting 

2.3 Intra-DC Network 

Metro-haul partner TU Eindhoven has been developing optical switching fabrics, which as described 

in the overall network architecture for Metro-Haul, are an essential technology for the disaggregat-

ed MD-ROADMs or can be used within the optical nodes depending on the role of the node inside 

the network. These roles as outlined in Section 1.2, may include the MCEN, AMEN, or the peripher-

al parts of the optical network interconnecting inter and intra-datacentres. In order to support the 

Metro-Haul philosophy of hardware and software interoperability, from the control and manage-

ment perspective, this section describes the functional and hardware node architecture with the 

key parameters of the node outlined. The different node configurations require particular consider-

ations for control. Hence a unified hardware platform equipped with OpenFlow controller is em-

ployed. Here, the FPGA controller for the node (additional details in [D3.1]) is described with a set-

up and configuration workflow. 

2.3.1 Intra DC Switch: Functional and Hardware Architecture  
Network Traffic intra and inter data centre (DC) is dramatically increasing with the rapid growth of 

internet, mobile, and cloud computing services, making it difficult for DC networks to cope with 

many essential requirements such as high throughput, low latency, scalability, flexibility, and low 

power consumption. The typical network architecture of a hierarchical fat-tree has been, therefore, 

replaced by switch fabric architectures (spine-leaf). In these fabric-based networks, the network 

throughput, flexibility and latency are improved by setting multiple paths among the top-of-racks 

(ToRs), aggregation, and core switches while applying load balancing. However, it is difficult for 

conventional electrical packet switching (EPS)-based DC networks to enhance the scalability and 

reduce power consumption because the number of links would increase excessively as the data 

centre scales out. TUE has worked on Photonic DC networks where Optical circuit switching, optical 

packet switching or a combination of the two (depending on the different types of traffic flows to 

be managed) relies on all-optical switches which provide the required parameters. Spine-leaf archi-

tectures can be best realised with “broadcast and select”, due to its ability to meet the perfor-
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mance requirements of these switches (e.g. high extinction ratio, low crosstalk, fast switching and 

high power efficiency). 

 

Figure 22: Modular architecture of the photonic integrated wavelength selective switch. b) Fabricat-
ed 4 modules InP photonic integrated wavelength selective switches. 

Photonic integration enables low power and low cost solutions, while the on-chip gain is exploited 
to compensate for the losses as well as to equalize the optical power channel acting as multiple 
discrete VOAs integrated into a single device. Moreover, per channel optical power monitoring 
functionalities are naturally supported in the photonic integrated WSS. The modularity of the pro-
posed WSS enables to increase the input/output port count as well as the interconnection in order 
to realize a switch and select ROADM with variable degree according to the required functionalities 
in the network. 
 
The architecture of the photonic integrated WSS is shown in Figure 22 and includes key elements 
that improve performance and enable scalability and flexibility required in the optical nodes. The 
modular photonic integrated WSS consists of N WDM inputs, and each WDM input is fed into one 
module that processes in parallel the M wavelength channels. Each 1xN WDM photonic integrated 
circuit (PIC) switch module includes an SOA booster amplifier followed by a 1:N splitter to broad-
cast the WDM channels to the N wavelength selective switches (WSS). Each WSS can select one or 
more wavelength channels and forward the channels to the output ports according to the switching 
control signals. The WSS consists of two AWGs (1xM AWG and Mx1 AWG) and M SOA-based optical 
gates. The first 1×M AWG operates as a wavelength de-multiplexer. Turning ON/OFF the M SOAs 
determines which wavelength channel is forwarded to the output or is blocked. The second M×1 
AWG operates as a wavelength multiplexer. Hitless operation and multicast operation are naturally 
supported by this architecture. 
 
Figure 22 (b) shows a fabricated photonic integrated WSS with 4 modules (4 WDM channels per 
module) exploiting InP technologies. More than 68 SOA amplifiers have been integrated into a sin-
gle chip. In Metro-Haul, TUE will design and fabricate chips with modules with at least 8 WDM 
channels. This architecture supports the required modularity required in intra-datacentre network 
topologies such as leaf and spine. Below we present two possible scenarios of how the fabricated 
photonic integrated WSS can be arranged in broadcast and select architecture to achieve ROADMs 
that support these topologies.  
 

2.3.2 A Degree 2 Low-Cost ROADM Based on Wavelength Blockers 

The photonic integrated WDM switches based on modular WSS can be configured to achieve a de-
gree 2 low-cost colourless ROADMs. In this configuration, a minimum of two wavelength selectors 
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(wavelength blockers) are needed to implement this function. The goal is to demonstrate the per-
formance of the schemes. Figure 23 shows two potential cases using coherent receivers (Figure 23 
(a)) or direct detection receivers (Figure 23 (b)). Note that in a direct detection operation, extra 
wavelength blockers at the receivers can be employed as tuneable filters with integrated SOAs that 
also act as power equalizers.  

                     

(a)                                                                                    (b) 

Figure 23: Degree-2 low cost ROADM with (a) coherent receivers, and (b) direct detection receivers. 

2.3.3 N Degree ROADMs Based on Wavelength Selective Switches 
Multiple photonic integrated WDM switches based on modular WSS can be employed to achieve a 
degree N directionless and colourless ROADM. As shown in Figure 24, multiple wavelength selective 
switches are interconnected in order to achieve the required configuration. The figure reports as an 
example a degree 4 ROADM. Only the connections coming from interface 1 (red connections) have 
been drawn for the sake of clarity of the picture given the large number of interconnections. The N 
power splitter (in this case N=4) broadcasts the WDM channels at the network interface 1 to the 
other 3 network interfaces and to the local drop interface. Each output network interface includes 
4 wavelength blockers. 3 wavelength blockers are connected to each input interfaces (coming from 
the respective splitters), while the 4th wavelength blocker is connected to the local add interface. 
This schematic allows for a directionless operation. The schematic can be scaled to N degrees (N 
network interfaces) by updating the 1:4 power splitter with a 1:N power splitter, and by increasing 
to N the number of wavelength blockers per network interface. Providing colourless operation to 
the ROADM requires that the drop interface employs wavelength selective switches (not reported 
in the figure). Moreover, in the case where contention-less operation is required, multicast and 
select switches should be employed at the drop interface. Photonic integration of the N wavelength 
blocker and optical splitter (with embedded SOA amplifiers) is an effective solution for scaling the 
modular ROADM architecture. 
 

2.3.4 Functional Control Architecture Description 
TUE contributes the software system architecture being developed to combine the best of the 
physical elements consisting of the switch to enable its functions to be provisioned in a robust and 
dependable manner. Software defined networking (SDN) has been chosen as the base technology 
to facilitate network control and virtualization of the hardware described above. By fully abstract-
ing the underlying data plane devices, the SDN controller can create multiple VNs which are capa-
ble of efficiently sharing the heterogeneous DCN resources (ToR switches, DCN switches, wave-
lengths, etc.). While SDN-based control for OCS has been implemented and assessed by extending 
the OpenFlow (OF) protocol for switch configuration, only a preliminary investigation of controlling 
fast optical switch-based VNs has been successfully carried out by using a proprietary control, but 
no SDN-based control and OF extensions have been developed for OPS. Moreover, despite the en-
hancement of resource utilization, the statistical multiplexing enabled by OPS can also introduce 
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resource competition which may compromise the quality of service (QoS) performance. Targeting 
high-performance service delivery, QoS support is essential especially for the time-sensitive appli-
cations dedicated to specific functions/configurations of the node. 
 

2.3.5 SDN Controlled Intra-Datacentre Architecture 
 

 
Figure 24: Overall Intra-DC architecture 

The overall architecture of the SDN-enabled and programmable optical DCN is shown in Figure 24. 

Therein, an Architecture-on-Demand (AoD) node including the OCS and OPS switches interconnects 

a cluster of racks. In each rack, a ToR switch groups tens of servers. Two switching elements, the 

OCS and the OPS oversee switching the intra-cluster traffic generated by the VMs.  The ToR aggre-

gates the traffic into flows, which are classified according to the requirements of the application 

and sends them to the proper switching element (i.e., the OCS or the OPS). Hence, OCS handles the 

long-lived rack-to-rack flows and OPS processes the short-lived bursty ones. A large port-count fiber 

switch is implemented here as the AoD backplane which can flexibly configure the cross connec-

tions. Similar to intra-cluster communication, the inter-cluster communication can be dynamically 

configured with an inter-cluster backplane. 

 

Focusing on the support of more applications/tenants by utilizing statistical multiplexing and ensur-
ing low latency performance enabled by fast switching, OPS may be considered compared to OCS, 
which provides much longer reconfiguration time. The integrated control plane can dynamically 
configure OPS-based VNs over this scenario. From a control plane perspective, we define an OPS-
based VN as a collection of flows associated to a single tenant. In turn, a flow is defined here as a 
set of application data packets that are aggregated into optical packets containing the same optical 
label with a certain load. 
 

2.3.6 Control Plane 
A control plane deployed on top of the flat DCN, which is decoupled from the underlying data 
plane, supports network re-configurability and programmability. It consists of a centralized SDN 
controller interacting with the network devices through the southbound interface (SBI). An agent is 
implemented for each switching device to facilitate the communications with the SDN controller 
and, by doing this, the network resources can be allocated on demand for VN provisioning. From a 
DCN operator perspective, VN creation should be efficient and flexible enough to support as many 
tenants as possible and, at the same time, be capable of configuring the physical network in a way 
that satisfies all the tenant-driven requirements. 
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Figure 25: Virtual network generation and reconfiguration 

To set up an OPS-based VN, the SDN controller configures the look-up tables (LUTs) of the ToRs of 
the racks whose servers have to be interconnected. Moreover, the controller configures the LUT of 
the OPS to interconnect the ToRs adequately. Figure 25 presents an example of how VN creation 
and reconfiguration in an OPS-enabled DCN will work. VN1 connects ToR1 with ToR2 while VN2 
interconnects ToR2, ToR3 and ToR N, with ToR2 belonging to both VNs. Let us assume that an ap-
plication running in a VM hosted in a server of Rack3 generates a new data flow associated to VN1. 
In this case, ToR3, which connects Rack3 to the DCN, has to be included in VN1 so a network recon-
figuration is required. As illustrated in Figure 25, a top-down approach is used. Therein, the net-
work operator contacts the SDN-controller, which, in turn, updates the LUTs of the ToRs (ToR1, 
ToR2 and ToR3) and the OPS involved in the new VN1 (VN1’). Once the VN has been provisioned, 
application data are exchanged between the ToRs at the sub-microsecond level, thus decoupling 
the fast data plane (at sub-microsecond time scale) from the control plane (at milliseconds time 
scale). Moreover, exploiting the statistical multiplexing introduced by the OPS, the band-
width/wavelength resource sharing is possible between flows associated either to the same VN or 
to different VNs. This enables the dynamic creation and reconfiguration of multiple VNs and the 
optimization of the DCN resources utilization, which leads to a high tenant density. 
 

2.3.7 Interaction with the Data Plane 
The optical flows generated and transmitted by the ToR include an optical label that, according to 
the OPS LUT stored in an FPGA-based switch controller, determines the forwarding output port at 
the optical switch. The switch controller manages the SOA gates to forward the packets to the de-
sired destinations. Due to statistical multiplexing and resource sharing, contention may happen 
between the input signals from the same ToR. Therefore, optical flow control signals notifying the 
packets delivery status are implemented between the ToRs and the OPS node. The depicted FPGA-
based controller implemented in the OPS switch generates an ACK signal, which is sent back to the 
ToR, to notify a successfully delivered packet. Otherwise, a negative ACK (NACK) is generated for a 
blocked packet and, then, the packet has to be retransmitted. Such bi-directional optical flow con-
trol operation should provide sub-microsecond average end-to-end latency and 10-5 packet loss for 
a normal traffic load (<0.5). Except for the forwarding operation, the FPGA-based switch controller 
also records the numbers of received packets and NACKs (contentions). These values will be re-
ported to the SDN controller upon request and can be reset to zero once the flow transportation 
has ended. 
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Figure 26: Conceptual image of SDN-enabled node controller architecture 

 

 
Figure 27: Control architecture 

The Figure 27 above depicts an overview of the control architecture of the scenario under investi-
gation. The SDN controller is provided by means of the OpenDaylight (ODL) open source platform 
hosted by the Linux Foundation in its Hydrogen release (Base edition). ODL has an extensible modu-
lar architecture as well as a wide set of available services, appliances and northbound primitives 
that serve as a suitable approach in our SDN scenario. However, the ODL controller requires a set of 
extensions in support of the OPS technology. First, the OF application programming interface (API) 
implemented by the ODL controller is modifiable by applying a set of OPS extensions defined for 
the OF protocol. This enabled the control and management of OPS devices from the controller. 
Afterwards, the core of the ODL controller is provided with the capabilities to operate OPS devices 
and flows. Finally, the ODL management Graphical User Interface (GUI) can be extended to allow 
the management of OPS-capable devices as well as to configure and manage OPS-based flows. 

Besides this, the ToRs and the Optical node will be equipped with OF agents that enable the com-
munication with the ODL controller through the SBI, therefore bridging and gluing control and mon-
itoring mechanisms and primitives at both sides. More specifically, the OF agents, which run in ded-
icated servers, map the USB link-based proprietary interface exposed by the FPGA-based switch 
and aggregation controllers into the extended version of the OF protocol implemented in the SB 
interface (Figure 27). In this way, the agents translate OF messages coming from the controller into 
a set of actions performed over the underlying device through the USB link and vice versa. Hence, 
on the one hand, the SDN controller is able to configure the network topology flexibly by updating 
the LUT content and; on the other hand, the status of the underlying hardware switches is reported 
up to the SDN controller for monitoring purposes. The ODL management GUI allows for triggering 
and visualizing these actions. 
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2.4 Inter-DC Network: Filterless Network Architecture 

The emerging metro network is moving in a direction that allows alternatives to the existing para-
digm [ALU]. An important differentiating factor is the collocation of Data Centres (DC) that is an 
inherent requirement to support Cloud-based services, applications and network functions, alike. 
As a result of this 

 In the emerging metro network, a significant fraction of the traffic will stay within this do-
main 

 The interconnection pattern between metro nodes becomes meshed 
 
These new conditions considerably alter the defining parameters of a metro network: the traffic 
profile stemming from a metro node, the connectivity pattern between nodes as well as the overall 
mode of operation. Given these changes, a filterless network approach becomes more attractive, 
given the inherent low cost combined with the potential for dynamic operation. 
 
To make this point clear, Figure 28 [ALU14] depicts, in a qualitative manner, the number of activa-
tions and processes within a Cloud-centric metro network. 
 

 
Figure 28: The number of activations and the timescale these occur in a Cloud-oriented Metro Net-

work [ALU14] 

 
Of importance here is not only the volume of these processes but also the time scale for them to be 
completed. To quote the original remarks, it is foreseen that the "SDN-enabled cloud-optimized 
services will be instantiated in seconds or minutes instead of days or weeks in the present mode of 
operation" [Nokia]. Specifically, the "interconnection between virtual machines within a DC can be 
set up dynamically, on demand and within seconds, with little or no operator involvement. Enter-
prises and Data Centre Providers will demand the same level of agility when cloud DCs and end 
users are interconnected across the metro and WAN" [Nokia], and as such "the metro network 
needs to evolve and inherit attributes of existing DC networks where network connections are initi-
ated in seconds compared to hours or days in most WANs today" [Nokia]. In conclusion, the predic-
tions are that a far more dynamic mode of operation is needed. 
 
Given that the time scale of interest is going down to minutes or seconds, the parameters of con-
cern are: the actual reconfiguration time and the actual burstiness (max-to-average capacity) to be 
transported within this time frame. The role of a dynamic data-plane is to address these two chal-
lenges (where a data-plane solution includes the appropriate dynamic but robust signalling mecha-
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nism too). Clearly, the available predictions indicate that we will need both a dynamic control-plane 
as well as a dynamic data-plane to accommodate the upcoming challenges in a metro network. 

 
Figure 29: A schematic illustration of the DuFiNet 

 
A schematic illustration of a metro node together with the metro network layout is shown in Figure 
29. This network configuration might be identified for simplicity as Dual Bus Filterless Metro Net-
work (DuFiNet). It is observed in Figure 29 that in the optical front end, each transmitter/receiver 
module is attached to a separate propagation fibre via a 3-dB coupler to allow for the complete 
decoupling between the "add" and the "drop" traffic transportation. This is justified as follows: in 
the filterless configuration there is no erasing stage for the traffic to be dropped and as such, it 
would be impossible to add traffic to the same channels. However, by separating the add/drop 
traffic in two different fibres, this restriction does not apply anymore. 
 
The use of an additional fibre significantly improves node cascade ability and the AMEN are trans-
parent and future proof to any modulation format, channel bandwidth. Last but not least, in the 
context of a dynamic control plane, this configuration requires the development of SDN-enabled 
control plane only for the transceivers and the EDFAs, both located within the AMEN. As such, the 
complexity of a node upgrade is minimized.  
 
As mentioned, a considerable fraction of the traffic generated from a metro node is expected to 
stay in the metro node. In a DuFiNet, traffic transportation from metro node A to metro node B is a 
two-step process through the metro-core node shown in Figure 29. Two alternative configurations 
for this interconnection are envisaged, the opaque and the transparent which are illustrated in 
Figure 30(a) and Figure 30(b), respectively. 
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(a) 

 
 

(b) 
Figure 30: (a) the opaque interconnection mode; (b) the transparent interconnection mode 

 
In the opaque interconnection mode, the traffic from all AMEN is forwarded to the metro-core 
node where it is regenerated and the flows are either, aggregated and groomed together with in-
coming traffic from other core nodes before being forward to the corresponding "drop" fibre seg-
ment, or they are forwarded towards other core nodes. In the transparent mode, although the traf-
fic destined to core is still regenerated etc, the traffic towards a particular "drop" fibre is transpar-
ently steered by means of a WSS-based OXC. As such, the transparent length here is up to twice as 
much compared to the opaque case so the physical layer design should be dimensioned to accom-
modate this requirement. The overall scalability of the architecture (in terms of capacity) is ensured 
by means of additional add/drop fibre pairs. 
 
In the quest for a lower-cost Metro solution and given that the total fibre length of a Metro net-
work may not exceed 200 km (in Europe at least) it is of interest to investigate whether certain DSP 
transceiver modules – like for example those for dispersion compensation – can be traded for low-
er-cost. Luckily, optical alternatives, e.g. DCF, are already installed from the NRZ-era, and they can 
be considered. Here, of particular concern is the "drop" path in the transparent mode since the 
AMENs are the cost-sensitive part while the metro-core node most likely will be a fully-fledged 
node. 
 
Those two Dual-Bus Filterless Metro Network (DuFiNet) node interconnection architectures were 
analysed in [D3.1], and the results are summarised here. The interconnection modes are either 
transparent (the entire traffic of a metro network is forwarded to the MCEN, and part of it is for-
warded to the corresponding AMENs with no o/e conversion) or opaque (the entire traffic of a met-
ro network is forwarded to the MCEN where it is o/e converted and the traffic is groomed with the 
incoming to MCEN traffic before being forwarded to the recipient AMENs) as shown in Figure 30. 
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Three node configurations were considered that differ in the final physical layer performance and 
total CAPEX is assuming a fixed number (up to 16) of transceivers and evenly distributed traffic per 
node. The methodology considered loss dispersion and fibre nonlinearities setting an OSNR thresh-
old of 23.9 dB (for BER=10-12). The main conclusions are: 

 Optically transparent connections are feasible for at least a total length of 200 km reach-
ing 20 AMEN. 

 No in-line EDFAs are necessary, something that somewhat simplifies network planning. 

 There is dependence on the modulation format (QPSK v. 16-QAM) for 100Gb/s transmis-
sion. 

 The most robust format is QPSK as even after a 20-AMEN cascade a BER of 10-12 without 
FEC can be achieved for a metro network extended over 200 km.  

 With 16-QAM, a metro network of up to 12 AMEN and 120 km in length is feasible with 
BER < 10-9. 

 Capacity can be traded for reach since there is a clear dependence on the total supported 
capacity. 

 A relaxed system (in terms of guard-band between channels) offers a better node cas-
cade-ability. 

 Optical dispersion compensation (DCF) can be incorporated in the nodes: 

 To reduce the cost of (S)BVTs (anticipating "light" (S)BVT transceivers with fewer DSP 
blocks suitable for a metro network) using all-optical methods for dispersion manage-
ment given that DCF is deployed in metro networks from the NRZ era. The DCF is in-
serted between the two EDFA stages for the OA placed in an AMEN. 

 To employ DD schemes (e.g., DQPSK or even legacy NRZ). 

 Gain saturation due to ASE accumulation is negligible. 
 
To summarize, under moderate connectivity requirements, a filterless network may employ QPSK. 

When the required connectivity increases (e.g. a new AMEN is added), the transportation scheme 

may switch to 16-QAM, so the additional spectral slots/channels that become available are used to 

connect additional AMEN. For an even higher number of nodes and/or longer lengths, a mixed 

scheme can be used, where the remotest nodes still use QPSK while the inner AMENs, that span 

shorter lengths, use 16-QAM. 

2.5 Network Control Layer 

As detailed in WP4, the Metro-Haul Control, Orchestration and Management (COM) system is re-
sponsible for the dynamic provisioning of services across a Metro-Haul domain. It is useful to define 
several layers that are involved in such a system, in view of potential analogies with existing sys-
tems, the relationships between different functional components and the different roles of each 
component. 
 
In this sense, we define the following layers within Metro-Haul COM. 

 The (Network) Control Layer this layer involves, mainly the SDN control of the network in-
frastructure. It is hierarchical, involving the control of multiple network domains and/or 
layers (e.g. multiple Metro-Haul nodes with their packet switched layer interconnected by 
an optical network). Within Metro-Haul, this is augmented in order to consider the control 
of the compute nodes. Consequently, the network control layer is scoped to the network, 
whereas we define the Control Layer as to also include the control and dynamic provision-
ing of Computing and Storage resources. Thus, specific elements of the VIM component of 
the ETSI NFV architecture is part of the control layer. 

 The MANO (Management and Orchestration) Layer refers to specific components of the 
ETSI NFV architecture that enable the deployment of VNFs and VNF-FGS across the Metro-
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Haul infrastructure. It includes the NFVO (NFV Orchestrator), the VNF Managers and the 
Virtual Infrastructure Manager. This terminology is inherited from the ETSI normative ref-
erences, although the terms Management and Orchestration are also broad and can be 
used in other cases, as briefly mentioned below. 

 The Slicing Layer is a layer that enables the deployment of Slices (self-contained logical 
networks that are service-tailored and that can be controlled independently) over the 
MANO layer.  
 

In this context, let us also note that: 

 Each layer may also have dedicated Management functions, so the network operator may 
configure specific functions at each layer. For example, an SDN controller may also be man-
aged (configured, audited, monitored, etc.). The set of such functions across the aforemen-
tioned layers is also referred to as a Management Layer, the terminology used in legacy 
network control and management architectures. 

 The monitoring and data analytics component of the COM (subsystem) is able to retrieve 
data and perform telemetry and data analytics across multiple layers, either in the actual 
infrastructure or monitoring elements of the control, orchestration and management 
planes. Consequently, this component can be seen as working across-layers. 

 Similarly, the planning subsystem is designed to perform advanced computations, predic-
tion models, etc. and can support multiple elements of multiple planes (e.g. it can perform 
path computation for SDN, thus being a component of the network control layer) or it can 
perform NFV function placement, thus covering both the network control and the MANO 
layer. 

 
The definition of such layers is a formalism. It is common that actual products and deployments 
offer functions that involve, in a holistic and integrated way, multiple layers. 
 
The Metro-Haul network architecture spans across several network domains that include the opti-

cal layer, the packet layer and PON access networks. The Metro-Haul COM (Control, Orchestration 

and Management) architecture, in regards the Control part, follows the IETF ACTN (Abstraction and 

Control of Traffic Engineered Networks) framework. 

 

Figure 31: METRO-HAUL Network Control layer  
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In line with the ACTN framework, a Multi-Domain Service Coordinator (MDSC) is proposed to allow 

for the multi-domain coordination and indirectly multi-layer, since different Metro-Haul domains 

involve different network layers. This MDSC acts as a parent controller to the Provisioning Network 

Controllers (PNC) devoted to each domain as SDN controllers as shown in Figure 31. 

Another view of this cross-domain network control architecture is depicted in Figure 32, showing 

the control of just the optical and packet layers. The Metro-Haul-node is assumed to be either 

AMEN or MCEN in this architecture. 

 

Figure 32: METRO-HAUL Network Control layer across domains 

2.5.1.1 Optical Domain 
Regardless of the level of disaggregation of the optical systems (full, partial or no optical disaggre-

gation) used in the Metro-Haul nodes (AMEN and MCEN), the Optical domain SDN Controller can be 

considered as a single component, providing the right abstraction and interfaces, that has to be 

centralized to control the establishment of optical channels across distant O-NEs (Optical Network 

Elements) and that exposes a Northbound Interface (NBI) to the parent SDN controller to instanti-

ate connectivity services described using YANG models. 

The use of YANG/NETCONF as data modelling language and protocol is typical for this kind of Opti-

cal SDN controller in its Southbound Interface (SBI) and is assumed to be the case for the Metro-

Haul control architecture. Therefore, the local node controller agent implements a NETCONF server 

that is accessed by the Optical domain SDN Network Controller to configure the individual compo-

nents within the O-NE, as depicted in the following figure for the case of the partially disaggregated 

optical network. 
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Figure 33: NETCONF / YANG control of the partially disaggregated optical network  

In terms of standardization, three relevant worldwide open initiatives are considered of high rele-

vance for Metro-Haul: OpenROADM, OpenConfig and ODTN. In the definition of hardware (device) 

models, Metro-Haul considers both OpenROADM and OpenConfig extensions to model the hard-

ware devices. In parallel, Metro-Haul is also contributing in the ODTN reference implementation 

which leverages OpenConfig modelling for the SBI and T-API for the NBI. 

2.5.1.2 Packet Domain 
The Metro-Haul architecture includes a packet domain to connect the compute and storage infra-

structure present in the Metro-Haul nodes to the optical domain to get connectivity services to 

remote nodes and to provide local connectivity services between local compute and storage nodes. 

This packet domain will typically be at least a leaf and spine switching fabric that the computes 

nodes connect to, and potentially other Network I/O elements (e.g. Datacentre Gateway IP router) 

interfacing the NFVI domain to the Transport Network domain (where at least an Optical domain is 

included and maybe some IP/MPLS Transport router). 

Switching fabric network elements can be controlled by an SDN controller under the local VIM, but 

they can also be controlled by an SDN controller directly under the control of the NFVO. Both ap-

proaches are being advocated in the industry. 

SDN control of Network I/O elements (such as DC-GW) from a PNF SDN controller is being standard-

ized as part of the Broadband Forum CloudCO reference architecture directly under the NFVO con-

trol. 

Control of the IP/MPLS Transport routers in the packet domain of AMEN/MCEN is under the control 

of a Packet SDN controller, which is a child of the Metro-Haul parent controller in the SDN control 

hierarchy. 

The various control network capabilities for the different elements in the Metro-Haul packet do-

main are shown in the figure below: 
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Figure 34: Different strategies to control packet domain network elements 

2.5.1.3 PON Domain 
The architecture for the control of the PON network in Metro-Haul is schematically depicted in Fig-

ure 35. The main building blocks of the architecture are the Management Agent Software Frame-

work (ConfD), the PON Configuration Agent (PCA), the PON Network Flow Agent (PNFA) and the 

SDN PON Controller which is based on Open Network Operating System (ONOS). 

 

 

Figure 35: PON control architecture 

The unified control of the PONs is realized through the adoption of an abstraction scheme which 

represents the PON as a legacy OF/NETCONF-enabled switch. 
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2.5.1.4 Connectivity, Processing, and Monitoring 
Figure 36 provides an overview of the Metro-Haul monitoring and data analytics (MDA) architec-
ture. Data analytics are distributed; optical, MPLS, and IT nodes export measurements to a collo-
cated MDA agent with local data analytics and decision-making capabilities, whereas a centralized 
MDA controller is running in the parent control layer, which includes domain-wide decision-making 
capabilities, in the multi-layer SDN architecture. This architecture enables autonomic networking by 
means of observe-analyse-act (OAA) loops where monitoring data analysis outcomes can be used 
to recommend network reconfiguration actions to different control and management entities. 
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Figure 36: Metro-Haul monitoring and data analytics (MDA) architecture overview 

The analysis of use cases’ critical tasks in D2.1 provides relevant inputs for the description of the 
functional requirements that the MDA architecture needs to support. A first aspect is which kind of 
data needs to be collected and analysed. Mainly, four types of monitoring data can be retrieved: 

 Physical layer (L0) monitoring data, including: i) transmitted/received optical signal power, 
ii) optical spectrum, i.e. power with respect to frequency also at different intermediate 
points, and iii) pre-FEC BER and (O)SNR at the receiver side. 

 Packet layer (L2) monitoring data, including not only traffic flow streams (bits per second) 
but packet streams (packets per second) for relevant KPI measurements such as latency or 
jitter. 

 IT resources monitoring data, including physical and virtual machines performance such as 
CPU usage and memory consumption. 

 Application/service monitoring data, highly dependent on the specific use case. Specifical-
ly, we refer to those data that is directly related to service and network performance. For 
instance, monitoring the activity of end users of a VoD service that can eventually lead to IT 
and connectivity resources reconfiguration in order to meet service requirements. 

A second aspect relies on how this data is collected from different sensors and probes. According to 
the identified needs, two approaches need to be considered. On the one hand, monitoring is fo-
cused on performing measurements at regular discrete intervals, e.g. every 1 or 15 minutes. On the 
other hand, telemetry is intended for the continuous measurement that is sent as a data stream, 
and no regular intervals are strictly needed, i.e., measurements are sent as soon they are available 
or at a rate much shorter than for the monitoring approach, e.g., every second. Note that both ac-
tive/passive monitoring probes at the packet layer, as well as optical monitoring devices need to 
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support the processing of 100 Gb/s data streams and allow computing the required measurements 
for different configurable intervals, including the demanding telemetry regime. 

Different network performance metrics may require different monitoring system configurations 
that need to be dynamically set up in the monitoring devices in response to actual needs. Let us 
consider the illustrative example of a multilayer network in support of the relevant use cases and 
services identified in D2.1 Definition of Use Cases, Service Requirements and KPIs. Under normal 
operation, passive traffic measurements to track and quantify the traffic at the packet layer and 
power/BER/OSNR measurements to evaluate QoT of optical connections can be retrieved at a nom-
inal periodicity of 15 min. Besides this, additional optical layer measurements such as optical spec-
trum at strategically selected network nodes can be taken with an even larger periodicity, e.g. 1 
hour. Upon the detection of a relevant event, e.g. an unexpectedly large BER measurement, several 
actions can be taken to adapt the monitoring system to accurately identify and localize the cause 
behind the raised event, thus obtaining crucial information to trigger proper network reconfigura-
tion actions. Some of them are: i) reducing monitoring time interval (e.g. 1 minute) in both optical 
and packet layer monitoring devices, even putting some of them in telemetry mode; ii) activating 
new monitoring points to increase identification and localization accuracy, e.g. retrieving optical 
spectrum measurements at all the nodes of the optical connections affected by the BER degrada-
tion; and iii) configuring active monitoring probes to add additional key performance metric meas-
urements such as delay, jitter, or lost traffic in the virtual links supported by degraded optical con-
nections. 

Decision making-based on data analysis is essential for autonomic and cognitive networking. These 
decisions entail reconfiguration actions that can affect more than one identified layer. Continuing 
with the example of VoD distribution, the detection of a reconfiguration triggering event (e.g. a 
service and/or transmission degradation) may require reallocating end users to video servers, re-
dimensioning IT resources (i.e. VMs) supporting video delivery, and reconfiguring connectivity 
among caches and end users’ gateways, all in an orchestrated way (see later the portable demo use 
case for an illustrative example). The MDA infrastructure needs to support different mechanisms 
for triggering and reconfiguration actions. In general, they can be classified into two main groups: 
reactive and proactive. Reactive mechanisms are those that respond to the evidence of some con-
dition observed in the monitoring data, e.g. monitored BER of a light path exceeds a pre-defined 
threshold. On the other hand, proactive mechanisms anticipate likely events with the aim of reduc-
ing the negative impact in a performance that they could entail for the network, thus allowing spe-
cific reconfiguration actions before any performance degradation occurs. Following the example 
before, BER monitoring data can be tracked and, using a BER predictive model, threshold violation 
can be anticipated with enough time to skip negative impact. 

Regardless of the type of reconfiguration actions that can be performed, we can distinguish two 
levels of performance improvement loops that are the result of both the functionalities of the MDA 
architecture and its functional split in the Metro-Haul architecture. Thus, MDA agents deployed in 
AMEN enable local control loops, e.g. collecting monitoring data and applying re-configuration/re-
tuning to devices in the local node. Part of the output of the data analytics processes performed in 
MDA agents (aggregated data, notifications) is forwarded to the MDA controller, which can be de-
ployed in MCEN nodes to implement network-wide control loops. 

2.6 NFV Management and Orchestration Layer 

2.6.1 Metro-Haul Orchestration Layer 
The Metro-Haul orchestration layer is designed to coordinate the joint orchestration of the cloud as 

well as network resources for the all the use cases which require storage, computing and network-

ing resources. Compute/cloud resources for use cases are required to implement Network Function 

Virtualization (NFV), since network functions are run as a software becoming Virtual Network Func-
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tions (VNF), to replace legacy dedicated network appliances such as routers and firewalls. Different 

PoPs are interconnected using a network infrastructure. When a use case requires a network ser-

vice composed of different interconnected VNFs on different PoPs, the orchestrator is responsible 

for instantiating VNFs using the compute resources and instantiates networking between the VNFs 

using the network infrastructure interconnecting the PoPs; thus advocating the case for a joint 

cloud/network orchestration. 

 

Figure 37: Metro-Haul Orchestration layer based on ETSI/NFV MANO 

Figure 37 shows the Metro-Haul orchestration layer. It is based on the design of ETSI NFV Manage-

ment and Orchestration (MANO). In this case, the orchestrator is referred to as the NFV Orchestra-

tor (NFVO) and coordinates with various components to orchestrate an end-to-end network ser-

vice. These components and their interaction with the orchestrator are mentioned here. 

2.6.1.1 NFVO – OSS/BSS 
The NFVO takes the network service descriptor (NSD) as an input for the network service to be or-

chestrated from the Operation/Business Support System (OSS/BSS). The OSS instantiates, deploys, 

and manages the network service to be deployed using the Northbound API exposed by the NFVO 

as shown in Figure 38. The NSD includes this information: 

 VNFs as part of the network service. 

 Service chain as a sorted sequence of VNFs. 

 The characteristics about the links (bandwidth and latency) interconnecting the VNFs. 

 PoP location that is hosting each VNF. 

 

2.6.1.2 Orchestration of Compute Resources 
The compute resources are under the domain of the Virtual Infrastructure Manager (VIM). The VIM 

is used to allocate and manage to compute, networking and storage resources within a PoP, which 

in the case of Metro-Haul are AMEN or MCEN nodes. The NFVO will be using the Northbound API of 

the VIM to provision the VNFs hosted by the compute resources being managed by the VIM. The 

interface between the NFVO and the VIM is defined by the Or-Vi interface as shown in Figure 38. 

This interface is defined as part of ETSI NFV MANO architecture [ETSI-MANO]. 
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2.6.1.3 Orchestration of the Network Resources 
The NFVO orchestrates the network resources interconnecting the AMENs and the MCENs using 
the WAN Infrastructure Manager (WIM). The WIM is responsible for provisioning connectivity paths 
between the VNFs in a Wide Area Network domain. It includes the parent SDN controller which 
controls multiple heterogeneous network domains. For this purpose, the Or-Wi interface allows the 
connectivity between VNFs in multiple data centres in the Metro-haul architecture as shown in 
Figure 38. The interface is defined between the NFVO and the WIM and will be based on the under-
lying SDN controller to create the end-to-end connectivity between VNFs hosted as shown in Figure 
38. 

 

Figure 38: NFVO - WIM Interfaces 

 

2.6.2 Placement, Planning, and Reconfiguration Subsystem 

The Placement, Planning, and Reconfiguration Subsystem (namely, the Network Planner) enables 
the optimization of resource allocation in the optical metro network to effectively provision VNFs in 
specific computing nodes considering heterogeneous requirements. The Network Planner architec-
ture, detailed in Section 3.6 of the deliverable [D4.1], is divided into Front-end and back-end com-
ponents. Front-end contains the interfaces that allow the exchange of information necessary for 
the planning tool (the Back-end) to carry out its operations, see Figure 40. The IPNFVO, IPVIM, 
IPSDN interfaces provide to the planning, the capability to query the Service Platform NFVO, the 
VIMs and the WIM to plan the network properly and provide network resource allocation and ca-
pacity planning solutions. 
 

 

Figure 39: Metro-Haul unified service platform 
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Figure 40: Metro-Haul Network Planner architecture 

The open-source Java-based Net2Plan tool (www.net2plan.com) has been chosen by the Metro-
Haul consortium as the planning tool / Back-end and as a common framework for collaboration 
among partners, exploiting its multiple functionalities for algorithm development, capacity plan-
ning, resource-provisioning and automatic report generation. To this end, a specific library is avail-
able in the current Net2Plan version 0.6 in a Javadoc format [1]. Net2Plan will also help in dissemi-
nating the results in public repositories, for public validation and inspection. Relevant for this deliv-
erable D2.2 Functional Architecture Specifications and Functional Definition, the Back-end imple-
mented with net2plan is in charge of executing algorithms that perform two distinct roles. 
 

2.6.2.1 On-line Resource Provisioning 
On-line resource provisioning exploits the front-end capabilities to indicate during operation time, 
the suitable network/IT resource provisioning and (re)configuration. This is performed by algo-
rithms for traffic-based dynamic metro resource activation, with a correlation of service traffic 
monitoring, resource availability and service requirements. These algorithms have two major func-
tionalities: VNF Placement and Scaling Optimizer (NPSO) and Network Resource Allocation Optimiz-
er (NRAO), as described in Section 3.6.2 in D4.1. NPSO can be executed in a standalone way, for 
instance, in case the NFVO requires though the IPNFVO the assessment on (only) VNF instantiation 
location. Nonetheless, a joint execution of NPSO and NRAO provides an indication to the COM ar-
chitecture (through the three interfaces) on how to jointly allocate / provision network and IT re-
sources. Note that these functionalities have been preliminarily reported in [JOSC] [FJM]. 

 

2.6.2.2 Off-line Network Design 
Off-line network design algorithms are mainly devoted to capacity planning and network design. 
The input of the algorithms is the current network design characterized by topological and techno-
logical information (e.g. technological alternatives researched for the metro in WP3), as well as 
user-defined input parameters, and generate as output a new design. This role clearly fits for the 
techno-economic analyses to be performed in Task 2.3 of WP2 “Network Architecture Design and 
Evaluation”. A systematic approach for metro network evaluation is implemented by following the 
4 steps: 

1. Definition of reference architectures: Leveraging on the Net2Plan extension presented in 
[n2pGIS], a number of maps can be imported that permit estimating population densities in 
the city, as well as city layouts aiming to couple node positions with population densities. 

2. Definition of reference user demands for identified 5G services: This MS will produce 
Net2Plan traffic generation algorithms (.java) and traffic traces in readable formats (e.g. 
CSV files), characterized by being (i) time dependent reflecting variations along, e.g. one 
day, and (ii) multidimensional considering bandwidth between nodes, but also accessing to 
services that consume IT resources (CPU, RAM, HD) in the AMEN and MCEN nodes. 

3. Joint IT and transport resource allocation algorithms. 

4. Network dimensioning and techno-economic analysis. 

http://www.net2plan.com/
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Additionally, key service requirements and KPIs of the different use cases expressed in deliverable 
D2.1 Definition of Use Cases, Service Requirements and KPIs are considered in the algorithm execu-
tion to provide the appropriate indications to Metro-Haul management, orchestration and control 
modules. Additionally, different technological alternatives researched for the metro in WP3 are also 
considered in the Back-end / net2plan. 

2.7 Network Slicing 

This section introduces the concept of network slicing, based on a synthesis of work done in WP4. 

For a more in-depth treatment, see [D4.1]. Before introducing such a concept, let us present first 

the related concept of Network Virtualization, which somehow precedes the former. As transport 

networks evolve, the need to provide network abstraction and virtualization has emerged as a key 

requirement for operators. Network virtualization [Nej11] refers to the process by which multiple 

logical (virtual) networks are supported over a common, shared physical network infrastructure (as 

shown in Figure 41). Note that the physical aspect is understood at the lowest level. Since network 

virtualization can become recursive, a logical virtual network may also be virtualized. Network vir-

tualization is an enabler for multi-tenancy, an ownership concept in which tenants are given a dif-

ferent partial and abstracted topology view, and are allowed to utilize and independently control 

allocated virtual network resources as if resources were real [Li17]. The granularity level of control 

given to tenants can vary, depending on the involved new business models. 

 

Figure 41: The Concept of Network Virtualization 

The mechanisms to support network virtualization are diverse, and strongly depend on the use 

cases and associated requirements, notably in terms of traffic isolation, service level agreements, 

and performance guarantees. In most cases, such mechanisms rely on a combination of i) actual 

hardware device support for multi-user and virtualization ensuring resource and traffic isolation, 

and ii) software layers and middleware that perform the necessary control functions. For example, 

an optical flexi-grid network can be partitioned, based on a selection of NE or ROADMs, physical 

ports or link fibres and nominal central frequencies of the DWDM grid (hard partitioning) so a virtu-

al network is thus a subgraph of the underlying network topology graph. For example, as an initial 

proof-of-concept, a basic slicing architecture can be done with ACTN, using, e.g. PCE/PCEP proto-

cols. It is based on adopting and extending the Hierarchical active stateful Path Computation Ele-

ment (PCE) architecture, the PCEP protocol to support efficient and incremental link state topologi-

cal reporting, known as PCEP-LS (PCEP link state extensions),  the per-link partitioning of the optical 

spectrum based on variable-sized allocated frequency slots enabling network sharing and virtualiza-

tion, and  the use of a model-based interface to dynamically request the instantiation of virtual 

networks for specific clients/tenants. The ACTN Software Defined Network (SDN) architecture spec-

ifies the functional entities and methods for the coordination of resources across multiple domains, 

Underlying Infrastructure
170.1.6.10

Tenant10 Tenant20
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to provide end-to-end services. It comprises of Provisioning Network Controllers (PNCs), responsi-

ble for specific technology and administrative domains, connected to a Multi-Domain Service Coor-

dinator (MDSC). The MDSC facilitates abstraction of the underlay transport resources and virtual 

network instances to be allocated, while a corresponding Customer Network Controller (CNC) man-

ages virtual network instances [RCas17]. Similarly, A Bandwidth Variable Transceiver (BVT) can tune 

its bit-rate and bandwidth dynamically with a trade-off between reach and capacity. A BVT may, in 

turn, be composed of multiple transceivers, each one of such sub-transceivers being configured 

independently. Such sliceable BVT (S-BVT) enables transmitting from one point to multiple destina-

tions, changing the traffic rate to each destination and the number of destinations on demand. 

Consequently, a set of such sub-transponders can be assigned to support one or more logical links 

of the virtual network. 

Generalizing the concept of network virtualization and driven by recent standardization work at 

SDOs such as 3GPP, IETF and ETSI, the term Network Slicing has appeared as an emerging require-

ment for future 5G networks. While the roots of the concept are related to network virtualization, 

including the partitioning (slicing) of a single (commonly physical) infrastructure to construct multi-

ple (logical) infrastructures, there are important differences that are worth highlighting. More em-

phasis is given to the actual network functions and how they are arranged and configured, forming 

a complete logical construct or network, tailored, customized and optimized for a given service or 

service set, or to support a given actor or customer (e.g. vertical industry). Second, a given slice can 

combine both data and control plane functions and functional elements, which are an inherent part 

of the slice. In this context, concepts such as traditional data connectivity services such as Virtual 

Private Networks, Network Virtualization, or NFV Network Services become specific cases of this 

generic construct. 

 Slicing as an emerging requirement for 5G networks; a slice is a logical construct involving 

functions and their interconnection, tailored for services and verticals. The concept some-

how generalizes ETSI Network services, virtual networks, VPNs, etc. 

 

Figure 42: Network Slicing Concept: Virtualize an infrastructure encompassing network, computing 
and storage resources, so virtual infrastructures can support interconnected functions tailored for a 

service or customer, with dedicated control, management and orchestration 
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Figure 42 illustrates the concept of having a physical infrastructure (composed of network, compu-

ting and storage resources) that can be virtualized, resulting in multiple virtual infrastructures. Such 

virtual infrastructures are composed of virtual links that interconnect VMs, the latter supporting 

generic functions (F1, F2…) forming a logical network or construct (slice). Resources within this slice 

can also be orchestrated, with systems dedicated to managing the composing functions or instanti-

ated SDN control planes for the virtualized network elements. 

The ETSI NFV framework can be used as a starting point for a concrete implementation of a generic 

slicing architecture, in which network slice instances are NFV Network Services (NS), encompassing 

NS endpoints and one or more VNFs interconnected by logical links, forming VNF Forwarding 

Graphs (VNFFGs). Logical links are thus mapped to supporting network connectivity services which 

may, in turn, span multiple network segments. This is shown in Figure 43, where multiple NFVO 

(green, blue), potentially managed by different users or operators can have shared access to a 

common NFVI managed by their respective VIM/WIMs, and each NFVO instantiated network ser-

vice (with its corresponding VNFs) is a slice instance. For a detailed analysis, see, for example 

[Cha17]. This commonly assumes a single administrative domain, for the interfaces between NFVOs 

are at this time unspecified. 

 

Within the scope of Metro-Haul, the main focus of a network slice is the ETSI NFV Network Services, 

that is, a set of interconnected VNFs, across the Metro-Haul infrastructure. It is worth noting that 

Metro-Haul aims at extending the current state of the art in key projects in order to include PNFs 

(Physical Network Function) and VNFs (e.g. PNFs are physically attached to packet switches in Met-

ro-Haul nodes). 

Multi-tenancy support can be added by thin wrappers on top of (possibly dedicated) MANO sys-

tems, relying on the multi-tenancy capabilities of the underlying VIM / WIM (see Figure 43). Alter-

natively, a single MANO may implement all the functions required to support this requirement. 

 

Figure 43: Network Slicing using the integrated SDN/NFV framework. Different Tenants (e.g. Green / 
Blue) manage their NFVO to deploy Network Services and Slices over a set of shared VIM/WIM 

spanning multiple PoP and domains. Each slice has a dedicated Control Plane instance. 
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2.8 Performance Description 

This section analyses the performance of the Metro-Haul architecture, based on its functional com-

ponents. The traffic expected to be served by the Metro-Haul network and its bandwidth is ana-

lysed. This is followed by the use case analysis procedure on how the 5G KPIs are split into end-to-

end node and network infrastructure requirements. The latency analysis provides models to ana-

lyse the Metro-Haul network latency. This is followed by the energy consumption analysis in Metro-

Haul. 

2.8.1 Traffic Characterization and Bandwidth Analysis 
Characterising the Metro-Haul network traffic and its future evolution is important in order to be 

able to appropriately design and dimension the Metro-Haul network. In the context of the 5G-PPP 

programme, the Metro-Haul project is distinctive, since it is exploring the effects of future 5G traffic 

characteristics and growth in the context of metropolitan networking, rather than in the more con-

ventional access networking situation that is more often associated with 5G technologies. In addi-

tion, whereas 5G is also often associated with radio access (with the various 5G KPI parameters 

frequently defined with the implicit assumption of wireless networking performance targets) the 

Metro-Haul network is exclusively optical-fibre based and isn’t aimed to offer services directly to 

private end-user customers (e.g., as is often the case with wireless 5G services). Rather, the “end-

users” of the Metro-Haul network can be thought of as the actual 5G service providers, network 

providers, and infrastructure providers, who in turn will be offering the next-generation 5G services 

to individual end-user private customers and SMEs. 

5G services traffic is categorised into one of the following classes, each with their own distinctive 

traffic characteristics: enhanced Mobile broadband (eMBB); massive Internet of Things (mIoT), 

which is also related to massive machine-type communications (mMTC); and critical connec-

tions/ultra-reliable and low-latency communications (CriC/URLLC). Much work has gone into pre-

dicting the traffic characteristics of such future 5G services, and how they will impact future 5G 

networks; however, such analyses have only been performed in the context of 5G access networks 

and the effects of such traffic profiles on the final-drop portion of 5G access networking. That said, 

fronthaul and backhaul sections of 5G access networks (frequently based upon C-RAN architec-

tures) are optical-fibre based, and therefore already aggregate the features of these 5G services. In 

contrast, the Metro-Haul project covers the network topology between the Central Office and the 

backbone (core) network. As such it is both purely optical fibre in nature, and also features a con-

siderable degree of aggregation and grooming. This section, therefore, aims to describe the key 

features of the traffic profiles as anticipated for the Metro-Haul network, and therefore the key 

design and dimensioning considerations that the Metro-Haul network needs to address, in order to 

adequately handle the aggregated traffic of future 5G services and 5G networking. 

Another aspect new to 5G networking that is adding complexity to the modelling of the Metro-Haul 

future traffic profiles is the growing presence of information storage and processing functionalities 

in 5G networks. This is already the case in 5G access networks, where distributed caching (content 

delivery networking) has already been considered. However, such information storage and pro-

cessing is highly hierarchical and scalable and expected to function as a particular layer of a com-

pletely hierarchical data centre (DC) hierarchical architecture, stretching from hyper-scale DCs 

down to micro-DCs in the edge. Such DC capability is therefore also expected to significantly impact 

the Metro-Haul network design. 

Finally, there are two complementary topological approaches to metro networking design, based 

on Horseshoe and Mesh/Ring topologies. As a means to introduce redundancy (i.e. resiliency and 
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restoration) these different approaches are well understood (e.g. see the deliverables D2.1 and 

D3.1), but their different topologies imply different results for traffic aggregation and grooming, as 

well as the optimal location of data centres.  

In the earlier deliverable D2.1, an initial investigation of the Metro-Haul Use Cases, and their tech-

nical performance parameters was given, with a summary given in the Table 3 below. 

Table 3: Data rate required by services pertaining the Use cases reported in D2.1. Both single service 
instance and aggregate values are reported. 

Use case Service or task Data rate Aggregated Data rate 

mIoT Utility Metering Sensor data communication 100 kb/s max (per 
sensor) 

10 Gb/s (50,000 household, 
with peak factor of 10, from to 
the sensors to somewhere in 
the Metro (AMEN or MCEN). 

Video from Content Delivery 
Network 

Video streaming (unicast) 8 Mb/s per user (FHD) 32 Gb/s for AMEN to users 
24 Gb/s for MCEN to users 
(10,000 users in total) 

Live TV distribution Video streaming (multicast) 2-25 Mb/s per user 
(depending on defini-
tion) 
Up to 72 Gb/s per video 
channel uncompressed 
stream 

Non-critical for user streams 
thanks to multicast delivery 
(few tens of Mb/s per channel). 
600 Gb/s between AMEN and 
MCEN (for carrying 35 live TV 
channel uncompressed) 

Service Robotics  Control a service robot or a 
flying drone control and 
exchange video stream 
payloads 

1-100 Mb/s (the mini-
mum without payload, 
the maximum mainly 
for 360 video payload) 

1-100 Gb/s from robots to 
AMEN/MCEN (for 1000 con-
trolled robots)  
1-100 Gb/s for interaction of 
AMEN/MCEN with the web and 
cloud services 

Smart factories (a sample of 
services) 

Motion control (all types) 
Sensor’s connections 
HD Video surveillance 
UHD Video Quality Check 

Factory coord. processes 
 

1 Mb/s max  
10 kb/s per sensor 
5 Mb/s per camera 
100 Mb/s per camera 
10 Gb/s per factory 
 

0.2 Gb/s 
0.02 Gb/s 
0.1 Gb/s 
4Gb/s 
10 Gb/s (from Factory servers 
to Company headquarters) 
(aggregated values for a single 
factory) 

6DoF Virtual Reality VR stream delivery 
Original to local source 
stream 

500 Mb/s per stream 
100 Gb/s (single 
source) 

50 Gb/s (100 users) 
100 Gb/s (one source of VR 
experience) 

Intelligent Transport System 
and Autonomous Driving 

V2X interactions 
 
 
Platooning stream 

20 Mb/s (all interac-
tions, i.e. V2I, v2N, 
v2/V2N) 
20 Mb/s 

20 Gb/s (1000 vehicles per km2 
assumed) 
 
50 Gb/s (aggregated streams) 

Enterprise Access (only fixed 
part of the network) 

Enterprise access NG 
Ethernet stream 

10-100 Gb/s per NG 
Eth. access 

500 Gb/s (3 streams at 100 G/s 
and 20 at 10Gb/s assumed) 

Crowdsourced video broad-
casts 

User contributing stream 
Transport of clustered 
videos to data centres 

0.8-2.4 Mb/s per user 
100 Gb/s per event 

50 Gb/s (50000 user at 1 Mb/s) 
100 Gb/s (single event) 

Active object tracking control CCTV video distribution 25 Mb/s per camera 25 Gb/s (1000 cameras back-
hauled) 

In addition to the bandwidth required to support these Use Cases, the next table overviews band-

width requirements of fixed residential and business users along with support to mobile Remote 

Radio Units (RRUs). 
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Table 4: Bandwidth requirements for residential, business and mobile connections 

Service Description Data rate Aggregated Data rate 

Fixed Residential Residential customers 
including IPTV services 

10 Mb/s per household 100 Gb/s per AMEN (10,000 
households). 

Business connections Broadband connection for 
companies 

100 Mb/s per user 100 Gb/s per AMEN (1,000 
companies) 

Mobile broadband Remote Radio Units em-
ploying CRAN at different 
functional splits (eCPRI 
assumed) 

1 Gb/s average per 
RRU, allowing different 
fronthaul data rates 

100 Gb/s per AMEN (100 RRUs 
assumed) 

 

This table is reproduced in part, here in the Table 5, below, showing how the various 5G services 

can be expected to aggregate together to yield an overall throughput requirement, as well as the 

storage and compute requirements for data processing functions. In particular, Table 5 aggregates 

all the various use case scenarios (each of which represents the anticipated total resource require-

ment for that particularly 5G service on a per 5G-access-network basis), along with the capacity 

requirements of conventional fixed residential, business and mobile broadband connections, to 

provide an overall summed total of the required resources. The summed totals are given in the 

bolded row. Subsequent to that are the assumed resources that were assumed to be required for 

the MCEN and AMEN, (again, as previously given in the Figure ES-1 and Table 47 of D1.2.) The use 

cases given in Table 5 are assumed to be offered by a 5G access network with a single AMEN at its 

head, such that the aggregated (totalled) traffic needs to be handled by the single AMEN, with ap-

propriate dimensioning. 

Table 5: Aggregated 5G service requirements for AMEN and MCEN 

Use Case Throughput (Gb/s) Storage (TB) Compute (vCPU) 

mIoT Utility Metering 20 0.002 2 

CDN (eMBB) 72 22.5 5 

LiveTV (eMBB+URLLC) 600 0 400 

Service Robotics 
(eMBB+URLLC) 100 10 200 

Smart Factory 
(eMBB+URLLC+mIoT) 50 50 750 

6DoF VR (eMBB+URLLC) 250 100 50 

ITS (eMBB+URLLC) 100 10 100 

Crowdsourced Video 
(URLLC) 100 0.1 20 

Secure SDN Control 
Video Distribution 150 - - 

Fixed residential 100 - - 

Business connections 100 - - 

Mobile broadband 100   

TOTAL 1.6 Tb/s 192.6 TB 1,527 vCPU 

AMEN 10-100 4,200 1700 

MCEN 100-1000 100 250 

 

For a horseshoe metro topology (see Figure 44 (a), below), with say 10 AMENs connected to a sin-

gle MCEN, the total throughput reaching the MCEN can therefore be expected to reach of the order 

of 16 Tb/s (i.e. 10x the 1.6 Tb/s total per AMEN as described Table 5), and so will therefore require 

160 x 100-Gb/s pipes between the MCEN and its nearest AMEN. Note, that Figure 44 also shows as 
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a dotted line a protection link between one of the AMENs to another MCEN node. Thus, even in a 

horseshoe topology, the MCEN will feature a limited degree of meshing connectivity, for protection 

and resilience. 

 

Figure 44: Metro-Haul topologies for metro networking:  (a) Horseshoe topology; (b) sparse meshing 

Figure 44 (b) shows a metro network with exactly the same AMEN and MCEN nodes as the horse-

shoe network, but now featuring a much greater degree of meshing amongst the AMEN and MCEN 

nodes. Such a meshed topology will tend to reduce the data-rate throughput requirement on those 

links closest the MCEN, since the traffic is more uniformly loaded across the network. For example, 

a metro network with N AMEN/MCEN nodes, and sparsely connected with a total of L links, such 

that the connectivity is given by =2L/N(N-1), means that on average each MCEN is connected to  

(N-1) =2L/N  other AMEN/MCENs. For an average throughput of T=1.6 Tb/s of 5G services associat-

ed with each AMEN, then the load throughput the MCEN is expected to accommodate is given by 

T/. For N=10 and an example connectivity =0.3, an MCEN would on average be connected to 3 

AMENs, and so the total aggregated traffic on each link connecting to the MCEN will have an aver-

age load of 1.6/0.3=5.33 Tb/s, i.e. about a third that required by the associated horseshoe topology. 

Table 5 indicates that AMENs and MCENs will have large information storage capabilities, e.g. of the 

order of 4.2 PB (= 4.2x1012 bytes), i.e. corresponding to their additional functioning as data centres 

(DCs) within the metro network. Such DC functionality will also be generating its own traffic charac-

teristics, as data is synchronized, load-balanced, and backed-up to other DCs (MCENs and AMENs) 

in the network. For the issue of backing-up, for a DC with 4.2 PB of storage, on the assumption that 

10% of this data needs to be up-dated and distributed to other storage locations for a CDN applica-

tion, then 420 TB needs to be piped around the metro network each day, corresponding to a con-

stant background data-rate demand of 420*8/(24*60*60) TB = 40 Gb/s. However, if 100% of the 

complete data storage capacity needs to be synchronized every day, then this corresponds to a 

constant background throughput requirement of 400 Gb/s. For the multiple MCENs connected to-

gether in a metro network, these will quickly add-up, e.g. for M MCENs connected to each other 

within a metropolitan area, these will generate an aggregated traffic of M*400 Gb/s, travelling 

across the metro network. Again, assuming connectivity of , with the data at each MCEN being 

back-up (synchronized) to D data storage centres located at other MCENs, the data pipes carrying 

the synchronization traffic will have to transport (D-1)*400/ Gb/s on a sustained basis. For =0.3 

and at a minimum D=2 (i.e. data is mirrored at only one additional location), then data-pipes be-

tween MCENs will have to support 1.3 Tb/s of traffic just for DC synchronization. However, if data 
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needs to be synchronized and backed-up at D=3 locations, for stronger data storage security, then 

the background traffic requirement will double to 2.6 Tb/s. 

In which case, the currently assumed 1.6 Tb/s data pipes of Table 6 which were only calculated 

directly from the associated 5G services will have to be increased to 4.2 Tb/s data rate capacities.  

This is indicated in Table 5, which shows the aggregated traffic requirements for an MCEN, consid-

ering both the 5G services and the anticipated DC-DC traffic characteristics. 

Table 6: Aggregated 5G services and DC-DC traffic requirements for MCENs 

Use Case Throughput (Gb/s) Storage (TB) Compute (vCPU) 

5G Services and fixed services 1,600 4,200 1,700 

DC-DC Synchronisation 

T=[(D-1)/]*400 Gb/s 2,600 - - 

TOTAL 4,200 4,200 1,700 

 

According to the Cisco’s Visual Networking Index, the Cumulative Annual Growth Rate (CAGR) of 

Internet traffic is about 25%, which means an increase of 3x in 5 years (1.255=3.05), 9x in 10 years 

(1.259=9.31) or 28x in 15 years (1.2515=28.4). In this light, the Metro-Haul network needs to support 

such a traffic growth, either increasing the number of lambdas or line-rates. Table 7 below summa-

rises these numbers. Clearly, the Ring/Mesh topology offers important savings concerning band-

width needs. 

Table 7: Summary of bandwidth requirements for MCEN. Forecast for next years (Tb/s) 

 Year 0 Year 5 Year 10 Year 15 

Horseshoe topolo-
gy 

16T 48.8T 149T 454T 

Ring/Mesh topolo-
gy 

5.33T 16.26T 49T 151T 

To satisfy such demands using WDM technology, the following table summarises the capacity of-

fered per fibre branch, showing that current state of the art technology (up to 80 lambdas at 100G) 

provide enough bandwidth to deal with the traffic needs of the near future: 

Table 8: Summary of offered traffic per AMEN and MCEN. Forecast for next years 

 10 lambdas 40 lambdas 80 lambdas 160 lambdas 320 lambdas 

10G 0.1T 0.4T 0.8T 1.6T 3.2T 

40G 0.4T 1T 3.2T 6.4T 12.8T 

100G 1T 4T 8T 16T 32T 

200G 2T 8T 16T 32T 64T 

400G 4T 16T 32T 64T 128T 

600G 6T 24T 48T 96T 192T 

1000G 10T 40T 80T 160T 320T 

 

As shown, to meet the traffic requirements envisioned for the next decade, in the order of tens and 

even hundreds of Tb/s, there is a need to increase capacity between nodes both in terms of Ultra-

Dense WDM (more lambdas) and more capacity per lambda. While 10G, 40G and 100G are current-
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ly available in market, 200G and 400G have been demonstrated in lab [PWinzer2010, KRob-

erts2011] and are still under standardisation and development, see for instance: 

IEEE 802.3ck (2018) – IEEE 802.3 100 Gb/s, 200 Gb/s, and 400 Gb/s Electrical Interfaces Task Force, 

which proposes to aggregate 1, 2 or 4  lanes at 100G to construct up to 400G transceivers 

(http://www.ieee802.org/3/ck/P802_3ck_Objectives_2018mar.pdf) 

Indeed, according to [GlobalTransceiverMarket, SPerring2014, Reuters2017], Telcos will be re-

quired to move towards 100G and above in the near future. 

2.8.2 Splitting 5G KPI Requirements to Network and Node Infrastructure Requirements 
In this section, the methodology for use case analysis for the network and node infrastructure in 

the scope of Metro-Haul is presented. Specifically, regarding all the use cases presented in D2.1, a 

framework for splitting the 5G KPI requirements to end-to-end network infrastructure 

requirements which includes the orchestration and control plane, and the end-to-end node 

infrastructure requirements which include the data plane. 

 

Figure 45: Metro-Haul Use derivation 

As reported in D2.1, each use case has some particular network functions. These network functions 

imply some service requirements and 5G KPIs. These KPIs further drive the use case to be split into 

particular functions which are achieved by the network infrastructure and node infrastructure, 

needed to be fulfilled by the functional blocks of the overall Metro-Haul architecture. As shown in 

Figure 45, the Metro-Haul data plane, consisting of AMENs and MCENs, have particular node and-

transport network capability and features. These, along with the Metro-Haul end-to-end network 

management and orchestration capabilities and features are composed to derive use cases, which 

require KPIs for a 5G network service. This network service is then decomposed into a particular 

descriptor, which includes the end-to-end required network function. This network function is fur-

ther decomposed into individual functions to be fulfilled by the AMEN and MCEN nodes. This is 

done by identifying the node and transport network functions for the 5G network service. 

http://www.ieee802.org/3/ck/P802_3ck_Objectives_2018mar.pdf
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Figure 46: Use case decomposition and analysis 

Figure 46: Use case decomposition and analysis further explains this methodology. A use case is 

split into its 5G KPIs and the 5G network services; this was performed in D2.1. The rest of the de-

composition in Figure 46 is part of D2.2. The network service is decomposed into the end-to-end 

infrastructure requirements, where each sub-requirement has an expected KPI. This is further de-

composed into the node requirements, similarly having KPIs for its sub-requirements. These are 

further explained as follows. 

2.8.2.1 End-to-end Network Infrastructure Requirement Analysis 
This analysis requires a detailed consideration of the network service derived from a use case. This 

includes the holistic view of the network service, overseeing the management and orchestration 

functions, and their corresponding KPIs. As shown in Figure 46, the following are the individual re-

quirements of a network service: 

 Network infrastructure control: 

o This refers to the end-to-end control path connectivity. Specifically, how the con-

trol plane manages the network service. This includes the SDN part. 

 Network infrastructure slicing and virtualization: 

o This performs the analysis of whether the network service involves network slicing 

or virtualization aspects. 

 Network function: 

o This refers to the performance analysis of a network function in the network ser-

vice. Specifically, the KPIs in this case are the latency and bandwidth requirements. 

 Monitoring functions: 

o These are the functions in the virtualized infrastructure and orchestration systems 

which monitor the resource usage issues and performance of the network func-

tions.  

 Analytics function: 

o This function performs analysis (real-time/non-real-time) on the monitoring data 

received from the network service to detect anomalies and to study the impact on 

various network KPIs.  

 Connectivity: 

o Refers to the end to end data path connectivity for the network service 

2.8.2.2 Node Functional Requirement Analysis 
This analysis requires the consideration of the network nodes. The functions that are needed to be 

performed by the network node are based on the network function provided by a network service. 
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As shown in Figure 46, following are the individual requirements of a node specified in the node 

descriptor: 

 Transport function: 

o This retrieves the necessary information from the packet header to decide the fu-

ture course of the packet as per the forwarding table entries. 

 Network/Switching function: 

o The actual flow of data is determined by the network hardware switches (flow rules 

are determined by the SDN control plane). 

 Control capability: 

o This is the ability to change the control ability of the node 

 Compute capability: 

o This refers to the ability to change the compute node and computation require-

ments for the device. 

 Programmability: 

o This is the ability to program the node that which will change the node (and/or 

network) property based on the configuration provided. 

 Monitoring function: 

o This is the ability to monitor the node resources, functionality, performance and 

health. 

 Analytics function: 

o This is the ability to analyse the monitored data and provide feedback to the higher 

layers to improve the performance.   

2.8.3 Latency Analysis 

2.8.3.1 Definition of Latency 
As reported in D2.1, some services associated with 5G use cases selected within the project are 

highly demanding in terms of end-to-end latency requirements. This implies stringent requirements 

for the network solutions in general, and for the metro segment, which is the network portion cov-

ered by Metro-Haul, in particular. 

The definition of latency adopted in D2.1 and taken from 3GPP recommendation [3GPP-TS-22.261] 

is: (latency is) the time it takes to transfer a given piece of information from a source to a destina-

tion, measured at the communication interface, from the moment it is transmitted by the source to 

the moment it is successfully received at the destination. In general, latency is a measure of the 

responsiveness of an application, how instantaneous and interactive it feels [IEEESL]. In contrast to 

bandwidth, which is the rate at which bits can be delivered, latency is the time it takes for a single 

critical bit to reach the destination, measured from when it was first required. In the following, 

latency as defined above is referred as the packet delay, while the variation in such delay is defined 

as jitter. Both are relevant (not only the maximum average value of delay but also its variance) 

when services sensitive to latency is considered. 

Latency is considered in the following as one-way, from the user equipment to the termination 

point of the service. Services that require a two-way latency constraint (also known as round-trip 

delay) must have a one-way latency equal to at most half of the two-way latency. This is true if 

packet processing time at the termination point can be neglected. Otherwise, such time must be 

considered as an additional term to calculate the round-trip delay. 
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2.8.3.2 Latency Classes and Use Case Service Mapping 
Table 9 shows end-to-end latency and packet jitter values for the use cases defined in D2.1. Since 

there is not a general and universally valid rule in a system that links tolerance on latency to toler-

ance with respect to jitter, we assume the following rule: for a class that tolerates a latency of X ms, 

the tolerance on Jitter is one-tenth of that value, i.e. X / 10. This rule is approximate, and it may not 

apply, but it is useful for classifying services having latency or jitter as a reference parameter and in 

lack of other information. In fact, in some cases, the requirement is known only about one of these 

two parameters. In the other cases, when the requirement on both parameters is available, the 

most stringent one prevails in attributing the class. Considering the latency and jitter requirements 

of Use cases defined in D2.1, the four classes of latency requirement reported in Table 9 has been 

identified in Table 9. 

For instance, Live TV distribution reported in Table 9, which have 50ms as a requirement on latency 

and 1ms on jitter, is classified as Very Strict considering the value of the required jitter (which is 

specified and greater than one tenth of the latency, i.e. 5 ms). 

Table 10 defines four classes of latency named Very Strict, Strict, Tolerant and Not requiring.  This 

classification does not correspond to any known classification (in standards, specifications or other 

documents) and it has been introduced to group Use cases in classes which require the same net-

work solutions and architecture. For instance, Very strict class requires, in case of radio access, 

necessarily the NR because LTE cannot satisfy very low values of end to end latency, and require 

also tight constraint on the metro segment. On the other side, Tolerant or even Not requiring clas-

ses can use any type of access (fixed or radio, in last case both LTE or NR) with weak constraints in 

the metro segment 

It is important to specify that in the following, for evaluating the fulfilment of the limits on parame-

ters of a latency class when a given architecture configuration is analysed (values in Table 10: La-

tencies classes), only the latency parameter is used for computation. This because the well know 

formulas, or the other means to attribute a parameter value to a network segment like diagrams of 

the type of Figure 49, are on latency and not on jitter (or on both). Analysis and computations on 

jitter would require insights and models that are outside of the scope of this deliverable. 

Table 9: Services from Use cases reported in D2.1 with Strict and Very strict latency requirement. 

Use case Service or task E2E Latency 
(one way) 

Jitter  Class 

mIoT Utility Metering High priority apps 5 ms unknown Strict 

Live TV distribution Video streaming 50 ms < 1 ms Strict (due to jitter) 

Service Robotics and 
Smart factories 

Robot arm or flying 
drone control 

1 ms 0.01 ms Very strict 

6DoF Virtual Reality Interactive experience 
streaming 

1 ms at 100 Mb/s 
20 ms at 1 Gb/s 

unknown, but ex-
pected low 

Strict (with the 
high data rate, 
otherwise Very 
strict) 

Intelligent Transport 
System and Autono-
mous Driving 

Vehicle to vehicle 
(V2V) collaborative 
mode 

5 ms unknown Strict (in some 
references, the 
requirement of ITS 
can match with 
Very strict) 

Enterprise Access (only 
fixed part of the net-
work) 

Datacentre intercon-
nections 

5 ms 0.5 ms Strict 

Crowdsourced video 
broadcasts 

Video/sensor data 
processing at high 
speed 

30 ms Unknown but strin-
gent (1 ms?) 

Strict 
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Active object tracking 
control 

active object tracking 
control 

5 ms (< 10 ms) uncritical Strict 

 

Table 10: Latencies classes 

Latency class Maximum one-way packet delay Maximum jitter 

Very Strict 1 ms 0.1 ms 

Strict 5 ms 0.5 ms 

Tolerant 30 ms 3 ms 

Not Required Unspecified (best effort) Unspecified 

 

As we can see in Table 10, the only services classified as Very Strict as regards to the latency re-

quirements are the ones that support a remote machine closed-loop control. All the other services 

in the table can be assigned to the Strict latency class. 6DoF and Automotive are on the borderline 

as they could require delay or jitter values lower than the one specified for the Strict class under 

certain conditions. For example, for 6DoF the required class would be Very Strict if the available 

data rate on the connection were lower than a given value, e.g., 400 Mb/s. All other services asso-

ciated to the use case presented in D2.1 do not have a stringent requirement on latency (here cate-

gorized as Very Strict or Strict) and can be classified Tolerant or Not Required as regard latency. 

We concentrate on the three first classes of latency requirements listed in Table 10, as services and 
applications defined as “Not Requiring” as regard latency do not involve limitations in any part of 
the network infrastructure.  

Thus, it can be stated that the Very Strict latency class requires that the service, from the user plane 

data flow point of view, is expected to be ended necessarily at the edge (i.e., in the closest AMEN 

node to the user/users) or with tight constraints within the metro (e.g., on hops and distances be-

tween nodes involved). Services belonging to the Strict latency class have some flexibility to be 

handled within the metro area (with a possible exchange between AMENs or between an AMEN 

and a MCEN). Lastly, latency services belonging to Tolerant class could be ended on location in the 

Telco Cloud (for instance in a National DC) or in a metro area different from where the user is lo-

cated, or even in the Public Cloud if the delay budget it allows. 

This general categorization can be compared with the one proposed in the white paper [Qual-

comm-WP] where a definition of three main levels of latency is highlighted. Such levels depend on 

where the service termination point is placed. In Figure 47: End-to-end latency levels as reported in 

[Qualcomm-WP] taken from [Qualcomm-WP] and showing 6DoF Virtual Reality immersion experi-

ence, as an exemplary high demanding service, the three latency requirement levels are named 

Telco Edge latency, Telco Cloud latency, and Public Cloud latency with reference to the emerging 

terminology in networks featuring both NFV and SDN paradigms.  
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Figure 47: End-to-end latency levels as reported in [Qualcomm-WP] 

Another important point to stress is that latency is not independent of other connection parame-

ters and is tightly linked with bandwidth or, more correctly, the data rate. In general, a very strin-

gent requirement on latency on a connection of a given data rate can be slightly relaxed if the con-

nection can rely on a higher data rate (and vice versa). An example is the 6DoF VR [Qualcomm-WP] 

where, as reported in the above table, there is a requirement for 1 ms of maximum latency if the 

connection bitrate is 100 Mb/s but tolerates up to 20 ms for 1 Gb/s connections. 

2.8.3.3 Service Latency Model 
Communication end-points can be a combination of (human) user terminals and (non-human) sen-

sors, actuators, machines and servers. The last ones can be located near to (at the edge) or far from 

the other entity of communication, that is, either in an operator location (in the Telco cloud scope), 

or even in the “Internet” (in Public cloud scope). 

In general, the latency from an end-user perspective can be divided into two major parts: the user 

plane (U-plane) latency and the control plane (C-plane) latency. The U-plane latency is measured by 

one directional transmit time of a packet to become available in the IP layer between a User 

Equipment (UE) and the radio access or vice versa. C-plane latency can be defined as the transition 

time of a UE from idle to the active state. We concentrate on U-plane latency as the service per-

formance mainly depends on it and less on the C-plane performance (this cannot be true for some 

specific applications, for instance in the field of ITS, but a comprehensive analysis is out of scope of 

this deliverable). 

Figure 48, taken from [ERICSSON_5GLatency_IoT], shows a possible RAN architecture of a 5G sys-

tem in which both LTE and NR Radio Access Technologies (RATs) are present. For both LTE and NR, 

the BBU is assumed to be split into: 

 a Distributed Unit (DU), one for each RAT, performing the Physical Layer (L1) and lower 

Layer 2 (L2) functionalities (RLC, MAC) and  

 a Centralized Unit (CU), shared by the two RATs, with Radio Resource Control (RRC) and 

Packet Data Convergence Protocol (PDCP) functionalities.  

This type of functional split corresponds to the Option 2 split as defined in 3GPP study [3GPP-TR-

38.801]. Other split options can be possible, e.g. Option 3 split if some RLC functions are in the CU, 

or Option 4 split in case the whole RLC sub-layer is within the CU. A complete overview of split op-

tions in Radio Access Network foreseen by 3GPP is given in Section 5 of [3GPP-TR-38.801] 
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In the following, for simplicity, a network implementing the Option 2 split is assumed. This is moti-

vated also by the fact that this split option is the only one which is currently considered in 3GPP, 

e.g. [3GPP-TS-38.401] describing the NGRAN architecture. This means that early network equip-

ment implementations will likely be available with this split option (i.e., Option 2). 

 

Figure 48: 5G architecture showing Interworking of LTE and NR 

The contributions of the radio access in terms of round-trip delay are reported in Figure 49, also 

taken from [ERICSSON_5GLatency_IoT]. In the diagram the round-trip delay, considering both up-

link (UP) and downlink (DL) delay components, is shown for three LTE configurations and two NR 

ones. The leftmost LTE option is the one specified in 3GPP Release 8, whilst the other two LTE op-

tions (specified, respectively, in 3GPP Release 14 and 15) are obtained by introducing the Fast up-

link access technique together with some degree of radio frame optimization, i.e. the use of shorter 

Transmission Time Intervals (TTIs), along with reduced processing times for data transmission and 

reception. The two NR options on the right part of the diagram differ in terms of the OFDM subcar-

rier spacing (also called numerology). These values are an output of the FAST projects [FastCluster], 

[FastCommMag]. 

Figure 49 shows that LTE radio access can have round-trip delay from 16 ms (standard LTE), to 2 ms 

(newer versions of LTE) while NR can reach round-trip latencies of one ms (subcarrier spacing of 30 

kHz) or half of millisecond (subcarrier spacing of 60 kHz). One-way latencies are half of these val-

ues. These values of radio latencies are evaluated in ideal conditions, i.e. where delays due to phys-

ical distances between RAN equipment (RRH, DU and CU) and to network transport equipment (e.g. 

transmission and queueing on switches), if present, are negligible when compared to delays due to 

the radio protocol stack of the involved RATs. 

In our analysis, three cases of radio accesses are considered: LTE basic, an enhanced LTE (1 ms TTI 

and Fast UL access), and a basic configuration for NR (subcarrier spacing of 30 KHz). Values of laten-
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cies are as in the Table 11. Please note that all the above 3 types of Radio Access (and also the oth-

ers not reported in the table) can be present and interworking on the same 5G system. 

Table 11: Latencies in RAN for different options of Radio Access type 

5G Radio Access type RAN Round-trip latency One-way latency 

LTE basic 16 ms 8 ms 

LTE optimized (1 ms TTI, fast UL) 9 ms 4.5 ms 

Basic NR (30 kHz SC mini slots) 1 ms 0.5 ms 

 

 

Figure 49: Latency in the RAN on both LTE and NR options as resulted from evaluations done in FAST 
projects [ERICSSON_5GLatency_IoT] 

The generic functional model presented in Figure 50, adapted from [IEEESurveyLatency5G], shows 

the relationship between each network element and the related latency component. In the upper 

part of Figure 50, the latency is considered between a service source point (green circle) accessed 

by a User Equipment (UE) and a termination point (red circle) connected to a generic Data Network 

(DN), here modelling any combination of Telco and Public cloud. BBU is supposed to be virtualized 

and potentially CU-DU split. The Remote Radio Head (RRH) collects the radio signal and it is con-

nected to the DU. Option 2 split is the reference for the following analysis. 

The end-to-end U-plane latency is given in Equation 1. 

Equation 1 

𝑇 = 𝑇𝑅𝑎𝑑𝑖𝑜 + 𝑇𝐹𝑟𝑜𝑛𝑡𝐻𝑎𝑢𝑙 + 𝑇𝑀𝑖𝑑𝐻𝑎𝑢𝑙 + 𝑇𝐵𝐵𝑈 + 𝑇𝐶𝑈 + 𝑇𝑀𝑜𝑏𝐶𝑜𝑟𝑒 + 𝑇𝐵𝑎𝑐𝑘𝑏𝑜𝑛𝑒 

Where  

𝑇𝑅𝑎𝑑𝑖𝑜  is the packet transmission time between the antenna (Remote Radio Head-RRH) and 

the User Equipment (UE) and is mainly due to physical layer communication; it in-

cludes, and heavily depends, on the needs of retransmissions in the radio link when 

the transmission in corrupted by noise. 
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𝑇𝐹𝑟𝑜𝑛𝑡𝐻𝑎𝑢𝑙 is the time required by a packet to be transmitted beetween RRH and virtual Base 

Band Unit (vBBU), and specifically the DU in case of split BBU. This includes all compo-

nents: switching, transmission, and propagation). It involves the metro segment if DU 

is located on an AMEN not connected to RRH or in a MCEN: in that case a fronthaul 

connection from RRH enters in the metro in the AMEN closest to RRH and it is routed 

towards the other AMEN or MCEN where DU is located. 

𝑇𝑀𝑖𝑑𝐻𝑎𝑢𝑙 is the time required by a packet to be transmitted from the DU to the CU. It involves 

the network resources of the metro segment if DU and CU are not co-located. For in-

stance, if the CU is located at an AMEN and the DU at an MCEN, the mid-haul link is en-

tirely made on the Metro-Haul network infrastructure. 

𝑇𝐶𝑈 is the packet processing time of CU part of BBU. It depends on the type of vCU imple-

mentation: vCU implemented as bare metal plus dedicated SW are expected to be 

faster than vCU implemented as VNF instantiated on NFV generic microDC central of-

fice. 

𝑇𝐵𝑎𝑐𝑘𝐻𝑎𝑢𝑙 is the time for packet in the connections between CU and the switch of the Next Gen-

eration Core (NGC) (the User Plane Function, UPF, which can be virtualized), and in-

cludes the components of switching, transmission and propagation delays. In general, 

connection between CU and UPF involves networking resources in the metro segment. 

𝑇𝑀𝑜𝑏𝐶𝑜𝑟𝑒 is the processing time taken by the 5GC node (i.e., the virtualized UPF). 

𝑇𝐵𝑎𝑐𝑘𝑏𝑜𝑛𝑒 is the delay to data delivery between the 5GC node (UPF) and the service termination 

point in the Telco Cloud (or in the Public Cloud). 

 

 

Figure 50: General Latency Model for 5G E2E services (one-way) and possible mapping of 5G RAN 
and Core node functionalities over the Metro-Haul architecture (dashed arrows) 

On the top of Figure 50 (yellow box, part (a)) a simplified model of the 5G system in which both 

CU/DU and NGC node (UPF) can be virtualized by means of VNF instantiated in physical locations. 
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Part (b) of the same figure (blue box) gives, by means of dashed arrows, all the possible matching 

between the 5G functional blocks (DU, CU, UPF) and Metro-Haul network nodes. 

2.8.3.4 Fronthaul and Backhaul Latency Break-down Analysis 
Before proceeding to considerations on the mapping of the general latency model of Equation 1 on 

the Metro-Haul specific architecture, the meaning of the latency terms in the delay components of 

the Fronthauling and Backhauling segments is briefly illustrated. 

In a generic network architecture including both radio and fixed parts, latency is an additive source 

which comprises several parts, namely: propagation, transmission, queueing and processing in each 

network segment between the two communication points. 

Propagation delay is a fixed quantity that adds to the total delay, and the only way to alleviate its 

effects is by placing the contents closer to the users (i.e. caching, MEC, fog/cloud) so that packets 

have to travel less distance, since faster fibres (i.e. hollow core photonic band gap fibres or HC-

PBGF) are at present impracticable [HollowCoreFibres]. Light travels at the speed of 200,000 km/s 

along the fibre, which translates into 5 μs/km. Thus, for instance, a metro network of length 10 km 

translates into 50 μs delay, while a metro network spanning 100 km implies 500 μs of propagation 

delay and so on. 

Serialization (often referred to as transmission delay) is the process of injecting the data into the 

wire/fibre and is computed as the packet size (in bits) divided by the line-rate. This is also a fixed 

quantity and has been reduced over the years as line-rates have increased. Table 12 shows some 

figures regarding this quantity for various packet sizes:  

Table 12: Serialization delay for different packet sizes and at different line-rates 

Packet size 
Link data rate 

10 Gbs 40 Gbs 100 Gbs 200 Gbs 

1500 B 1.2 μs 0.3 μs 0.12 μs 0.06 μs 

450 B 0.36 μs 0.09 μs 0.036 μs 0.018 μs 

64 B 0.0512 μs 0.0128 μs 0.00512 μs 0.00256 μs 

 

FEC computation time is the time required to recover bit errors at the receiver by means of a For-

ward Error Correction algorithm. The processing time necessary to apply the FEC algorithm on 

frames of a bit stream depends on many factors, including the specific algorithm applied (e.g., 

Reed-Solomon 255,239 algorithm described in G.709 by ITU-T or Staircase FEC algorithm designed 

by Cortina Networks, now part of Inphi) and the HW used perform the computations. In the follow-

ing 20 μs is assumed as typical value for FEC time processing delay on each transmission link. Such 

value is referred as typical FEC processing delay for Staircase FEC algorithm in [KLars-

son_FEC_latency].   

Queueing delay is given by the amount of time that a packet has to wait at an intermediate packet 

switch until it gets served by the network interface card (NIC). This is a variable quantity and often 

contributes to the largest part of the total delay, especially if a packet must traverse multiple in-

termediate nodes before its destination. 

From classical queueing theory, leveraging the Kingman’s law of congestion, queueing delays Wq 
can be well approximated by an exponential density function [Harrison, Otero2018]. 
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Equation 2 

          

Where  refers to the network load, E(S) denotes the average service time (i.e. serialization delay) 
and the stochastic index [C2(T)+C2(S)]/2 includes the coefficients of the variation of both the inter-
arrival packet times and service times, respectively. While C2(S) is typically a number between 0 and 
2, C2(T) can vary between 1 (Poisson like) and 20 or even 100 depending on the burstiness nature of 
packet arrivals. Table 13 shows the multiplicative factor to be applied to the serialization delay E(S) 
to obtain the waiting time in queue for different burstiness levels and traffic loads.  

Table 13: Impact of load and congestion index on the average queueing delay 

Link load level 
Traffic burstiness  

Poisson like (1x) High (5x) Extreme (50x) 

Low load: 10% 0.1x 0.5x 5x 

Medium load: 33% 0.5x 2.5x 25x 

High load: 75% 3x 15x 150x 

Essentially, in the case of extreme bursty traffic and high-loads, the 99th percentile of queueing 
delays above need to be multiplied by 5x [Otero2018] 

Finally, processing delay deals with the time spent by the switch fabric to parse the packet header, 

do a lookup in the forwarding table and decide on the right output port for that particular packet 

based on its label, destination address or any other metric. Processing delays have been reduced 

significantly in the recent years, thanks to the availability of fast SRAM memory and intelligent data 

structures to speed up the lookup process, including TCAMs, Hash Tables and Cuckoo Filters, yield-

ing processing delays below 1 μs per packet lookup [Levy2017]. 

2.8.3.5 Mapping of Latency Model on Metro-Haul Architecture 
Figure 50 shows in the upper part the simplified model of the 5G system and its latency breakdown, 

and in the bottom part the possible mapping, in terms of physical location, of each 5G system node 

functionality in a Metro-Haul node. There are many possible combinations between 5G node func-

tionalities and their location in the Metro architecture and most of them do not have practical in-

terest. Only four cases of all possible mappings are considered hereafter. The aim is to provide indi-

cations on the latency budget available within the Metro-Haul segment in some significant alterna-

tive deployment configurations. Such latency budgets can be used to design the network architec-

ture and for dimensioning the system. 

These four examples are shown in Figure 51-Figure 54. The computation and networking resources 

in each node are organized in three layers: a server layer, a packet switch layer and an optical layer. 

Each layer is characterized by its own delay and the total delay is the sum of all contributions. The 

server layer is responsible for VNF processing delays (e.g., BBU processing delay, CU part), packet 

switching layer is responsible of switching and queueing packet delays, optical layer is responsible 

of transmission delay, which includes both serialization and FEC processing and depends on data 

link rate, and propagation delay, which depends on the light-path distance. 
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5G system components are the RRH, the DU and the CU of a BBU (gNB) and the UPF. The DU (yel-

low box), the CU (grey box) and the UPF (blue box) are supposed to be implemented as VNF relying 

on DC resources in the Metro-Haul node. The only exception is the DU in Figure 54, which is as-

sumed to be co-located with an RRH, outside a Metro-Haul node. 

The service originates in the green circle (service source point on the left of the figures, next to the 

UT) and terminates in the red circle (service destination point that could be placed in different 

points, in or out the Metro-Haul domain border). In case the service is terminated in a Metro-Haul 

node, a user application (UA, white box) is also considered instantiated and running as VNF in the 

node. The latency considered is the one-way delay between the green point (source) and red point 

(termination). 

 

Figure 51: Matching of the latency model over the Metro-Haul architecture according to deploy-
ment configuration #1: DU in AMEN, CU in MCEN and UPF in the backbone. Service termination 

point in the Telco or Public Cloud 

In mapping deployment configuration #1 shown in Figure 51, the fronthauling is between the RHH 

and the DU located in the nearest AMEN node. The midhaul is within the Metro-Haul domain be-

tween the AMEN, where the DU is located, and the MCEN hosting the CU. The backhaul involves 

elements in both MCEN and backbone as UPF is located in the backbone. The latency component 

𝑇𝑟𝑒𝑠  takes into account the time required to reach the service termination point, located in Telco or 

Public Cloud, from the UPF. 



 METRO-HAUL H2020-ICT-2016-2 / 761727 D2.2 

© METRO-HAUL consortium 2018 -                                        Page 77 of 114 

 

Figure 52: Matching of the latency model over the Metro-Haul architecture according to  deploy-
ment configuration #2: DU and CU both in AMEN, UPF in MCEN, the termination point in the Telco 

or Public Cloud 

In mapping deployment configuration #2 shown in Figure 52 the fronthauling is terminated in the 

first AMEN node. Midhaul is not present as CU and DU are co-located while backhaul is all within 

Metro-Haul domain. Delay to reach the destination from UPF located in MCEN is due to a compo-

nent of transit in the Telco cloud 𝑇𝐵𝐵  plus a further component 𝑇𝑟𝑒𝑠 to reach a place in the Public 

Cloud. 

 

  

Figure 53: Matching of the latency model over the Metro-Haul architecture according to deploy-
ment configuration #3: DU and CU both in AMEN, UPF in MCEN, termination point on a user appli-

cation (UA) located in MCEN. 

The mapping deployment configuration #3 shown in Figure 53 is identical to mapping deployment 

configuration #2 of Figure 52 in terms of locations of 5G of Node functionalities, but differs for the 

service termination point. In configuration #3 the service is terminated in the place where the UPF 
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is placed, namely the MCEN, thanks to a user application (UA) instantiated as a VNF in the same 

MCEN. 

 

Figure 54: Matching of the latency model over the Metro-Haul architecture according to deploy-
ment configuration #4: DU on RRH, CU and UPF the in AMEN closest to DU, termination point on a 

user application (UA) located in the same AMEN hosting the CU and UPF 

In deployment configuration #4 shown in Figure 54 the DU is moved closer to the RRH to reduce as 

much as possible any delay component in fronthauling. The CU and UPF are both placed in the 

nearest AMEN to the RHH-DU and the service is assumed terminated on the same AMEN on a user 

application (UA) unit. The sum of fronthaul and midhaul delay components are concentrated in the 

segment between the RRH and the AMEN and they can be assumed to be very low. The only addi-

tional components of the delay are the CU and Mobile Core packet processing as no networking in 

the metro is necessary to reach the service termination point. 

2.8.3.6 Latency Budgeting for the Metro-Haul Architecture 
Considering the latency model and its mapping on the Metro-Haul architecture, a latency budget 

for the Metro-Haul can be drawn from requirements specified for the defined latency classes and 

from the schemes of the four mapping options previously discussed. 

Some assumptions have been made to derive the latency budgeting tables presented hereafter. 

The first assumption is that the latency component for the radio access, plus the part in charge of 

fixed access to reach the first Metro-Haul node (the fronthauling or part of it) from the antenna, is 

as in Table 9. Values are given for the three radio access options (LTE, LTE optimized, and 5G NR) in 

standard conditions. When distances between RHH and DU, or from DU to CU, are greater than a 

few kilometres, these values are not valid and other delay components, for instance the propaga-

tion delay, must be taken into account. This is particularly true for the midhaul component when 

the CU can be far tens of kilometres from the DU. 

Another strong assumption is that processing in vCU and in vUPF (𝑇𝐶𝑈 and 𝑇𝑀𝑜𝑏𝐶𝑜𝑟𝑒 respectively) 

requires a time of the order of 0.1 ms. Assuming higher values for processing times in such virtual-

ized network functions, results in it being impossible to deliver Very Strict latency class services. 

Further assumptions have to be made for the number of hops and the physical distance covered by 

traffic routed over the metro network segment. This is because hops and distance determine the 
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queuing and propagation delay respectively. A two hop path and maximum distance of 50 km (in 

case of Very Strict class) and 100 km (for other classes) as the physical path length have been as-

sumed as typical conditions. 

100 Gbps has been assumed as reference link data rate considering that such data rate emerges 

from analysis done in [D2.1] as the one that will be the most appropriate (for both technology ma-

turity and traffic needs) in metro segment, at least in the first period of 5G era. 

The results of the latency budgeting for the four mapping deployment options are in the Table 14-

Table 17, which represent an example on how latency can be shared among different components 

from the UE to the endpoint of the service. The model can be easily adapted to other scenarios, 

and different values could be obtained starting from different assumptions and constraints. 

Table 14: One-way latency budget for option #1: DU and CU both in AMEN, UPF in MCEN, termina-
tion point in the Telco or Public Cloud 

 
Latency 

class  

 

𝑇𝑇𝑜𝑡 
𝑇𝑅𝑎𝑑𝑖𝑜

+ 𝑇𝐹𝐻    

𝑇𝑀𝐻 𝑇𝐵𝐻 
(include 

𝑇𝑀𝑜𝑏𝐶𝑜𝑟𝑒) 

𝑇𝑟𝑒𝑠 

 
𝑇𝑀𝐻−𝑞𝑢𝑒𝑢𝑒 𝑇𝑀𝐻−𝑡𝑟𝑎𝑛𝑠𝑚 𝑇𝑀𝐻−𝑝𝑟𝑜𝑝𝑎𝑔 𝑇𝐶𝑈 

Very strict 1 ms  Impossible to be achieved with any type of radio access 

Strict 
(only 

basic NR 
allowed) 

5 ms 
0.5 ms 
(basic  
NR) 

0.018x2=0.036 
ms  

(1500 B pack-
et len., 

100Gps link, 
high load, 
extreme 

burstiness, 
two hops) 

 

40.12 μs 
(link at 100 

Gb/s as-
sumed,  

negligible 
component) 

0.5 ms 
(100 km, 5 
μs per km 
of prop. 
time as-
sumed) 

0.1 ms 

2.5 ms 
 

(a max 500 
km path 
length is 

assumed for 
backhauling) 

≌ 1.3  ms 
(margin for ∼ 

further 260 km 
path in the Telco 

cloud) 

Tolerant I 
(basic NR) 

30 ms 
0.5 ms 
(basic  
NR) 

0.036 ms 40.12 μs 
0.5 ms 

(100 km) 
0.1 ms 

2.5 ms 
(500 km) 

≌ 26 ms 
(margin for ∼ 

5200 km in the 
Telco/Public 

Ccoud) 

Tolerant 
II 

(LTE opt.) 
30 ms 

4.5 ms 
(LTE opt.) 

0.036 ms 40.12 μs 
0.5 ms 

(100 km) 
0.1 ms 

2.5 ms 
(500 km) 

≌ 22 ms 
(margin for ∼ 

4400 km in the 
Telco/Public 

Cloud) 

Tolerant 
III 

(LTE 
basic) 

30 ms 
8  ms 
(LTE 

basic) 
0.036 ms 40.12 μs 

0.5 ms 
(100 km) 

0.1 ms 
2.5 ms 

(500 km) 

≌ 18 ms 
(margin for 3600 

km in the Tel-
co/Public cloud) 

 

Table 14 reports the latency values for the configuration #1 of Figure 51. Due to the position of 5G 

system functionalities, the Very Strict latency class cannot be fulfilled. Physical distances for 

midhaul and backhaul sections are assumed to be 100 km and 500 km respectively (maximum ref-

erence values). The Strict latency class requires necessarily the basic NR as the RAT and allows a 

margin of 200 km path (𝑇𝑟𝑒𝑠) in the backbone. The Tolerant latency class can be provided by all radio 

access configurations with slightly different distance margin in reaching the destination in the 

backbone (from 3600 to 5200 km). 
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Table 15: Latency budget for configuration #2: DU and CU both in AMEN, UPF in MCEN, termination 
point in the Telco or Public Cloud 

 
Latency 

class  

 

𝑇𝑇𝑜𝑡 𝑇𝑅𝑎𝑑𝑖𝑜 + 𝑇𝐹𝐻    
𝑇𝑀𝐻 

𝑇𝐵𝐵 + 𝑇𝑟𝑒𝑠 

𝑇𝐶𝑈 𝑇𝐵𝐻−𝑞𝑢𝑒𝑢𝑒 𝑇𝐵𝐻−𝑡𝑟𝑎𝑛𝑠𝑚 𝑇𝐵𝐻−𝑝𝑟𝑜𝑝𝑎𝑔 𝑇𝑀𝑜𝑏𝐶𝑜𝑟𝑒 

Very 
strict 
(only 

basic NR 
allowed) 

1 ms 0.5 ms 0.1 ms 

0.036 ms 
(same 

conditions 
of conf. 1) 

40.12 μs 

0.25 ms 
(50 km, 

reduced to 
fulfil the 

constraint) 

0.1 ms 

 ≌ 0.006 ms 
(at feasibility limit:  

one Km in Telco 
cloud allowed) 

Strict 
(only 

basic NR 
allowed) 

5 ms 0.5 ms 0.1 ms 0.036 ms 40.12 μs 
0.5 ms 

(100 km) 
0.1 ms 

≌ 3.7 ms 
(margin for 700 km 
path in the in the 

Telco cloud) 

Tolerant 
(LTE 

basic) 
30 ms 8 ms 0.1 ms 0.036 ms 40.12 μs 

0.5 ms 
(100 km) 

0.1 ms 

≌ 21 ms 
(margin for 4200 km 

path in the Telco 
and Public cloud) 

 

Table 15 reports the latency values for the configuration #2 of Figure 52. The Very Strict latency 

class can be fulfilled with NR basic access only if the maximum physical distance of the backhaul is 

reduced from 100 km (assumed as standard distance) to 50 km. However, no significant distance 

margin is available to terminate the service in the Telco Cloud, and so the termination point must 

be very close to the MCEN. The Strict latency class strictly requires the NR basic access, but allows a 

margin of physical distances to reach the destination point in the Telco Cloud of about 700 km. The 

Tolerant class can rely on LTE basic with a margin of 4200 km on Telco and Public Cloud (with higher 

margins in case of faster radio access were used). 

Table 16: Latency budget for configuration #3: DU and CU both in AMEN, UPF in MCEN, termination 
point on a user application (UA) located in MCEN 

 
Latency 

class  

 

𝑇𝑇𝑜𝑡 
𝑇𝑅𝑎𝑑𝑖𝑜

+ 𝑇𝐹𝐻    

𝑇𝑀𝐻 
𝑇𝑟𝑒𝑠 

𝑇𝐶𝑈 𝑇𝑀𝑜𝑏𝐶𝑜𝑟𝑒 𝑇𝑀𝐻−𝑞𝑢𝑒𝑢𝑒 𝑇𝑀𝐻−𝑡𝑟𝑎𝑛𝑠𝑚 𝑇𝑀𝐻−𝑝𝑟𝑜𝑝𝑎𝑔 

Very strict 
(only basic 

NR al-
lowed) 

1 ms 0.5 ms 0.1 ms 0.1 ms 0.036 ms 40.12 μs 

0.25 ms max 
(50 km, reduced 
to fulfil the con-

straint) 

≌ 0 ms 

Strict 
(opt.LTE) 

5 ms 4.5 ms 0.1 ms 0.1 ms 0.036 ms 40.12 μs 

0.25 ms max 
(50 km, reduced 
to fulfil the con-

straint) 

≌ 0 ms 

Tolerant 
(LTE basic) 

30 ms 8 ms 0.1 ms 0.1 ms 0.036 ms 40.12 μs 
0.5 ms 

(100 km) 
≌ 21 ms 

(4200 km) 

 

Table 16 reports the latency values for the configuration #3 of Figure 53. In this case, the termina-

tion point is assumed on a user application in the MCEN where the UPF is located and so the laten-

cy constraint can be achieved for the Very Strict class with NR basic access, but also reducing in this 

case, as in configuration #1, the backhauling distance to a max of 50 km. The Strict class can be 

delivered with Optimized LTE radio access on the same condition of restraining the backhaul under 

50 km (but without distance restrictions at typical metro diameter with basic NR access). The Toler-

ant class services can be delivered on LTE basic radio access with a residual margin of 21 ms (4200 

km). 



 METRO-HAUL H2020-ICT-2016-2 / 761727 D2.2 

© METRO-HAUL consortium 2018 -                                        Page 81 of 114 

Table 17: Latency budget for configuration #4: DU on RRH, CU and UPF the in AMEN closest to DU, 
termination point on a user application (UA) located in the same AMEN hosting the CU and UPF 

 
Latency class 

 
𝑇𝑇𝑜𝑡 

𝑇𝑅𝑎𝑑𝑖𝑜

+ 𝑇𝐹𝐻    
𝑇𝐵𝐻    

𝑇𝑀𝐻 

𝑇𝑟𝑒𝑠 

𝑇𝐶𝑈 𝑇𝑀𝑜𝑏𝐶𝑜𝑟𝑒 

Very strict 
(only basic NR 

allowed) 
1 ms 0.5 ms 

0.05 ms 
(10 km max is assumed as a 

distance between RRH/DU and 
AMEN/CU) 

0.1 ms 0.1 ms 0.25 ms 

Strict 
(opt. LTE) 

5 ms 4.5 ms 0.05 ms 0.1 ms 0.1 ms 0.25 ms 

Tolerant 
(LTE basic) 

30 ms 8 ms 0.05 ms 0.1 ms 0.1 ms ≌ 21 ms 

 

Table 17 reports the latency values for the configuration #4 of Figure 54. This can be considered an 

extreme solution for achieving the Very Strict latency requirement for the condition where reliabil-

ity is also extremely important, and the user application cannot be placed in points too far from 

where the service is requested. Configuration #4 of Figure 54, whose latency values reported in 

Table 17, allows the achievement of the latency target with some margin, as a 10 km maximum 

distance has been assumed between antenna and AMEN nodes, and assuming also that 𝑇𝐵𝐻  is 

mainly due to propagation. It results in a margin 𝑇𝑟𝑒𝑠  of about 0.25 ms for the one-way latency. It 

results in a margin 𝑇𝑟𝑒𝑠 of about 0.25 ms for the one-way latency in case of Very strict and Strict 

classes, provided with basic NR and opt. LTE respectively, and a margin of 21 ms in case of the Tol-

erant class served by LTE basic. 

In this particular case there is no requirement on Metro-Haul networking resources, apart from the 

DC resources to host the VNFs (CU, UPF and UA) and switching inside the AMEN node (i.e. no inter-

node resources are requested).  

The solution proposed in Figure 54 could also be used when the latency constraint is even lower 

than the ones specified for the Very Strict class in this deliverable. For instance, in the case where a 

one-way latency of 0.5 ms is required, which allows a round-trip latency of 1 ms to be achieved, the 

configuration #4 of Figure 54 can be adopted, but the radio interface must be upgraded to NR with 

mini-slots at 60 kHz subcarrier spacing, which ensures a one-way delay in the radio interface 

(𝑇𝑅𝑎𝑑𝑖𝑜 + 𝑇𝐹𝐻) of 0.25 ms instead of 0.5 ms typical for mini-slots with 30 kHz subcarrier spacing 

(latency values in Table 11 for NR is for mini-slots at 30 kHz).  

A synthesis of the achievement of latency constraints taking into account the configuration of 5G 

system functionality placement within the Metro-Haul architecture, the latency classes and the 

type of radio access is given in Figure 55.  
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Figure 55 Constraint achievement for latency classes in function of the configuration of 5G system 
functionalities within Metro-Haul architecture and the type of radio access 

 

2.8.3.7 Mechanisms to Reduce Latency 
As a general indication on how to achieve low latencies in a 5G infrastructure, Figure 56 [IEEESur-

veyLatency5G] shows three main categories for latency reduction: 1) RAN solutions, 2) core net-

work solutions, and 3) caching solutions. The RAN solutions include a new/modified frame or pack-

et structure, waveform designs, and modulation, coding and transmission schemes. Solutions for 

the core network (here intended as the Mobile Core) involve new entities such as SDN, NFV, Mobile 

Edge Computing (MEC) and fog network along with new backhaul schemes. Caching-base solutions 

can be further subdivided into caching placement, content delivery, centralized caching, and dis-

tributed caching (and a trade-off between the two). 

As RAN is out of the scope of the Metro-Haul project, the other two categories, namely core net-

work and caching, are relevant and need to be addressed within the project. As Metro-Haul covers 

the needs of networking for services collected from all parts of the access network, solutions to 

reduce latency in the fixed part should not be limited to the mobile core only, but they must in-

clude all the equipment and functionalities within the boundary of the metro network (i.e. between 

the AMEN and MCEN “edges”). 

In general, as network bitrates increase from 10G to 100G and above, and under the assumption of 

medium load and average congestion index, both transmission and queueing delays become very 

small compared to other sources of latency. Thus, a focus in placing content close to users should 

be made (i.e., apply caching to reduce propagation delays). 



 METRO-HAUL H2020-ICT-2016-2 / 761727 D2.2 

© METRO-HAUL consortium 2018 -                                        Page 83 of 114 

 

Figure 56: Categories of different solutions for achieving low latency in 5G as presented in [IEEESur-
veyLatency5G] 

2.8.4 Energy Consumption Analysis 
This section presents an energy consumption analysis of the Content Delivery Network use case 

described in [D2.1]. Specifically, the analysis focuses on the overall network energy consumption 

due to video content caching and distribution in a Metro-Haul network architecture.  

Today, video content is stored in centralized locations, such as in data centres located in the core 

segment of the network, far from the users. However, at the current pace of multimedia traffic 

growth, which is mainly driven by the emergence of new video-quality codecs such as Full High 

Definition (FHD) and Ultra High Definition (UHD) and the exponential increase in Internet users, the 

core network will soon be flooded by multimedia traffic consequently causing congestion and ser-

vice disruption. In the framework of Metro-Haul, such an undesirable scenario can be mitigated by 

pushing contents closer to users, i.e., by caching contents at AMENs and MCENs. We refer to this 

approach as Network Caching, where the AMENs and the MCENs are equipped with storage capa-

bilities (caches) storing popular video content and delivering it to end-users. In this context, it is 

decisive to handle the proliferation of caches carefully from an energy consumption perspective as 

it results in two contrasting effects on energy-consumption. On one side, the caching energy con-

sumption, i.e., the energy needed to power the caches where content is stored, consistently in-

creases, while on the other side, the transport energy consumption, needed to move data through 

the network is reduced, as the content is delivered to the users from a closer location. 

In the following, we present a case study where caches storing popular video content are deployed 

at AMENs and MCENs and are capable of terminating video content requests. We assume requests 

for video content are generated according to the Zipf popularity distribution of a video content 

catalogue, as described in [D2.1]. We then evaluate the overall network energy consumption and 

quantify the energy savings achieved due to content caching.  

Energy Model: 

The overall network energy consumption is made up of two contributions, the transport energy 
consumption and the caching (storage) energy consumption. The two contributions are described 
as follows:  
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 Transport energy: consists of switching energy and link-transmission energy: 
o The switching energy is due to the switching operations performed by the back-

plane of switches and routers to forward traffic from/to an incoming/outgoing 
network interface. We consider this contribution to be proportional with respect to 
the amount of data processed [Mah09]. Note that we did not consider a baseline 
energy consumption of the network equipment, such as the switches and the rout-
ers, as we assume these network equipment are powered-on to transport other 
kinds of traffic. Table 18 reports the switching energy values of various network 
equipment. Note that the switching energy per bit for AMENs and MCENs is as-
sumed to equal to that of an edge router, while the switching energy of core nodes 
is that of the core router.  
 

o The link transmission contribution is due to network interfaces that are active and 
transmit data. An active network interface consumes a fixed amount (baseline) of 
energy independently of the actual transmitted traffic. We assume that all network 
devices are able to “pack” the traffic in the minimum number of needed interfaces. 
We assume the usage of Ethernet network interfaces of capacity C = 1 Gbit/s con-
sumes 7 W [Hed12]. 

 
Table 18: Energy Consumption of Network Equipments 

 

 
 

 Caching energy: consists of a load-independent (baseline) energy and storage-dependent 
energy: 

o The baseline energy consumption is due to powering-on a cache. Specifically, Solid 
State Drives (SSDs) technology is used for caching video contents in AMENs and 
MCENs. The value of the baseline contribution for a SSD technology storage device 
of 200 GB is 5 W [Man11]. 
 

o The storage-dependent contribution is proportional to the amount of data stored 
in the cache, and its value for an SSD technology storage device of 200 GB is 6.25 x 
10-12 (W/bit) [Man11]. 

 
We consider a content catalogue whose popularity is Zipf-like distributed with a skew parameter 

α = 0.8. The video content catalogue considered is made up of 20,000 items, consisting of small-

sized and large-sized video content with an average video content size of 4.5 GB and consequently 

the total catalogue size is 100 TB. We consider a Metro-Haul network topology consisting of 108 

AMENs and 8 MCENs. We also consider the size of caches deployed at the AMENs and the MCENs 

to be 5 TB and 20 TB, respectively. We emphasize that the content placement is performed accord-

ing to a heuristic approach (described in Section 4.2). Moreover, energy-efficient routing of VoD 

requests is performed to guarantee an overall minimized network energy consumption. 

 

 

Transmission Device Energy Consumption (J/bit) 

Core Router 1.7 x 10-8 

Edge Router 2.63 x 10-8 
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Embodied Energy Consumption 

In this section we calculate the embodied energy consumption of the cache deployment, i.e., the 

energy footprint needed to manufacture the caches deployed in the network. This will give a con-

crete idea of the actual energy savings due to content caching.  

We refer to the study in [Butt12] for the calculation of the embodied energy consumption of the 

caches (storage devices). The study shows that in 2011, the energy consumption to manufacture a 

5 TB storage device was 2926 MJ, and according to Kryder's law [Wal05]0, which shows that the 

storage capacity of storage devices doubles every 18 months, the amount of storage which can be 

manufactured using 2926 MJ is 80 TB in 2018. Accordingly, the embodied energy needed to manu-

facture 20 TB, and 5 TB caches are 731.5 and 182.875 MJ respectively. For our case study, the total 

embodied energy needed to deploy caches at 8 MCENs and 108 AMENs is 25602.5 MJ. 

3 Workflow and Performance Analysis of Demo Use Cases 
This section provides the workflow and the performance description of the use cases which will 

have a final demo in Metro-Haul project, based on material discussed in [D5.1]. 

3.1 Crowd Source Video Streaming Use Case 

Consider a sporting event in a crowded stadium. Often, spectators will film on their smartphones, 

later posting these videos to YouTube, Facebook, etc. Even if their content is generally mundane, 

these videos capture the unique perspective of the observer, and views potentially missed by pro-

fessional videographers, even if present. Unfortunately, given a multitude of sources, such video 

content is difficult to browse and search. 

Crowdsourced live streaming (CLS) platforms allow general 

users to broadcast their content to massive viewers, thereby 

greatly expanding the content and user bases. CLS services 

enrich social interactions across communities by allowing users 

to share common interests and stories. Furthermore, if organi-

sations hosting such events could easily capture all those video 

content in an interactive and highly shareable visual story 

about the event this would boost its social reach immensely. 

Services like Watchity, Periscope etc., provide such cloud-based CLS systems to extract content-

specific metadata from crowd sourced videos which identify and forms a “cluster” of synchronized 

streams with related content surrounding the event. These clusters are made available online so 

that event organisers can capture different views and combine them to portray their brand or mes-

sage. 

But synchronizing such large, high volume streams and capturing them at a cloud service require a 

high capacity network infrastructure which adapts and scales dynamically to accommodate multiple 

synchronized streams. Moreover, the heterogeneous quality, format and information of source 

stream require a computational resource to transcode it into multiple industrial standard quality 

versions to serve viewers with distinct configurations requiring computing capability close to the 

source of videos. 
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3.1.1 Crowdsourced Video Broadcasting Working and Components 
 

 

Figure 57: Crowdsourced video broadcasting components 

• Capture devices (smartphones with GPS, Compass, Accelerometer, Gyroscope) upload con-

tent along with sensor data through the crowdsource video sharing application. 

• The video app will analyse the content and its associated data (location, position, angle) to 

filter and aggregate multiple videos into clusters. 

• As the clusters increase, the video application tries to optimise the clustered streams based 

on their position and content. The app will request the network orchestrator to provide 

computing resources and low latency path to these computing resources to aggregate and 

synchronize its video streams. Service orchestrator converts this request and feeds it to re-

spective controllers to provide edge compute resources. 

• The crowd source video APP will also request orchestrator, via APIs, for high capacity net-

work paths to reach the cloud provider where the clustered videos will be further edited 

and be prepared for consumption by users. Orchestrator will translate the request to net-

work requirements and feed the path setup configurations to involved device controllers. 

The example here comes from our application partner Watchity: 

Watchity is a platform for crowdsourced live video content in which an organization can capture 

videos from a multitude of users recorded with any device. Watchity allows the organization to 

issue a combined live multicamera video that can display multiple views at a single event, events or 

place. The core of the platform is a technology for the capturing, generating, distributing and re-

producing of multicamera videos. To watch it in action, please go to 

https://www.youtube.com/watch?v=LK6aKb3VnEg&feature=youtu.be 

To restrict the analysis to a set of families of representative crowdsource video streaming sub-Use 

cases, the three categories of the sub-use case (sub Use case groups, SubUCgs), reported in Table 

19 are defined. The sub-use case families are reported in descending order of demanding commu-

nication. 

 

https://www.youtube.com/watch?v=LK6aKb3VnEg&feature=youtu.be
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Table 19: Crowdsource Video Streaming Sub-Use case groups and their requirements 

Sub Use 
Case group 

Description 
Latency require-

ment 

Bandwidth 
requirement 
(per client) 

Units 
Streaming 

SubUCg1 
Multiple high bandwidth video 
streams 

Strict 
High 

(512-2 
Mb/s/  

hundreds to 
thousands 

SubUCg2 
Video streams metadata pro-
cessing to form clusters 

Strict Low hundreds 

SubUCg3 
Collection of network delay, 
bandwidth and path loss attrib-
utes 

Strict  
Low 

(100 kb/s) 
Tens or 

hundreds 

 

3.1.2 Sample Workflow for the Use Case 
On minimum load: The crowd source streaming APP will form clusters (tagged video streams) and 

request the Orchestrator, via Intent APIs, for high capacity network paths to reach the cloud pro-

vider. Orchestrator will translate the request to network requirements and feed the path setup 

configurations to involved device controllers.  

 

Figure 58: Workflow at minimum load 

On average load: As the clusters increase the APP will request the orchestrator to provide compu-

ting resources and low latency path to these computing resources to aggregate and synchronize its 

video streams as close as possible to the sources. Orchestrator converts this request and feeds it to 

respective controllers to provide edge compute resources along with low latency paths. 
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Figure 59: Workflow at average load 

On high load: As the clusters increase massively the Orchestrator monitoring services will identify 

the increase and install a load balancer to balance the load across the network. 

 

Figure 60: Workflow at high load 

 

3.1.3 Details on the Function Being Used in the Use Case 
 
From the category sub-Use cases, SubUCg2 describes the VNF requirements. There are 2 VNFs 
needed: 

1) Deep Packet Inspection (DPI): The metadata of the video stream contains the spatiotem-
poral properties (device coordinates, angle, frame etc.) which are embedded in the packet 
payload. The function of the DPI is to decapsulate video streams based on their signature, 
and fetch the spatiotemporal properties from the payload data. Based on the number of 
streams to process the compute needs will vary hence a monitoring element to provide in-
puts on the streams is required. 

2) Video clustering and encoding: Upon decapsulating video stream metadata the video clus-
tering element clusters a bunch of videos together by tagging them as a group. 
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3.2 Real-Time Low-Latency Object Tracking and Security (Berlin Demo) 

Novel 5G Metro-Haul technology developed within the project is also being showcased in a future 

smart city scenario, where security is provided by real-time object recognition and tracking. Simul-

taneous real-time access to the data of several fixed and mobile cameras allows tracking of objects 

and persons as well as the automatic recognition of critical events which encompass areas larger 

than the field of view of a single camera (e.g., population density). Mobile cameras may be body 

cams or mounted on drones connected to nearby base stations depending on the specific applica-

tion scenario. The number of used cameras and their data rate can be flexibly adapted to the situa-

tion and resource availability at hand.  

The video security use case is built upon the real-time availability of results derived from the pro-

cessing of video data, which is captured from various camera sources. In general, for the demon-

stration, 3 cameras will be used, out of which, one will present PTZ (Pan Tilt Zoom) capabilities used 

for implementing object-tracking capabilities. In order to enable real-time availability of processing 

results and thus time-critical interactions and intervention on critical events the processing of video 

data should be performed as close to the camera sources as possible. In particular, latency due to 

the optical transport of the video streams through the metro domain may not be tolerable for time-

critical applications. Furthermore, for dense deployments of high-resolution cameras (e.g., 4K), it 

may be undesirable to provision bandwidth for these video streams in the metro network. Pre-

processing at the edge, which extracts the relevant features from the video streams, significantly 

reduces traffic load in the metro domain.  

 

Figure 61: Real-time low-latency object tracking and security use case overview 

An overview of our planned demo setup shown in Figure 61, takes into consideration the geograph-

ical distribution of the cameras and video processing functions. Owners of camera networks such as 

public authorities may operate cameras, which are distributed over a wide area (e.g., entire cities). 

For many applications, the value is created by merging the information of all or part of the distrib-

uted cameras and making it available at a desired location in the network. By virtualizing the physi-

cal resources responsible for compute, storage and networking, such regionally distributed camera 

networks can be operated efficiently with dynamically assigned resources. 

The key aspects that are targeted for demonstration are thus: 

1) Low-latency edge processing of video data 

2) Unified control and instantiation of transport (packet and optical) network connections in-

corporating distributed camera deployment as well as internal networking, compute and 

storage resource allocation for distributed edge and metro data centres. 
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3.2.1 Sample Workflow for the Real-time Low-latency Object Tracking and Security Use Case 

 

Figure 62: Proposed network architecture for the real-time low-latency object tracking and security 
demo (IHSDN: Interface between the parent controller (Orchestrator) and the packet / optical con-
trollers, SBI: South Bound Interface, Or-Vi: NFV Orchestrator – Virtual Infrastructure Manager inter-

face). 

Figure 62 shows a proposed network architecture for the planned demonstration.  At the core of 

the edge and metro data centres two ADVA FSP150 ProVMe platforms with combined hardware 

switching and computing capabilities are analysed. Hosting of virtual network functions running the 

video surveillance system which incorporates the required analytics and subject identification and 

tracking software components is accomplished with the use of OpenStack platform running inside 

the ProVMes. The metro network is composed of an Open Line System based on ROADM switches 

controlled by an Optical SDN controller through a Network Management System (NMS) as well as 

end transponders. 

A simplified sample workflow of the first initialization and setup phase of the demo is presented in 

Figure 63. The orchestrator sends a request to the local MCEN Virtual Infrastructure Manager (VIM) 

(e.g., OpenStack) the creation of the Virtual Network Functions (VNFs) for the master Video Man-

agement System (VMS). Similar requests are sent to the AMEN VIMs for the creation of the video 

analytics functions. Next, connections are established between the VNFs over the metro network 

including setting up the optical paths, packet and virtual networks inside the data centers. Upon 

network configuration, streaming is established between cameras and AMENs which are also sent 

to the MCEN for short-term storage and in-depth analysis.  
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Figure 63: Sample workflow for the initialization and setup phase (VIM: Virtual Infrastructure Man-
ager, WIM: Wan Infrastructure Manager, VMS: Video Management System, VNF: Virtual Network 

Function) 

 

Figure 64: Demo overview including functional blocks 

Figure 64 shows an overview of the object identification and tracking demonstration highlighting 

the roles and connections between the various functional blocks involved. Low latency and time 

sensitive video analytics functions (i.e., intrusion detection, metadata extraction, object identifica-

tion) as well as the camera device managers (PTZ control) are hosted closer to the video source 
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inside the AMENs. The master VMS and the metadata database are hosted in a central location in 

the MCEN having control over the distributed AMEN video functions.  

A sample workflow for the subject identification and tracking use case is displayed in Figure 65. 

Upon an intrusion detection by the analytics algorithm inside the AMEN 1, the subject is identified, 

and the camera device manager triggers a neighbouring PTZ camera to track the subject. As a next 

step, metadata is extracted and sent to the master VMS for face/pattern identification. Subject 

information is distributed across the video surveillance system to the other supervised AMENs (i.e., 

AMEN 2 in our case). With this information, the subject is re-identified in the field of view of the 3rd 

camera under the control of AMEN 2 by the distributed analytics algorithm hosted inside. 

 

Figure 65: Sample workflow for subject identification and tracking use case (FOV: Field of View) 

3.3 Portable Demo on Media and Entertainment 

This demo has been identified as a vertical use case that encompasses requirements, technologies, 

and solutions common for several relevant use cases, including CDN for VoD delivery, Live TV distri-

bution, and 6DoF Virtual Reality. Figure 66 presents a simplified view of the reference architecture 

that highlights those elements that are essential to understanding this demo. A virtualized hierar-

chical CDN can be deployed on the Metro-Haul infrastructure with a few primary caches that are 

the entry point for new multimedia contents and a number of Leaf Cache Nodes running close to 

end users. User access policies are implemented to redirect users’ requests, e.g., based on their 

geographical location, to the leaf cache node that will serve them. Leaf cache nodes distribute VoD 

contents that are stored locally based on its popularity, whereas live-TV content is locally prepared 

from a raw video stream. 
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Autonomous network service management use case (Portable Demo)
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Figure 66: Reference architecture for a demo on media and entertainment 

3.3.1 Sample Workflow for the Use Case 
Figure 67 shows a sample workflow where a CDN is self-adapted (i.e. scaling up/down computing 

and connectivity resources) in the event of an increment/decrement of the demand of the support-

ed use case. 

Periodically, the MDA system is able to continuously collect heterogeneous monitoring data that 

includes not only the usage of IT (computing and storage) and networking resources but also the 

activity of relevant applications, functions and services distributed in the network, e.g. cache node 

managers. Note that, according to the Metro-Haul MDA architecture, data is firstly gathered and 

pre-processed at local MDA agents, and aggregated and sent to the MDA controller, which be-

comes accessible for the applications. 

Periodically, the CDN manager interrogates the MDA controller regarding data availability for the 

targeted operation and monitoring data is retrieved from the MDA monitoring data repository by 

the CDN manager. Collected monitoring data are then analysed by the CDN manager by means of 

machine learning algorithms able to discover knowledge from data (KDD) and trigger/configure 

specific reconfiguration actions. In the following case, we assume that a given specific virtualized 

network function (VNF), e.g. HTTP-based video delivery, needs to be scaled up upon the anticipated 

detection (prediction) of a content demand increase. 

Hence, the CDN controller requests the NFV orchestrator to scale the VNF in a local cache node by 

increasing the number of active HTTP servers. This action entails interacting with the VIM to create 

and configure new VMs in the local node. In addition to this, interaction with the WIM is necessary 

to reconfigure the capacity of the networking resources according to the needs, i.e. new optical 

connections may be setup and torn-down to optimize the virtual network topology needed to sup-

port the expected demand. Finally, the availability of new HTTP servers is announced to the local 

cache manager, so that it can add that server to its local pool. 
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Figure 67: Portable demo sample workflow 

3.3.2 Details on the Function Being Used in the Use Case 
A virtualized leaf cache node would consist of the following functions all running as virtual (soft-

ware) inside VMs deployed in the same location: 

 The packager is in charge of live-TV preparation, including segmentation and MPD file gen-

eration. 

 The HTTP server component serves end users’ segment requests. 

 The Cache Manager is the entry point of the cache node; it receives users’ requests, identi-

fies which contents will be locally stored, and redirects users’ requests to the appropriate 

HTTP server.  

Each component usually consists of a pool of resources for load balancing and redundancy purpos-

es. As shown in the proposed sample workflow, the number of resources in every resource pool can 

be dynamically adapted in response to spikes in demand, e.g. during a sports event. The CDN Man-

ager is responsible for adapting the CDN. To that end, monitoring data is collected from the MDA 

controller and analysed. Specifically, dedicated processes for retrieving useful information from the 

logs from the cache manager need to be designed and implemented. That useful information in-

cluding user activity behaviour and contents access history, together with the activity of the pack-

agers and HTTP servers, enables autonomous network service management [RCas18]. 

4 Workflow and Performance Analysis of Other Use Cases 
In this section, other use cases relevant for Metro-Haul project are discussed. 

4.1 Smart Factory/ Industry 4.0 Use Case 

A description of the Smart Factory 5G Use Case is given here in this deliverable D2.2, where a col-

lection of services (i.e. sub-use cases) is reported with their parameters and with the correspondent 

description task workflow. The Smart Factory 5G use case analyses the scenario in which the com-

munication needs, and specifically the ones required for the plant production, are provided by a 5G 
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network provider over its infrastructure, replacing the employment of private fixed and wireless 

solutions used in current factory plants. The practical implementation of use cases implies confi-

dentiality and security issues. The data concerning the Factory that is transiting over the operator 

network must be highly protected from events like fraudulent intrusions or jamming attacks. The 

solution such as creating a network tailored slice dedicated to the Factory plant could be an appro-

priate approach to this issue. 

The analysis of the complexity of a Factory plant is out of the scope of Metro-Haul project. In the 

following, workflow and a performance analysis on a limited set of functions are given, with the 

objective to capture some of the challenging requirements that the Smart Factory use case will 

demand of a 5G network, and of the Metro-Haul architecture. This has been done especially in 

terms of definition of network functionalities, their candidate physical locations and their interac-

tions. Such functionalities are strictly connected to the latency, bandwidth and reliability require-

ments of each specific sub-use case. 

To restrict the analysis to a set of families of representative Smart Factory sub-use cases, the three 

categories of the sub-use case (sub Use case groups, SubUCgs), reported in Table 20 are defined. 

The sub-use case families are reported in descending order of the demands they place on the 

communications infrastructure. 

Table 20: Factory Sub-Use case groups and their requirements 

Sub Use 
Case group 

Description 
Latency require-

ment 

Bandwidth 
requirement 

(per unit) 

Units requir-
ing a connec-

tion in a 
factory 

SubUCg1 
Closed loop control of machinery and 
transportation vehicles (includes ro-
bots, PLCs and automated vehicles). 

Very strict 
Medium 
(1 Mb/s) 

hundreds to 
thousand 

SubUCg2 
Video streaming for plant surveillance 
or quality check in production lines 

Strict 
High 

(5-20 Mb/s) 
hundreds 

SubUCg3 
Collection of massive sensor data for 
local or remote storage and processing 

Strict or Tolerant 
(depend on the 

sensor) 

Low 
(100 kb/s) 

thousands or 
more 

 

Other sub-use cases could be taken in consideration, for instance all the needs for a factory plant to 

communicate with the company headquarters. These include coordinated planning, design and 

production scheduling with good orders and sales, or to align the local hot storage with the remote, 

cold storage of data. In any case, these communication sub-use cases are less challenging in terms 

of the critical requirements to be fulfilled (especially the latency), and they are able to be assimilat-

ed into the conventional communication services offered by an operator on its Telco Cloud. 

4.1.1 Sample Workflow for the Use Case 

Workflows for three service categories listed above is reported graphically in Figure 68-Figure 70. 

The description of the Smart Factory use case done in D2.1 does not include details about the in-

volved network components (Orchestrator, NFV service creator, SDN controller etc.). Here these 

network functions and their location within the 5G network architecture (including Metro-Haul) are 

now considered in relation to the instantiation and execution phases of the sub-use cases activities. 

In the following workflow diagrams, the term “network” means the infrastructure that can be in-

stantiated to serve the specific functionality of the use case. This involves the forwarding rules on 
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the switches targeted to the traffic exchange for a given function. Access Point means the first point 

in which the data coming from the radio and fixed access is processed at the packet level to be for-

warded by the network to the destination, which is typically a dedicated function running on a vir-

tual machine instantiated on a Metro-Haul Compute node. 

 

Figure 68: Workflow diagram for closed loop control of machinery and transportation vehicles 
(SubUCg1) 

In Figure 68 the workflow for closed loop control covering tasks for robot, PLC and transportation 

vehicles control (i.e., sub-use case group 1) is depicted. The two sets of tasks are the setup and 

initiation phase, and the data exchange and execution phase. The second set of tasks is required for 

the actual execution and the accomplishment of the first set of tasks. 

In the setup and initiation phase the orchestrator creates both the virtual machines for the ma-

chine’s control and the dedicated network for communication. One VM per each machine (e.g. a 

robot) to be controlled, plus VMs for coordination of many items in islands and for the coordination 

of islands at the whole factory level. A hierarchical structure of VMs dedicated to the Smart factory 

should be implemented. VMs are instantiated on Compute Nodes in a Metro Node location. Details 

about the architectural configuration of the network suitable for this Sub use case and for position-

ing of related VMs are reported in the following subparagraph 0. 

The functionalities of the orchestrator implementing the Smart Factory production system are 

available in a part of the common orchestrator of the network operator, or they are present on a 

separate orchestrator dedicated to the Smart Factory which interworks with the main network 

orchestrator. Security, confidentiality, protection of intellectual property and industrial secrecy are 

issues that must be resolved in this hypothesis of Smart Factory implementation which relies on the 

resources of a public network. 

After creation of VMs dedicated to Smart Factory the orchestrator invokes the SDN controller to set 

up the network for communication between Smart Factory dedicated VMs and access points used 

to factory machinery to communicate with their applications. 

In the same setup and initiation phase, the factory machine opens a connection to the access point 

via radio access. 

In the data exchange and execution phase the machine communicates with its part of the remote 

control running on VMs (part of control SW could run locally on the machine) exchanging closed 
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loop control commands (from control to machine) and feedback data (from machine to control). 

Very Strict latency constraint (1 ms one-way at most) and very high reliability (six nines) are re-

quired for this communication exchange. 

 

Figure 69: Workflow diagram for video streaming for video plant surveillance or quality check in 
production lines (SubUCg2) 

Figure 69 shows the workflow for closed loop control covering tasks for video plant surveillance or 

quality check in production lines taking part in the sub-Use case group 2. The workflow is similar to 

the one explained for machinery control (SubUCg1), with the difference that dedicated VMs on 

compute node have to process and store a large amount of data (continuously generated by video 

sources) and the communication between cameras and VMs has a lower level requirement on the 

latency and reliability (5 ms one-way and 5 nines, respectively, could be typical values), but higher 

in bandwidth as video streams coming from video cameras are highly demanding in terms of bit 

rate (tens or hundreds of Mb/s for each video camera, which means tens or hundreds of Gb/s for 

the entire factory). 

 

 

Figure 70: Collection of massive sensor data for local or remote storage and processing (SubUCg3) 

Figure 70 depicts the workflow for the collection of massive sensor data for local or remote storage 

and processing, corresponding to the sub-use case group 3. 
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The workflow scheme is very similar to the previous two and differences are, apart from the spe-

cialization of VMs for the specialized tasks of sensor data handling, in the requirement of communi-

cation services between sensors in the factory and VMs instantiated on the metro node. In this case 

constraints on latency and reliability can be further relaxed, and also bandwidth required in com-

munication is less than in both previous use case groups. 

Another peculiarity is that this use case group can eventually expect to require the transfer of a 

large amount of data collected by the sensors from the local node, where the machines are located, 

to remote locations (e.g., towards company headquarters). This is because sensor data can be used 

not only by local process control and supervision tasks at the plant level, but also stored and pro-

cessed remotely for analytics and planning purposes at the higher company level.  

4.1.2 Details on the Function Being Used in the Use Case 
Functions used in this Use case are specialized for the control, monitoring and processing of indus-
trial machinery and sensors. Description of these functions involves competencies in Industrial au-
tomation that are out of the scope of this deliverable. What is relevant from the network point of 
view are the architectural constraints that this use case imposes on the network architecture. 
 
The key constraint for the communication network architecture of the Smart Factory use case is the 
latency that, for the sub-use case group 1 of machinery control, is requested to be very low (i.e. 
Very Strict, according to definition reported in Table 10), at the limit allowed by 5G New Radio ac-
cess. For this reason, a 5G New Radio cell (or more cells of that types) is assumed to cover the 
whole area where the Factory plant is located.  
 
Among the architecture configurations examined in subsection 2.8.3 where the impact of latency 
and its budgeting are examined, the configurations #3 and #4 are the only ones suitable to allow 
the support of communication services for sub-Use case group 1. We assume that the network con-
figuration used for the Smart Factory use case is the configuration #4, considering that among the 
ones analyzed in 2.8.3 it can assure the best performances in terms of latency (it reduces the front-
haul component of the latency within the antenna, as RRH and DU are co-located). 

 
Figure 71: Placement of Use case specific and network functionalities in the 5G network architecture 

for the Smart Factory Use case 

The resulting scheme of mapping the Smart Factory Use case on the network architecture is as 
shown in Figure 71, where the DU is implemented in the antenna site, for instance as a VN function 
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on a micro data centre, and the CU and UPF are implemented as VNFs in the micro/mini data cen-
tre present in the AMEN. The AMEN selected for interconnection with the 5G New Radio antenna is 
the closest to the antenna itself, and in many cases, it must be at a maximum distance of 10 km 
from the antenna. 
 
According to the solution shown in Figure 71, the software for the functionalities of all sub-use cas-
es are created as VNFs on the compute unit in the AMEN. Communication between the machines, 
cameras, sensors in the factory and their handling/control functions on the AMEN (in figure repre-
sented as with boxes identified with Factory applications (Fact. App)) is assured by a wireless con-
nection which use the 5G New Radio access and the access fixed network between the antenna site 
and the AMEN node. The connection is then handled within the AMEN at the local switch (or on the 
fabric of switches), which assures the remaining part of the connection between DU and CU, be-
tween the CU and UPF, and between UPF and specific factory applications. 
 
The Telco Cloud (potentially relying on both metro and backbone segments) is used for communica-
tion between factories and between a factory and its headquarters. 
 
The solution shown in Figure 71 is one among many possible solutions in terms of architecture and 
positioning of functionalities. For instance, the functionalities indicated as factory applications 
(Fact. app) for sub-use case groups 2 and 3 could be placed in other metro nodes that the AMEN 
nearest to the antenna, as their latency requirements allow a budget for propagation delay corre-
sponding to hundreds of km or more. 
 
Another issue is the achievement of reliability constraints not covered in this deliverable. To match 
the reliability of back-up solutions double homing of factory plant devices (e.g., robots) on two in-
stances of factory applications (e.g., remote robot controller) located in two different AMENs, 
should be envisaged. 

4.2 Content Delivery Network Use Case 

This section presents a description of the Content Delivery Network use case presented in [D2.1]. 

First, we present a description of the functions the use case requires. Then, considering a Metro-

Haul network architecture where AMENs and MCENs can host caches for video contents, we pre-

sent a case study showing the bandwidth requirements and energy consumption of a CDN deploy-

ment. 

4.2.1 Sample Workflow for the Use Case 
The sample workflow describing the interaction between the different components of the network 

(e.g., NFV Orchestrator, CDN manager) for instantiating the VNFs for the CDN use case has been 

described in Section 3.3.1. The workflow considers Primary Caches and Leaf Caches, which are rep-

resented in our case study as the MCEN caches and AMEN caches, respectively. The Leaf Caches 

(AMENs) are the ones running closer to end users and are considered to store and deliver most 

popular contents while the Primary Caches (MCENs) are assumed to store less popular and new 

video content.  

4.2.2 Details on the function being used in the use case 
For the CDN use case, it is assumed that caches and video-streaming interfaces are placed and run-
ning in remote computing units in AMENs and/or MCENs. It is also assumed, as mentioned in Sec-
tion 3.3.2; that a cache manager is present at each cache node. The cache manager receives users’ 
requests and redirects them to the HTTP server hosting the requested content. Since the cache 
manager needs to discover and cache popular content, Deep Packet Inspection (DPI) is needed to 



 METRO-HAUL H2020-ICT-2016-2 / 761727 D2.2 

© METRO-HAUL consortium 2018 -                                        Page 100 of 114 

inspect users’ requests and to discover which video content is the most popular and should be 
stored locally. 
 

4.2.1 Discussion of the End-to-End Latency Budget 
The latency requirements for video streaming depend on the video application and the buffering 

capabilities, but they are usually considered as not very stringent (2 to 3 seconds), since it is usually 

considered acceptable that the video takes some seconds to queue up. The jitter requirements are 

stricter (up to around 10 milliseconds, thanks to the opportunity of applying video-application buff-

ering), but are still not considered particularly constraining for the network architecture. 

 

4.2.2 Discussion of the End-to-End Bandwidth Requirements 
In this section we provide a discussion of the bandwidth requirements of the CDN use case. As 

mentioned in D2.1 Section 4.3, in the vision of the Metro-Haul network architecture, the CDN oper-

ator caches popular video contents at AMENs and MCENs for several objectives, such as offloading 

traffic from the metro network and/or meeting end-user requirements. 

To provide a quantitative estimation of the bandwidth requirements due to video delivery, a cache 

deployment, for a given network topology, needs to be adopted, in addition to a case study, charac-

terizing a geotype scenario (i.e., number of users and average video delivery bit-rate) and a video-

content catalogue (i.e., number of video contents, average video content size and popularity distri-

bution). While the geotype scenario and the video-content catalogue remain fixed for a given case 

study, the cache deployment is variable and depends on the budget invested by the operator. With 

cache deployment we refer to the deployment of caches, in terms of the number of caches, their 

location and dimension (i.e., storage capacity). Indeed, an optimal cache deployment, for a given 

investment, is a deployment that minimizes the overall network resource occupation, i.e., a de-

ployment which minimizes the overall bandwidth requirements for video-delivery. 

In the following, we first present a discussion on the optimal cache deployment for a given invest-

ment in terms of storage capacity for the case study described in Section 3.3 and then, based on 

the cache deployment considered, we quantitatively estimate the bandwidth requirements to de-

liver the required video-content from AMENs and MCENs.  

Optimal Cache Deployment 

Before proceeding to approximately calculate the bandwidth requirements for the CDN use case, 

we first find the optimal cache deployment such that the overall bandwidth requirements are min-

imized. We present the problem of optimal cache deployment in a Metro-Haul network architec-

ture as follows1. Given a budget-constrained investment represented by a maximum overall 

amount of storage capacity to be deployed, the network topology (i.e., number of AMENs, AMENs 

rings and MCENs), potential location of caches, and characteristics of the content catalogue (cata-

logue size, popularity distribution), we find the optimal cache deployment such that the overall 

average Resource Occupation (RO) in the network is minimized. Similar to previous work (e.g. 

[Has14]), we assume the average hop-count as the main metric to estimate the overall RO, where 

the RO is assumed to be the product of the average hop-count and the average bit-rate. To solve 

                                                           

 

1 A formal and more detailed description of the problem can be found in [Omran-Globecom-ref]. 
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this problem, we use an event-based dynamic simulator for VoD content caching and distribution 

and compare different cache deployments by varying the storage capacity distribution among 

caches at different network levels (at AMENs and MCENs) to find the optimal cache deployment. 

The simulator generates video requests according to VoD content catalogue popularity model and 

provisions them according to the implemented cache deployment strategy.  

Table 21: Notations considered in the problem 

Notation Description 

N Number of contents in the catalogue 

T Total allowed storage capacity (GB) 

ROavg/req Average RO per second per VoD request 

Sa Average content size 

ha Average hop-distance from AMEN caches 

na Number of AMEN caches utilized 

k Number of the last content stored in AMEN caches 

br Average bit-rate of all VoD requests 

 

The parameters and variables considered in our study are shown in Table 21. N represents the total 

number of contents in the catalogue, whereas T is the total amount of storage capacity (GB) that 

can be deployed in caches at the various network levels. ha represents the average hop-distance 

from caches at AMENs. We call k the rank, i.e., the index of the last content stored in the AMEN 

caches. Equivalently, k also represents the number of contents stored in the AMEN caches, as the 

caching is popularity-based. Note that we assume the same content cannot be stored at caches of 

two network levels simultaneously (i.e., it cannot be stored at AMENs and MCENs simultaneously) 

while all caches of the same level are assumed to store the same contents. As an example, if the 

last content stored in the AMEN caches has rank 100 (k = 100), it means that all contents with rank 

less than 100 are stored in the AMEN caches. Then, the number of contents which could be stored 

in metro caches (given that k contents are stored in na AMEN caches) is T·Sa − na·k, where T·Sa is the 

maximum number of contents which could be stored or duplicated, and na·k is the total storage 

capacity (represented by number of contents) in the na AMEN caches. We denote by ROavg/req the 

average resource occupation of a video request per second under a given storage capacity distribu-

tion and is represented by the product of the average number of hops and the average bit-rate of 

all video requests. Note that, since the number of caching nodes at different network layers varies 

(the network topology consists of more AMENs than MCENs), storing a content in the metro-

aggregation level (i.e., at AMENs) utilizes more storage capacity with respect to the metro-core 

level, i.e., at MCEN (where only one copy of the content needs to be stored). 

Table 22: Simulations settings and content catalogue characteristics considered 

α Sa (GB) T (GB) AMENs na ha 

0.9 8 160000 32 32 1 

 

To find the optimal cache deployment we consider a content catalogue characteristics similar to the 

one described in D2.1 Sec. 4.3 (Table 22), available storage capacity to be deployed T = 160,000 GB 

and a network topology consisting of 32 AMEN caches uniformly-distributed over 4 AMEN-rings (8 

AMENs per ring) and 1 MCEN cache. Note that if all AMENs are equipped with caches (na = 32), the 
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average hop-distance from the AMEN caches ha = 1, whereas if half of the AMENs are equipped 

with caches, (na = 16), ha = 1.5. We perform different simulations for different cache deployments. 

In the simulations, we vary k, the number of contents stored in caches deployed at AMENs. k rang-

es from 0 (the case where all the storage capacity is utilized in the cache located at the MCEN), to 

T·na·Sa , the maximum number of contents to store in each of the AMEN caches, i.e., the case where 

all the storage capacity is utilized in the caches located at the AMENs. Note that when a certain 

amount of available storage capacity is utilized in the caches of the AMENs, the remaining amount 

is utilized in the cache located at the MCEN. In each simulation, we simulate the arrival of 400,000 

VoD requests, assumed as Poisson-distributed, at an arrival rate guaranteeing negligible blocking 

probability, so as to provide a fair comparative analysis between the different cache deployments.  

 

Figure 72: ROavg/req  with respect to the number of contents stored in the AMEN caches for the con-
sidered case study 

Figure 72 shows ROavg/req (i.e., the average resource occupation per VoD request) as a function of 

the number of contents stored in the caches hosted by AMENs, k. Results show that ROavg/req initial-

ly decreases as k increases (as more contents stored in the caches located at AMENs allow to serve 

more requests from locations near end-users) until a certain value of k, about which RO increases 

again (as it becomes less-advantageous to deploy more storage capacity in the caches of the 

AMENs and more-advantageous to deploy the storage capacity in the MCEN cache). Why is the 

optimal solution not deploying storage capacity at AMENs? It is due to the fact that, when the stor-

age capacity is limited, it becomes more-advantageous not to store duplicates of a number of popu-

lar contents at AMENs but rather store one copy of a larger set of contents, thus pulling more con-

tents from the origin server into the network.  

Table 23: Values of K*, storage capacity and hit-ratio of AMENs and MCEN caches  

K* AMENs Cache (GB) AMENs Cache 
hit-ratio (Hamen) 

MCEN Cache (GB) MCEN Cache hit-
ratio (Hmcen) 

267 2136 0.45 91648 0.46 

 

In Table 23 we show the value of k*, i.e., the number of contents that, if stored in the AMEN caches, 

guarantees an optimized cache deployment, the storage capacity and the hit-ratio of the caches 

located at AMENs and MCEN for the resulting cache deployment. In the following paragraph, we 

use this optimal cache deployment, considering the hit-ratio of the caches deployed at the AMENs 

and the MCENs, and approximate the bandwidth requirements for the CDN use case. 
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Bandwidth Requirements 

In the following, we present an estimation on the required bandwidth for video delivery for the 

dense-urban scenario considered in D2.1 (Section 4.3.4), characterized with a peak number of users 

per AMEN of Umax/AMEN = 5,000 and an average video delivery bit-rate of br = 8 Mbps. Given the 

abovementioned cache deployment and the corresponding hit-ratio of each of the caches located 

at the AMENs and the MCENs, the amount of video traffic generated from each of the AMENs dur-

ing peak hour can be calculated as follows:  

𝑇𝑟𝑎𝑓𝑓𝑖𝑐/𝐴𝑀𝐸𝑁 =  𝑈𝑚𝑎𝑥/𝐴𝑀𝐸𝑁 •  𝑏𝑟 •  𝐻𝐴𝑀𝐸𝑁 = 18 Gb/s 

Similarly, the total amount of video traffic generated from the MCEN cache can be calculated as 

follows:  

𝑇𝑟𝑎𝑓𝑓𝑖𝑐/𝑀𝐶𝐸𝑁 = 𝑡𝑜𝑡𝑎𝑙 𝑢𝑠𝑒𝑟𝑠 •  𝑏𝑟 •  𝐻𝑀𝐶𝐸𝑁 = 588.8 Gb/s 

Note that the MCEN, with an overall hit-ratio HMCEN = 0.46, satisfies 46% of the video requests of all 

users connected to the all AMENs summing up to 588.8 Gb/s where 18.4 Gb/s 

(
𝑡𝑜𝑡𝑎𝑙 𝑣𝑖𝑑𝑒𝑜 𝑡𝑟𝑎𝑓𝑓𝑖𝑐 𝑔𝑒𝑛𝑒𝑟𝑎𝑡𝑒𝑑 𝑓𝑟𝑜𝑚 𝑀𝐶𝐸𝑁

# 𝐴𝑀𝐸𝑁𝑠
)  is delivered to the users of each AMEN corresponding to a 

total of 147.2 Gb/s transmitted over each AMEN ring. 

Moreover, we show below the amount of overall video traffic generated from the origin video 

server, i.e., corresponding to the traffic generated to serve video contents not cached in the AMENs 

and the MCENs: 

𝑇𝑟𝑎𝑓𝑓𝑖𝑐/𝑠𝑒𝑟𝑣𝑒𝑟 =  𝑡𝑜𝑡𝑎𝑙 𝑢𝑠𝑒𝑟𝑠 •  𝑏𝑟 •  𝐻𝑜𝑟𝑖𝑔𝑖𝑛 = 115.2 Gb/s 

Where 3.6 Gb/s (
𝑡𝑜𝑡𝑎𝑙 𝑣𝑖𝑑𝑒𝑜 𝑡𝑟𝑎𝑓𝑓𝑖𝑐 𝑔𝑒𝑛𝑒𝑟𝑎𝑡𝑒𝑑 𝑓𝑟𝑜𝑚 𝑜𝑟𝑖𝑔𝑖𝑛

# 𝐴𝑀𝐸𝑁𝑠
)  is delivered to the users of each AMEN 

corresponding to a total of 28.8 Gb/s transmitted over each AMEN ring. Hence, a maximum band-

width requirement of 176 Gb/s is needed over each AMEN ring corresponding to the maximum 

amount of traffic generated from the MCEN cache and the origin video server towards the users of 

each AMEN ring.  

Figure 73 shows a graphical representation of the network topology showing the traffic flows for 

video delivery generated from the AMEN and the MCEN towards end-users where 40 Gb/s of video 

traffic is destined to the end-users of each AMEN out of which 18 Gb/s of video traffic is generated 

from the AMEN itself, 18.4 Gb/s from the MCEN and 3.6 Gb/s are delivered from the origin video 

server. 
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Figure 73: A graphical representation showing the network topology and the bandwidth requirements at the 

different network segments.  

4.2.3 Discussion of the End-to-End Energy Requirements 
In this section, we present an energy-consumption evaluation of VoD content caching and distribu-

tion in a hierarchical metro network architecture for the case study described in Section 2.8.4. We 

first present a heuristic algorithm for energy-efficient content caching and distribution; and then 

discuss numerical results of the proposed approach compared to other benchmark approaches. 

Heuristic Approach for Energy-Efficient Content Caching and Distribution 

The heuristic approach for an energy-minimized cache and content placement and VoD request 

routing is performed in two steps. The first step consists of cache and content placement whereas 

the second step consists of the routing of the VoD requests.  

Step 1: Energy-Efficient Cache and Content Placement 

The approach considers service characteristics parameters (e.g., content catalogue popularity dis-

tribution) and network devices energy models and outputs the location of caches and the video 

contents stored in each cache with the objective of minimizing the total energy consumption. The 

cache and content placement procedure are divided into two steps, as shown in Figure 74 .First, an 

individual content placement process is performed which considers each content individually, with 

the objective of storing and delivering the content from caches where energy consumption is min-

imal. Then, a content placement re-arrangement process takes place in which content is reallocated 

among the caches of different segments to achieve a more energy-efficient content placement. The 

two steps are described as follows: 

 Individual content placement: First, for every content i, the amount of energy needed to store 
and deliver the content to all end-users requesting the content from the access, metro, core 
and origin, represented by Ea,i, Em,i, Ec,i, and Eorigin,i, respectively, is calculated taking into consid-
eration the total expected number of requests per content (based on the content popularity). 
Then, the content placement that guarantees the least energy consumption is chosen. In the 
case where no storage is available to store the content, the content is stored in a higher net-
work segment.  

 Content placement re-arrangement: After the placement of all contents is decided, the utiliza-
tion factors (percentage of the amount of storage capacity utilized in a cache) of caches of 
each network segment are calculated, in order to discover if the caches of any network seg-
ment are inefficiently utilized. Ua, Um, Uc represent the utilization factor of caches located at 
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AMENs, MCENs, and core nodes, respectively. Then, one more step is performed (AMENs Bal-
ance, MCENs Balance, or CoreBalance) according to the utilization factors of the caches of the 
network segments with the objective of finding a more energy-efficient content placement by 
balancing the number of caches utilized. In this re-arrangement process, the contents stored in 
caches of a specific network segment can be moved and stored in caches of the lower and/or 
higher segment. 
 

 
Figure 74: Flow chart of content placement heuristic approach 

Step 2: Energy-Efficient VoD Request Provisioning 

Given the content placement, as described in the previous section, energy-efficient VoD request 

routing is accomplished. Upon the arrival of a VoD request from a user at a given time instant, the 

set of caches storing the requested content are identified. Then, we apply any-cast routing and find 

the possible k-shortest paths having an available bandwidth greater than the bit-rate requested by 

the user towards the nodes where the content is placed. For every shortest path, the amount of 

energy needed to route the request on the path is calculated taking into consideration if any net-

work interfaces will be powered-on specifically to route the request on the considered path. The 

paths are then sorted in increasing order of the energy consumption required in order to route the 

request. This motivates packing requests onto interfaces that are already powered-on, so as to 

avoid powering-on new interfaces, even if it means that the request is routed over a longer path. 

The request is then provisioned over the path for the duration of the content requested. If no path 

is found with enough available bandwidth, the VoD request is blocked. 
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Numerical Results 

To evaluate the energy consumption of VoD content caching and distribution, we consider the case 

study presented in Section 2.8.4. Here, the heuristic optimization approach (Heu.) is compared with 

two benchmark strategies; “No Caching”, where no caches are utilized, and all VoD requests are 

served from an origin server; and “All Caches ON” (All ON), where all caches located at the AMENs 

and MCENs, and are always powered ON. Requests are generated dynamically and are Poisson-

distributed with a 30-minute average holding time. 

 

Figure 75: Energy consumption as a function of the number of VoD requests per terminal node for the differ-

ent caching strategies (No Caching, All ON, Heu.) [left] and the breakdown of the energy consumption (cach-
ing and transport energy) for the Heu. (solid) and All ON approaches (dashed) [right]. 

Figure 75 shows the overall energy consumption of the Heu. approach and of the No caching and 

the All ON strategies. For lower traffic, i.e., less than 200 VoD requests per node per hour, the Heu. 

approach significantly outperforms the other strategies, demonstrating that even at a relatively low 

traffic load, caching of content is decisive to maintain an energy-efficient content distribution. This 

is because utilizing a few caches in the core and metro network does not introduce high caching 

energy consumption but allows the offloading of traffic from the origin server to caches located in 

the core and metro network. Moreover, for such load, the All ON caching strategy shows the high-

est energy consumption, as powering ON all caches leads to excessive and unnecessary caching 

energy consumption. For higher traffic, the Heu. approach and the All ON caching strategies show a 

comparable performance. The Heu. approach utilizes most of the caches of the network, mainly the 

caches located in the access segment, and thus has a performance similar to that of the All ON 

caching strategy. To examine more in details the performance of these two strategies, Figure 75 

shows the energy contributions of the Heu. approach and the All ON caching strategy. For a low 

number of VoD requests per node per hour, the Heu. approach’s energy consumption is mainly 

made up of transport energy consumption, as only caches in higher network levels are utilized. On 

the contrary, for the All ON caching strategy, the overall energy consumption is mainly made up of 

caching energy consumption. Indeed, the transport energy consumption of the All ON caching 

strategy is much lower than that of the Heu. approach. This is because all caches are fully-utilized 

and the transport energy is minimized. For a high number of VoD requests per node per hour, the 

caching energy of the Heu. approach increases significantly thus limiting the increase of the 

transport energy consumption, which fluctuates around a constant value, whereas for the All ON 

caching strategy, the transport energy consumption slightly increases as all the caches are fully-

utilized. 
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5 Conclusion 
The earlier deliverable D2.1 provided the analysis of the Metro-Haul use cases, the service require-

ments, and the KPI definitions to accompany the use cases. This deliverable (D2.2) now takes these 

requirements as an input and provides the functional architecture necessary to fulfil them. It has 

provided the high-level architecture of the individual components, spanning from the control and 

management plane to the data plane which are necessary to support the functionality of the vari-

ous use cases. 

To obtain the functional requirements of the Metro-Haul infrastructure, the various functions re-

quired by the use cases, were mapped to the AMEN/MCEN. The takeaway messages from this were 

that network functions requiring low latency and computational power need to be placed at the 

AMEN; consequently, requiring the AMENs to be equipped with compute resources. On the other 

hand, the MCEN requires more compute, storage and networking resources since it aggregates 

traffic from multiple AMENs and focuses on centralized network functions and long-term data pro-

cessing for the various use cases. This analysis was used to define the AMEN/MCEN functionalities. 

Following this, the architecture of the AMEN and MCEN was presented. Each AMEN/MCEN requires 

the following resources: compute resources to host VNFs; and an FPGA based traffic aggregation 

and switching mechanism to forward traffic towards the local compute node, the access networks 

or towards the metro or core networks via the bandwidth variable transceivers (BVTs). For inter-

networking among the nodes, the optical infrastructure can either be filter-less or ROADM based. 

The optical part of the node must be designed to support the disaggregated approach involving 

different vendors, while having SDN control using standard vendor-neutral interfaces. A design for 

an intra-datacentre (AMEN/MCEN) all optical network for switching between VMs was presented; 

whereas a filterless optical network between AMEN and other AMEN or MCEN was discussed which 

is less costly. 

The high-level architecture of Metro-Haul Control, Orchestration and Management (COM) system, 

which is responsible for the dynamic provisioning of network services across the Metro-Haul do-

main, was presented. It consists of the control layer, involving the hierarchical control of packet, 

optical and PON domains using SDN, as well as control of the compute resources using the VIM. On 

top of the control layer, the MANO layer is responsible for the orchestration of end-to-end network 

services leveraging the control layer for deployment. The Monitoring and Data Analytics (MDA) 

architecture is briefly discussed which monitors and analyses network data at various layers in the 

presented Metro-Haul architecture. A placement, planning and reconfiguration subsystem com-

plements the COM system, taking inputs from the control layer and MANO layer to optimize the 

resource allocation to decide effective VNF placement. The COM system is further strengthened by 

the network slicing system, which is based on the ETSI-based virtual network services.  

After a discussion of the high-level architecture of the Metro-Haul central office, data plane net-

work and the COM system, the performance description of the Metro-Haul network is presented. 

For effective planning of the network, the traffic that is expected to be handled by the Metro-Haul 

network is presented by its characterization along with its bandwidth analysis. This took inputs 

from the traffic requirements of the various use cases discussed in D2.1 and the types of topologies 

expected to be utilized. Aggregated network bandwidth, storage and compute resources for 

AMEN/MCEN are presented. A framework for further splitting the 5G KPI requirements to end-to-

end network infrastructure and node infrastructure requirements is discussed. Some of the use 

cases presented in D2.1 have stringent latency requirements; for this, a painstaking analysis of the 

latency inducing factors and latency models are presented. These models are mapped to the Met-
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ro-Haul architecture, which can be used for a specific use case. For the energy consumption in Met-

ro-Haul, the CDN use case was specifically analysed to see how much energy is required to support 

this use case, based on available energy models from the literature. 

The Metro-Haul deliverable D5.1, which took D2.1 as an input, identified some key use cases which 

will be demonstrated to validate the Metro-Haul project. This deliverable D2.2 has taken as an in-

put these use-cases, so as to provide a functional analysis of the various use cases. As part of this 

functional analysis, sample workflows were provided, to show the interaction of the different func-

tional blocks of the Metro-Haul architecture in the form of messages exchanged. The functional 

analysis of the use cases and the sample workflows will be used as an input into D5.2, where de-

tailed implementation, including the hardware and software aspects, will be described. 

The functional architecture presented in this deliverable D2.2 will also be used as an input into WP3 

and WP4. Here, the functions implemented by each component in the node, the metro-network 

and the COM system will be translated into a detailed design, hardware and software implementa-

tion necessary to realize the service requirements and extended 5G KPIs expected from the Metro-

Haul project. 

 

  



 METRO-HAUL H2020-ICT-2016-2 / 761727 D2.2 

© METRO-HAUL consortium 2018 -                                        Page 109 of 114 

6 List of Acronyms 
Acronym Description 

AMEN Access Metro Edge Node 

AoD Architecture-on-Demand 

API Application Programming Interface 

BER Bit Error Rate 

BSS Business Support System 

BVT Bandwidth Variable Transmitters 

CAGR Cumulative Annual Growth Rate 

CAPEX Capital Expenditure 

CD Clock Doubler 

CDN Content Delivery Network 

CFO Carrier Frequency Offset 

CLS Crowdsourced live streaming 

COs Central Offices 

COM Control, Orchestration and Management 

CPRI Common Public Radio Interface 

CriC Critical connections 

CU Central Unit 

DC Data Centre 

DFF Digital flip-flops 

DU Distributed Unit 

EDFA Erbium-doped Fibre Amplifier 

eMBB Enhanced Mobile broadband 

EPS Electrical Packet Switching 

ETSI European Telecommunications Standards Institute 

FHD Full High Definition 

FPGA Field Programmable Gate Array 

HARQ Hybrid Automatic Repeat Request 

KPI Key Performance Indicator 

MAC Medium Access Control 

MANO Management and Orchestration 

MCEN Metro Core Edge Node 

MDA Monitoring and Data Analytics 

MD-ROADM Multi-degree Reconfigurable Optical Add-Drop Multiplexer 

MDSC Multi-Domain Service Coordinator 

mIoT Massive Internet of Things 

MIMO Multi-input and Multi-output 

mMTC Massive machine-type communications 

NBI North-Bound Interface 

NFV Network Functions Virtualization 

NFVI Network Function Virtualization Infrastructure 
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NFVO Network Function Virtualization Orchestrator 

NGC Next Generation Core 

NIC Network Interface Card 

NID Network Interface Device 

NMS Network Management System 

NSD Network Service Descriptor 

OAA Observe-Analyse-Act 

OCS Optical Circuit Switching 

OFDM Orthogonal frequency-division multiplexing 

OPEX Operating Expenditure 

OPS Optical Packet Switching 

PCE Path Computation Element 

PDCP Packet Data Convergence Protocol 

PHY Physical layer 

PON Passive Optical Network 

PoP Points of Presence 

PNC Provisioning Network Controller 

QAM Quadrature Amplitude Modulation 

QKD Quantum Key Distribution 

QoE Quality of Experience 

QoS Quality of Service 

QPSK Quadrature Phase Shift Keying 

O-NEs Optical Network Elements 

OSS Operation Support System 

OVS Open vSwitch 

RAN Radio Access Network 

RLC Radio Link Control 

RRC Radio Resource Control  

RRU Remote Radio Unit 

SBI South Bound Interface 

S-BVT Sliceable BVT 

SDN Software Defined Networking 

SFO Sampling Frequency Offset 

SRIOV Single Root I/O Virtualization 

SSD Solid State Drive 
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ToRs Top-of-Racks 

UE User equipment 

UHD Ultra High Definition 

URLLC Ultra-reliable and low-latency communications 

VEB Virtual Ethernet Bridge 

VIM Virtual Infrastructure Manager 

VLAN Virtual Local-area Network 

VMs Virtual Machines 

VNF Virtual Network Function 

VNFFGs VNF Forwarding Graphs 

VoD Video on Demand 

WDM Wavelength Division Multiplexing 

WIM WAN Infrastructure Manager 

WSS Wavelength Selective Switch 
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