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Abstract
Achieving reproducibility in networking experiments re-

quires a concrete methodology, which is currently missing.
The design and data analysis of experiments raise questions
such as: How many runs to perform? How to account for the
variability of networking experiments? Despite the best in-
tentions, researchers often answer these questions differently,
which impairs the reproducibility of the entire evaluation.

We present TriScale , a framework that addresses this prob-
lem by streamlining the experimental design and automating
the data analysis. TriScale advises researchers about when,
how long, and how many runs to perform in order to achieve
a desired confidence in the results; then computes these re-
sults in a standardized way, based on robust non-parametric
statistics. For each performance metric, TriScale computes
a variability score that predicts, with a certain confidence,
how similar the results would be if the evaluation was to be
repeated; in other words, this score quantifies the reproduci-
bility of the experiment. As a running example, we compare
congestion control schemes using Pantheon and show that
TriScale produces more intuitive and statistically sound con-
clusions. Additional examples applied to low-power wireless
protocols showcase the generality of the framework.

1 Introduction
The ability of reproducing experimental results is broadly
considered a prerequisite for establishing a scientific claim.
In networking research, reproducibility1 is a well-known is-
sue due to the inherent variability of experimental evaluations.
On the one hand, the uncontrollable dynamics of real-world
networks [21, 45] and the unsteady performance of hard-
ware and software components [15, 43] can cause a large
discrepancy in the experimental conditions, which makes
it hard to quantitatively compare different solutions [9].

1 A variety of terminologies is used to define the different aspects of
reproducible research [13, 50]. In the remainder of this paper, we refer to re-
producibility as the ability of different scientists to follow the steps described
in published work using the same tools and obtain the same results within the
margins of experimental error – sometimes referred to as replicability [8].

On the other hand, differences in the methodology used to
design the experiment, analyse the data, and reason about the
results impair the ability to reproduce and critically assess the
validity of the claims made by other scientists.
The problem. While the community has relentlessly deve-
loped testbeds [48] and data collection frameworks [66] to
minimize the discrepancy in experimental conditions, only a
few works targeted the design of a methodology for network-
ing evaluations [35, 39]. In this regard, the literature is still
limited to best practices and generic guidelines [10, 46, 54].

Experimental networking research hence suffers from the
lack of a systematic methodology specifying (i) how to con-
cretely design an experiment as well as (ii) how to analyse
and report its results. This leaves scientists with many open
questions before carrying out an experiment (e.g., how many
runs? how long should they be? when should they run?) and
after the data has been collected (e.g., how to analyse and
summarize the gathered data in a concise yet accurate way?).

These open questions make scientists design the same expe-
riment distinctly, which hinders comparability despite the use
of the same tools [16]. The lack of a common methodology
for data analysis hampers even the ability to recreate results
when all raw data are available (or computational reproduci-
bility [42]), a standard that scientific research should meet.

Finally, it is still unclear how to concretely define reprodu-
cibility and assess whether a networking experiment is indeed
“reproducible”, which is critical when reproducibility is con-
sidered a prerequisite to any scientific claim. We exemplify all
these shortcomings in § 2 using the comparison of congestion
control schemes with Pantheon [66] as a case study.
The challenge. We identify next a set of requirements that a
methodology should meet in order to address this problem.

Generality. The methodology is applicable to a wide range
of metrics, evaluation scenarios (both emulated and real-world
settings), as well as network types (both wired and wireless).

Conciseness. The methodology describes the experiment
design and data analysis in a concise yet unambiguous way.
This enables computational reproducibility while minimizing
the use of highly-treasured space in research papers.
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Robustness. The methodology accounts for the intrinsic
variability of networking experiments. The uncertainty is
quantified and the analysis does not presume the nature of the
raw data distribution (e.g., no assumption of normality). The
uncertainty measures the expected performance that would
be obtained if experiments are repeated; in other words, the
statistics are not only descriptive but also predictive.

Rationality. The methodology rationalizes the experiment
design and helps answering questions such as: How many
runs? How long should they be? When should they run?
This allows to minimize the number of experiments while
collecting enough data to meet the desired level of confidence.
Our solution. This paper presents TriScale , a framework that
meets all the above requirements for supporting researchers
in the design and analysis of networking experiments. The
contributions of this paper are the following:

• We propose a methodology for designing networking
experiments and analyse their data. This methodology
is grounded on non-parametric statistics (§ 3), which
provides robust and legible performance reports. Our
methodology rationalizes the experimental design pro-
cess and quantifies the reproducibility of an experiment.
• We implement this methodology in TriScale, a frame-

work that assists the user in designing the experiments
and automating the data analysis (§ 4).
• As a case study, we use TriScale to compare conge-

stion control schemes using Pantheon [66] and show how
TriScale improves on the legibility and confidence in the
results (§ 5). Additional examples using low-power wire-
less protocols running on the FlockLab testbed [41] illus-
trate the generality of the framework. Finally, we show-
case the scalability of TriScale: the data analysis com-
pletes within seconds for millions of data points (§ 6).
• We make TriScale openly available [6] for the network-

ing community to use, extend, and build upon.

TriScale does not “solve” the entire reproducibility problem;
in particular, it does not handle the data collection (see dis-
cussion in § 7). Nevertheless, TriScale does fill a critical
gap towards reproducible networking evaluations by provid-
ing a consistent methodology for the design of networking
experiments and the analysis of their data.

This paper itself is “reproducible”. All the collected data
and source code are openly available [6]. The plots have been
created with TriScale and are interactive, i.e., figures are hy-
perlinks to an online version allowing dynamic visualizations.

2 Overview

This section provides a high-level description of TriScale.
First, we illustrate how TriScale clarifies the interpretation of
the results of networking experiments with a concrete exam-
ple (§ 2.1). We then present the core principles of TriScale
and introduce the structure of the framework (§ 2.2).

2.1 Shortcomings in the Data Analysis

Let us assume you are a networking researcher discovering
the field of congestion control and trying to understand the
strengths and weaknesses of the state-of-the-art. Luckily, the
community has developed useful tools such as Pantheon [66]
to facilitate comparisons between diverse schemes.

You are especially interested in comparing the average
throughput and one-way delay of long-running full-throttle
flows, i.e., stable flows whose only throttling/limiting factor is
the congestion control. You start with one flow and evaluate
performance using the MahiMahi [47] emulator integrated
in Pantheon, following the same settings as in the original
paper [66], i.e., 10 runs of 30 seconds each.

Pantheon focuses on collecting data, not on their interpre-
tation. The latter is not trivial: if we consider, for example,
Fig. 1a (reproduced from [66]), multiple questions emerge:

• Can the schemes be compared? It appears that Vegas
performs better than e.g., TaoVA-100x. However, the
ellipses capture the variability of results across multiple
runs: more precisely, they represent the (1−σ) variation
across runs. What can you then conclude about the
actual performance of these schemes? Can you conclude
anything when ellipses are overlapping? For example,
can you say that Vegas performs better than PCC-Expr?

• What is the confidence in the comparison? Intuitively,
the results of e.g., PCC-Allegro, which has a large vari-
ability, are “less trustworthy” than e.g., FillP-Sheep, for
which you cannot even see the ellipse on the graph. But
can you quantify the confidence in the result?

• Is a runtime of 30 seconds long enough to capture the
long-running performance of the various schemes?

These questions relate to the robustness and rationality
challenges mentioned in § 1. A simple data analysis as shown
in Fig. 1a leaves them unanswered. Worse, it may suggest
wrong interpretations: the ellipses are a two-dimensional
representation of the standard deviation across the runs, which
suggests that we expect about 68% of the data points to fall
in that region. However, this is correct only if the underlying
distribution is normal, which is hardly ever true (§ 3).

Let us now compare the same raw data, but analyzed using
TriScale (Fig. 1b). The points in the plot represent TriScale’s
Key Performance Indicators (KPIs). A KPI is defined as the
estimate of a given percentile of one performance metric dis-
tribution. For example: with 10 runs, we collect 10 samples
of the performance metric “average throughput”. Based on
these 10 samples, we can estimate some properties of the
underlying distribution of “average throughput” (i.e., the un-
known distribution one would obtain with infinitely many
samples). TriScale’s KPIs estimate percentiles of that under-
lying distribution with a certain confidence. In Fig. 1b, the
“average throughput” KPI is defined as the estimate of the
25th percentile with a 75% confidence level, i.e., the KPI has
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(a) Data analysis and visualization reproduced from [66].
The dots represent the mean performance of the runs;
the ellipses represent the (1−σ) variation across runs.
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(b) Data analysis and visualization produced by TriScale. The dots represent
the KPIs of each scheme. Shaded areas represent dominance regions: scheme A
performs better than scheme B if the KPI of B lies in the dominance region of A.

Figure 1: The same data may be analyzed in different ways. Fig. 1b illustrates the output of a data analysis performed by TriScale .
Compared with Fig. 1a, the interpretation of the results is more intuitive. The performance of each scheme is reduced to a single
point (TriScale’s KPIs), which accounts for the variability in the results and makes the comparison between various schemes
unambiguous. TriScale’s KPIs are not arbitrary: they are robust statistics estimating, with a given confidence level, the expected
performance if the experiment was repeated (see § 4.2). Settings: 1 flow, 10 runs, 30s runtime, emulated network (see § 5).

a 75% probability to correctly estimate the 25th percentile (a
more detailed explanation is provided in § 4.2).

Since KPIs are individual points, they can be used to un-
ambiguously compare different schemes. TriScale shows, for
example, that Vegas is not generally better than TaoVA-100x:
each performs better in either delay or throughput (Fig. 1b).
Furthermore, PCC-Expr performs strictly better than Vegas,
whereas Fig. 1a suggests the opposite. The KPIs in Fig. 1b
can be interpreted as follows: with a 75% probability, 75% of
the runs will yield a performance at least as good as the KPI
value (i.e., a higher throughput and lower delay).

Observe that Copa and PCC-Allegro are no longer marked
in Fig. 1b. TriScale first verifies whether the schemes have
“converged”; that is, the performance metrics have reached
stable values (see § 4.5 for details). These two schemes do
converge eventually, but it often takes more than 30 seconds.
In Fig. 1b, the KPIs are representative of the “long-running”
performance (i.e., the performance expected if the scheme
would run “forever”) with a 95% probability.

Conclusion. Tools like Pantheon [66] support data collection,
but leave the design of experiments and the data analysis up
to the researcher, which leads to ambiguous interpretations
and non-reproducible results. TriScale aims to fill this gap.

2.2 Methodological Core Principles

We introduce next how TriScale supports the design and
the analysis of networking evaluations. The structure and
inputs/outputs of TriScale framework are illustrated in Fig. 2.

Experiment design. TriScale achieves rationality (§ 1) by
formalizing the evaluation definition and by streamlining the
design of experiments. The design phase starts with the def-
inition of the evaluation objectives: for each performance
dimension, the user defines the metric, convergence require-
ments, a KPI, and a variability score (see § 4). From these
inputs, TriScale returns the minimal number of runs (# runs)
and series (# series) necessary to compute the chosen KPIs
and variability scores; that is, how many runs to perform.
With data from a few test runs, TriScale can assess whether
the length of a run (runtime) is suitable (§ 4.5); i.e., how
long a run should be. Finally, TriScale uses network profiling
information to avoid time-dependent bias in the experiments
(§ 4.6); i.e., it tells when runs should be carried out (span).

In the § 2.1 example, the evaluation objectives are as fol-
lows (Fig. 2). The metrics’ measures for throughput and delay
are the median and 95th percentile, respectively. The KPIs are
chosen as the 25th and 75th percentiles with 75% confidence,
for which TriScale returns a minimum of 5 runs. Conver-
gence is expected and initial tests reveal that PCC-Allegro
and Copa almost never converge within 30s. As experiments
are carried out in emulation, there is no time dependency and
runs may be scheduled at one’s convenience (span: anytime).

Data analysis. TriScale achieves robustness (§ 1) by apply-
ing carefully-chosen statistical methods, verifying that their
hypotheses hold for the collected data, and automating the
computations. In particular, once the experiment has been
designed and the data collected, the raw data is passed to
TriScale for analysis. The latter is divided in three timescales
(hence the name TriScale): runs, series, and sequels.
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metric { name : Delay
measure : mean }
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Figure 2: Overview of TriScale . TriScale is a framework supporting the design and data analysis of networking experiments.
TriScale assists the user in the design phase with a systematic methodology to answer important experiment design questions
such as “How many runs?” and “How long should the runs be?”. After the data has been collected, TriScale supports the user
by automating the data analysis. The framework implements robust statistics that handle the intrinsic variability of experimental
networking data and return expressive performance reports as well as a variability score.

Runs. A run is one execution of the evaluation scenario
(e.g., a 30s execution of one congestion control scheme).
The raw data from one run are analyzed to compute the per-
formance metrics defined in the evaluation objectives. This
timescale leads to one number per run and per metric (§ 4.1).

Series. A series is a set of runs performed closely in time.
Multiple runs allow to account for the intrinsic variability
in the experiments. This timescale leads to one number per
series and per metric, i.e., the KPI (§ 4.2).

Sequels. A sequel is a repetition of a series, performed at a
later point in time (e.g., a week, a month, a year). TriScale
uses sequels (i.e., a set of series) to compute a variability
score which captures the long-term variability in the KPIs.
This timescale leads to one number per metric (§ 4.3).

In the example described in § 2.1, applying TriScale returns
a pair of KPIs per scheme, which leads to an unambiguous
comparison (Fig. 1b) with a quantified confidence (75%).

3 Backgrounds on Statistics

This section briefly discusses some background on statistics
that are relevant to performance evaluation.
Descriptive and predictive statistics. A statistic is a number
computed from a large data set: it can always be calculated
and provides a factual description of the underlying data. This
is often referred to as a descriptive statistic.

Certain statistics have also some inference power; that is,
based on the collected data, one may infer the shape of the
data’s underlying distribution, which is unknown. These are
referred to as predictive statistics.

Predictions are always uncertain and often rely on some
hypotheses. If the hypotheses hold for the collected data,
then the statistic estimates some property of the underlying

distribution (e.g., mean, median, etc.) with a quantifiable
confidence level. One can then predict the expected values of
data samples that have not been collected.

One common hypothesis for predictive statistics is that
the collected data is independent and identically distributed
(i.i.d.); informally, this means that the underlying distribution
of the data does not change and that successive data samples
are not correlated. It is also common to presume the nature of
the data distribution (e.g., a normal or a Poisson distribution),
which allows to make “better” predictions with less data.

It is paramount to remember the hypotheses required for
statistical predictions. For example, one can compute the
mean µ and standard deviation σ of a data sample. If the
underlying data distribution is normal (the hypothesis), then
we can infer that about 68% of all data points (the distribution)
will be contained in µ±σ. However, if the distribution is not
normal, the statistics µ and σ are only descriptive (i.e., they do
not predict anything about the underlying data distribution).

Statistical methods. Many common statistical methods as-
sume Gaussian distributions (i.e., normally distributed data).
However, literature reports that experimental data is rarely
normal [43,55] and hence recommends using non-parametric
statistics; that is, statistics that do not make any assumption on
the nature of probability distributions. Furthermore, it is im-
portant to consider robust statistics, i.e., statistics that are not
overly skewed by outliers (which are common in networking
data). There are two main classes of statistical approaches:
• Hypothesis testing consists in formulating a so-called

null hypothesis, which the tests aim to reject. The
approach computes, based on the collected data, the
probability that the null hypothesis is correct (called
the p-value). If the p-value is sufficiently low, the null
hypothesis is rejected and considered proven incorrect.
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• Estimation consists in computing confidence intervals
(CIs) for a given parameter, e.g., the median of the distri-
bution. A CI is always associated with a confidence level
(e.g., a 95% CI), which is the probability that the interval
includes the true value of the parameter. For example,
[a,b] is a 95% CI for the median if the true median value
is between a and b with a probability of at least 95%.

By comparison, CIs are more legible than p-values: “CIs
provide a mechanism for making statistical inferences that
give information in units with practical meaning” [25]. Fur-
thermore, the level of confidence of an estimation depends on
the sample size only. In other words, estimations can be used
to guide the experimental design: setting the desired level
of confidence defines the (minimal) number of data samples
required. This is a key property that TriScale will leverage.

Reproducibility is a predictive statistic. Informally, repro-
ducibility is the principle that the “same experiment” leads to
the “same results”. Thus, assessing reproducibility entails pre-
dicting that future data (i.e., the result of a newly-performed
experiment) will be the same as the known data (i.e., the
results of the conducted experiment): this is a prediction.

Assessing reproducibility requires making certain hypothe-
ses on the data. It is hence crucial to (i) choose statistics with
hypotheses compatible with actual networking data, and to
(ii) verify that the hypotheses hold for the collected data. To
this end, TriScale makes use of non-parametric statistics and
verifies that their hypotheses hold for the collected samples
by carrying out an independence test (as detailed in § 4.5).

4 TriScale
In this section we first describe the data analysis performed
by TriScale and how the analysis procedure is linked to the
design of the experiments (§ 4.1 to § 4.3). We then illustrate
how the formalism introduced by TriScale allows to unam-
biguously describe an entire performance evaluation with
only a handful of parameters (§ 4.4). Thereafter, we detail
the robust and non-parametric statistical methods used by
TriScale (§ 4.5), and discuss how the framework assists a user
in deciding the required time span for a series of runs (§ 4.6).
We finally show how TriScale helps assessing the reproduci-
bility of experiments by computing a variability score (§ 4.7).

4.1 Runs and Metrics
A metric evaluates a performance dimension across one run
(e.g., it may be the average throughput achieved by a conge-
stion control scheme over 30s runtime of a full-throttle flow).

Inputs. - The metric measure; e.g., mean, maximum, etc.
- The convergence requirements
{ expected : true/false ,

confidence : C (default: 95%) ,
tolerance : t (default: 1%) }

- The raw data of the run.

In its current implementation, TriScale supports only per-
centiles as metric measures. This will be extended to offer a
catalogue of common measures for networking experiments
(e.g., mean, max, or fairness index).
Procedure. If convergence is expected, TriScale starts by per-
forming a convergence test (see § 4.5 for details). The purpose
of the convergence test is to assess if the metric measure has
reached a “stable” value by the end of the run, and therefore
is a good estimate of the “long-running” performance.

To test this, TriScale divides the raw data in 200 chunks.
First, it considers the first 100 chunks (i.e., the first half of
the data) and computes a first value of the measure. Then,
TriScale adds one chunk of data and recomputes a new mea-
sure (i.e., using the first 101 chunks). The process repeats
until all chunks are used, leading to a series of 100 measure
values. This is the data on which TriScale performs its con-
vergence test (§ 4.5). This procedure (i) tests what we are
interested in (i.e., the convergence of the measure, not of the
protocol in general) and (ii) smooths the effects on ramp-up
time by computing the first measure with half of the run data.

If the test is passed, TriScale returns the median of the 100
measure values as the metric measure for the run.
Outputs. - The result of the convergence test (if performed),

- The metric value for the run,
- (Optional) Textual logs as well as plot of the
input data and metric (see Fig. 3a).

Link to the experiment design. The computation of the met-
rics is linked to the definition of the runtime; that is, how
long a run should be. If the evaluation is terminating (e.g.,
time to transmit 1MB through a link), the runtime must be
long enough to complete the task. If the evaluation is “long-
running” (e.g., one-way delay in a full-throttle flow), the
runtime must be long enough for the metric (the one-way
delay) to converge (see convergence test details in § 4.5).

One can use TriScale to conduct a preliminary experiment
to estimate the required runtime by performing increasing
long runs and testing for convergence (see § 5).

4.2 Series and KPIs
TriScale’s key performance indicators (KPIs) evaluate per-
formance dimensions across a series of runs. Performing
multiple runs allows to mitigate the intrinsic discrepancy in
the experimental conditions. KPIs capture this variability by
estimating percentiles of the (unknown) metric distributions.

Concretely, a TriScale KPI is a one-sided CI of one per-
centile; e.g., a lower-bound for the 75th percentile of the
throughput metric, estimated with a 75% confidence level.
Inputs. - The KPI definition

{ percentile : p ,
confidence : C }

- The metric data (what is computed from a series).
Procedure. To compute the KPI (i.e., to compute a CI for
a given percentile), TriScale uses the Thompson’s method

5



10 20 30

50

60

70

80

Data
Metric
Slope
CI ( Slope )
Tolerance

Time [ s ]

O
ne

-w
ay

 d
el

ay
 [ 

m
s 

]

(a) Raw data (one-way delay) and metric data (95th percentile). Example run of FillP.
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Figure 3: Example plots produced by TriScale during the data analysis. Fig. 3a: computation of the metric (95th percentile on
one-way delay) with convergence test (confidence 95%, tolerance 1%). Fig. 3b: computation of the KPI (75th percentile with
75% confidence). Fig. 3c: computation of the variability score (25-75th percentiles with 75% confidence). Sample data from the
case study (§ 5) for FillP. Plots are standard outputs of TriScale and are hyperlinks leading to a dynamic data visualization [6].

(see § 4.5 for details), which requires the input data to be i.i.d..
Thus, TriScale starts by performing an independence test on
metric data: if this is passed, the KPI is computed.

Outputs. - The result of the independence test,
- The KPI value for the series,
- (Optional) Textual logs as well as plot of the
metric data and corresponding KPI (see Fig. 3b).

Link to the experiment design. The computation of the
KPIs is linked to the definition of the number of runs in a
series (#runs) and the series’ time span (span).

The minimal number of runs in a series directly follows
from the definition of the KPI as input: the percentile to
estimate p and the desired confidence level C.

The series’ time span refers to the time interval used for
scheduling the runs in a series (i.e., when to run the expe-
riment). This is important, because networks often feature
time-dependent conditions; for example, there may be sys-
tematically more cross-traffic during daytime than nighttime.
Failing to account for such dependencies may bias the results
and yield wrong conclusions. TriScale helps the experimenter
handling this problem with a dedicated analysis module called
“network profiling” and described in detail in § 4.6.

4.3 Sequels and Variability Score

TriScale’s variability score evaluates the variations of KPI
values across repetitions of the experiment (i.e., a series of
run), which we call sequels. Performing sequels allows to de-
tect long-term variations in the KPI values, which ultimately
quantify the reproducibility of the experiment.

Concretely, a TriScale variability score is a two-sided CI
of symmetric pair of percentiles, e.g., the 75% CI for the 25th
and 75th percentile of the throughput KPI.
Inputs. - The variability score definition

{ percentile : p ,
confidence : C }

- The KPI values of each sequel.
Procedure. The procedure is the same as for the KPI (§ 4.2).
The Thompson’s method requires the input data to be i.i.d..
Thus, TriScale performs an independence test on the KPI data:
if the test is passed, the variability score is computed (§ 4.5).
Outputs. - The result of the independence test,

- The variability score value for the entire sequels,
- (Optional) Textual logs as well as plot of the KPI
data and matching variability score (see Fig. 3c).

Link to the experiment design. The computation of the vari-
ability score is linked to the definition of the number of series
(#series). The minimal number of series directly follows from
the definition of the score: the percentile to estimate p and
the desired confidence level C.

4.4 Formalism Brings Conciseness
TriScale formalizes the definition of the evaluation objectives.
For each performance dimension, the experimenter defines a
metric and convergence requirements (§ 4.1), a KPI (§ 4.2),
as well as a variability score (§ 4.3). TriScale links these ob-
jectives with the definition of the experiment design, resulting
in four additional parameters: the number of runs per series
(# runs), the number of series (# series), the length of a run
(runtime), and the time span of a series (span).

6

https://nbviewer.jupyter.org/urls/dl.dropbox.com/s/cgb545pv3rkz17a/triscale_plots.ipynb/#Figure-3a
https://nbviewer.jupyter.org/urls/dl.dropbox.com/s/cgb545pv3rkz17a/triscale_plots.ipynb/#Figure-3b
https://nbviewer.jupyter.org/urls/dl.dropbox.com/s/cgb545pv3rkz17a/triscale_plots.ipynb/#Figure-3c


Evaluation Objectives Experiment Design

Use case Metric Convergence KPI Var. Score

Measure Exp. Conf. Tol. Perc. Conf. Perc. Conf. #runs∗ #series∗ runtime span

Latency of 95 95% median 75% 59 3
real-time max True 95% 1% 95 99% 75 75% 90 5 Depend on
protocol 99 95% median 90% 299 5 networks and

Average median False - - 90 95% median 90% 29 5 protocols
delay 90th perc. median 95% median 90% 5 5

Table 1: Exemplary evaluation parameters of typical networking use cases. ∗TriScale returns to the user the minimal number of
runs (# runs) and series (# series) based on the given definition of KPI and variability score, respectively.

Thanks to this formalism, TriScale meets the conciseness
requirement (§ 1). Altogether, these 12 parameters are suf-
ficient to formally describe the entire performance evalu-
ation: a prerequisite for the reproducibility of networking
evaluations. In particular, since TriScale’s data analysis is
automated and deterministic, documenting these parameters
guarantees computational reproducibility (i.e., the ability to
recreate the results when all raw data are available [42]).

Table 1 shows a few examples of concrete parameter set-
tings for typical networking evaluation objectives. For exam-
ple, evaluating the latency of a real-time protocol requires
high confidence levels for high percentiles. This very quickly
increases the number of runs that one must perform: e.g., at
least 90 for estimating the 95th percentile with 99% confi-
dence; at least 299 for estimating the 99th percentile with
95% confidence. This illustrates that it is “easier” to increase
the confidence level of an estimate than to estimate a more
extreme percentile with the same confidence level. Note that
both # runs and # series are only derived based on the pro-
vided description of KPI and variability score, and are not
influenced by the runtime and the time span of an experiment.

The second use case in Table 1 (bottom rows) illustrates
two different perspectives on “average” performance (e.g.,
the delay). If the metric is the median and the KPI the 90th
percentile, one can conclude that 90% of the runs will have a
median delay equal or better than the KPI value. Conversely,
if the metric is the 90th percentile and the KPI the median,
one can conclude that, in half of the runs, the 90th percentile
of the delay in the run will be equal or better than the KPI.
Both are “averages”, but they have vastly different meanings
(and different requirements in number of runs).

4.5 Statistics in TriScale

TriScale makes use of carefully chosen statistical methods.
As discussed in § 3, networking performance evaluations
should focus on statistics that are both robust (i.e., that can
tolerate outliers) and non-parametric (i.e., that do not make
any assumption on the nature of data distribution).

This section describes the three statistical methods used
in TriScale. We first present the convergence test used in
the computation of metrics (§ 4.1), which is based on the
Theil-Sen linear regression [59, 62]. We then introduce
the computation of confidence intervals using Thompson’s
method [63], which requires the data to be i.i.d.. To verify this
assumption, TriScale integrates an independence test that we
present last, along with a discussion on this test’s outcome.
Convergence test. When the evaluation aims to estimate the
“long-running” performance (i.e., the expected performance if
the run would run “forever”), one must verify whether runs
are long enough to produce a reliable performance estimate.

To verify this, TriScale implements a convergence test
based on the Theil-Sen linear regression [59, 62]. The latter
computes the slope of the regression line as the median of all
slopes between paired values. A X% confidence interval (CI)
for the slope is defined as the interval containing the middle
X% of slopes between single pairs. TriScale’s convergence
test is passed if the CI for the regression is included in the
tolerance value (± t). To test the convergence of metrics in a
run, TriScale uses the confidence and tolerance parameters
specified in the evaluation objectives (see Fig. 2): by default,
these are 95% and 1%, respectively.

Such a test is sensitive to the scale of the input data. To re-
move this dependency, TriScale first maps the data to [−1,1]
using a linear transformation; then performs the convergence
test on the scaled data. Hence, the convergence test becomes
adimensional and the same tolerance value can be used for
different evaluations without introducing bias. An example of
the Theil-Sen regression (green solid), its CI (grey solid), and
corresponding tolerance (dotted black) is shown in Fig. 3a.
Confidence Intervals. TriScale defines KPIs and variability
scores based on CIs for distribution percentiles (see § 4.2
and § 4.3). Such percentiles can be computed using Thomp-
son’s method [63], a robust and non-parametric approach.

Let us consider Pp, the p-th percentile of a distribution. By
definition, every sample x is smaller than Pp with probability
p, and larger with probability 1− p. For a sorted list of i.i.d.
samples xi (i = 1...N), the probability that Pp lies between
two measured values follows the binomial distribution [63]:
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Prob(xk ≤Pp≤ xk+1)=

(
N
k

)
pk(1− p)N−k, k = 0..N (1)

where we assume x0→−∞ and xN+1→ ∞. From this result,
it follows that the probability of Pp to be larger than any
sample xm (1≤ m < N/2) can be computed as:

Prob(xm ≤ Pp) = 1−
m−1

∑
k=0

(
N
k

)
pk(1− p)N−k (2)

Please note that these probabilities are symmetric, that is:
Prob(xm ≤ Pp) = Prob(xN−m+1 ≥ P1−p). Thus, Eq. (2) pro-
vides both the upper- and lower-bound required for the com-
putations of CIs. Additional details can be found in [55].

This formula provides robust estimates for distribution per-
centiles and does not rely on any assumption on the nature of
the underlying distribution. It does, however, require that the
data samples are i.i.d.. TriScale checks whether this hypothe-
sis holds using an independence test, as described below.

Independence test. Estimating the percentile of a distribution
requires often (if not always) that the samples are i.i.d. (§ 3);
this is also the case for the Thompson’s method [63].

TriScale implements an empirical independence test to
verify whether the i.i.d. assumption holds. This independence
test is applied to the metric data (resp. KPI data) before
the computation of a KPI (§ 4.2) (resp. a variability score –
§ 4.3). This poses the particular challenge that the number
of data samples may be very small (e.g., 3 or 5). TriScale’s
independence test must therefore not be too strict.

The independence test is divided in two steps. First,
TriScale tests whether the data are weakly stationary (i.e., no
trend and constant autocorrelation structure) [20]. TriScale
verifies this empirically using its convergence test with a con-
fidence of 50% and tolerance of 10% (looser values than
TriScale defaults are used to compensate for the small sample
size). Second, TriScale computes the sample autocorrelation
coefficients, denoted by ρ̂k, which measure the linear depen-
dency between values of a weakly stationary data series. If
the data is i.i.d., for k ≥ 1, ρ̂k falls within ±1.95/

√
N (where

N is the number of samples) with 95% probability [20].

What if the tests fail? The experimenter is responsible for
designing the evaluation in such a way that the collected data
will (likely) pass the tests. TriScale facilitates this by guiding
the choice of runtime to pass the convergence test and in-
forming about any network time dependencies (§ 4.6) to pass
the independence test. Yet, the data may still be correlated
or unstable, leading to failing tests (see § 5 for an example).
In such cases, the data still contain useful information and
TriScale metrics, KPIs, or variability scores can still be com-
puted. However, since the corresponding hypotheses do not
hold, the statistics are only descriptive (§ 3); they do not pre-
dict the expected performance, and in particular they cannot
assess the reproducibility of the evaluation.

0 50 100 150 200 250

0

0.5

1

Sample Autocor. Coefficients
95% CI on i.i.d. test

Lag

Figure 4: Autocorrelation plot for the wireless link quality
on FlockLab, based on the raw data collected by the testbed
maintainers [36] (data from August 2019). The dataset con-
tains one test every two hours. The first peak at lag 12 (i.e.,
24h) reveals the daily seasonal component. The data also
show a second main peak at lag 84; which corresponds to one
week. Indeed, there is less interference in the weekends than
on weekdays, which creates a weekly seasonal component.

4.6 Network Profiling
TriScale’s assists the user in deciding the required time span
for a series of runs, i.e., when should the run be performed
in a series. This is important to avoid biasing the evaluation
results with time dependencies in the experimental conditions.

It is common for (real) networks to exhibit periodic pat-
terns. For example, there may be a lot more cross-traffic
(i.e., interference) at specific time of the day. In the statis-
tics literature, these patterns are called seasonal components.
Neglecting these may result in biased experiments leading to
wrong conclusions as illustrated in the case study below.
Case study: low-power wireless. We run a simple evalua-
tion of Glossy [28], a low-power wireless protocol based on
synchronous transmissions. Glossy includes as parameter
the number of retransmissions of a packet, called N. We in-
vestigate the impact of two values for N on the reliability of
Glossy, measured as the packet reception ratio (PRR). We
define our KPI as the median with 95% confidence level.2

We perform the evaluation on the FlockLab testbed [41],
which is located in an office building. Since we expect more
interference during daytime than nighttime, we schedule a
series of (24) runs randomly within one day. Computing
the KPI leads to a PRR of 88% and 84% for N = 1 and
N = 2, respectively; in other words, it appears that doing two
retransmissions (instead of one) reduces reliability.

The experiment leads to this (incorrect) conclusion because
we have neglected another seasonal component of the Flock-
Lab testbed: a weekly time dependence, revealed by Fig. 4.
To account for the weekly dependency, one must schedule
runs with a span of at least one week. When comparing again
the performance of Glossy for two different values of N, but

2See this online notebook for more details about this low-power wireless
case study; also available at [6].
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this time running tests scheduled over a week, we obtain KPI
values of 80% and 88% for N=1 and N=2, respectively, which
better matches our expectations about Glossy’s performance.

Conclusion. This simple example illustrates that, even with
high confidence, one may reach wrong conclusions due to
the discrepancy in the experimental conditions. On a real
network, short term variations are unpredictable and (often)
unavoidable. This is why it is important to perform multiple
runs in a series: it increases the chances to do the experiment
in both favorable and unfavorable conditions.

However, we illustrated that systematic patterns are also
often present. In other words, there are times where there
is consistently more of less interference. Knowing about
these dependencies is important to (i) ensure fairness in the
comparison between protocols, and (ii) enable reproducibility
of the evaluations: the series span must be long enough such
that it is irrelevant when the series actually starts.

TriScale integrates a network profiling function that ana-
lyzes link quality data (such as those available at [36]) and
searches for seasonal components in the link quality data.
This can help the experimenter in detecting (sometimes un-
expected) time dependencies, thus choosing a suitable time
span for the evaluation series.

4.7 Assessing Reproducibility

Reproducibility refers to the ability of obtaining “the same”
results when performing “the same” experiment. In statis-
tics, such property can be investigated using equivalence test-
ing [40], which checks whether some parameters of interest
(e.g., the median) for different samples are sufficiently close.
Unfortunately, there is no general way to define the meaning
of “sufficiently close”; one must define in advance a threshold
for the equivalence test based on common expertise.

Thus, how to assess reproducibility of networking experi-
ments? How to adapt the test to different networking context
and to different metrics? After some failed attempts, we con-
clude that defining a generic threshold for equivalence testing
in networking might not be possible; but also not necessary.

We argue that the most important thing is to confidently
estimate the variability of the results, which TriScale imple-
ments with the computation of a variability score (§ 4.3). This
score quantifies reproducibility: the larger the score, the less
reproducible are the results. Shall a binary cut between “re-
producible” and “not reproducible” be desired, a threshold
value can be set based on the variability score (e.g., “Results
are said reproducible when the variability score is less than
20Mbps”). Such threshold can only be context-specific; thus,
deciding on threshold values relates more to benchmarking
and goes beyond the scope of TriScale , as discussed in § 7.

5 TriScale in Action

This section continues the case study introduced in § 2.1. We
compare the performance of 17 congestion control schemes
using Pantheon [66]. We evaluate the throughput and one-
way delay of long-running full-throttle flows, i.e., stable flows
whose only throttling/limiting factor is the congestion con-
trol. For a fair comparison between the schemes, we use the
MahiMahi emulator integrated in Pantheon. We focus on a
single flow scenario and use the calibrated path from AWS
California to Mexico (pantheon.stanford.edu/result/6539/)

The complete case study is available online [6]: due to
space limitations, we present here only a fraction of it. In
particular, we illustrate how TriScale avoids certain shortcom-
ings in the experiment design as well as analysis, and present
how one can quantify performance variability – a prerequisite
for assessing reproducibility (§ 4.7).
Convergence time. The first step in the design of an eval-
uation is to decide how long the runs should be. Since all
schemes are different, it is hard to know a priori the minimum
runtime for which the various schemes actually converge.

We test runtimes from 10 to 60s and check whether the 17
congestion control schemes pass the convergence test (§ 4.5).
With a runtime of 30s, only twelve schemes pass the test;
Verus, PCC-Allegro, Copa, and QUIC Cubic converge only
in less than half of the runs. Interestingly, LEDBAT does not
converge even with a runtime of 60s. The reason for this is
shown in Fig. 5: the inner working of the protocol causes
the throughput to ramp-up in the first 38s of runtime and to
then converge to 92Mbps. Making use of a 30s runtime with-
out checking for convergence leads to a computed average
throughput of 40Mbps, which is not representative of LED-
BAT’s achievable throughput. By performing the convergence
test, TriScale hints the experimenter about the need to either
increase the runtime or prun the start-up time in the raw data.
Independence tests. The computation of TriScale’s KPIs
and variability scores requires the samples to be i.i.d. (§ 4.5).
However, the number of runs and series performed in an
evaluation tend to be small (as experiments are both time-
and resource-consuming), which limits the significance of
the independence test. Fig. 6 illustrates this problem: it
shows the autocorrelation plot for two series for WebRTC.
The autocorrelation coefficient must be in the shaded grey
area for the test to pass. In this case, the upper series passes
the test, whereas the lower one does not. However, there
is no clear difference in the correlation structure of the two
series, i.e., the lower series does not seem significantly more
correlated than the first one. All other series of WebRTC pass
the independence test, which hints that the failed series is
merely an artifact induced by the small number of runs in the
series (which was selected to 10 in this example). In such
cases, it is important that the user critically assesses TriScale’s
results, in order to increase – when necessary – the number of
runs or series and improve the significance of results (see § 7).
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Figure 5: Egress throughput of LEDBAT in MahiMahi, calibrated to the real path from AWS California to Mexico [66]. A runtime
of 30s is clearly not sufficient for LEDBAT’s throughput to converge (Fig. 5b). The scheme does converge eventually (Fig. 5c),
but even with 60s runtime, TriScale’s convergence test fails: the impact of the start-up phase is too important. Two possible
solutions are (i) to increase the runtime or (ii) to prun the start-up time in the raw data.
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Figure 6: Autocorrelation coefficient for two exemplary series
of WebRTC. The upper series passes the autocorrelation test,
whereas the lower series does not: this is an artifact induced
by the small number of samples (ten in this case).

Evaluation in emulation. Using the MahiMahi emulator for
the evaluation is expected to be the most favorable setting
to test the reproducibility of the congestion control schemes,
since it allows to recreate the exact same test conditions and
therefore improves the comparability between the runs.

Yet, we uncovered one (unexpected) side-effect: while they
appear to have a very stable behavior, TCP BBR and TCP
Cubic always fail the independence test. Actually, these two
schemes are designed to use all the available bandwidth and,
since MahiMahi artificially sets the latter to a fixed value, the
two schemes always reach the exact same throughput. This
leads to the exact same metric values; in other words, the
throughput is perfectly correlated across runs. Naturally, this
is an artifact of the experiment: the independence test will
always fail if all data samples have the same value.

TriScale always computes the KPIs and variability scores,
even when the independence test fails. The experimenter can
judge whether there is indeed true correlation in the data, or
if one can neglect the results of the test and proceed with the
analysis. In this example, there is no problem in going ahead.

KPIs. We illustrated in § 2.1 how TriScale’s KPIs allow to un-

ambiguously compare the performance of different schemes.
Fig. 1b shows the KPI for the average throughput, defined
as the estimate of the 25th percentile with a 75% confidence
level for 10 runs lasting 30s each. Please note that, because of
the use of 30s runs (to enable a comparison with the Pantheon
results shown in Fig. 1a), the five schemes that did not pass
the convergence test at 30s do not appear in the plot.

Variability scores. Although TriScale’s KPIs allow to unam-
biguously compare the performance of diverse schemes, they
only consider one series of runs, which does not indicate how
reproducible the results actually are. TriScale suggests to an-
swer this question using sequels and quantifies the expected
variability in the KPI values with a variability score (§ 4.3).

In this case study, we define the variability score as the
difference between the 75th and 25th percentile interval es-
timated with 75% confidence. We compute the variability
scores for both performance dimensions (average throughput
and one-way delay): Fig. 7 summarizes the results. The fig-
ure can be interpreted as follows: with 75% probability, the
variability scores (orange bars) give the range of variation in
the KPI values for 50% of the series. The variability score
hence quantifies reproducibility: the larger the score, the less
reproducible are the results.

Conclusions. This case study only considered emulation us-
ing one emulated path. As such, it does not aim to fully
capture the performance of the different congestion control
schemes. Rather, it illustrates how TriScale may be used for
an actual performance evaluation and the importance of care-
fully choosing the parameters of an experiment; for example,
the runtime, as illustrated in Fig. 5.

Two important take-aways are that (i) it is important to
critically consider TriScale results: the tests are intentionally
conservatives to limit the risk of false positives (i.e., not de-
tecting correlation in the data); (ii) collecting more samples
than strictly necessary improves the significance of the tests
and limit the risk of false negatives (Fig. 6).
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Figure 7: Variability scores computed by TriScale for the performance dimensions throughput and delay. In this example, the
variability scores are computed as the 25th to 75th percentile interval estimated with 75% confidence. From the computed
variability scores, the user gets a quantification, with a 75% probability, about the range of variation in the KPI values for 50% of
the series. The variability scores hence quantify reproducibility: the larger the scores, the less reproducible are the results.

6 Implementation and Scalability of TriScale

6.1 Python Package

We implement TriScale in Python (≈1000 lines of code) and
make it open source.3 TriScale’s API contains one function
for each timescale of the data analysis, i.e., the computation
of metrics, KPIs, and variability scores. The source code
contains details about the functions’ inputs and their use.

Our implementation relies on standard scientific libraries
(e.g., NumPy [2], Pandas [4], SciPy [5]). Since the use of
non-parametric statistics is not (yet) widespread, we had to
implement some of the statistics used by TriScale ourselves,
e.g., the computation of CI using Thompson’s method.

As a support tool for the experimenter, it is important to
produce useful visualizations. Thus, we paid particular at-
tention to the plotting functions in TriScale. TriScale uses
Plotly [3] to create interactive plots; that is one can zoom-in
and -out in the plot and toggle visibility of individual traces.
All the plots in this paper are produced using TriScale and are
interactive (i.e., “clickable”); that is, all figures are actually
hyperlinks to an online version of the plots [6].

6.2 Scalability of TriScale’s Data Analysis

We evaluate the scalability of TriScale with respect to the
data analysis’ computation time with increasing input sizes.
We only consider the time required for performing computa-
tions; other outputs such as logs and plots (e.g., Fig. 3a) are
excluded. The complete scalability evaluation (including data,
plots, and discussions) is available online [6]. We present
here only the main results due to space limitations.4

Generally, TriScale’s data analysis computation time scales
linearly with the input data size (Table 2): it is fast (e.g., less
than 1s for one million data points on a commodity laptop)
and overall negligible compared to the data collection time.

3The code is currently on Zenodo [6] for double-blind review. Everything
will be packaged and published on PyPI shall the paper be accepted.

4 Table 2 is a hyperlink to the online evaluation, also available via [6].

Execution time
Computation of Input size (approx.)

1000 20ms
Metrics 10’000 50ms

1 M 1s

KPIs and 100 10ms
Variability scores 1000 100ms

Table 2: Scalability evaluation. TriScale’s data analysis is
fast and scales well with increasing input sizes. The most
time-consuming element is the convergence test (§ 4.5), which
is performed before the computation of metrics. Still, it gener-
ally takes less than one second for inputs (i.e., the number of
raw measurements in a run) of up to one million data points.4

7 Discussion, Limitations, and Future Work

Data collection. TriScale is not responsible for the execu-
tion of networking experiments, i.e., it does not perform the
data collection (§ 2). Frameworks specialized in data col-
lection, such as Pantheon [66], already exist; TriScale can
be easily integrated into these frameworks to create a fully-
automated experimentation chain. Other examples include
low-power wireless testbeds [41,56,57] and other networking
facilities [12, 26, 48], which could be combined with TriScale
to build full-fledged benchmarking infrastructures [16].
Human-in-the-loop. TriScale automates the data analysis
and implements tests that verify whether the required hypothe-
ses hold. However, these tests are not perfect: the confidence
level is always less than 100%. Moreover, the significance of
such tests is always low when the sample sizes are small; e.g.,
the independence test may flag correlated data when “corre-
lation” is only (unlucky) random variation (Fig. 6). TriScale
raises flags to avoid missing clear issues (e.g., LEDBAT con-
vergence time – Fig. 5), but the experimenter should always
critically assess TriScale results, and potentially overrule
them (e.g., neglecting the correlation of “perfect” throughput
for TCP BBR and TCP Cubic discussed in § 5),
Ranking solutions. TriScale compares performance, but it
does not rank; the results of a networking evaluation are al-
ways relative to a specific network and evaluation scenario.

11

https://nbviewer.jupyter.org/urls/dl.dropbox.com/s/cgb545pv3rkz17a/triscale_plots.ipynb/#Figure-6
https://doi.org/10.5281/zenodo.3451417
https://doi.org/10.5281/zenodo.3451417
https://pypi.org/
https://nbviewer.jupyter.org/urls/dl.dropbox.com/s/orki3wnozvbpn58/triscale_scalability.ipynb
https://nbviewer.jupyter.org/urls/dl.dropbox.com/s/orki3wnozvbpn58/triscale_scalability.ipynb


It is not trivial to generalize and claim that a solution A is
always better than a solution B. This problem relates to bench-
marking and is beyond the scope of TriScale .

Community guidelines. TriScale formalizes evaluation ob-
jectives (§ 4.4), but it does not dictate which parameters to
use. Similarly, TriScale quantifies the variability of an experi-
ment (§ 4.3), but it does not conclude whether the experiment
is reproducible (§ 4.7). All networking contexts are differ-
ent. TriScale provides a framework to describe evaluations
and analyze the data in a consistent (and statistically sound)
manner; now, the networking communities must set their own
standards, parameters to use, and acceptable requirements,
like already being done in other disciplines [31].

8 Related Work

The reproducibility of experiments and comparability of re-
sults are cornerstones of the scientific method. In recent years,
several studies have highlighted the inability of scientists from
various disciplines to reproduce their own experimental re-
sults [11,49], often due to sloppy research protocols and faulty
statistical analysis [15, 17, 55]. This problem has also been
recognized within computer science [24, 64], where experi-
ments are seldom reproducible and artifacts rarely shared.

Promoting reproducibility. To address this “reproducibility
crisis” [11], several efforts aiming to incentivize a rigorous
experimentation have gained momentum in computer science,
starting from ACM’s badging system for publications [8].
Especially in the networking community – challenged by the
need to carry out experiments on dynamic and uncontrollable
channel conditions [21, 45] – several workshops [9, 19, 33],
surveys [30], guidelines [10, 39, 46, 54], as well as teaching
activities [67] have raised awareness on the reproducibility
problem and promoted better experimentation practices.

This large body of work gives mostly qualitative statements
on how an experiment should be performed and documented.
Such qualitative statements, emphasize, for example, the need
to carefully choose when and how often to sample data [10],
or suggest which methodology to adopt during performance
evaluations [39]. However, there is no guarantee that follow-
ing these recommendations leads to reproducible results, nor
is there a concrete way to assess whether an experiment has
been conducted in a sufficiently reproducible way.

Hence, none of the existing works provides scientists with
quantitative answers or hints about how to perform an expe-
riment, e.g., how many runs should be completed and how
long should they be. TriScale fills this gap by providing a
quantitative answer to these questions using an experimental
methodology grounded on robust non-parametric statistics.
TriScale also allows to assess and compare the reproducibility
of experimental results by computing an unambiguous score.

Supporting reproducibility. A large number of experimen-
tal facilities and tools has been developed in recent years to

aid scientists and practitioners in carrying out reproducible
networking studies [48]. Testbeds such as EmuLab [65] and
FlexLab [52], as well as emulation tools such as MiniNet [34],
enable the creation of artificial network conditions using a
given specification or passively-observed traffic. Although
emulated conditions offer a more controlled environment than
the execution of experiments using real-world traffic, i.e., by
transmitting data over the Internet [14, 23], cloud [18, 26],
or wireless interfaces [7, 32, 44], they also suffer a perfor-
mance variability caused by the underlying hardware and
software components, which hampers reproducibility [43].
To overcome these problems, several solutions have been pro-
posed [27], based, among others, on re-visitation of operating
system libraries [61], virtualization [34, 37, 38], adaptable
profiles [53], and fault patterns [1]. Other tools have been
developed to support mobility experiments [12, 22], maxi-
mize the repeatability of interference generation [58], and
enable researchers to consistently evaluate congestion control
schemes or transport protocols [66]. Another body of works
models the execution of experiments, and uses such models
to quantify the similarity between different runs [29, 60].

Whilst all aforementioned tools aim to improve reproducibi-
lity while carrying out experiments, TriScale assists scientists
before and after their execution. It does so by informing the
user about the number and length of runs necessary to obtain
a sufficient statistical significance, as well as by computing a
score assessing the variability of the results, which allows to
produce better performance reports. Hence, TriScale comple-
ments the existing body of literature promoting and enhancing
reproducibility in networking research.

In a prior workshop paper [51], we have argued that a well-
defined methodology specifying how to plan, execute, and
report on experimental results is of paramount importance for
the networking community: TriScale is the concrete realiza-
tion of this early vision into a tangible framework.

9 Conclusions

Establishing a consistent methodology for the design of net-
working experiments and the analysis of their data is crucial
towards a more rigorous and reproducible scientific activity.
TriScale is the first concrete work in this direction: it imple-
ments a methodology grounded on non-parametric statistics
into a framework that aids scientists in designing experiments
and automating the data analysis. TriScale ultimately im-
proves the legibility of results and helps quantifying the repro-
ducibility of experiments, as highlighted in our case studies.

We expect TriScale’s open availability to actively encour-
age its use by the networking community and promote a better
experimentation practice in the short term. The quest towards
highly-reproducible networking experiments remains open,
but we believe that TriScale represents a first stepping stone
towards an accepted standard for experimental evaluations.
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