
PROCEEDINGS
Main	  conference



Introduction 
 

Ontologies are increasingly used in biology and medicine, and their use in annotation of both clinical 

and experimental data is now a common technique in integrative translational research. They are 

being developed for the description of biological and biomedical phenomena. To be maximally 

effective, such ontologies must work well together. As ontologies become more commonly used, the 

problems involved in achieving coordination in ontology development become ever more urgent. 

This conference addresses these problems. It brings together representatives of all major 

communities involved in the development and application of ontologies in biomedical research, 

health care, and related areas. In addition to papers, the conference features workshops and 

tutorials, posters, software demonstrations and a doctoral symposium. 
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ABSTRACT 
Plants	  from	  a	  handful	  of	  species	  provide	  the	  primary	  source	  of	  food	  for	  
all	  people,	   yet	   this	   source	   is	   vulnerable	   to	  multiple	   stressors,	   such	  as	  
disease,	   drought,	   and	   nutrient	   deficiency.	   With	   rapid	   population	  
growth	   and	   climate	   uncertainty,	   the	   need	   to	   produce	   crops	   that	   can	  
tolerate	  or	  resist	  plant	  stressors	  is	  more	  crucial	  than	  ever.	  Traditional	  
plant	   breeding	  methods	  may	   not	   be	   sufficient	   to	   overcome	   this	   chal-‐
lenge,	  and	  methods	  such	  as	  high-‐throughput	  sequencing	  and	  automat-‐
ed	  scoring	  of	  phenotypes	  can	  provide	  significant	  new	  insights.	  Ontolo-‐
gies	  are	  essential	  tools	  for	  accessing	  and	  analysing	  the	  large	  quantities	  
of	  data	  that	  come	  with	  these	  newer	  methods.	  As	  part	  of	  a	  larger	  project	  
to	  develop	  ontologies	  that	  describe	  plant	  phenotypes	  and	  stresses,	  we	  
are	  developing	  a	  plant	  disease	  extension	  of	  the	  Infectious	  Disease	  On-‐
tology	  (IDOPlant).	  The	  IDOPlant	  is	  envisioned	  as	  a	  reference	  ontology	  
designed	   to	   cover	   any	   plant	   infectious	   disease.	   In	   addition	   to	   novel	  
terms	   for	   infectious	  diseases,	   IDOPlant	   includes	   terms	   imported	   from	  
other	  ontologies	  that	  describe	  plants,	  pathogens,	  and	  vectors,	  the	  geo-‐
graphic	  location	  and	  ecology	  of	  diseases	  and	  hosts,	  and	  molecular	  func-‐
tions	  and	  interactions	  of	  hosts	  and	  pathogens.	  To	  encompass	  this	  range	  
of	   data,	   we	   are	   suggesting	   in-‐house	   ontology	   development	   comple-‐
mented	  with	  reuse	  of	   terms	   from	  orthogonal	  ontologies	  developed	  as	  
part	  of	   the	  Open	  Biomedical	  Ontologies	   (OBO)	  Foundry.	  The	   study	  of	  
plant	  diseases	  provides	  an	  example	  of	  how	  an	  ontological	   framework	  
can	   be	   used	   to	   model	   complex	   biological	   phenomena	   such	   as	   plant	  
disease,	  and	  how	  plant	  infectious	  diseases	  differ	  from,	  and	  are	  similar	  
to,	  infectious	  diseases	  in	  other	  organism.	  

1 INTRODUCTION  
Plants are the primary food source on which almost every 
other organism on earth depends, either directly or indirect-
ly, and six plant species – wheat, rice, corn, potato, sweet 
potato, and cassava – provide 80% of calories consumed by 
humans worldwide (FAO, 2012; Goudie & Cuff, 2001). It is 
imperative to develop higher-yielding crop varieties to sup-
port the growing human population. This can be done in two 
primary ways, (1) by increasing, e.g., the number or size of 
grains on a cereal plant or tubers on a potato plant, and (2) 
by reducing losses due to diseases and pests. Pre-harvest 
disease and pest damage in the eight most important food 
and cash crops in the world account for ~42% of attainable 
production, and infectious plant diseases also threaten plant 
conservation and human health (Anderson et al., 2004).  

Many challenges in plant pathology (the study of plant 
diseases) can potentially be met through advances in meth-
ods such as high-throughput sequencing and automated 
scoring of phenotypes (Studholme et al., 2011; Furbank & 

  
* To whom correspondence should be addressed: 
jaiswalp@science.oregonstate.edu  

Tester, 2011). Complete genome sequences already exist for 
25 green plant species, of which 17 are agriculturally im-
portant (Anon, 2012), along with expression sequence tags 
(EST), unigene, mutant phenotype, and other data sets for 
hundreds of plant species. Additionally, a vast quantity of 
information on plant diseases is available in resources like 
manuals, textbooks, extension program highlights, and crop 
management databases, but almost always in natural lan-
guage form. Access to and analysis of the growing quanti-
ties of genomic, phenomic, and free-text data can be greatly 
facilitated when data are annotated using ontologies. The 
development of ontologies can also foster consistency in the 
description of plant diseases, including aspects such as envi-
ronmental factors, areas of endemism, phenotypes associat-
ed with diseases, and development stages of both plants and 
pathogens. Finally, the standardization and reasoning power 
provided by using ontologies enhances data sharing among 
biomedical researchers, allowing the results of research in 
plant pathology to be translated into applications for human 
or other animal diseases, and vice versa.  

A plant disease is traditionally defined as a deviation 
from normal physiological functioning that is harmful to a 
plant (Manners, 1993). Biotic factors or stressors such as 
pests or pathogens and abiotic factors such as low tempera-
ture, air pollution, or nutrient deficiency, may cause plant 
diseases. Infectious plant diseases are caused by pathogens, 
such as fungi, bacteria, and viruses. As part of a larger pro-
ject to develop ontologies that describe both biotic and abi-
otic plant stresses, we are developing a plant disease exten-
sion (IDOPlant) of the Infectious Disease Ontology (IDO) 
(Cowell & Smith, 2010) as a reference ontology for plant 
disease. The goals are to provide plant scientists with the 
means to identify genomic and genetic signatures of host-
pathogen interactions, resistance, or susceptibility, and to 
help agronomists and farmers by developing tools to identi-
fy disease phenotypes and gather epidemiological statistics. 

IDOPlant will integrate and interoperate with member 
and candidate ontologies of the Open Biomedical Ontolo-
gies (OBO) Foundry (Table 1), such as: the Plant Ontology 
(PO; describes the plant structures and the development 
stages at which infections happen or signs of disease are 
observed), the Plant Trait Ontology (TO; describes pheno-
types or entities that are evaluated in plants, such as leaf 
color or grain yield), and the Gene Ontology (GO; describes 
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the molecular functions of interacting genes from host and 
pathogen as well as biological processes involving either 
host, pathogen, or both). The multi-organism process branch 
of the GO, developed as part of the PAMGO project (Giglio 
et al., 2009), is especially relevant to the IDOPlant. To en-
sure compatibility with research on non–plant diseases, the 
IDOPlant is created by downward population from the up-
per-level terms of the IDO. The IDOPlant differs from exist-
ing IDO extensions, because the latter focus on specific dis-
eases or pathogens, like Malaria or Brucellosis, that affect 
human or other animal health (Lin et al., 2011; Topalis et 
al., 2010). IDOPlant, in contrast, is designed to encompass 
any plant infectious disease. Furthermore, the IDOPlant is 
being developed as part of the larger Plant Phenotype and 
Stress Ontology Project, which is not limited to infectious 
diseases but encompasses any plant stress. Our approach 
calls for a multi-pronged strategy that includes creating new 
terms, as well as importing terms from, and building links 
to, other ontologies. 

The study of plant diseases provides an excellent ex-
ample of how the framework of the OBO Foundry (Smith et 
al. 2007) allows us to describe complex biological phenom-
ena using terms from multiple ontologies. By constructing 
the IDOPlant within the OBO framework, we eliminate re-
dundant efforts, have a head start in ontology term devel-
opment, and yield outcomes compatible with databases that 
already annotate their data using OBO Foundry ontologies, 
such as the Arabidopsis Information Resource (TAIR) 
(Swarbreck et al., 2008), Gramene (Youens-Clark et al., 
2011; Jaiswal, 2011) and Uniprot (The UniProt Consortium, 
2010). In this paper, we describe our plans for the overall 
structure of the IDOPlant, provide an example of how to 
model plant disease data, and discuss the types of data that 
can be annotated with the IDOPlant. 

2 METHODS 
Throughout this paper, words in italics are ontology terms, 
e.g., pathogen. If the source ontology is not evident from 
the context, then we prefix with the ontology ID, as in: 
IDO:pathogen. The IDOPlant and the Plant Phenotype and 
Stress Ontology are being constructed in web ontology 
language (OWL), using the Protégé 4.1 software 
(http://protege.stanford.edu) The annotation standard for-
mat will follow the GO and PO model with the GAF2.0 
format (Gene Ontology, 2012).   

We began by reviewing whether the terms in the IDO 
were adequately structured for describing plant infectious 
diseases, including discussion with the developers of IDO 
and the Ontology for General Medical Science (OGMS; 
http://code.google.com/p/ogms/). Next, following the strat-
egy used in other IDO extensions, we created terms for the 
IDOPlant, such as plant infectious disease, specific to the 
needs of plant pathology. More specific terms, such as rice 
bacterial blight disease were added as an example of how 
to model a specific disease and to provide terms to be used 

in annotating existing gene expression data available 
through Gramene (http://www.gramene.org). Textual defini-
tions and relationships among terms are drawn from plant 
pathology textbooks or journal articles, and are reviewed by 
plant disease experts.  

Logical definitions for IDOPlant terms are being con-
structed in OWL. Many of the terms needed for logical def-
initions already exist in other ontologies. To access these 
terms, we could import entire ontologies into the IDOPlant, 
but this would result in many unnecessary terms and may 
cause problems if the resultant ontology is too large. Import-
ing a selected subset of terms creates problems as well. If 
we import individual terms from external ontologies, then 
we lose the ontology structure they are associated with and 
the reasoning power that comes with it. If we import select-
ed terms through the MIREOT process (Courtot et al., 
2009), which imports the minimum information to reference 
an external ontology, we have to update the IDOPlant 
whenever there is a change to the source ontology.  

To cope with these issues, we use a multi-pronged 
strategy that includes directly importing some terms and 
building bridge files to link to external ontologies. 
• Terms specific to plant diseases are added to the 

IDOPlant and assigned unique IDOPlant IDs, e.g., 
IDOPlant:#######. 

• Terms falling near the bottom of the IDOPlant hierarchy 
that are drawn from ontologies from which only a few 
terms are needed are imported as single terms, using the 
original ontology ID. When appropriate, the MIREOT 
method is used.	  

• Content treated in ontologies from which many terms are 
needed are accessed by simultaneously loading multiple 
ontologies and creating relations among them using 

ID   Ontology Name Domain 

PO Plant Ontology1 plant structures and development 
stages 

GO Gene Ontology2 biological processes, sub-cellular 
components, molecular function 

TO Trait Ontology3 plant traits 
PATO Phenotypic Quality On-

tology4 
phenotypic qualities 

OBI Ontology for Biomedical 
Investigations5 

protocols, instrumentation, materials, 
data, types of analysis 

ENVO Environment Ontology6 environmental features and  habitats 
ChEBI Chemical Entities of 

Biological Interest7 
chemical entities 

GAZ Gazetteer8 geographical information 

NCBItaxon NCBI Taxonomy Classi-
fication9 

taxonomic classification of living 
organisms 

Table 1. Some of the external ontologies needed to describe plant diseas-
es. References: 1. Ilic et al., 2007, 2. Gene Ontology Consortium, 2010, 3. 
Jaiswal, 2011, 4. Mungall et al., 2010, 5. http://obi-ontology.org/ 
page/Main_Page, 6. http://http://www.environmentontolo gy.org/, 7. 
Degtyarenko et al. 2007, 8. http://bioportal.bioontolgy.org/ontologies 
/1397, 9 http://www.obofoundry.org/wiki/index.php/NCBI Taxon: 
Main_Page. 
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bridge files (Mungall et al., 2010). This applies specifi-
cally to the three main ontologies (PO, TO, and PATO) 
whose terms are needed to describe plant stresses. Users 
will be required to open the entire suite of these ontolo-
gies when annotating data with the IDOPlant.  

• Taxonomic entities require special treatment, because we 
will ultimately need to import many terms for plant spe-
cies, disease organisms, and vector species. However, the 
NCBItaxon ontology is very large and can be impractical 
to work with when loaded. Therefore, we will manually 
import the necessary taxa into the IDOPlant from either 
NCBItaxon or uBio (http://ubio.org). 

• In the event that a term imported into the IDOPlant is 
made obsolete in the source ontology, we will replace the 
term either with the term suggested by the source ontolo-
gy or with a new term created for the IDOPlant. 

3 RESULTS AND DISCUSSION 
Researchers should contact the curators before using the 
IDOPlant, because it is under active development. A draft is 
available at http://purl.obolibrary.org/obo/idoplant.owl. 

3.1 Using IDO for plant infectious diseases 
Our review of the IDO suggests that it is generally appropri-
ate as a foundation for the description of plant diseases. The 
IDO is rooted in the Basic Formal Ontology (BFO) (Arp & 
Smith, 2008) and in the OGMS, which increases compatibil-
ity with other OBO Foundry ontologies and helps to ensure 
logically consistent use of type-subtype relations. For ex-
ample, IDO:pathogen cannot be classified as a subtype of  
IDO:process of establishing an infection, because they be-
long to disjoint super-classes (BFO:continuant and 
BFO:occurrent, respectively).  

The  IDO consists primarily of terms specific to infec-
tious disease, together with relevant terms imported from 
other ontologies, such as organism from OBI; disease, dis-
order, and disease course from OGMS; habitat from 
ENVO; macromolecular complex, reproduction, and entry 
into host from GO; bacterium and virus from NCBItaxon; 
and molecular entity from ChEBI. The IDO has created 
many new terms, such as resistance to drug, infectious 
agent, and infectious disease epidemic. The bulk of the 
unique IDO terms can be used for the IDOPlant without 
modification. For example IDO:infectious disease is defined 
as “A disease whose physical basis is an infectious disor-
der”. This in turn is based on the OGMS definition of dis-
ease: “A disposition (i) to undergo pathological processes 
that (ii) exists in an organism because of one or more disor-
ders in that organism” (Scheuermann et al., 2009). Although 
the wording of definitions such as this may be unfamiliar to 
plant pathologists, the meaning is consistent with traditional 
treatments of plant disease (e.g., Manners, 1993). 

 IDO terms such as transition to clinical abnormality 
or subclinical infection required careful consideration, be-
cause the word “clinical” is not commonly used for plants. 
We decided that the meaning of their definitions was appro-
priate for plants, despite the names. For example, a feature 
of an organism is clinically abnormal when it: “(1) is not 
part of the life plan for an organism of the relevant type … 
(2) is causally linked to an elevated risk either of pain or 
other feelings of illness, or of death or dysfunction, and (3) 
is such that the elevated risk exceeds a certain threshold 
level” (Scheuermann et al., 2009). All three conditions can 
be met in plants. Although we cannot know if plants experi-
ence pain or feelings of illness, we can assess death or dys-
function in plants. 

Another potential limitation 
of the IDO for use in plant science 
is the meaning of terms from the 
OGMS that were defined within 
the scope of clinical encounters 
involving humans.  In particular, 
the definition of symptom from 
OGMS requires a host of a type 
that can report its experiences, and 
so is restricted to sentient hosts. In 
plant pathology, “symptom” is 
commonly used to describe the 
phenotypes that are associated 
with a plant disease. The pheno-
types are independent of the dis-
ease and the same phenotype or 
“symptom” may be associated 
with many different diseases. Fur-
thermore, diagnosis generally de-
pends on a collection of pheno-
types, and not every instance of a 

Fig. 1. 	  Selected terms from the upper-level type-subtype hierarchy of the IDOPlant, with top-level terms 
imported form the IDO (including terms imported to the IDO from BFO and other ontologies) and lower-
level terms that were added as part of the IDOPlant (in bold). All arrows represent is_a relations. Dashed 
arrows indicate several skipped intermediate steps in the ontology hierarchy. 
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disease will display every phenotype that is typical of the 
disease. Rather than use the OGMS definition of symptom, 
we developed a new term for the IDOPlant: 

plant disease symptom =def. A feature of a plant that is 
of the type that can be hypothesized to be involved in 
the realization of a plant disease. 
Comment: Features include phenotypes such pale yel-
low leaf color, processes such as sudden wilting, and 
independent continuants such as leaf lesion. 

The terms plant disease symptoms already exist in other 
ontologies (primarily the TO), and will be linked to plant 
diseases using the relation has_plant_disease_symptom (see 
section 3.3).  

3.2 Terms from external ontologies 
The study of plant diseases encompasses many do-

mains. In addition to IDO terms common to all infectious 
diseases, like pathogen or resistance, the IDOPlant needs 
terms to describe the taxonomy of host plants, pathogens, 
and vectors, genomic and genetic data, the geographic loca-
tion and ecology of diseases and hosts, plant and fungal 
anatomy, plant and pathogen development, biological pro-
cesses, and molecular functions. To encompass this range, 
the IDOPlant is not only creating new ontology terms spe-
cific to its domain, but also integrating and linking to exist-
ing terms from multiple sources (Table 1). Whenever possi-
ble, existing ontology terms are being used to create logical 
definitions for IDOPlant terms. For example, rice bacterial 
leaf blight is defined as “A bacterial blight disease (in 
IDOPlant), that has as infectious agent Xanthomonas oryzae 
(from NCBItaxon)” (fig. 3). Terms from external ontologies 
will also be used for relations such as rice bacterial leaf 
blight disease has_plant_disease_symptom pale yellow leaf 
color (from TO). Logical definitions allow us to use auto-
mated reasoners to ensure that the ontology hierarchy is 
sound and to infer sub-types and relations implied by the 
definitions. These can then be added to the ontology 
if correct or eliminated if incorrect or redundant 
(Meehan et al., 2011). 

3.3 IDOPlant relations 
The IDO imports the Relation Ontology (RO) 
(Smith et al., 2005), which includes basic relations 
such as SubClassOf (is_a), part_of, participates_in, 
inheres_in, bearer_of, has_disposition, has_role, 
and has_function. In addition, we plan to incorpo-
rate several new relations: 
has_material_basis: This relation is under devel-

opment by the OGMS and will be added to the 
BFO. It is used to indicate the material basis of 
a disease. For infectious diseases, we use the 
has_infectious_agent relation. 

has_infectious_agent: This relation, which is under 
consideration by the IDO, is used to indicate 

the material basis of an infectious disease, e.g., rice 
bacterial leaf blight disease has_infectious_agent Xan-
thamonas oryzae. 

In addition we are developing the following for IDOPlant: 
has_plant_disease_symptom: This relation is used to indi-

cate a phenotype, process, or independent continuant 
that is evaluated to diagnose a disease. For example, 
“rice bacterial leaf blight disease has_plant_disease_ 
symptom leaf color pale yellow” means that pale yel-
low leaf color is a plant disease symptom (see above) 
of rice bacterial leaf blight disease, but it does not 
mean that every instance of rice bacterial leaf blight 
disease has pale yellow leaves. 

3.4 Modeling disease in the IDOPlant 
Much of the information available on plant diseases is in a 
natural language or free text form, such as: “Bacterial leaf 
blight disease of rice is caused by Xanthomonas oryzae.  It 
produces pale yellow leaves in mature plants. In one report 
the pathogen and the disease were reported in the Northern 
Territory of Australia.” Using ontologies to process such 
descriptions in a standardized form makes them comprehen-
sible to computers and reasoners. For example, the descrip-
tion above could be converted (using natural language pro-
cessors or other mechanisms) to: 

disease: rice bacterial leaf blight dis-
ease | host species: Oryza sativa (rice) 
| caused by: Xanthomonas oryzae | has 
symptom: pale yellow leaves | reported 
in: Northern Territory 

This standardized text could then be made even more pow-
erful using ontology terms and relations (Fig. 3). 

3.5 Integrating data into the IDOPlant 
The current situation in the plant disease research communi-
ty is similar to that in the animal community when the GO, 
MeSH (Savage, 2000), and CARO (Haendel et al., 2007) 

Fig. 3. 	  Some of the terms and relations needed to model rice bacterial blight disease 
in the IDOPlant. Following the IDO, a disease is treated as a disposition of an infected 
organism, which has a particular infectious agent.  The IDOPlant can also be used to 
define terms in the TO, such as rice bacterial blight disease resistance, which is a 
resistance to infectious disease that inheres in Oryza sativa. 
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projects were being initiated: A number of organism-
specific databases are faced with large amounts of molecu-
lar, germplasm (stock), genotype, and phenotype data asso-
ciated with function, phenotype, or environment. The shar-
ing of the task of building a set of controlled vocabularies 
such as GO and PO has helped enormously to address the 
needs of multiple individual databases. The IDOPlant con-
trolled vocabulary for plant infectious diseases will allow 
database curators to store and retrieve the results of experi-
ments related to diseases, including quantitative trait loci, 
pathogen and host germplasm descriptions, microarray ex-
pression studies, gene knockouts, reporter gene expression 
patterns, and gene-gene interactions from host and patho-
gen. The Plant Phenotype and Stress Ontology Project aims 
to overcome the obstacles in annotating data for complex 
biological concepts that span multiple ontologies by devel-
oping both the ontology terms and the software tools needed 
to annotate data from all aspects of plant diseases. 

To annotate plant infectious disease description data, 
the IDOPlant is reaching out to resources such as the Food 
and Agriculture Administration’s AGROVOC 
(http://aims.fao.org/website/AGROVOC-Thesaurus/sub) 
and the International Rice Research Institute 
(http://www.knowledgebank.irri.org/rice.htm). These re-
sources will enrich the IDOPlant by providing a wealth of 
information that can be incorporated into the ontology and 
by identifying gaps and errors. The IDOPlant can benefit 
these organizations by making their content more easily 
accessible to semantic applications. 

4 CONCLUSIONS 
As the growing human population and climate change place 
even more uncertainty on food supply, the need to under-
stand the linkages between plant disease, environment, and 
yield is greater than ever. The IDOPlant and the Plant Phe-
notype and Stress Ontology Project can contribute to this 
challenge by making data on plant diseases more accessible. 
We are taking advantage of the interoperability of OBO 
Foundry ontologies to leverage existing terms to enhance 
the new IDOPlant extension, simultaneously enriching all 
ontologies involved by filling in terms needed for logical 
definitions. By expanding the core terms of the IDO to 
plants, we can learn how plant diseases differ from, and are 
similar to, infectious diseases in general. 
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ABSTRACT
Epidemiology is a domain of knowledge interconnected with many

other domains, thus making it a good candidate for reusing existing
ontologies that, despite having been created for different purposes,
characterize information frequently manipulated by epidemiologists
and public health scientists. This paper presents an evaluation of
existing ontologies for the semantic annotation of epidemiological
resources. We selected a set of ontologies and proposed a Network
of Epidemiology-Related Ontologies (NERO), which can form the
core of semantic annotation for data-intensive epidemiology-related
information systems, such as epidemic forecasting infrastructures.
To support this selection, we defined a set of requirements for
inclusion of ontologies in NERO, based on good ontology practice, the
interdisciplinary nature of the epidemiological domain and support of
semantic web technologies. Most of the selected NERO ontologies
are current candidates or members of the Open Biological and
Biomedical Ontologies initiative.

1 INTRODUCTION
Epidemiology is a truly multidisciplinary subject in the sense that
it relies on diverse areas of knowledge, such as medicine, statistics,
social sciences and geography. As a result, epidemiological data is
both one of the most diverse and also one whose characterization
can benefit the most from semantic technologies. In fact, only a
framework able to understand heterogeneous and multidisciplinary
resources can ultimately deal with all aspects of epidemiology.
Ontologies can help address this issue by improving the integration,
categorization and sharing of epidemiological resources.

Consider the following example: a research team is building a
model for influenza spread and they need to know the number of
infections caused by this disease over time to fit the parameters of
their model. They are interested in building a model that works
in France. By means of an appropriate query, they can try to find
data resources about “influenza in France.” To effectively find the
resources in need using an automated process, these should be
correctly annotated in advance. One of the best approaches for
creating such annotations is to associate ontological concepts to
each resource. The annotations could then be used by a service that
would locate the resources satisfying the query and rank them by
means of semantic similarity applied to the ontological concepts
associated to the query and the annotated resources. Furthermore,
by using ontologies, the process of annotating a resource can be
facilitated through the identification of concept labels using text
mining for analysis of the content of the resource.

To provide the service described in the above scenario, it
is paramount to establish a comprehensive and powerful set
or inter-related semantic concepts ensuring the consistency of

∗To whom correspondence should be addressed:
joao.ferreira@lasige.di.fc.ul.pt

the annotations. By doing so, we stimulate the creation of
tools to serve epidemic modelers and epidemiologists in general,
thereby contributing to the adoption of semantic technologies in
epidemiology.

This paper proposes NERO, a Network of Epidemiology-Related
Ontologies, a first step towards the generation of a useful source of
epidemiological concepts and the relations among them supporting
the characterization of data resources used in epidemiological
studies. In this aspect, NERO can be considered an ontology per se,
but the disparate set of domains in this area suggests that it should,
in fact, be composed of a number of distinct inter-related ontologies.
To ensure good interoperability between these ontologies, we
propose a list of requirements for inclusion in NERO. A survey to
the state-of-the-art in epidemiologically relevant ontologies yielded
a set of ontologies that partially fulfill the proposed requirements.

2 METHODOLOGY
The ontologies to be included in NERO were selected based on the
domains of knowledge that are generally present in epidemiological
ontologies (diseases, locations etc.; see Table 4.1 for a full list of
NERO domains). However, since its goal is to serve epidemiological
research, we also based this selection on the needs of one
particular epidemic research platform, the Epidemic Marketplace
(EM) (Lopes et al., 2010). This website provides storage capabilities
for all kinds of epidemiological resources, as well as a full set
of associated services, such as adding comments to the resources
and sharing the resources with other parties. Within the EM,
NERO concepts can be used to annotate epidemiological resources
(see, for an example, http://epimarketplace.net/metadata/example).
However, as illustrated in Figure 1, even though NERO is based on
our experience of developing the EM, it can be applied outside the

Fig. 1. NERO was created by analysing epidemiology-related ontologies;
additionally, NERO and the EM are related to one another since NERO was
created based on specific needs for the EM. However, NERO is external to

the EM and can be used outside that context by any epidemiologist.
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scope of that system, as it is a general network of epidemiological
concepts applicable to any epidemiologically-related context.

We started by discussing which requirements should be fulfilled
by the ontologies to be included in NERO, in order to create a
concise, comprehensive and good quality network of ontological
concepts for the epidemiological domain. We then surveyed current
ontologies in this domain and evaluated them according to their
fulfillment of the requirements. Since it was found that these
ontologies generally fail in satisfying many of the requirements,
we then considered general-purpose ontologies, like UMLS, and
ontologies with a more focused domain, like the Disease Ontology.

3 THE NETWORK OF EPIDEMIOLOGICALLY-
RELATED ONTOLOGIES

The ability to reuse concepts from one application in another is
one of the premises of the semantic web (Shadbolt et al., 2006).
Given that the main purpose of this work is to define a source
of concepts to use primarily for the annotation of epidemiological
datasets, we want the advantage of not having to deal with
maintaining and curating these concepts ourselves, but instead to
leverage on existing ontologies for that. Therefore, we propose the
Network of Epidemiology-Related Ontologies (NERO), a collection
of ontologies that cover the epidemiological domain and enable the
annotation of epidemiological resources with the relevant concepts.

In any comprehensive collection with multiple provenances,
there must be a set of requirements ensuring and enabling both
a good interoperability among those resources and an overall
cohesive structure. Besides the specific requirements derived from
the particular goals of NERO, some of the requirements presented
here include adaptations of (i) principles of the W3C semantic
web (Koivunen and Miller, 2001); and (ii) principles of the OBO
Foundry (Smith et al., 2007).

This list should be considered as a set of guidelines, not as
absolutely mandatory rules. They lead NERO towards an ideal
scenario where ontologies have a high level of expressibility and
good interoperability between each other, all the while enabling a
simple, yet powerful, implementation of semantic web technologies.

We propose ten requirements:

1. Relevant Domain The most important requirement for
incorporating an ontology in NERO is that it should encode a
domain of knowledge that is interesting from the point of view
of epidemiology, i.e. it must contain concepts that are relevant
to annotate epidemiological resources. Likewise, the full
network should cover almost all of the epidemiological domain
(diseases, modes of transmission, geographical locations, etc.).

2. Appropriate granularity To achieve high domain coverage
and improve the semantic characterization of epidemiological
resources, an ontology must provide an adequately detailed
representation of its domain. Biomedical and geospatial
ontologies tend to comply to this requirement quite well, and
in fact some contain many thousands or even tens of thousands
of concepts spread over many levels of depth, allowing specific
annotations such as the exact strain of a virus instead of its
family. In contrast, the best ontology to describe a given
domain can be too granular for the purpose of epidemiological
annotation (e.g. photon in ChEBI). In these cases, NERO
should disregard the unwanted branches of the ontology.

3. Expressiveness with tractability A large number of
concepts is an important advantage, but being able to manage
the ontologies is also a technical requirement, and as such
the ontologies must be well structured and tractable from a
computational point of view. Specifically, this means that the
properties must be formally defined and that these definitions
should be adjusted to the domain in question. For example,
in an the anatomy domain, it does not make sense to have
only an is-a relationship type, since properties like part-of and
arterial-supply are equally relevant.

4. Cross-references Ontologies encoding different domains
can, nevertheless, be related to one another. For example,
symptoms are usually associated with diseases and vice-versa.
External references that cross from one ontology to another link
together concepts from different domains, enabling semantic
web technologies to explore multiple-domain relations.

5. Textual definitions Since NERO will be employed primarily
to annotate epidemiological resources, it is important that its
users understand the meaning of each concept. Ontologies
encode theirs concepts’ meaning in machine-readable code, but
for users to correctly identify the concept they want, concepts
should be complemented with textual definitions.

6. List of synonyms As synonyms are abundant in natural
language, particularly in the biomedical field, it is important
that NERO explicitly states these synonyms (e.g., “AIDS” is a
synonym of “acquired immune deficiency syndrome” and users
expect that both refer to the same concept).

7. Popularity NERO ontologies should be well known in
the epidemiology community, since familiarity increases the
chance that users more easily choose the correct concept.
Furthermore, if an ontology is popular, there is a higher
probability that its development does not stall in the foreseeable
future, ensuring that NERO is kept updated with the most
current knowledge.

8. Publicly available It is imperative to adopt an open-source
ontology rather than one that needs licenses or other form of
control over usage. This requirement stems from the fact that
we intend NERO to be publicly available to anyone in order to
further increase the spread of semantic web technologies into
epidemiology. Also important, in this context, is that users have
the opportunity to submit corrections, suggestions and other
improvements to the ontologies.

9. Persistent identifiers Since ontologies constantly change in
response to advances in the field, errors found, etc., some
concepts may change their definition, ultimately resolving in
some annotations becoming wrong. To mitigate this issue,
ontologies in NERO should have semantic-free identifiers
which are never removed from the ontology.

10. Distributed access to the ontology Several languages have
been developed to encode ontologies (most notably OWL and
OBO format); but other formats exist, from simple tree-like
structures described in a text document to tables on a database.
Instead of having to cope with all these differences, NERO
ontologies should be easily accessible through “the cloud”,
(web services or equivalent). Moreover, by not having a local
copy of the ontology, there is no need to take special actions in
order to keep it up-to-date.
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The first three requirements (domain, granularity and
expressiveness) are scope-related, since they refer specifically to
the knowledge encoded in the ontology itself. The others are
properties that simplify the tractability of an ontology and improve
its usefulness as a scientifically sound source of concepts for
annotating epidemiological resources, while ensuring a certain
degree of user-friendliness, which is important given that one of the
aims of NERO is to facilitate the annotation process.

4 RESULTS
This section presents a survey of the state-of-the-art in ontological
representation of the epidemiological domain and an overview
of currently existing ontologies that, despite having been created
for other purposes, can be used to describe concepts relevant for
this field of research, such as diseases, modes of transmission,
demographics or geography. A summary of the considered
ontologies and the domains they represent is given in Table 4.1.

As we are interested in covering the whole spectrum of
epidemiological domains, we have not defined a minimum number
of requirements to be fulfilled by NERO ontologies. In fact, not
all requirements are equally important. Instead, NERO includes the
most well-adjusted ontology for each domain, and for the topics
where we could not find ontologies of good quality, it fills the gap
with controlled vocabularies, such as taxonomies and dictionaries. It
is expectable that relevant ontologies will be developed in the future,
and given the modular nature of NERO, these could, when available,
easily replace the lower quality terminologies.

4.1 Ontologies specific to the epidemiological domain
There have been two attempts at organizing epidemiological
terminologies in a hierarchical manner (Frank et al., 2009; Lynch
et al., 2007). These two works have resulted in published material
describing the ontologies, but neither points the reader to a place
where such ontologies can be downloaded or browsed.

There has also been a number of automatic systems designed
to monitor epidemic surges. One example is the BioCaster Global
Health Monitor (Collier et al., 2008), a news filter created with
the aim of providing “an early warning monitoring station for
epidemic and environmental diseases”. BioCaster is based on an
ontology published in a standard format (OWL), allowing for an
easy integration in current semantic web technologies. It contains
approximately 2000 entities. While this number may be appropriate
for BioCaster purposes (text mining of news articles), it is poor as
a source of annotation concepts. For example, only five countries
appear in the ontology, and while there are a number of diseases
and syndromes, they are shallowly organized (diseases are instances
of Avian Disease, Human Disease or other similar classes, all of
which are direct subclasses of the concept Disease). Concepts of the
therapeutics domain are not well represented (the ontology contains
the concept therapeutic role, but no other in this area) and there is
no concept of vaccination. Overall, we observe that the majority of
concepts in this ontology is better represented in other ontologies.

Another ontology built especially for epidemiological studies is
the Epidemiology Ontology, developed by HuGE NET (Khoury
and Dorman, 1998; HuGE Net, 2007). It is not as well structured
as the BioCaster ontology, as it consists of a single hierarchy of
terms related with each other by a single property type, leading
to Person being described under Hypothesis Formulation from

Descriptive Studies or Hospital under Notifiable disease. It contains
791 distinct concepts, some of which also appear in the Dictionary
of Epidemiology (Porta, 2008), a dictionary containing a detailed
list of concepts of the epidemiological field. Despite the alphabetic
organization and the absence of a hierarchy, each entry has a detailed
description of its meaning and some form of structure given in the
form of references to other entries. However, it is also poor in
quantity and ontological structure. Considering all the domains of
NERO, and given the low coverage of the Epidemiology Ontology
and the Dictionary of Epidemiology in domains such as geography
or diagnostic methods, we believe that they have limitations. Just
like BioCaster, however, they can help by providing a sense of which
domains NERO should represent.

4.2 Other ontologies containing epidemiological
concepts

Given the low suitability of those resources for inclusion in NERO,
our focus moved to ontologies not built for epidemiology but
which, nonetheless, contain relevant epidemiological concepts. The
relevant domains were assumed to be the ones in need for the
EM metadata model, which agree with the domains of knowledge
represented in BioCaster, the Epidemiology ontology and the
Dictionary of Epidemiology, namely: demography, diagnostic
methods and other clinical methods, diseases, drugs, environment,
geographical location, socio-economic conditions, symptoms,
taxonomy, transmission modes and vaccination.

Some research has been conducted in epidemiology based
on the use of existing ontologies containing epidemiologically
relevant concepts, but which were not designed with that
specific domain of knowledge in mind. This category includes
the Unified Medical Language System (UMLS), a “collection
of ontologies and terminologies that promote the creation of
more effective and interoperable biomedical information systems
and services” (Lindberg et al., 1993), and Medical Subject
Headings (MeSH), a controlled vocabulary used to index articles
in biomedical sciences (Lipscomb, 2000). These resources can be
seen as hierarchies of terms, where a term directly descends from
one or more terms, thus creating a graph-like structure.

As an example, the work of Xu et al. (2010) uses UMLS to mine
for epidemiologically relevant concepts in articles. While it could
prove useful in our endeavor, UMLS is a large resource, with over
one million concepts; properly scanning through this terminology
and determining the relevant concepts is too colossal a task for the
typical epidemic modeler.

Additionally, MeSH is relatively unstructured and makes use of
a single relation (just like the Epidemiology Ontology presented
above). For example, Axial length and Eyebrow are categorized
under Eye, but one is a property and the other is a nearby structure.
Likewise, Eye is both categorized under Sense Organs and Face,
but while it is a sense organ, it is part of the face. MeSH makes no
distinction between these semantic relations, which we consider one
of the main drivers for the use of ontologies.

There are other limitations with UMLS and MeSH: since they
have a generic and broad domain, the addition of new concepts
is non-trivial, and there is a high risk of introducing errors and
inconsistencies. In fact, it is known that UMLS houses many
inconsistencies (Geller et al., 2009). These two resources are not
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Fulfills requirement #. . .
Terminology Domain Ref. 1 2 3 4 5 6 7 8 9 10 In NERO?

BioCaster Epidemiology (Collier et al., 2008) Y N ± Y Y Y N Y N N No
Epidemiology Ontology Epidemiology (HuGE Net, 2007) Y Y N N N Y N Y N N Yes
Dictionary of Epidemiology Epidemiology (Porta, 2008) Y Y N N Y ± N Y N N No
UMLS General (Lindberg et al., 1993) Y Y- N Y Y Y Y ± Y N No
MeSH General (Lipscomb, 2000) Y Y- N N Y Y Y Y Y N Yes
SNOMED-CT R© General (Stearns et al., 2001) Y Y- Y Y Y Y Y N N N No
GeoPlanetTM Geography (Yahoo!, 2011) Y Y ± Y ± Y Y ± Y Y Yes
GeoNames Geography (Geonames.org, 2011) Y Y N Y N Y Y Y Y Y No
Geo-Net-PT Geography (Lopez-Pellicer et al., 2009) Y N Y Y ± Y N Y Y Y No
OBO ontologies

ChEBI Biochemistry (de Matos et al., 2010) Y Y- Y Y Y Y Y Y Y Y Yes
DOID Diseases (Osborne et al., 2009) Y Y Y Y Y Y Y Y Y Y Yes
ENVO Environment (EnvO developers, 2012) Y ± Y ± Y Y N Y Y Y Yes
HP Symptoms (Robinson and Mundlos, 2010) Y ± Y Y Y Y Y Y Y Y Yes
IDO Diseases (Cowell and Smith, 2010) Y ± Y N Y N Y Y Y Y Yes
NCBI Taxonomy Taxonomy (Wheeler et al., 2007) Y Y- Y N N N Y Y Y Y Yes
NCI Thesaurus General (Sioutos et al., 2007) Y Y- Y Y Y Y Y Y Y Y Yes
SYMP Symptoms (Schriml et al., 2010) Y Y- Y Y Y Y Y Y Y Y Yes
TRANS Disease transmission (Schriml et al., 2010) Y N Y ± Y N N Y Y Y Yes
VO Vaccines (Yang et al., 2011) Y Y Y N Y N N Y Y Y Yes

Table 1. The terminologies found in the survey on epidemiological ontologies, their evaluation based on the requirements of NERO, and whether they were
included in NERO. Legend: Y – terminology fulfils the requirement; ± – terminology partly fulfils the requirement; N – terminology does not fulfil the
requirement; Y- (on requirement 2) – terminology is more granular than required. This last rating is used to suggest that, before inclusion in NERO, the

ontology should suffer a previous step of selecting the appropriate branches needed in Epidemiology.

published in a standard semantic web format, meaning that they
do not integrate well with semantic web technologies. Moreover,
UMLS needs a license to be used.

SNOMED-CT R©, a subset of UMLS, was also considered
individually, since it is a comprehensive terminology for diseases
and other clinical terms (Stearns et al., 2001). Since this is a
terminology that needs a license to be used, it does not entirely
fit NERO’s purposes. Furthermore, its domains are (although
sometimes with less detail) represented in other ontologies (like
DOID, see Table 4.1).

In face of these issues, we turned to attempts to create and
organize more formal ontologies in the biomedical field. OBO
should be highlighted, since it aims at providing a suite of
interoperable reference ontologies in the biomedical domain (Smith
et al., 2007). The OBO Foundry defines a set of principles that
must be fulfilled by an ontology before it is included. There are
currently eight OBO ontologies, but other candidates are presently
working to fulfill the required principles for being endorsed by
the OBO Foundry. Given that OBO’s set of principles enforces
good quality ontologies by promoting good practices in ontology
development, and that any one of these ontologies, both supported
and candidate, strives to fulfill those principles, we included some
of them in NERO (see Table 4.1). Because the ontologies of OBO
span over many biological and biomedical domains of knowledge,
these domains can thus be well covered in NERO.

Non-biological concepts must be retrieved from other resources.
Yahoo! GeoPlanetTM (Yahoo!, 2011) contains a representation of
the world geography, and is in fact a good candidate for inclusion
in NERO. Other geographical ontologies were considered, such
as GeoNames and Geo-Net-PT. GeoNames (Geonames.org, 2011)

is a flat dictionary of locations on Earth, lacking an ontological
structure. For instance, there is no relation between Italy and Rome
(its capital) or Italy and France (one of its neighbors). Geo-Net-
PT (Lopez-Pellicer et al., 2009) is an ontology of the Portuguese
territory and, despite being rich in detail, it covers a small scope
of the Earth. However, there are correspondences between Yahoo!
GeoplanetTM and Geo-Net-PT (Ferreira et al., 2010); therefore, if a
more detailed annotation is required, Geo-Net-PT would be a good
complement in the area it covers.

We have been unable to find ontologies that specifically represent
demography or social and economic conditions, and suspect that
none exist that are publicly available. As such, we will have to
rely on resources such as MeSH, the Epidemiology Ontology and
NCI Thesaurus for those domains. In this context, it is important to
mention that resources like the Dictionary of Epidemiology can be
curated in an ontological format (e.g., through triplification (Hitzler
and van Harmelen, 2010)), introducing semantics to its entries and
allowing the application of semantic web technologies to them.

A graphical summary of this survey is shown on Table 4.1, which
details the requirements fulfilled by each of the ontologies found,
and which of them were included in NERO.

5 CONCLUSION
This paper proposes the Network of Epidemiology-Related
Ontologies (NERO), which aims at providing a core of relevant
concepts to semantically characterize epidemiological resources and
therefore enable the application of semantic technologies in the
epidemiological domain. NERO is being developed as part of the
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Epidemic Marketplace platform (EM) to annotate its resources, but
can be further used by any epidemiologist or public health scientist.

The choice of a network of ontologies was motivated by the
fact that existing epidemiology ontologies (BioCaster and the
Epidemiology Ontology) are not comprehensive enough to suitably
model the epidemiology domain. Nevertheless, they offer an
insight into what an epidemiological network of ontologies should
cover and how it should be organized, since they contain the
branches of knowledge required in epidemiology (diseases, modes
of transmission, locations, social conditions, etc.). By crossing this
information with the needs of the EM, we concluded that selected
ontologies from the OBO project complemented with branches of
MeSH and the Epidemiology Ontology are the most appropriate
terminologies for the biomedical portion of epidemiology, since
together they span over a large amount of the biomedical domain
on this area. Other resources, such as UMLS or SNOMED-CT R©,
are not as suitable due to their licensing, complexity, and difficulty
in integrating into a fully semantic web approach.

For geographical information, we included the geographical
ontology of Yahoo! GeoPlanetTM, based on its higher quality when
compared to the other candidates. For the domains of demography
and social and economical conditions, the lack of any specific
ontologies prompted us to consider branches of MeSH and NCI
Thesaurus. Additionally, the Epidemiology Ontology has also
concepts in these domains.

Once epidemiological resources are annotated with NERO, it
will be possible to exploit these annotations to perform complex
semantic analysis on diverse data processing tasks tasks, such as
information retrieval, integration and extraction. These tasks will
provide epidemiologists, particularly epidemiology modelers, with
tools that enable an easy discovery of models and the parameters
to use in them. The Epidemic Marketplace is currently being
developed with the intention of serving as a starting point for this
semantic analysis.

Finally, it is worth noticing that, at the moment, NERO is little
more than a list of requirements and the identified set of ontologies.
As future work, we plan to completely integrate these ontologies in
a more tangible network. For instance, semi-automatic alignments
between the ontologies should produce pairs of equivalent concepts
that can be merged. The mapping of these ontologies into upper-
domain ones (such as BFO) should also contribute to a better
integration of all the ontologies. Eventually, we plan to introduce
other semantic web technologies that will make use of NERO, such
as RDF triple stores and SPARQL endpoints.
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ABSTRACT 

A	repository	of	clinically	associated	Staphylococcus	aureus	(Sa)	iso‐
lates	is	used	to	semi‐automatically	generate	a	set	of	application	ontolo‐
gies	 for	 specific	 subfamilies	 of	 Sa‐related	 disease.	 Each	 such	 applica‐
tion	ontology	is	compatible	with	the	Infectious	Disease	Ontology	(IDO)	
and	uses	resources	from	the	Open	Biomedical	Ontology	(OBO)	Found‐
ry.	The	set	of	application	ontologies	 forms	a	 lattice	structure	beneath	
the	 IDO‐Core	 and	 IDO‐extension	 reference	 ontologies.	We	 show	 how	
this	 lattice	 can	 be	 used	 to	 define	 a	 strategy	 for	 the	 construction	 of	 a	
new	 taxonomy	of	 infectious	disease	 incorporating	genetic,	molecular,	
and	clinical	data.	We	also	outline	how	 faceted	browsing	and	query	of	
annotated	data	is	supported	using	a	lattice	application	ontology.				

1 INTRODUCTION  
One of the more ambitious goals of current clinical and bi-
omedical research is the personalization of medicine, in 
which treatments are selected on the basis of patient-specific 
as well as disease-specific information. Recent advances in 
high-throughput technologies have resulted in a push for the 
use of patient-specific information in care decisions, par-
ticularly genomic and functional genomic data, but also 
proteomic, metabolomic, and cytometry data. It is widely 
believed that the increased precision of personalized medi-
cine will yield more effective treatments, with better out-
comes and fewer adverse side effects.  
    Personalized medicine requires that genomic (and other) 
data be effectively classified and associated with known 
clinical phenotypes and disease types. Currently available 
taxonomies of disease do not support this, however, and are 
in general not well suited for integration and analysis of 
high-throughput molecular and cellular data with clinical 
data, such as the data found in electronic medical records. 
Current disease taxonomies were developed primarily to 
support diagnosis and reimbursement coding rather than as 
biological representations of disease. As a consequence, 
they are based on single, rigid hierarchies that do not reflect 
the complex interconnections between disease types; they 
lack links to molecular- and cellular-level data and infor-
mation; and they lack the sort of formal structure that would 
support their use for the kinds of computational analyses 
applied in biological and clinical research. For example, the 
International Classification of Disease (ICD) version 9 in-
cludes catch-all codes such as “[041.19] Other Staphylococ-
  
* To whom correspondence should be addressed: agoldfain@blue-
highway.com 

cus” and scattered exclusions such as “[041] Bacterial infec-
tion in conditions classified elsewhere and of unspecified 
site. Excludes: septicemia (038.0 – 038.9)”.  

The National Academies of Science have recently called 
for a new taxonomy of disease, along with informatics tools 
to support its construction (Committee on the Framework 
for Developing a New Taxonomy of Disease, 2011). In sup-
port of such a taxonomy, an information commons would be 
developed to store “bedside” clinical data collected during 
clinical encounters, effectively treating each patient as a 
participant in a clinical study, and integrate this information 
in a knowledge network that would formalize the relation-
ships between different disease data sets. The long-term 
goal is to produce the new taxonomy of disease from a vali-
dated subset of the knowledge network. 

We believe that biomedical ontologies will be essential to 
the construction of the envisioned taxonomy of disease, 
especially the ontologies in the Open Biomedical Ontology 
(OBO) Foundry (Smith et al., 2007). The OBO Foundry 
(OBOF) represents a coordinated effort to construct refer-
ence biomedical ontologies according to best practices and 
principles and to use these ontologies as the basis for 
OBOF-conformant application ontologies. The coordinated 
development of these ontologies and their use of a common 
formalism increases data interoperability and consistency 
for datasets annotated in their terms. The use of OBOF on-
tologies in construction of the new disease taxonomy can 
bring significant benefits. For example, the widespread use 
of OBOF ontologies for data annotation would link the dis-
ease taxonomy to many existing databases and information 
resources, and their underlying formalism allows the dy-
namic inference of different views and multiple intercon-
nected hierarchies. In addition, many analysis algorithms for 
high-throughput data already utilize these ontologies. 

The Infectious Disease Ontology (IDO) suite of ontolo-
gies is being developed within the OBO Foundry framework 
and includes a hub – the IDO-Core – consisting of terms 
and relations relevant to infectious diseases generally, to-
gether with a set of disease-specific extensions derived 
therefrom. The IDO ontologies are interoperable and jointly 
cover the infectious disease domain. Here we illustrate how 
the IDO ontologies can be used in the construction of a part 
of the new taxonomy of disease and to integrate clinically 
relevant phenotypic and genotypic data.  
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We take as our case study infectious diseases caused by 
Staphylococcus aureus (Sa) infection. We show how isolate 
data from the Network on Antimicrobial Resistance in 
Staphylococcus aureus (NARSA) can be annotated using 
IDO and its extensions. We then demonstrate a faceted 
browser in which both phenotypic and genotypic aspects of 
the IDO-annotated isolate data can be exposed and queried. 
Our goal is to provide a resource from which an IDO-
conformant application ontology can be derived for a specif-
ic Sa infectious disease type. Such application ontologies 
can be generated in a semi-automated way and collectively 
form a lattice structure beneath IDO-Core (described be-
low). While our example narrowly focuses on properties of 
infectious agents, this effort is part of a larger effort to cre-
ate an ontological representation of Sa diseases, and we be-
lieve the same approach can be applied to host data and to 
the integration of host and pathogen data.  

2 INFECTIOUS DISEASE ONTOLOGY 
IDO-Core includes terms relevant for infectious diseases 
generally, terms such as ‘host’, ‘infectious agent’, ‘fomite’, 
and ‘virulence factor’, and the relations between the corre-
sponding types. Disease- and pathogen-specific extensions 
are developed by extending the core to include terms and 
relations relevant to the corresponding infectious disease(s). 
For example, the IDO extension for Sa (IDO-Sa) includes 
terms such as ‘Staphylococcus aureus bacteremia’ and 
‘Staphylococcal cassette chromosome mec’.  

IDO extensions are currently being developed for influ-
enza, malaria, brucellosis, HIV, and Sa. Further extensions 
will involve the creation of specific application ontologies 
by IDO user groups. It will be necessary for these ontologies 
to import terms from several OBO Foundry ontologies, as 
well as from existing IDO extension ontologies. This will 
give rise to a lattice structure beneath IDO core and its ex-
tensions, as illustrated in Figure 1. At the bottom of the lat-
tice is IDO-ALL, the (pre-inference) closure of possible the 
IDO ontologies. 

When a new application ontology is needed, its position 
in the lattice will be determined by the terms it needs to im-
port. IDO Core is agnostic to biological scale, host organ-
ism, and disciplinary perspective, but it will be desirable for 
some of the application ontologies in the lattice to hold 
some of these fixed (e.g., genetic aspects of influenza in 
birds), thus serving as granular partitions of the domain on-
tology they are extending. The lattice serves as a representa-
tion of some of the interdependencies in the existing IDO 
set of ontologies and the intended overall domain coverage. 
 

 
Fig 1. A possible lattice expansion of IDO 

2.1 OGMS/IDO Disease Model 
The IDO ontologies represent disease according to the dis-
order – disease – disease course framework provided by the 
Ontology for General Medical Science (OGMS), in which a 
disorder is the physical basis of a disease, which is itself a 
disposition to pathological processes realized in a disease 
course. For example, in IDO-Sa we assert the following in 
OWL-DL: 

 Sa subClassOf obi:organism AND  
ido:‘infectious agent’ 

 SaI =def ido:‘infectious disorder’ AND 
has_part SOME Sa 

 SaID =def ido:‘infectious disease’ AND 
has_material_basis_in SOME SaI. 

 SaID realized_by ONLY SaIDC 
where, ‘Staphylococcus aureus’ = Sa, ‘Sa Infectious Disor-
der’ = SaI,‘Sa Infectious Disease’ = SaID, and ‘Sa Infec-
tious Disease Course’=SaIDC. 

The primary classification of Sa is as an organism, but Sa 
bacteria are also infectious agents because they have a dis-
position to cause infectious disease in some hosts. Note we 
define Sa infectious disorder as an infectious disorder that 
has Sa as part, but we do not assert “Sa part_of SOME SaI” 
because Sa can be among a host’s normal flora, for example 
on the skin or nasal mucosa. 

We use the shortcut relation has_material_basis here to 
establish a link between the disease (disposition) and the 
disorder (material entity) (Goldfain, Smith and Cowell, un-
der review). An infectious disorder is both an infection (a 
material entity composed of infectious agents) and a disor-
der (has reached the threshold of clinical significance to 
dispose a host to infectious disease).  



Constructing a Lattice of Infectious Disease Ontologies from a Staphylococcus aureus Isolate Repository 

3 

2.2 Classifying Staphylococcus aureus diseases 
Infectious diseases can usefully be classified in terms of a 
number of differentia, including:  host type, (sub-)species of 
infectious agent, route of transmission, antibiotic resistance, 
and anatomical site of infection. 

For many species of infectious agent, including Sa, a fur-
ther classification into strain categories is useful. Many dif-
ferent typing systems are used, including: Pulse Field Gel 
Electrophoresis (into strains), Multi-Locus Sequence Typing 
(into sequence types), BURST Clustering (into clonal com-
plexes), and gram staining (into gram positive and gram 
negative classes). Each of these typing systems is tied to a 
particular type of assay that can be described using the On-
tology for Biomedical Investigations (OBI). 

For our present purpose, we are interested in a typing 
system specifically created to differentiate Sa isolates, the 
Staphylococcal cassette chromosome mec (SCCmec) typing 
system. SCCmec is further differentiated by its subparts: (a) 
Cassette chromosome recombinases (ccr) and (b) mec gene 
complex (mec). The SCCmec is a mobile genetic element 
that carries the central determinant for broad-spectrum beta-
lactam antibiotic resistance encoded by the mecA gene 
(Katayama, Ito and Hiramatsu, 2000). The genetic charac-
teristics of SCCMec are of critical importance to the type of 
treatment and Sa disease course an infected host may under-
go. The International Working Group on the Staphylococcal 
Cassette Chromosome elements1 maintains a list with defi-
nitions of the latest known SCCmec types. At the time of 
this writing, there are 11 known SCCmec types. We include 
this information in IDO-Sa by leveraging the Sequence On-
tology (SO) to assert the following:  
 
 SCCMec subClassOf so:gene_cassette 
 SCCMec subClassOf so:mobile_genetic_element 
 ‘mec gene complex’ subClassOf 

so:gene_cassette_member 
 ‘ccr gene complex’ subClassOf 

so:gene_cassette_member 
 SCCMec has_part SOME ‘mec gene complex’ 
 SCCMec has_part SOME ‘ccr gene complex’ 
 
The classification of SCCmec as a gene cassette is to be 
preferred over its classification as a mobile genetic element 
because the former tells us what SCCmec is, while the latter 
tells us what SCCmec can do. However, we include both 
here, because most descriptions of SCCmec highlight its 
mobility. Description of a SCCMec subtype then proceeds 
as follows: 
 
 SCCMecIV subClassOf SCCMec 
 ‘mec Class B’ subClassOf ‘mec gene complex’ 
 ‘ccr Type 2’ subClassOf ‘ccr gene complex’ 
 SCCMecIV has_part SOME ‘mec Class B’ 

  
1 http://www.sccmec.org/Pages/SCC_ClassificationEN.html  

 SCCMecIV has_part SOME ‘ccr Type 2’ 
 
More fine grained sequence information about the ccr and 
mec complexes can be captured using SO terms and rela-
tions.  

3 CASE STUDY   
We will now show how a lattice of Sa isolates can be con-
structed using IDO-Sa and isolate metadata indicating prop-
erties such as the mec and ccr gene complex types.  The 
isolate lattice is then used as the basis for our desired lattice 
of infectious disease application ontologies. Ontologically 
speaking, isolates are particulars that instantiate the organ-
ism type Sa and have been extracted from a host organism. 
Here we do not represented the distinctions between Sa as 
an ‘isolate’ or as part of a ‘cell culture’, however we believe 
these terms are general enough to infectious disease re-
search to warrant inclusion in IDO-Core.  

The ontology generated for this case study is stored 
across several OWL files. The full ontology, including ex-
ternal imports and automatically generated isolate infor-
mation is currently available in OWL-DL format at 
http://www.awqbi.com/LATTICE/narsa-complete.owl. The 
ontology was developed using Protege 4.1 and was checked 
for inconsistency using the Hermit 1.3.5 and Fact++ reason-
ers. 

3.1 Resources 
Wherever possible, we import and reuse terms (and URIs) 
from OBO Foundry ontologies via the MIREOT technique 
(Courtot et al., 2011) and use relations from the OBO rela-
tion ontology (RO) or proposed extensions thereto. The 
OBO Foundry ontologies we require for our case study are: 
Ontology for General Medical Science (OGMS2), Ontology 
for Biomedical Investigations (OBI3), Sequence Ontology 
(SO), Infectious Disease Ontology (IDO4), Information Ar-
tifact Ontology (IAO5), NCBI Taxonomy (NCBITaxon6), 
and Foundational Model of Anatomy (FMA7). 

We also import drug file names from the National Drug 
File Reference Terminology (NDF-RT) to represent antibi-
otic resistance, and create links to two other resources: (1) 
Antibiotic Resistance Ontology8 and  Antibiotic Resistance 
Database Ontology9. Various other stakeholders (such as the 
DebugIT European Union initiative) have ontologies and 
databases of antimicrobial resistance, but we only to link to 
open resources for our case study. 
 
  
2 http://code.google.com/p/ogms/  
3 http://obi-ontology.org/page/Main_Page  
4 http://infectiousdiseaseontology.org/page/Main_Page  
5 http://code.google.com/p/information-artifact-ontology/  
6 http://www.ncbi.nlm.nih.gov/Taxonomy/  
7 http://sig.biostr.washington.edu/projects/fm/  
8 http://arpcard.mcmaster.ca 
9 http://ardb.cbcb.umd.edu/antibio_resis.obo 
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3.2 NARSA Isolate Repository 
The Network on Antimicrobial Resistance in Staphylococ-
cus aureus10 maintains a repository of Sa isolates for clinical 
research which includes genetic, phenotypic, and demo-
graphic information on each isolate. For this example, we 
use a subset of 101 NARSA isolates, those listed in the 
“Known Clinically Associated Strains – ABCs Collection 
from CDC” repository. All of the isolates in this subset have 
an SCCMec type annotation in the NARSA repository and 
have diverse geographic origin in the United States.11  

The NARSA subset was selected to demonstrate how a 
disease lattice could be constructed starting from only struc-
tured HTML content about isolates. NARSA maintains a 
database of extended information about such isolates; how-
ever we only used the information publicly available on the 
web. 

A script was created to extract each isolate’s NARSA id 
(NRSnnn), culture source, toxin profile, and antimicrobial 
profile. The script was implemented in Ruby and utilized 
the Hpricot HTML library and regular expressions to extract 
information. First, the NARSA id was used to assert the 
existence of a Sa instance type. Then the culture source data 
was extracted. The culture source was sometimes unspeci-
fied (‘other’) or underspecified (‘blood’ vs ‘wound’). Only 
culture sources for which FMA types existed were asserted 
to exist as such, but IDO allows for an even more complete 
representation of host anatomical entities if such infor-
mation is known. For example, the anatomical location from 
which the infectious organism is isolated may also be a por-
tal of entry. 

The toxin profile for NARSA subset isolates included the 
presence or absence of the Panton Valentine Leukocidin 
(PVL) and Toxic Shock Syndrome Toxin (TSST). These 
toxins are strong determinants of  the virulence and clinical 
manifestation of Sa disease. We classify PVL and TSST as 
ido:exotoxin. The presence or absence of a toxin is not usu-
ally associated with drug resistance, but by representing 
both pieces of information we are able to query the applica-
tion ontology for correlations between the presence of tox-
ins and resistance to certain drug types. 

The antimicrobial profile for the NARSA subset includes 
15 drugs (see Figure 2 for a subset of these). For each drug, 
NARSA reports a minimum inhibitory concentration – a 
range or exact value – along with an interpretation of the 
antibiotic resistance indicated by this value following the 
Clinical and Laboratory Standards Institute guidelines. 
 

  
10 See http://www.narsa.net/  
11 See http://www.cdc.gov/abcs/reports-findings/surv-reports.html  

 
Fig 2. Antimicrobial profile for an isolate in the NARSA subset 

 
The NDF-RT was used to validate this profile by making 
sure that the set of drugs in the profile  is a subset of: 
  
{d | ndf-rt:’Staph Infection’ ndf-rt:may_be_treated_by d} 
 
For NARSA, or any other resource on antimicrobial re-
sistance, there may be a good reason to restrict attention to a 
subset of antimicrobials. However, since new resistance 
evolves rapidly, a resource such as NDF-RT can be used to 
synchronize the latest antibiotics permissible in such a pro-
file.  

Minimum inhibitory concentration data (MIC) are repre-
sented using IAO and OBI as follows: 
 

 ‘MIC assay’ subclassOf iao:assay 
 ‘MIC assay’ has_specified_output SOME  

‘MIC data item’ 
 ‘MIC scalar measurement datum’ is_about SOME  

‘drug susceptibility of infectious agent’ 
   
Resistance is a disposition that an infectious agent bears 
towards some drugs and is realized in their presence. We 
have elsewhere modeled resistance in terms of pairwise 
complementary dispositions on the part of both the infec-
tious agent and the drug (Goldfain, Smith & Cowell, 2011).  
Here we link resistance to MIC measurement data using the 
shortcut relation has_qualitative_basis as follows: 
 

 ido:’resistance to drug’ has_qualitative_basis 
SOME (is_quality_measured_as SOME ‘MIC 
measurement datum’) 
 

Finally, for each drug D towards which the isolate Sa has 
a drug resistance we assert: 
 

 ‘resistance to D’ subclassOf  
ido:‘resistance to drug’  

 Sa has_disposition SOME ‘resistance to D’ 
 

3.3 From an Isolate Lattice to a Disease Lattice 
The lattice of infectious diseases mirrors the isolate lattice 
by representing the types of infectious disease different iso-
lates can give rise to. Infectious agents are parts of those 
infectious disorders which are the material basis for infec-
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tious disease. Using the representation developed above, we 
can begin to make assertions about the specific types of dis-
ease the isolates give rise to and the profiles of the disease 
courses which realize these diseases. For example, the pres-
ence of the PVL toxin in Sa can lead to necrotic lesions 
(ogms:disorder) and necrotizing pneumonia (ogms:disease).  

4 FACETED BROWSING OF THE LATTICE 
A faceted browser of the ontologically annotated NARSA 
isolates was constructed using the MIT Exhibit 2.0 library 
(http://www.awqbi.com/LATTICE/narsa-complete.html). 
This tool allows the user to visualize and correlate isolate 
information across different dimensions (see Figure 3). 
 

Fig 3. Faceted browsing illustrates that most isolates with a re-
sistance to Clindamycin are of SCCmec type II and lack PVL 

 
Linking to external resources is facilitated by the fact that 
such facets are assigned ontology types from the IDO lat-
tice. These are exactly the kinds of links that will be needed 
for the knowledge network supporting a new taxonomy of 
disease.  

5 CONCLUSION 
A lattice of infectious disease ontologies can serve as a 
mechanism to integrate pathogen-specific typing systems 
such as SCCMec with phenotypic data such as drug re-
sistance. Such genotype-phenotype relations will be the key 
to a more effective taxonomy of disease that enables truly 
personalized medicine. The lattice of infectious diseases is 
expected to grow along predictable dimensions (host organ-
ism, infectious agent organism, drug resistance), but can 
accommodate lightweight application ontologies that are 
created for very specific purposes. Each such application 
ontology will have a place in the lattice on the basis of what 
IDO terms it imports.  

We have shown that IDO-conformant annotation of iso-
late data (such as that in the NARSA repository) is possible 
without the need to reassemble OBO Foundry resources for 
new applications. Other benefits of our approach include: 
exposing currently accepted SCCmec types in a computable 
format via an ontology and validating the NARSA antimi-
crobial profile using the NDF-RT.   

We hope to reuse a similar technique to that outlined in 
this paper for isolate repositories across the infectious dis-
ease domain. In so doing, we hope to broaden the lattice and 
integrating organism specific typing systems with the IDO 
suite of ontologies. We believe that such an effort can be a 
powerful enabler for a new taxonomy of infectious disease 
and its supporting knowledge network.  

ACKNOWLEDGEMENTS 
This work was funded by the National Institutes of Health through Grant 
R01 AI 77706-01. Smith’s contributions were funded through the NIH 
Roadmap for Medical Research, Grant U54 HG004028 (National Center 
for Biomedical Ontology). 

REFERENCES 
Committee on the Framework for Developing a New Taxonomy of Disease 

(2011). Toward Precision Medicine: Building a Knowledge Network for 
Biomedical Research and a New Taxonomy of Disease. The National 
Academies’ Findings Report. 

Courtot, M., Gibson F., Lister, A. L., Malone, J., Schober, D., Brinkman, 
R. R., and Ruttenberg, A. (2011).  MIREOT: The minimum information 
to reference an external ontology term. Applied Ontology, 6(1), 23-33. 

Goldfain, A., Smith, B., and Cowell, L. G. (under review). BFO Disposi-
tions and their Bases: Two Shortcut Relations.  

Goldfain, A., Smith, B., and Cowell, L. G. (2011). Towards an Ontological 
Representation of Resistance: The Case of MRSA. Journal of Biomedi-
cal Informatics, 44(1), 35-41. 

Katayama, Y., Ito, T., and Hiramatsu, K. (2000). A New Class of Genetic 
Element, Staphylococcus Cassette Chromosome mec, Encodes Methi-
cillin Resistance in Staphylococcus aureus. Antimicrobial Agents and 
Chemotherapy, 44(6), 1549-1555. 

Smith, B., Ashburner, M., Rosse, C., Bard, J., Bug, W., Ceusters, W., 

Goldberg, L. J., Eilbeck, K., Ireland, A., Mungall, C. J., The OBI Con-

sortium, Leontis, N., Rocca-Serra, P., Ruttenberg, A., Sansone, S.-A., 

Scheuermann, R. H., Shah, N., Whetzel, P. L., and Lewis, S. (2007). 

The OBO Foundry: coordinated evolution of ontologies to support bi-

omedical data integration. Nat Biotechnol, 25(11), 1251–1255. 



 

 1 

Developing the Animals in Context Ontology 

Suzanne L. Santamaria
1
,* Maureen Fallon

1
, Julie M. Green

1
,  

Stefan Schulz
2,3

 and Jeffrey R. Wilcke
1
 

1Veterinary Medical Informatics Laboratory at Virginia Tech, Blacksburg, Virginia, US 
2 Institute for Medical Informatics, Statistics and Documentation, Medical University, Graz, Austria 

3 Institute of Medical Biometry and Medical Informatics, University Medical Center, Freiburg, Germany 
 

 
ABSTRACT 

Animals are classified by any number of various characteristics 
including Linnaean rank, physiologic features, purpose and place. 
The Animals in Context Ontology (ACO) was developed by editing a 
subset of the Systematized Nomenclature of Medicine Clinical 
Terms (SNOMED-CT

©
) to follow the Open Biological and Biomedical 

Ontologies (OBO) Foundry Principles. It includes animals classified 
by Linnaean ranking as well as practical uses that are of interest to 
science, medicine and agriculture. ACO was built within the onto-
logical framework of the Basic Formal Ontology (BFO) and the Rela-
tions Ontology (RO) and uses classes from other ontologies includ-
ing the Phenotypic Quality Ontology (PATO), the National Center for 
Biotechnology Information (NCBI) Taxonomy, the Environment On-
tology (EnvO), and the Gene Ontology (GO). ACO includes 216 
unique classes in an OWL format. 
Availability: http://vtsl.vetmed.vt.edu/aco/Ontology/aco.zip.  

1 INTRODUCTION  

Animal classification needs vary by user and purpose. 

The Linnaean hierarchy is the international standard for 

animal nomenclature. However, it has notable shortcomings 

for many applications. It lacks the common identifying 

characteristics for sex, production role such as meat or milk 

for human food, age, diet and living environment necessary 

to describe many animals that are subjects in scientific re-

search, patients in veterinary clinics, and animals in produc-

tion units such as farms. At the same time, it is too specific 

for some common animal classes which do not correspond 

with a single Linnaean taxonomic equivalent and which 

could refer to more than one taxonomic group. For example, 

in the United States, “cattle” could refer to Bos taurus or 

Bison-Bos taurus crosses. Elsewhere, “cattle” might refer to 

non-Bos taurus species. However, all cattle throughout the 

world are members of Bovinae that have some use. 

An ontology that represents the way animals in practical 

uses are described, from “Cattle” to “Beef heifer raised in 

confinement,” is needed for various applications. These 

applications include vaccine and drug labels, gene set map-

ping, species preservation, and veterinary medical records. 
There are two ontologies listed on the Open Biological and 

Biomedical Ontologies (OBO) Foundry
1
 (Smith et al., 2007) 

website that carry animal classifications - the National Cen-

ter for Biotechnology Information (NCBI) Taxonomy
2
 and 

  
* Address correspondence to: slsantamaria@vt.edu.  
1 http://obofoundry.org 
2 http://www.ncbi.nlm.nih.gov/taxonomy 

the National Cancer Institute (NCI) Thesaurus
3
 - but both 

are inadequate for representing animals in practical use. The 

reason is that both lack a structure and mechanism for repre-

senting animal classes with non-Linnaean defining charac-

teristics such as sex and production role. In addition, these 

ontologies contain some imprecise classes unsuitable for use 

in animal production and husbandry. 

 The Animals in Context Ontology (ACO)
4
 was devel-

oped to fill this need for identifying animals in extra-

Linnaean ways. In this paper we describe the development 

of ACO, the resulting ontology, and future work.  

2 METHOD  

2.1 Source for ACO Development 

A subset of animal classes was previously developed us-

ing the organism hierarchy of the Veterinary Terminology 

Services Laboratory (VTSL)
5
 extension of the Systematized 

Nomenclature of Medicine Clinical Terms (SNOMED-

CT©)
6
, a large, international medical terminology.  The sub-

set was originally populated from animals needed by the 

United States Food and Drug Administration’s Center for 

Veterinary Medicine (FDA CVM) and the United States 

Department of Agriculture - Animal and Plant Health In-

spection Services - Veterinary Services (USDA APHIS VS) 

and was stored in VTSL’s database.  Current known users 

of a portion of the animal classes include two branches of 

USDA APHIS VS for animal disease surveillance and the 

Virginia Department of Health for rabies reporting.  

The current organism hierarchy in SNOMED-CT core 

does not contain any non-taxonomic defining relationships; 

however, the organism classes in the VTSL extension were 

defined using additional characteristics including sex, age 

group, production role, and taxonomic rank. The subset had 

a stated poly-hierarchical structure so animals could be clas-

sified by taxonomy (e.g., Bovinae) and common role group-

ing (e.g., Food animal), but lacked text definitions.  

  
3 http://www.cancer.gov/cancertopics/cancerlibrary/terminologyresources 
4 http://vtsl.vetmed.vt.edu/aco 
5 http://vtsl.vetmed.vt.edu 
6 http://www.ihtsdo.org/snomed-ct 
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2.2 Importing External Ontology Classes 

ACO imports the upper level ontologies Basic Formal 

Ontology (BFO)
7
 and BioTopLite

8
 as well as a bridge be-

tween them. BioTopLite was chosen because it is a top-

domain ontology for biomedicine, and because it includes 

numerous object properties (relations), some of them 

mapped to the Relations from the OBO Relations Ontolo-

gy,
9
 together with numerous constraints such as do-

main/range restrictions. See Figure 1 for placements of 

ACO classes in BioTopLite. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

The taxdemo ontology
10

 (Schulz, et al., 2008) had been 

proposed as an example of how to build organism ontolo-

gies that refer to biological taxa. The basic idea had been to 

represent taxa as qualities, which can inhere in populations, 

in a single organism, as well as in organism parts. For the 

purpose of ACO, taxon quality classes were created and 

related to the ACO animal classes as proposed in taxdemo. 

The Ontology Lookup Service
11

 and the Bioportal
12

 were 

used to locate appropriate external ontologies for class re-

use. We used OntoFox
13

 to create files to import classes 

from external ontologies such as the Phenotypic Quality 

Ontology (PATO)
14

 and the Gene Ontology (GO)
15

 into 

  
7 http://www.ifomis.org/bfo 
8 http://purl.org/biotop 
9 http://obofoundry.org/ro 
10 http://purl.org/biotop/taxdemo/dev 
11 http://www.ebi.ac.uk/ontology-lookup/ 
12 http://bioportal.bioontology.org 
13 http://ontofox.hegroup.org 
14 http://www.obofoundry.org/cgi-bin/detail.cgi?id=quality 

ACO. See Table 1 for a summary of the classes in ACO. 

Collaboration with OBO members was necessary in some 

instances to pick the appropriate classes from external on-

tologies and to learn the OntoFox program. 

 

2.3 ACO-Specific Classes 

We developed ACO following the OBO Foundry princi-

ples. ACO specific classes and related definitions were en-

tered manually into the Protégé 4.1 ontology editor.
16

 All 

classes unique to ACO are given URIs. The original 

SNOMED-CT class identifier has been retained as a cross 

reference using the alternativeId annotation property. The 

preferred names are in plain English and are mainly singular 

nouns with the exception of cattle (explained in Discussion). 

The preferred description in SNOMED-CT was used as the 

preferred name in ACO. The scope includes classes of those 

animals that are put to practical use. Text definitions in the 

genus-species differentia format were added with the 

hasDefinition annotation property for each ACO specific 

class. ACO uses a common shared syntax of OWL-DL. De-

scription logic definitions were added for most of the classes 

                                                                                                                         
15 http://www.geneontology.org 
16 http://protege.stanford.edu 

Table 1. Summary of classes created for or imported into ACO. 

Ontology  No. Use in ACO Example 

ACO 216   Practical animal  

classes 

Female adult horse 

ACO 58 Taxon qualities Subfamily bovinae 

quality 

ACO 12 Roles Produces milk for 

human food 

ACO 1 Disposition Disposition to rumi-

nate 

Imported Full Ontologies 

Basic Formal  

Ontology (BFO) 

39 Upper level  

hierarchy 

Process 

BioTopLite 49 Upper level hier-

archy and relations 

participates in 

BioTopLite-BFO  

bridge 

39 Connects BFO and 

BioTopLite 

 

From External Ontologies 

NCBI Taxonomy 40 Organism taxonomy 

(Linnaean) 

Bovinae 

Gene Ontology (GO) 7 Biological processes Lactation 

Environment Ontology 

(EnvO) 

10 Environment sites Aquatic habitat 

Phenotypic Quality 

 Ontology (PATO) 

13 Phenotypic qualities  Female 
Fig. 1. Placement of ACO classes in an upper level ontology. 

Dashed boxes contain BioTopLite classes. Bold boxes contain 

classes imported from other ontologies and the thin lined boxes 

are classes in ACO.  Image composed with CmapTools. 
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in ACO. Appropriate, commonly used synonyms were add-

ed using the hasExactSynonym annotation property. 

3 RESULTS 

ACO contains 510 classes, 286 of which are unique to 

ACO. See Table 1 for a listing of classes by ontology. We 

imported classes from external ontologies to avoid duplica-

tion of existing content. Table 2 shows an example of a 

class from ACO and its associated axioms. 
 

Preferred name: Castrated male cattle for beef production 

Synonym: “Beef steer” 

Text definition: “Beef cattle which are male and castrated” 

Formal definition: 

       equivalentTo     Cattle for beef production and 

                                 bearer of  some  Castrated male quality 

Inherited: 

      subClassOf         bearer of  some  Subfamily bovinae quality 

      subClassOf         bearer of  some  Disposition to ruminate  

Table 2. Example of ACO class. For brevity, many of the inherited 

anonymous classes are excluded from this table. 

3.1 ACO Top Structure 

The animal classes in ACO denote descendents of 

Metazoa from the NCBI Taxonomy. Metazoa corresponds 

with Kingdom Animalia and is the class that encompasses 

all potential animal classes in ACO. Metazoa imports as a 

direct child of Organism in BioTopLite. Originally, we im-

ported all classes from the needed distal taxonomic class in 

NCBI Taxonomy (superclass of an ACO-specific class sub-

class) to Metazoa in NCBI Taxonomy. This included many 

intermediate classes and a mixture of Linnaean and cladistic 

classes that proved unwieldy. We then reimported in 

OntoFox attaching the most distal taxonomic class needed 

from NCBI directly as a child of Metazoa, eliminating the 

intermediates. The following rules were used. Refer to Fig-

ure 2 for an illustration of the examples. 

 

(1) ACO animal class is a subclass of the most distal 

NCBI Taxonomy class that includes all members of 

animal class. As shown in Figure 2, the ACO class 

Antelope is a subclass of Bovidae because that is the 

most distal NCBI Taxonomy class that denotes all 

members considered antelope by mammalogists and 

taxonomists of authority such as Mammal Species 

of the World
17

 (Four-horned antelope in Bovinae, 

grey rhebok of Peleinae, etc.). Bovidae is imported 

as a direct child of Metazoa.  

(2) If two needed NCBI Taxonomy classes are part of a 

natural hierarchy in the NCBI Taxonomy, they are 

imported retaining the hierarchy. In Figure 2, the 

ACO class Cattle is a subclass of Bovinae from the 

NCBI Taxonomy because that is the most distal 

NCBI Taxonomy class that includes all members 

considered cattle by taxonomists throughout the 

world (Bos taurus, Bison, etc.). Because Bovidae is 

needed for a different ACO class (Antelope as de-

scribed above), Bovinae is imported as a child of 

Bovidae, which is imported as a direct child of 

Metazoa. 

(3) If NCBI Taxonomy does not include the most distal 

taxonomic ancestor known that includes all mem-

bers taxonomists consider to be a member of the 

ACO animal class, then we created the needed distal 

class in ACO and imported the most distal NCBI 

Taxonomy class that subsumes this needed distal 

class as a direct child of Metazoa. As shown in Fig-

ure 2, Suinae is the most distal known taxonomic 

class that includes all species considered to be pigs. 

Suinae does not exist in NCBI Taxonomy so the 

most distal taxonomic ancestor (Suidae) was im-

ported from NCBI Taxonomy and a class Suinae 

was created in ACO as a child of Suidae, which is 

imported as a direct child of Metazoa. The ACO  

class Pig is a child of Suinae. 

 

 

 

  
17 http://www.vertebrates.si.edu/msw/mswcfapp/msw/index.cfm 

BioTopLite 

Relation 

Value  

Example 

Ontology 

Source 

participates in Lactation GO 

bearer of Female PATO 

bearer of Produces milk for human food ACO 

bearer of Subfamily caprinae quality ACO 

Fig. 2. Choice of upper level classes from other ontologies.  

Organism is from BioTopLite. Bolded boxes are classes imported 

from NCBI Taxonomy and thin lined boxes are classes in ACO.  

Table 3. Defining relationships for ACO class: Lactating ewe for 

milk production. The relationship in the first row distinguishes this 

class from its parent. Other relationships are inherited. Some inher-

ited relationships are not shown to due space limitations. 
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3.2 ACO Defining Classes  

Many classes used in the formal definitions of ACO-

specific classes were imported from external ontologies or 

were created in ACO but identified as probable additions to 

external ontologies. An appropriate source for the animal 

roles in external ontologies was not found so they remain in 

ACO. Taxon quality classes were created in ACO. See Ta-

ble 3 for an example of a formal definition of an ACO class.  

3.3 Added Classes to Infer Structure 

ACO has a single isa asserted inheritance structure, ex-

pressed by subclass relations in OWL-DL. Animal classifi-

cation and organization which do not obey a biological tax-

onomy is desired for grouping by common classes such as 

Food animal. This provides useful classification hierarchies 

for the users of the ontology. ACO includes the following 

classes that infer members based on formal definitions: An-

imal for breeding, Animal in fiber production, Exhibition 

animal, Aquarium animal, Zoo animal, Food animal, La-

boratory animal, and Wildlife. ACO classifies with both the 

Fact++ and HermiT reasoners in Protégé 4.1. 

3.4 General Class Axioms 

     ACO includes some general class axioms to further de-

fine the animals in roles. See Table 4 below for an example. 

It shows how animals bearing a certain role can be consid-

ered equivalent to animals that participate in certain pro-

cesses.  

 bearer of  some Produces fiber  

     EquivalentTo participates in some  

           (Production and (has outcome some Fiber product)) 

 

 

3.5 Development Time 

Discussion of conceptual issues including upper level 

ontology placement, external ontology classes re-use, and 

text definition creation took place over the period of one 

year. The actual manual creation of the ontology in Protégé 

took one month. The linkage to a well-constrained upper-

level ontology like BioTopLite was of considerable heuristic 

value, due to iterative validation steps using DL classifiers 

for consistency checking. 

3.6 Availability 

ACO is open and available online.   

4 DISCUSSION 

ACO was developed as an ontology of animal classes 

within the OBO Foundry framework to maximize resources, 

data integration, reusability and interoperability. This 

proved both challenging and rewarding. Tools to assist with 

ontology development were available without charge, in-

cluding the OBO Foundry website, Protégé, OntoFox, the 

Ontology Lookup Service and the NCBI Bioportal. Collabo-

ration with OBO members was very effective. Multiple 

people offered their opinions on questions posed to the 

listservs. Responses were provided within 24 hours and in 

some cases almost immediately. We found that ontologies 

listed on the OBO website are at varying stages of develop-

ment, compliance with OBO principles, and curation level. 

We encountered several classes that need work and identi-

fied several necessary additions to the ontologies.  

An example of a class that could be improved is Pasture 

in the Environment Ontology (EnvO)
18

. Its parent is Grass-

land and its text definition is “Grassland used for grazing of 

ungulate livestock as part of a farm or ranch.” Pasture can 

consist of grasses or legumes and are not always part of a 

managed farm or ranch. There are pastures in certain parts 

of the world that are open, public areas. Therefore we sug-

gest the EnvO curators should either: 1. edit this class name 

to “grassland ranch pasture” and leave the text definition as 

is, or 2. move this class from Grassland to Terrestrial habi-

tat and edit the text definition to: “Terrestrial habitat used 

for grazing, foraging or browsing by animals.” 

 

Ontology 

No. of 

Additions  

Needed Example 

GO 3 Rumination 

EnvO 15 Feedlot 

PATO 5 Castrated male 

NCBI Taxonomy 3 Suinae 
 

Table 5. Summary of additional classes needed in OBO ontologies 

for ACO. Some of these additions have been submitted through the 

appropriate tracker. 
 

We discovered numerous classes for additions to exist-

ing ontologies so other ontologists can draw similar content 

from the same external ontology. See Table 5 for a summary 

of these additions and the ACO site
19

 for a list of all the 

needed additions. We believe it is more desirable for the 

taxon quality classes to be included as formal definitions of 

the NCBI Taxonomy classes rather than included directly in 

ACO. Since this is a significant and debatable request, we 

did not include these in the additions list to NCBI Taxono-

my. Another option is to interpret the NCBI Taxonomy 

classes as taxon qualities themselves rather than organisms. 

However, we did not choose this because NCBI’s documen-

tation explicitly states that the taxonomy refers to organisms 

and because including ACO classes as subclasses of NCBI 

Taxonomy classes enables reasoning and subsumption with 

other ontologies using the same taxonomic resource. 

  
18 http://environmentontology.org 
19 http://code.google.com/p/animalnamesontology/downloads/list 

Table 4. Shown is the general class axiom for an animal who is 

bearer of the role class Produces fiber. Fiber product will be re-

quested as an addition to the Environment Ontology (EnvO). 
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Animals bearing roles were given additional general 

class axioms relating their production role to an outcome of 

a specific product. The EnvO class Food product includes 

food for human or animal consumption in its text definition, 

therefore additional EnvO classes specific to products for 

human consumption (e.g., Egg product for human consump-

tion) are needed to fulfill these axioms. Classes for Wool 

product and Fiber product also need to be added to EnvO. 

We reviewed each class in ACO to check for compliance 

to the OBO Foundry singular noun principle. Three catego-

ries of non-compliance were identified: 1) plural noun 

where singular form exists (“eggs”); 2) single noun and plu-

ral noun are the same (“deer”); 3) plural noun where singu-

lar form does not exist (“cattle” and “broodstock”). All clas-

ses with the plural “eggs” in the preferred name were 

changed to the singular “egg.” All classes with “broodstock” 

in the preferred name were edited to include “breeding” 

instead and broodstock terms were retained as synonyms. 

“Deer” were left as is as there is no exclusive singular form. 

The issue of a singular form of cattle was presented to the 

OBO list serve. Multiple suggestions were given and “head 

of cattle” seemed the most logical and accurate of the sug-

gestions for a singular count noun. Although this is techni-

cally correct, it is not how people engaged in animal hus-

bandry or veterinary medicine talk and would violate the 

OBO Foundry principle that preferred terms should be in 

ordinary English as extended by technical terms already 

established in the relevant discipline. Therefore, we chose to 

keep “cattle” in our singular classes.  

We built ACO manually because one researcher needed 

experience in ontology building and using Protégé. An ef-

fective automated transfer method between the SNOMED-

CT subset and the ontology in OWL would have decreased 

some development time. This was investigated superficially 

and problems with SNOMED-CT’s description logic and 

the extension classes’ use of non-sanctioned relationships in 

SNOMED-CT were encountered.  

In addition to the improved format and increased inter-

operability, this development work resulted in improve-

ments in the original subset. We identified and corrected 

simple and logical errors and omissions in the original sub-

set. Examples include retiring a class from the original sub-

set (Animal in context) because it could be not be instantiat-

ed, adding a missing definition of the quality neonatal to 

Newborn sheep for milk production, and removing a redun-

dant parent of Cattle for Cattle on pasture for human food, 

leaving Cattle for human food as its only parent. The origi-

nal subset classes had a taxon rank attribute and value (“ge-

nus” level). This was deprecated and we plan on using the 

structure of the taxdemo ontology to communicate taxon 

quality and rank instead. We added a role of Pre-production 

to better define replacement animals and increase the num-

ber of fully defined classes in the subset. 

Identifying animal information at various levels from 

breed and utility to Linnaean classification is needed for 

various electronic record applications from science to medi-

cine. ACO integrates within the Linnaean classification sys-

tem but provides common non-Linnaean groupings such as 

Duck and extends them to practical animal classes such as 

Duck laying egg for human food. Animal data recorded with 

ACO classes integrate and interoperate with other OBO-

based scientific and medical ontologies, allowing for rea-

soning and classification of data captured from multiple 

sources and with multiple ontologies. This should encourage 

biomedical researchers to access animal science and veteri-

nary research as well as production and health records for 

comparative analysis purposes including discovering new 

associations between phenotypic and gene traits. Because it 

is expensive to build and maintain biomedical ontologies, 

collaborating and using common resources may help to de-

crease costs associated with ontology development and 

maintenance. Collaborators from multiple OBO ontologies 

including the Vaccine Ontology have expressed interest in 

using ACO. ACO’s format is more accessible to the broader 

scientific community while still maintaining its SNOMED-

CT subset origin. 

 

5  FUTURE WORK 

Community use of ACO will result in the addition of 

classes and other changes needed to improve the ontology. 

Future work of the ACO development process includes: 1) 

analyzing representation of animal taxa specific production 

classes like broilers and fryers in chickens and starters, 

growers, and finishers in pigs; 2) considering formal defini-

tion with Linnaean and other classes for useful grouping 

classes such as Antelope, Shellfish, Cold blooded animal, 

Duck and Nonhuman primate; and 3) investigating the need 

to divide ACO into multiple ontologies. Formal evaluation 

for inclusion into the OBO Foundry, assignment of an OBO 

Foundry namespace, documentation development and track-

er creation are future goals.  
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ABSTRACT 
The concept of a gene was established in the era of classical genetics and is 
now essential for life science for elucidating the molecular basis of the coding 
of genetic information necessary to realize the body of an organism and its 
biological functions. However, an ontology fully representing multiple aspects 
of a gene is still not available. In this study, we dissected the biological and 
ontological definitions of bearers of genetic information, including genes and 
alleles. Based on this analysis, we then proposed a basic way of modeling an 
ontology that represents the common definitions in classical and molecular 
genetics. This ontology is available at 
http://www.brc.riken.jp/lab/bpmp/ontology/ontology_gene.html.  

1 INTRODUCTION  
“Gene” is one of the most fundamental concepts composing 
the basis of modern biomedical science, established in the 
1900s. Today, genetic information is known to be coded	 
molecularly using a sequence of four types of polynucleo-
tide bases, providing blueprints for the development of an 
organism’s body and its biological functions.  

Recently, gathering information using a computer has be-
come more and more important as a component of research 
studies in life science. Ontology provides us with one of the 
most important means of processing varieties of data and 
representing knowledge models. Currently, several biomed-
ical ontologies have been constructed with the aim of inte-
grating a variety of information produced by different fields 
of biology. Therefore, development of a common mod-
el/ontology for genes is one of the key issues in bioinfor-
matics studies.  

However, the simple modeling of a gene and its allele 
into an ontology can raise some problems. For example, 
because a gene can be formed of two kinds of molecular 
entities, DNA or RNA, we cannot define a single class of 
gene under a hierarchical tree of molecular classifications. 

Another problem with the classification arises with the 
hierarchy of “gene => allele => molecular instance”. This 
hierarchy corresponds to a hierarchy of “Gdf5 of mouse 
(gene) => Gdf5Rgsc451 (allele) => molecular instance of 
Gdf5Rgsc451”. As a result, we cannot define the gene or allele 
class in the ontology. In this case, each class of gene and 
allele seems to have another super-class, termed “gene” and 
“allele”, respectively. 

In this study, we dissected the role of a gene and built an 
ontology that represents a consistent data model of the basic 
concepts of genetics, including genes, alleles, and nucleic 
acid molecules.  
  
* To whom correspondence should be addressed: hmasuya@brc.riken.jp 

2 DISSECTION OF THE MEANING OF GENE   
In classical genetics, a gene is defined as a “particle-like 

thing to define a genetic trait”. Genetic information con-
veyed by a gene was thought to have effects on specific 
body features or biological functions and to result in biolog-
ical variation. To explain the levels of biological variation, a 
gene, or a factor that controls a specific trait in a species, 
and an allele, or a variant of a gene that produces pheno-
typic variations of a trait, must be clearly discriminated in 
genetics.  

 On the other hand, in molecular biology, genomic seg-
ments are classified according to their roles or features as 
genes, non-genics, promoters, exons, introns, and so on. A 
gene is defined as a segment that codes one or multiple 
products (functional polypeptide or RNA).  

The role of “bearer of genetic information” is essential 
for a gene. It is notable that the definition of a gene was 
made prior to the discovery of its material basis. To put it 
extremely, any molecular entity that bears genetic infor-
mation in a “unit of” functional role could be termed a gene. 

The role of a gene can be classified into two categories. 
One is the transmission of genetic information from parents 
to their offspring. This is driven by a series of biological 
processes resulting in the self-replication of nucleic acid 
chains. Additionally, through the effects of mutation (the 
alteration of genetic information), the self-replication pro-
cesses contribute to genetic variation. In this sense, the hier-
archy of gene to allele corresponds to the levels of genetic 
variation: namely, inter- and intra-species variations.  

Another role of genes is to encode the design plan of in-
dividual organisms, namely, the coding of gene products. 
This function is accomplished by a sequence of biological 
processes including gene transcription and the translation of 
mRNA to a polypeptide. This role is equivalent to the re-
gional classification of genomic segments in molecular bi-
ology. 

In summary, the classifications of genomic segments can 
be categorized into two dimensions. One is the direction to 
increase genetic diversification based on self-replication; the 
other is a region-based classification of genomic segments. 
These classifications are distinguished by their fundamental 
roles in providing different contents of genetic information 
through different biological processes. For instance, a gene, 
or a species-specific variation in a genome segment that 
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codes a gene product, can be represented as the point of 
intersection of these two systems (Fig. 1). 

Fig. 1. Two-dimensional classification of genomic segment. 

The above-mentioned problem, i.e., that the concepts of 
gene and allele seem to contain “another super-class” can be 
solved if they are regarded as top-level concepts for roles in 
a specific context. 

3 DETAILED DISSECTION OF THE ROLES 
OF GENOMIC SEGMENTS   

Next, we further dissected the detailed roles of genomic 
segments. 

3.1 Similarities and differences between the two 
kinds of genetic information 

The two kinds of genetic information carried by a gene 
are commonly represented by the specific form, or the func-
tional structure of the polynucleotide molecule. This struc-
ture can be compared to an artificial information bearer in 
which symbol sequences (e.g., text) are conveyed on an 
information media (e.g., paper).  

In the description of information using text, a “symbol” is 
the most fundamental unit. In the English language, the let-
ter “G” in the alphabet represents an abstract meaning (in-
formational object) of the symbol “G” with the form of a 
line image in the shape of “G”. The coding of genetic in-
formation by a molecule has the same structure. The genetic 
information of “G” is representation of the abstract symbol 
of “G of the genetic code,” the molecular entity of which 
corresponds to a guanine nucleotide. (Mizoguchi 2004) 

Using a sequence of such molecular symbols, repre-
senting the polynucleotide groups, the genetic information 
for an organism can be conveyed. This is analogous to a 
paper document conveying a representation of a story or a 
specification of something using a symbol sequence.  

On the other hand, the content represented by the two 
kinds of genetic information is clearly different. With self-
replication, the content represented is the design plan for the 
nucleotide chain as itself. In the coding of a gene product, 

the content is a sequence of polypeptides or functional RNA 
as a design plan.  

3.2 Detailed classification of role for self-
replication 

The roles of self-replication and diversification can be 
classified as follows: 

(1) Level general to all organisms: 
A molecular entity, such as polynucleotide group, is 
termed as a genomic segment and plays a role in 
bearing information for self-replication under the 
general context of the organism. 

(2) Level reflecting the identity of a biological species: 
The genomic segment plays a specified role in bear-
ing species-specific genetic information under the 
context of the population of the species (or the gene 
pool). At this level, the genomic segment may be of-
ten termed as a genetic marker. In this paper, we call 
it an  “s-segment”. 

(3) Level reflecting inter-species variation: 
Under the context of species populations, another 
role exists: encoding inter-species variations. In this 
context, the s-segment is referred to as an allele. 

3.3 Region-based classification of genomic seg-
ments 

On the other hand, under the context of an organism, a ge-
nomic segment, which codes a polypeptide or a functional 
RNA, is generally termed as a “gene”. This is not a species-
specific gene, as described above. In this paper, we refer to 
this context as a “gene type” for discriminatory purposes.  

4 ONTOLOGICAL MODEL FOR GENE 
Based on these analyses, we worked out an ontological 
model to describe the concept of gene. We referred to Yet 
Another More-Advanced Top-level Ontology (YAMATO), 
which represents a basic framework of roles and representa-
tion (Mizoguchi 2004; 2009). For the modeling tool, we 
used the Hozo ontology editor, which enables a systematic 
description of role-related concepts and their contexts 
(Hozo). 

With the Hozo ontology editor, concepts are fundamen-
tally categorized into basic concepts, which can be defined 
context-independently, and role concepts to be played by an 
entity, which are dependent on a specific context. An entity 
playing a role concept is termed as a “role-holder”. For ex-
ample, a teacher, a person who plays the role of a teacher 
role in a school is a role-holder. The player is selected from 
the basic concepts or role-holders (Kozaki et al., 2007).  

Definitions of key concepts in natural language are 
shown below and their schematic representation in Hozo is 
depicted in Figure 2  
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Fig. 2.  Modeling of gene, allele and genetic information accord-
ing to the Hozo ontology editor. A: Class tree of basic concepts.  

B: Composition of organism and population of a species. 

(i) Genomic segment =def A role holder played by a mo-
lecular entity or polynucleotide group, under the 
context of organism. 

(ii) Gene type =def A role holder played by a genomic 
segment, which has both of the two kinds of ge-
netic information, i.e., information for self-
replication and coding of gene product, and inher-
ited genomic segment under the organism context.  

(iii) S-segment =def A role holder played by a genomic 
segment under the context of a population of a 
species, a Mendelian population.  

(iv) Gene =def A role holder played by a gene type under 
the context of a population of a species, which is 
defined by the specialization of the s-segment. 

(v) Mutation =def A role holder played by a genomic 
segment, which is the terminal state in the process 
under the context of the mutation process.  

(vi) Variant of s-segment =def A role holder played by a 
s-segment under the context of a mutation process 
in gene pool.  

(vii) Allele =def A role holder played by a variant of an s-
segment under the context of a gene pool of a 
population of a species. 

(viii) Genetic information entity =def A YAMATO: repre-
sentation, composed of a molecular sequence of a 
representation form and YAMATO:specification as 
a content. 

(ix) Molecular sequence =def A YAMATO:symbol se-
quence composed of a molecular symbol. 

(x) Molecular symbol =def A YAMATO:symbol, which 
is a YAMATO:content. 

(xi) Representation of molecular symbol =def A 
YAMATO:representation, which is composed of a 

Legend�

Kind of a slot!
p/o: part_of!
a/o: attribute_of�

cardinality�
Player!

 “(RH)”: player is a 
role holder.!

“#”: equivalent of 
punning  in OWL2.!

Role and role –holder !
(gray  text  indicates a 
role-holder defined in 
another context) �

context�

A� B�



Masuya  et al. 

4 

radical group as a form and a molecular symbol as 
a content. 

(xii) Major allele =def A role holder played by an allele 
under the context of the population of a species. 

(xiii) Loss of function allele =def A role holder played by a 
gene allele under the context of an organism. 

Hozo’s reasoner dynamically generates a classification of 
role-holders and their players by referring to inter-
relationships among slots and class restrictions (Fig. 3). Be-
cause the classification of genomic segment is dependent on 
multiple contexts, the inferred hierarchy represents multiple 
inheritances of role-holders. Here, the hierarchy demon-
strates the practical orders of classification as “polynucleo-
tide group => genomic segment => s-segment => allele => 
major allele”, “s-segment => gene => gene allele => loss of 
function allele” with the help of roles.  

Fig. 3. An partial “is_a” hierarchy of classes (represented as “W”) 
and role-holders (RH) generated by the Hozo-reasoner. One role-
holder appears multiple times in the hierarchy because of multiple 

inheritance. 

5 DISCUSSION   
5.1 Major outcomes of this study 

The meaning of the term “gene” seems to have changed 
historically. However, biologists have no difficulty thinking 
in Mendelian terms when applying traditional genetic tech-
niques and are able to switch seamlessly to molecular con-
ceptions of the gene (Griffiths et al. 2007). Therefore, the 
core concept of “gene” should be considered as being con-
sistent between classic and molecular genetics. Although 
further refinements of the presently reported theory are 
needed, the present study may provide a foundation for the 
construction of a semantic data model for the concept of 

gene applicable to broad fields of life science including ge-
netics, molecular biology, and population genetics. 

First, we defined the body of information carried by a 
gene using YAMATO, which is a top-level ontology based 
on the traditional and commonplace Aristotelian ontology, 
such as the Basic Formal Ontology (BFO) and the Descrip-
tive Ontology for Linguistic and Cognitive Engineering 
(DOLCE). The ontology of representation in YAMATO 
shows the definition of the general structure for variously 
styled “content-bearing informational entities”, or represen-
tations, composed of a representation form and a content. 
A physical thing conveying a representation (i.e., books or 
electric document files) is defined as a representing thing. 
The ontology of representation provides a detailed theory 
for the classification and instantiation of these abstract and 
physical entities (Mizoguchi, 2004). 

A genetic information entity, which is transmitted from a 
parent to its progeny (or from a genomic segment to a repli-
cated segment) was modeled as a specific combination of a 
symbol-sequence pattern of nucleotides and informational 
content to specify a one-dimensional structure of itself or a 
non-self molecule (gene product). This model revealed the 
separation of “information for self-replication”, which all 
genomic segments have, and “coding of gene products”, 
which only genes have. The modeling of a genomic seg-
ment analogous to a representing thing enables multiple 
copies of a specific gene to share the same genetic infor-
mation.  

Another achievement is the modeling of a multiplex clas-
sification of genomic segments that play different roles in 
different contexts. By dissecting the biological role of ge-
netic information entities and their contexts (i.e., organisms 
or biological populations), we demonstrated the systematic 
organization of concepts derived from genomic segment 
without multiple inheritance. This achievement was ob-
tained thanks to the Hozo tool, in which the role theory of 
YAMATO is well embodied as operations to edit ontologies 
(Kozaki et. al. 2007, Mizoguchi 2009, Hozo). 

5.2 Related work 
Various broad concepts of “gene” have been proposed 
among existing biomedical ontologies. For example, the 
Sequence Ontology (SO) classifies a gene as a “region”, 
which is a “sequence feature” composed of bases and a pol-
ypeptide region composed of amino acids (Eilbeck et al., 
2005). Other ontologies classify a gene as a biological mac-
romolecule (Foundational Model of Anatomy Ontology: 
FMA), a genetic observation type (Health Level Seven: 
HL7), or a genetic interval (Ontology of Genetic Interval: 
OGI). Although each of these classifications represents an 
aspect of a gene, they do not encompass the meaning gener-
ally accepted. To solve this problem, several efforts have 
been undertaken by the OBO Foundry and related groups. 
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Hoehndorf et al. proposed a system of axioms for SO’s 
top-level categories based on three primitive terms (Molecu-
lar sequence, Syntactic sequence, and Abstract sequence) to 
specify the meaning of sequence-related terms used in the 
biological domain (Hoehndorf et al., 2009). As they men-
tioned, because the axiom system is compatible with multi-
ple top-level ontologies, these primitive terms are equivalent 
to a molecular entity as a representing thing, an electric 
physical entity as a representing thing, and a symbol-
sequence pattern as a representation form in YAMATO. 
They provided a detailed mereology of sequences, which is 
not provided in the present study. However, they did not 
deal with genetic information entity as representation, 
which has been addressed here. Consequently, the system 
cannot solve the problem of the multiplex classification of 
genomic segments. 

Recently, the SO was revised to define the mereological, 
spatial, and temporal aspects of a biological sequence 
(Mungall et al., 2010). As an extension of the SO, they de-
fined a new ontology, the Sequent Ontology: Molecules 
(SOM), an ontology for genomic segments to create a par-
tially isomorphic hierarchy to the SO. However, the class 
hierarchy of SO itself cannot solve the above-mentioned 
problem for genomic segments. For example, the relation-
ship, “allele variant_of gene”, does not contribute to the 
inheritance of a gene’s attributes in an allele.  

Thus, we think our effort is complementary to sequence-
oriented approaches with SO, providing a biological role-
oriented solution for the problem of the multiplex classifica-
tion of genomic segments in genetics. 

5.3 Toward further cooperation with domain on-
tologies 

Transferring these merits into the OBO Foundry ontolo-
gies (Smith et al., 2009) is one of the major future issues for 
this study. The current version of our ontology is compatible 
with several domain ontologies. For example, the top level 
of molecular entity is fully compatible with the Chemical 
Entities of Biological Interest (ChEBI). However, open is-
sues to build interoperability with the SO and Information 
Artifact Ontology (IAO) remain to be resolved. 

In biological databases, genes and alleles are often in-
stantiated at the level of an individual gene (e.g., Gdf5 and 
Gdf5Rgsc451 allele). This issue is not well addressed in this 
paper. From an ontological viewpoint, the following possi-
bilities can be suggested: 

(a) They are instantiated from the view of a meta-model, 
as a rough equivalent of the “name” of class gener-
ated by the punning operation in OWL2. 

(b) They are instances of the specifications of genes and 
alleles. They are described in Fig. 2A as “specifi-
cation of genomic segment”, which is a content of 
information for self-replication. 

We prefer (b) to (a). The specification, as well as the 
“plan”, which is a specification of a sequence of actions 
mentioned elsewhere (Schulz et al., 2011), is an instance of 
“realizable entity”, which is needed for the existence of de-
signed entities, including genes. In the self-replication pro-
cess, a genomic segment acts as a design plan for itself for 
its existence. Therefore, the specification of a genomic 
segment is an essential attribute of a genomic segment. 

In the SO, a gene is classified as a biological region de-
fined as a “generically dependent continuant.” This means 
that the SO also represents individual genes as instances of 
abstract things. To establish inter-operability with the SO 
and the IAO, further consideration of specification and its 
realization of designed entities is needed.  
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ABSTRACT
Clinical patient data, such as medical images and reports, establish

the basis of the diagnostic process. In order to improve the access
to heterogeneous and distributed clinical data sources recent work
concentrates on extracting semantic annotations with links to conce-
pts of medical ontologies, such as RadLex, FMA, SNOMED CT or
others. However, these annotations are not always on the appropri-
ate level of detail for clinical applications as they simply reflect the
descriptive content of the respective patient data. For integrating the
data into the clinical work-flow, an interpretation of annotations using
medical background knowledge is needed. In this paper we present
a use-case of such an interpretation: we have built an initial onto-
logy containing lymphoma-related diseases and symptoms as well as
their relations. The created ontology is used to infer likely diseases of
patients based on annotations. In this way, annotations can be under-
stood in the context of likely diseases and help the clinician to make a
diagnosis. By means of a prototype implementation we evaluate our
approach and identify further knowledge requirements for the model.

1 INTRODUCTION
Clinical patient data, such as medical images and patient reports,
provide the basis for the diagnostic process. However, the enormous
volume and complexity of data prevents clinical staff to get the full
use of the content of the data by reviewing it all. Recent work aimed
to make heterogeneous clinical data better accessible (for search or
other processes) by means of structured semantic annotation with
concepts of well established medical ontologies like RadLex, the
FMA, SNOMED CT or others. For instance, the Theseus MEDICO
project1 aims at the automatic extraction of descriptive content of
medical images for better integration into clinical processes as e.g.
decision making. Approaches for semantic annotation range from
automatic image parsing (Seifert et al., 2009) and information extra-
ction DICOM headers and structured reports (Möller et al., 2009)
to (aided) manual approaches (Wennerberg et al., 2008), (Channin
et al., 2010) and (Rubin et al., 2008). In the MEDICO project a
dedicated Annotation-Schema, the MEDICO-Annotation-Ontology
(Seifert et al., 2010), was created to store the annotations of clinical
data in a structured way in order to improve precision and recall in
information retrieval in comparison to simple key-word tagging as
pointed out in (Opitz et al., 2010). Moreover, in MEDICO, anno-
tations were used to classify lymphoma patients according to the
Ann-Arbor staging system which relies mainly on the location of
enlarged lymph nodes (Zillner, 2009).

So the good news is that great progress has been made concerning
the extraction of annotations. The problem however is that these

∗To whom correspondence should be addressed: hei-
ner.oberkampf.ext@siemens.com
1 http://theseus-programm.de/en/920.php

annotations capture only descriptive information of its content, i.e.
the observations made, the findings discovered, the various sym-
ptoms identified2. Though in practice clinicians often want to search
for higher level information, e.g. disease information. Consider the
diagnostic process: after a CT-scan a clinician looks for findings
indicating certain diseases he suspects the patient might have. For
instance, the clinician looks for cancer-indicating findings or sym-
ptoms in the CT image series. The problem is that even though
existing medical ontologies encompass information about diseases
and symptoms, knowledge about their interrelations is missing.

Today methods for capturing and exploiting the information about
semantic relation between symptoms, for instance CT-image anno-
tations describing findings, and their associated diseases are mis-
sing. Thus, the search for cancer-indicating findings is only possible
through a search for specific finding as e.g. ”enlarged mediastinal
lymph nodes” or ”enlarged spleen” assuming that the clinician is
informed about likely symptoms of a disease. However, clinicians
are usually experts in one particular domain, leading to a lack of
prior knowledge about the interrelations of symptoms and diseases
in case certain diseases are no longer in the scope of their expertise.
In other words, there is a clear danger that the information about the
relevance of identified symptoms remains overlooked or misinter-
preted, leading to wrong or not appropriate treatments, etc. Thus, the
relevance-based highlighting of information about clinical observa-
tions in the context of likely diseases supports clinicians to improve
their treatment decisions.

Within this paper, we introduce a use case scenario in the domain
of clinical diagnose that relies on the seamless interpretation of
annotations by integrating formalized medical background know-
ledge about interrelations of diseases and symptoms. However, the
information about disease and symptom interrelations is not covered
by existing medical ontologies. We fill the missing link by proposing
a Disease-Symptom-Ontology that contains diseases, symptoms,
their relations and as many links as possible to established medi-
cal ontologies. As a disease-symptom ontology can be arbitrarily
complex, we need to be very specific about the scope and the goal
of the proposed ontology. The contribution of this paper is to detail
the knowledge model as well as the knowledge engineering steps of
the first version of the ontology model that aims to fulfil the requi-
rements of our use case scenario: the aim here is to infer likely
diseases based on patient annotation data, helping the clinician in
the diagnosis. After the automatic detection of an initial set of fin-
dings and corresponding diseases, this information can be used in
differential diagnosis, where the clinician intends to either exclude
or strengthen particular diseases. So the first list of symptoms and
likely diseases in turn indicates to check for further symptoms. E.g.
”enlarged lymph nodes” indicates to check for B-symptomatic i.e.

2 We exchangeably use the terms symptom, sign, finding and observation.
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weight loss, fever and night sweat). Understanding available sym-
ptom annotations in the context of diseases improves the process
significantly as the clinician will not miss any findings and sym-
ptoms of diseases that might be out of his (main) expertise. Through
our application that relies on the Diseases-Symptom-Ontology we
are able to make the likely diseases of the patient explicit, which
again improves and accelerates the diagnostic process. Based on
a clinical evaluation of the implemented use case, we identified
further knowledge requirements for the model.

In Section 2, we will first sketch the related work of clini-
cal decision support systems and medical ontologies as well as
discuss in Section 3 the medical background-knowledge that is
required for interpreting clinical annotations with respect to likely
diseases. Section 4 shows how the medical knowledge can be repre-
sented in a Disease-Symptom-Ontology. By means of a prototype
implementation we evaluate our approach and identify further kno-
wledge requirements for the model (Section 5). We conclude with
an outlook of the future work.

2 RELATED WORK
2.1 Clinical Diagnostic Support
Although various clinical diagnostic support systems have been rea-
lized (for a comprehensive overview we refer to the open-clinical
website3), they are either tailored to a particular type or range of
diseases, e.g. cardiac diseases (K and Singaraju, 2011) or aim to effi-
ciently access and integrate to (only) external medical knowledge
resources, such as the access to evidence-based best-practices4 or
the access to relevant international studies and publications5. More-
over, various standalone decision support systems for clinical dia-
gnosis, such as MYCIN (Shortliffe, 1976), CASNET (Kulikowski
and Weiss, 1982), DXplain6 or other expert systems for diagno-
sis have been developed that require manual input of symptom and
finding information to infer a set of likely diseases.

2.2 Medical Ontologies
We also analysed existing medical ontologies like SNOMED CT,
FMA, RadLex and DOID with respect to disease-symptom relati-
ons. The Human Disease Ontology (DOID) consists of about 8000
diseases structured in a hierarchy, SNOMED CT provides a huge
vocabulary of clinical terms, the Foundational Model of Anatomy
(FMA) – a detailed description of the anatomy, RadLex – a stru-
ctured terminology for the radiological domain . . . However none
of them contains diseases and symptoms and the relation betw-
een them, such that we could use the information to analyse our
annotations with respect to diseases. E.g. SNOMED CT contains
”Hodgkin-Lymphoma” and ”lymphadenopathy” but no relation in-
between. The only relation we have is that the ”lymph node stru-
cture” is FindingSiteOf ”Hodgkin-Lymphoma” as well as ”lymph
node structure” is FindingSiteOf several types of ”lymphadenopa-
thy”. The Human Disease Ontology gives us a good hierarchy of

3 http://www.openclinical.org/dss.html
4 ZynxAmbulatory: http://www.zynxhealth.com/Solutions/
ZynxAmbulatory.aspx
5 LeitsymptomNavigator: http://www.albis.de/home/news/
nachricht-anzeigen/browse/3/datum////-1e3591bb94/?tx ttnews%
5BbackPid%5D=255&cHash=f625030d5cc0c3ad26d76d1a406e1945
6 http://lcs.mgh.harvard.edu/projects/dxplain.html

diseases and even though DOID aims also at ontological treatment
of diseases and diagnosis (Scheuermann et al., 2009) relations to
symptoms, if present, are hidden in a owl:AnnotationProperty cal-
led ”def” as text. For lymphoma there are no symptoms specified in
DOID.

3 MEDICAL BACKGROUND KNOWLEDGE
Medical Ontologies provide a comprehensive and well structured
vocabulary, which allows to describe precisely the content of images
and reports in annotations. When we want to use these descriptive
annotations (observations made, findings, symptoms) in clinical
decision support systems, we need to interpret them. Existing medi-
cal ontologies however contain most of their information in their
class-hierarchy. They do not have enough relations of symptoms to
other relevant concepts as e.g. diseases, examinations or medication.
In particular, existing ontologies can’t be used to infer likely disea-
ses, plan further treatments or control therapy results and medication
effects based on annotations describing findings.

Similar to the cognitive decision process of clinicians, who rely
on their experience and expertise, we take medical background kno-
wledge to automatically interpret the findings and symptoms in
order to integrate them in aforementioned clinical processes. In the
first use case we aim to make annotations useful in diagnosis. Pre-
dominantly we need the relations between symptoms and diseases.
This background knowledge is used to make likely diseases expli-
cit (see figure 1). Knowing likely diseases makes it easier to plan
next examinations. Further, the clinician gets an overview of what
symptoms of certain disease are present without going through all
images and reports. Especially this helps the clinician not to miss
symptoms in the diagnostic process.

Fig. 1. From annotated patient data to diagnosis support: taking medical
background knowledge to interpret annotations.

Knowledge about the disease-symptom-relations can be found
in common clinical knowledge resources as for example ”Innere
Medizin” (G. Herold und Mitarbeiter), where about 300 diseases
are listed and described. Besides definition of the disease with cor-
responding symptoms, epidemiological information, classification,
risk-factors, clinical best practices for further treatment and therapy,
the typical age and other useful information can be found in ”Innere
Medizin”. Sometimes there is valuable extra-information as pro-
babilities for occurrence of symptoms (e.g. ”Hodgkin-Lymphoma”
has the symptom ”enlarged lymph nodes” with probability 85%) or
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hints for differential diagnosis (e.g. symptom ”enlarged mediastinal
lymph node” indicates differential diagnosis ”Hilus-Tbc”, ”Non-
Hodgkin-Lymphoma”, ”Bronchial carcinoma” and others). Some of
the symptoms are precisely specified (e.g. ”weight loss” more than
10% within the last 6 month).

4 THE DISEASE-SYMPTOM-ONTOLOGY
Our goal is to establish a knowledge model able to represent infor-
mation contained in Herold’s ”Innere Medizin” necessary for clini-
cal diagnosis. First of all this is the relationship between symptoms
and diseases. As we want to use this Disease-Symptom-Model for
the interpretation of annotations as shown in figure 1 we also cho-
ose to model the relations in an ontology with links to the medical
ontologies which are used for annotations. Figure 2 shows how the
Disease-Symptom-Ontology relates to other ontologies.

Fig. 2. Ontology architecture: the Disease-Symptom-Ontology has to be
linked to all medical ontologies used for annotation of clinical patient data.

The cornerstones of the Disease-Symptom-Ontology are the clas-
ses DiSy:Disease and DiSy:Symptom with subclasses for specific
diseases and symptoms. Additionally to the classes we have indivi-
duals for all diseases and symptoms to be able to relate symptoms
and diseases with the owl:ObjectProperty DiSy:hasSymptom and a
sub-property DiSy:hasLeadingSymptom. This approach is similar
to the one in RadLex, the FMA or other medical ontologies which
contain both classes and individuals. The relations should not be
understood in the way ”d always has symptom s” as this is not true
in the medical domain. At this point we avoid getting into techni-
cal questions like how to represent formally that a disease ”may” be
caused by something or that a disease ”may” show up by some sym-
ptom. For a good description of that problem we refer to (Rector
et al., 2008). Even though existing medical ontologies provide a
detailed description of the medical domain this link is still missing
as described in the related work section.

4.1 Establish Alignments
Linking the Disease-Symptom-Ontology to other medical ontolo-
gies has two reasons: firstly, this is necessary as we aim to interpret
annotations which are taken from them. Our second purpose is to
benefit from their structure (see structure import below). Figure 3
exemplary illustrates how symptoms of DiSy are linked to Rad-
Lex such that annotations can be interpreted in a disease-context: a
CT-image annotated with RadLex-concepts ”enlarged” and ”facial
lymph node”: we infer that the image shows a lymphoma-indicating
finding but not a colorectal-cancer-indicating.

Links to other ontologies: Basically we hold the identifiers of
the referenced concepts with owl:AnnotationProperty relations

Fig. 3. A CT-image showing a lymphoma-indicating finding.

like DiSy:hasDOID, DiSy:hasRadLex ID, DiSy:hasFMA ID and
DiSy:hasSNOMED ID. This way of referencing works well if
there exist corresponding concepts. However, finding correspon-
ding concepts is generally difficult, so we take several approaches
of linking concepts. We always try to link to single corresponding
concepts but additionally we may link to two concepts, the one defi-
ning the location or parameter and the other – the modification:
examples are ”lymph node” and ”enlarged” or ”carcinoembryonic
antigen” and ”raised”. If we do not find one single corresponding
concept for a symptom, this is the only way of linking:
DiSy:Enlarged_mediastinal_lymph_node
DiSy:hasSNOMED_ID SNOMEDCT:52324001;
DiSy:hasAnatomicalRegion_RadLex RID28891;
DiSy:hasModifier_RadLex RID5791.

Here SNOMED CT has a corresponding concept SNOME-
DCT:52324001 (”mediastinal lymphadenopathy”), whereas Rad-
Lex has no single one, so we need to take the two conce-
pts RID28891 (”mediastinal lymph node”) and RID5791 (”enlar-
ged”) with respective relations. Using two links is similar to the
annotation-techniques in the MEDICO project. Indeed, many dif-
ferent links to the ontologies allow us to recognize better the
symptoms described in the MEDICO-annotations. The recognition
is done through querying the annotation data in the following way:
in the Disease-Symptom-Ontology we have a class DiSy:Patient and
an owl:ObjectProperty :showsSymptom for relating patients with
symptoms. Our query component searches for annotations, repre-
senting symptoms as shown in figure 3. If such annotation data is
found, let’s say for a symptom S, then a triple ”patient :showsSym-
ptom S” is added to our ontology. As we do not need direct matches
of annotations and symptoms (as illustrated in figure 3) one can see
that through the referenced ontologies we fan out our symptoms
to all subclasses of the linked concepts: even though DiSy does
not contain a symptom, which directly references ”enlarged” and
”facial lymph node”, these image annotations will be captured at
least as the symptom ”enlarged lymph node”, since ”lymph node”
is a superclass of ”facial lymph node”.

4.2 Importing Structure
As mentioned above we try to reuse knowledge from other medical
ontologies. In this section we describe how the subclass-structure
of DiSy is automatically created. All diseases are initially entered
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as simple sub-classes of DiSy:Disease, i.e. without any hierarchi-
cal information. Likewise for symptoms. The only information we
need to enter is the link to external ontologies. The big advantage
of importing the hierarchy is that we reuse existing knowledge. If
two referenced concepts in an external ontology (for diseases e.g.
to DOID) stand in a sub-class relation, then we will enter a sub-
class relation between the referencing concepts of DiSy. This can be
achieved by a simple SPARQL CONSTRUCT statement. E.g. we
have two diseases ”Lymphoma” and ”Hodgkin-Lymphoma”, initi-
ally direct sub-classes of DiSy:Disease and with corresponding links
to DOID. Due to DOID ”Hodgkin-Lymphoma” is a sub-class of
”Lymphoma”, so this relation is added to our ontology. The subclass
relation in the external ontology does not have to be direct, but it
could also be a sub-class path. Symptoms are structured similarly
(see figure 4): ”Enlarged lymph node” and ”enlarged mediastinal
lymph node” - in RadLex we have a subclass path ”mediastinal
lymph node”, ”deep lymph node of thorax”, ”lymph node of tho-
rax”, ”lymph node of trunk”, ”lymph node”. As rdfs:subClassOf is
a transitive relation after RDFS-reasoning within RadLex ”mediasti-
nal lymph node” becomes a subclass of ”lymph node” so we make
”enlarged mediastinal lymph node” a subclass of ”enlarged lymph
node”. This is done again by SPARQL CONSTRUCT statements.

Fig. 4. Getting the subclass-hierarchy from established ontologies.

The structure import is done only once so that its computational
effort can be accepted.

5 PROTOTYPICAL IMPLEMENTATION
5.1 Inference of likely Diseases
Given a patient with an initial set of symptoms (explicitly represen-
ted within the patient’s annotations), we are aiming to infer a ranked
list of likely diseases. From the Disease-Symptom-Ontology and the
initial set of symptoms we can derive a list of likely diseases and in
a second step for each disease a set of related symptoms. After ali-
gning the annotation data with the set of related symptoms the set of
related symptoms can be split into three categories for each disease:

• Present symptoms: symptoms for which corresponding anno-
tations were found.

• Absent symptoms: symptoms which were under inspection
but did not show up (e.g. ”no enlarged lymph nodes in neck-
area”). Absent symptoms are of high importance as they allow
a clinician to exclude certain diseases.

• Open symptoms: symptoms without any corresponding anno-
tation data. These symptoms haven’t been examined yet and
need to be targeted next.

This information forms the basis for inferring a ranked list of
likely diseases, but there are more factors with influence on the
ranking: e.g. information about leading-symptoms, the intensity or
novelty of symptoms, the age- and sex-specific incidence propor-
tion7 of a disease and risk-factors due to other diseases or life-style
(e.g smoking). Most of this knowledge is also contained in Herold’s
”Innere Medizin” and we included such knowledge with the help of
owl:DatatypeProperties.

The weighting of the different factors is still a topic of the
ongoing discussions with our clinical partners, but the basic idea
is to measure how well the patient’s symptom information matches
the typical symptomatology of some given disease in terms of pre-
cision and recall. Additionally, we provide the clinician with a
”good graphical overview” about likely diseases with drill-down
possibilities.

5.2 Scope and Features of the Prototype
In the first implementation we focused on five diseases, for which
we already have annotated patient data from the MEDICO pro-
ject: Hodgkin lymphoma, non-Hodgkin lymphoma, reactive lym-
phadenitis, colorectal carcinoma and diverticulitis. In interviews
with clinicians we identified about 40 symptoms with relations to
these diseases. Additionally, the clinicians listed so called leading
symptoms (cardinal symptoms) for each disease.

As mentioned above the absolute and relative amount of present
and absent symptoms is most important for creating a ranked list
of likely diseases, where leading symptoms are weighted stronger.
In this demonstrator we used a stacked bar diagram to show the
absolute and relative amount of present and absent symptoms as
well as leading symptoms (see figure 5). Information about risk-
age and adapted incidence proportion is given additionally. Through
hovering over the chart the clinician can see lists of the present,
open and absent symptoms. Another tab gives a ranked list of open
symptoms helping the clinician to plan next examinations.

5.3 Clinical Evaluation
In interviews with clinicians we got a positive feedback: infer-
ring likely diseases shows the usefulness of annotations for clinical
decision support. The graphical visualization and especially the pos-
sibility to get an overview of open symptoms helps to plan further
examinations. Based on the prototype implementation the clinicians
could explain what questions should be addressed next. Due to their
feedback it would be of high relevance to include information about
time-sequences of symptoms in order to detect their development,
see differences between examinations and avoid inclusion of too old
patient-data. Further, they see a need in representing the intensity
of present symptoms and e.g. the amount of enlarged lymph nodes
(1, 2, many). Additionally, the clinicians pointed out it would be
extremely helpful to create a connection between medication and
symptoms. Relying on the subclass hierarchy of medical ontologies
is problematic: on the one hand there still exist simple errors like

7 The incidence proportion is the number of new cases within a specified
time period divided by the size of the population initially at risk (Source:
Wikipedia)
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Fig. 5. Prototype implementation with graphical overview of present, open
and absent symptoms and leading symptoms.

underlined in (Rector et al., 2011), on the other hand – subclas-
ses do not always represent their superclass in a symptom-relevant
sense. E.g. in SNOMED CT ”intended weight-loss” is a subclass
of ”weight-loss” (a symptom for lymphoma). Patient data annotated
with the concept ”intended weight-loss” will create a triple ”:patient
:showsSymptom :weight-loss”. We cannot avoid that in a general
way as we will not analyse all subclasses of referenced symptoms.

5.4 Revised Knowledge Requirements
We learned from the evaluation that we have to adjust our querying
component in order to keep track of the time-sequence of the sym-
ptoms. This can be done easily as this information is contained in
the MEDCIO-annotations, which are structured after studies with
time-stamps. Basically we have to replace the relation ”patient sho-
wsSymptom S” by a blank node construction holding also a date,
the finding id, intensity etc. found in the annotations. Especially the
finding id could be used to address the subclass-problem mentioned
above, because this helps to track how we have come to specific pre-
sent symptoms. In summary we set the following requirements for
an enhanced Disease-Symptom-Ontology and application making
use of it for clinical decision support:

• Temporal information is highly important in clinical diagno-
sis. The model has to represent the temporal relevance of
symptoms, when and how long a symptom was present. This
should allow to track the development of symptoms.

• Inconsistency handling: situations where annotations are con-
tradicting each other (report: ”no enlarged lymph nodes”,
image: ”enlarged mediastinal lymph node”) have to be pre-
sented to the clinician in an adequate way. Inconsistent sets of
present and absent symptoms are hints for a deeper inspection.

• Represent a more fine-grade significance values of symptoms
in addition to ”leading symptoms” and the intensity of sym-
ptoms (1, 2, many enlarged lymph nodes).

• Extend the coverage of the model to examinations and medi-
cation.

6 CONCLUSION
Our approach of building a initial ontology referencing to the
relevant medical ontologies is well suited to understand annota-
tions with respect to symptoms and diseases. The description of
symptoms with the help of links makes our ontology flexible for fur-
ther applications. However through evaluation we identified several
necessary enhancements, concerning the coverage and expressivity
of the model. In future work we will address the listed require-
ments. Our long term aim is to build a generic context model for
a more flexible and context-dependent interpretation of annotations
under consideration of different medical background knowledge as
illustrated in figure 1.
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ABSTRACT
Cross-ontology concept subsumption relationships facilitate the

integration of ontologies by explicitly defining the generalization of
a concept over other concepts in different ontologies. However,
existing methods for discovering these relationships show poor
performances and one of the problems is the lack of instance
data in ontologies that can be used to identify cross-ontology
subsumptions reliably. To address the problem, we present a novel
method, SURD (SUbsumption Relation Discovery), which uses
annotations on biomedical text corpora for populating ontologies with
instances. Subsumption relationships between pairs of concepts are
then determined based on their shared instances. SURD shows
good performance when applied to biomedical ontologies, achieving
precision values of 0.786 and 0.729 for cross-ontology subsumptions
between the ontology pairs GRO-UMLS Metathesaurus and GENIA-
UMLS Metathesaurus respectively. As a practical application,
we used SURD’s subsumptions for automated ontological corpus
annotation and achieved F-measures of 0.693 and 0.783 on the
GRO and GENIA corpora respectively. These results are superior to
the results of using subsumption relations inferred from equivalence
relations (F-measures of 0.569 and 0.645) and subsumption relations
identified with Hearst patterns (F-measures of 0.002 and 0.096).

1 INTRODUCTION
Ontologies are continually being developed to model sub-domains
of the biomedical sciences. While the proliferation of ontologies
brings about greater expressivity in knowledge representation, it
also creates a new problem in knowledge sharing. Applications
using different ontologies face inter-operability issues when
relationships (e.g. equivalence, subsumption) between concepts
in different ontologies are not explicitly stated. The process of
discovering relationships between concepts in different ontologies
is known as Ontology Alignment (Euzenat and Shvaiko, 2007) and
extensive research has been performed in this area. However, the
majority of existing Ontology Alignment research focuses solely
on the discovery of equivalence relationships between concepts in
different ontologies. Equivalence relationships alone are insufficient
to fully support inter-operability, especially in the Biomedical
Science domain where ontologies are often orthogonal (Ghazvinian
et al., 2010) and few concepts from different ontologies are
semantically equivalent. Subsumption relationships complement the
equivalence relationships by explicitly stating the generalization of

∗To whom correspondence should be addressed:
watsonchua@pmail.ntu.edu.sg

a concept over other concepts. In this paper, our objective is to
find subsumption relationships directly, without inferring them from
equivalence relationships.

For example, consider the integration of two populated
ontologies, O1 and O2, and a query of listing all instances of Ci

in the integrated ontology where Ci is originally a concept in O1.
The answers of the query consist of the instances of Ci and its
descendants in O1, as well as the instances of O2 concepts which
are semantic equivalences and descendants of Ci. We can find some
of the O2 instances by using equivalence relations between O1 and
O2 concepts. For example, if there is an ancestor concept of Cj ,
Cja, which is equivalent to Ci or one of its descendant concepts,
Cid, we can infer through description logics that Cj v Ci:

Cj v Cja ≡ Cid v Ci

However, it is not always possible to find equivalent concepts Cid

and Cja that act as bridges for inferring meaningful subsumption
relations. For example, if two ontologies are orthogonal, it is
most likely that only a few top-level concepts (e.g. Thing) are
shared by the two ontologies, and the subsumption relations of such
generic concepts are not very useful for knowledge sharing. We will
show that there are many subsumption relations between biomedical
ontologies that cannot be deduced from equivalence relations and
that they are highly useful for inter-operability between ontologies.

We propose an instance-based technique, SURD (short
for SUbsumption Relations Discovery) to find cross-ontology
subsumption relations directly. This technique determines whether
a subsumption relationship exists between a pair of concepts based
on the common instances they share. However, many existing
ontologies are schema ontologies with no instances (Ehrig et al.,
2005). We resolve this issue using a novel technique that uses
ontological annotations on biomedical literature as instances. Apart
from ontology integration, subsumption relations can also be used
for (semi-) automatic ontology annotation. This is most useful in
the biomedical domain in which comprehensive lexical resources
like UMLS exist. We further elaborate this application in Section 5.

The outline of the paper is as follows: Related work is presented
in Section 2. Section 3 describes the SURD technique that finds
subsumption relations between different ontologies while in Section
4, we describe the experiments we carried out and present the
results. We show applications of our technique in Section 5, before
finally concluding the paper in Section 6.
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2 RELATED WORK
The discovery of relationships between concepts in different
ontologies has been extensively researched and previous works
have been surveyed in (Euzenat and Shvaiko, 2007) and (Chua
and Goh, 2010). Techniques like ASMOV (Jean-Mary et al.,
2009) use logical inference on equivalence relationships to find
subsumption relationships as explained in the Introduction. The
subsumption relations found using these techniques have poor
coverage as there are many cases where subsumption relationships
can exist without equivalence relationships. We address this issue
by proposing an instance-based approach. van Hage et al., 2005
make use of text corpora for finding subsumption relations by
using Hearst patterns (Hearst, 1992). While Hearst patterns
work well in the general domain, their effectiveness is limited
when the domain is restricted to a specialized domain like the
biomedical domain where authors can safely assume that readers
have sufficient background knowledge. Therefore, the type of an
entity is seldom explicitly specified using such Hearst patterns as
“Ci such as/including/especially Cj” where Ci and Cj are concepts
from different ontologies. We tested the Hearst patterns on 1200
biomedical documents and could find less than 20 subsumption
relations between concepts from ontologies of our interest (see
Section 5 for details). In contrast, SURD shows much better
coverage for biomedical ontologies.

Instance-based methods (Doan et al., 2004; Kirsten et al.,
2007) have been used for finding equivalence relationships between
ontologies. However, these techniques cannot be widely applied
due to the difficulties in finding common sets of instances shared
by ontology-pairs. By using different ontological annotations on
the same set of biomedical documents, we are able to alleviate
the problem and allow instance-based techniques to be applied for
finding both equivalence and subsumption relationships.

Spiliopoulos et al., 2010 use machine learning to find
subsumption relations in the absence of instances. A model is
trained using intra-ontology subsumption relations in a pair of
ontologies before applying the trained model to concept-pairs in the
two ontologies to find cross-ontology subsumption relations. The
approach, known as Classification-Based Learning of Subsumption
Relations (CSR), is effective if both ontologies have similar
hierarchical structures. However, the biomedical ontologies we
analyze in this paper have quite different structures: For example,
the UMLS Metathesaurus’ hierarchical structure is rather flat,
considering its size, but GRO has a relatively deep hierarchical
structure. The SURD approach does not face this problem since it
is able to populate the ontologies with instances and is not heavily
dependent on the structures of ontologies.

3 METHODOLOGY
Given a pair of ontologies Oi and Oj , we want to find all triplets
< Ci, R,Cj > where Ci ∈ Oi, Cj ∈ Oj and R ∈ {≡
,@,A,⊥}. Ci ≡ Cj means that Ci and Cj are equivalent
concepts. Ci @ Cj indicates that Ci is a sub concept of Cj ,
while Ci A Cj means the inverse subsumption relation. Ci ⊥ Cj

means Ci and Cj have no subsumption or equivalence relationship.
SURD discovers equivalence and subsumption relationships by
populating the ontologies with instances from textual annotations
and using heuristics based on the shared instances of two concepts

to determine if a subsumption relationship exists between them. We
give an outline of SURD in Figure 1.
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Annotator
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Ontology
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produces
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Match
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mentions
produces

Process

Data

Ontology

Input

(to process)

Legend

Fig. 1. Overview of the Subsumption Relations Discovery (SURD)
technique

3.1 Using Annotations as Instances
We propose to populate ontologies with annotated phrases of
text from publicly available biomedical literature. Two types
of resources can be used: 1) Corpora manually annotated with
ontology concepts (e.g. GENIA Corpus (Kim et al., 2003), GRO
Corpus (Kim et al., 2011)) and 2) automatic ontology concept
annotations by using tools such as MetaMap (Aronson, 2001),
which is based on the UMLS Metathesaurus, and the NCBO
Annotator (Jonquet et al., 2009), an ontology-independent tool.
In this paper, we compare the GENIA and GRO corpora, which
are based on the GENIA ontology and the Gene Regulation
Ontology (GRO) respectively, with the UMLS Metathesaurus-based
annotations by MetaMap.

Given a pair of ontologies Oi and Oj , a corpus P consisting
of n documents, and two annotators Ai and Aj which annotate
the documents using Oi and Oj , respectively, we annotate the
documents in P using Ai and Aj to get two annotated corpora
Pi and Pj . Each phrase (or mention) mα in document dβ of P
annotated with a concept Cγ ∈ Oi(j) is then made an instance of
Cγ . Essentially, our objective is to compare two sets of annotations
on the same set of documents to find out which pairs of concepts
are frequently used to annotate the same mentions as subsumption
relationships potentially exist between these pairs.

The first step of our method is to locate mentions annotated by
both annotators. This is not always straightforward because different
annotators have different guidelines for annotation, particularly with
regards to mention boundary. For example, given the sentence “spi-
B, like spi-1, was found to be expressed in various murine and
human hematopoietic cell lines...”, annotator A1 might annotate
the mention hematopoietic cell lines with the concept Cell while
annotator A2 might annotate the mention cell lines with the concept
Cell Line. In this example, cell lines and hematopoietic cell lines
refer to the same semantic entity and thus, the concepts Cell and

2
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Cell Line share the same mention and form a candidate pair for
subsumption. We consider two mentions to be matches if they have
the same head noun.

3.2 Finding Subsumptions based on Shared Instances
We use an indicator known as the Co-Annotation Ratio (CAR)
to determine subsumption relationships. The Co-Annotation Ratio
between two concepts Cp ∈ Op and Cq ∈ Oq , CARpq , computes
the ratio of mentions annotated with both Cp and Cq to the number
of mentions annotated with Cp, and is expressed by the following
equation:

CARpq =
|{mp|mp : Cp,mq : Cq,mp ≡ mq}|

|{mp|mp : Cp}|

where the notation m : C, defines m to be an instance of concept
C and mp ≡ mq is true if mp and mq are matched in the mention-
matching step. CAR is asymmetric and we compare CARij and
CARji in order to determine the relationship between Ci and Cj .
We propose the following heuristics using the two indicators to
determine the concept relation:

1. If CARij is high and CARji is low, then Ci @ Cj

2. If CARij is low and CARji is high, then Ci A Cj

3. If CARij is high and CARji is high, then Ci ≡ Cj

4. If CARij is low and CARji is low, then Ci ⊥ Cj

The first rule states that, if a large proportion of the instances
(or mentions) belonging to Ci also belongs to Cj but only a small
proportion of the instances belonging to Cj belong to Ci, then
Ci is highly possible to be a subsumee of Cj . In fact, this is a
relaxation to the definition of a subsumption relation which depicts
that Cα @ Cβ if and only if all instances of Cα are also instances
of Cβ . We introduce the relaxed heuristic in order to enhance the
sensitivity of subsumption relation identification. The second rule
represents the converse of the first. The third rule states that if a
large proportion of the instances belonging to Ci also belong to Cj

and vice versa, we consider the two concepts to be equivalent. This
method of statistical analysis allows us to identify both equivalence
and subsumption relations at the same time. Lastly, if both Ci and
Cj have large proportions of instances which are not common, Ci

and Cj are most likely disjoint. In SURD, we consider a CAR ≥ 0.5
to be high and a CAR < 0.5 to be low.

4 EXPERIMENT AND RESULTS
Experiments were performed on two pairs of ontologies using
two different corpora. The first is the GRO corpus with 200
PubMed abstracts and the second is the 2008 version of the GENIA
corpus consisting of 1000 PubMed abstracts. The two corpora
were manually annotated by human experts with concepts of
biological entities from two ontologies, namely the Gene Regulation
Ontology (Beisswanger et al., 2008), and the GENIA ontology (Kim
et al., 2006), respectively. 10400 mentions in the GRO Corpus
were manually annotated using 212 unique GRO concepts while
54533 mentions were manually annotated using 46 unique GENIA
concepts. We then annotated each corpus automatically using
MetaMap to get annotations based on the UMLS Metathesaurus.
17119 mentions in the GRO Corpus were annotated using 3063
unique UMLS concepts by MetaMap while 99626 mentions in the
GENIA Corpus were annotated using 5796 unique UMLS concepts.

Since the Metathesaurus is not a formal ontology1, we adopted the
OWL version of the Semantic Network ontology2 and extended it
by adding the Metathesaurus concepts used by MetaMap in the
annotation of the GRO Corpus and the GENIA Corpus to get
two ontologies, UMLSGRO and UMLSGENIA, respectively3.
SURD is then used to discover subsumptions between GRO and
UMLSGRO , and also between GENIA and UMLSGENIA.
Henceforth, we use UMLS to indicate either UMLSGRO or
UMLSGENIA when the corpus being referred to is clear.

The three ontologies were chosen because they have different
granularities. The GENIA ontology is a coarse-grained ontology
with leaf concepts which are general like Protein Molecule and
Carbohydrate. On the other hand, the Metathesaurus has a wide
coverage and its leaf concepts are mostly fine-grained and very
specific (e.g. p56 and Glucose). Therefore, we can expect to find
many subsumption relations between the two ontologies. GRO is
relatively coarse-grained, as compared to the Metathesaurus, but
has very specific concepts regarding the domain of gene regulation.
We show that SURD works well with the domain-specific ontology
GRO as well as with the generic GENIA ontology.

The output of SURD is a set of triplets ASURD(Oi, Oj) =
{< Ci, R,Cj >}. We evaluated this output ASURD(Oi, Oj)
by measuring the precision of a randomly chosen subset
AR

SURD(Oi, Oj) through manual validation by a biologist. We
were not able to measure the recall as we do not have a complete
reference set of subsumption relations between GRO-UMLS and
GENIA-UMLS. Since subsumption relations can be inferred from
equivalence relations, we also mark the triplets in ASURD(Oi, Oj)
which are inferrable from equivalence relations. This allows us to
find the discovered subsumption relations which are not redundant
and truly useful. The steps taken in our evaluation are as follows:

1. Finding relations in ASURD(Oi, Oj) that are inferrable from
equivalence relations
a. We use BOAT (Chua and Kim, 2012), a matcher for finding

equivalence relations, to find all equivalence relations
between Oi and Oj to get ABOAT (Oi, Oj).

b. ABOAT (Oi, Oj) is expanded to include subsumption
relations which can be inferred from equivalence relations.
For each equivalence correspondence Ci ≡ Cj , we add the
relations Cid @ Cja and Cia A Cjd for all Cid and Cjd,
descendants of Ci and Cj , respectively, as well as all Cia

and Cja, which are ancestors of Ci and Cj , respectively.

c. Triplets in ASURD(Oi, Oj) that are found in ABOAT (Oi, Oj)
are marked as inferrable.

2. Estimating the precision of ASURD(Oi, Oj)
a. Randomly select a subset of n triplets AR

SURD(Oi, Oj),
from ASURD(Oi, Oj).

b. A biologist familiar with the domain and ontologies
involved examines each concept pair (Ci, Cj) from triplet
< Ci, R, Cj >∈ AR

SURD(Oi, Oj) and assigns a relation
Rm ∈ {@,A,≡,⊥} to the pair.

1 http://www.nlm.nih.gov/pubs/factsheets/umlsmeta.html
2 http://krono.act.uji.es/people/Ernesto/UMLS SN OWL
3 The extended ontologies are available at http://nlp.sce.ntu.
edu.sg/SURD
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c. A triplet < Ci, R, Cj >∈ AR
SURD(Oi, Oj) is correct if

R = Rm.

d. Precision = Number of correct triplets in AR
SURD(Oi, Oj)

n

Table 1 shows examples of trivial (inferrable from equivalence
correspondences) and non-trivial subsumption correspondences
found by SURD where the source concept (from GRO or GENIA)
subsumes the UMLS concept in the same row. The correspondence
in row 1 is trivial because Cell from GRO is equivalent to Cell in
the Semantic Network (SN). Since Blood Cell is a subtype of Cell,
it can be inferred that Blood Cell v SN:Cell ≡ GRO:Cell → Blood
Cell v GRO:Cell. On the other hand, it is not possible to infer the
subsumption correspondence in row 3 because NF-kappa B is not a
subclass of any concept that matches GRO:TranscriptionFactor or
any of its descendants. SURD’s strength is that it is able to discover
subsumption correspondences even if there are no equivalence
correspondences linking concepts in the two ontologies. The list of
correspondences found using SURD can be downloaded from our
project Web site at http://nlp.sce.ntu.edu.sg/SURD.

Table 2 shows our evaluation results where we randomly selected
subsets of extracted relations and asked the biologist to manually
validate them due to the lack of reference dataset. SURD shows high
precisions of 0.786 and 0.729 for finding subsumption relations
between GRO-UMLS and GENIA-UMLS respectively. Note that
significant proportions of the relations correctly identified (42.3%
for GRO-UMLS and 86.6% for GENIA-UMLS) are non-trivial.
The percentage of correct non-trivial relations for GENIA-UMLS is
higher than that for GRO-UMLS because much fewer equivalence
relationships were discovered between GENIA and UMLS (19)
as compared to those for GRO and UMLS (79). With the high
precision and non-triviality on both ontology pairs, we used SURD
for automatic corpus annotations which we describe in the next
section.

No. Source Concept Source Ont UMLS Concept Trivial
1 Cell GRO Blood cell Y
2 Virus GENIA Sendai Virus Y
3 TranscriptionFactor GRO NF-kappa B N
4 Peptide GENIA Enkephalin N

Table 1. Examples of trivial and non-trivial subsumption relations found
by SURD

Relations Relations Correct Prec. Correct
Found Validated non-trivial

GRO-UMLS 1952 514 (26%) 404 0.786 171 (42.3 %)
GENIA-UMLS 5200 790 (15 %) 576 0.729 499 (86.6 %)

Table 2. Results of validation on relations found by SURD

5 AUTOMATIC CORPUS ANNOTATION
We make use of the subsumption and equivalence relations
discovered by SURD for automatic ontological corpus annotation.
This application is dependent upon UMLS, which is a well-known
lexical resource in the biomedical domain. By using MetaMap,

which automatically recognizes UMLS terms in text, we can locate
the instances of the UMLS Metathesaurus concepts and then link
them to the corresponding concepts of GENIA ontology and GRO
through the subsumption and equivalence relations. Note that we
can infer generalizations, but not specificities. In other words,
we can use CGRO w CUMLS relations, but not CUMLS A
CGRO relations. For example, we can infer that a mention NF
kappa B annotated with the concept Transcription Factor is also
a Protein if Transcription Factor @ Protein is true. However, we
cannot infer anything about the same mention from the subsumption
SOX9 @ Transcription Factor. The automatic annotation of
text with GRO concepts is a three-step process, as shown in
Figure 2. Sentences are first automatically annotated with UMLS
Metathesaurus concepts using MetaMap. Next, GRO concepts
which are equivalent to or more general than the UMLS concepts
are retrieved from the correspondences found by SURD. Lastly, the
retrieved GRO concepts are used to annotate the mentions which
their corresponding UMLS concepts were used to annotate.

The upstream region of the human homeobox gene HOX3D is a target for

regulation by retinoic acid and HOX homeoproteins.

The upstream region of the human homeobox gene

[UMLS: C1415679 (HOX3D)] HOX3D is a target for regulation by

[UMLS: C0040845 (Retinoic Acid)] retinoic acid and

[UMLS: C0242617 (Homeoproteins)] HOX homeoproteins.

The upstream region of the human homeobox gene

[GRO: Homeobox] HOX3D is a target for regulation by

[GRO: Organic Chemical] retinoic acid and

[GRO: Protein] HOX homeoproteins.

UMLS: C1415679 (HOX3D) < GRO: Homeobox

UMLS: C0040845 (Retinoic Acid) < GRO: Retinoic Acid

UMLS: C0242617 (Homeoproteins) < GRO: Protein

1) Annotate sentence with MetaMap

3) Convert MetaMap annotations to GRO annotations

using subsumptions

2) Look up subsumptions between UMLS and GRO

concepts

Fig. 2. Example of automatic ontological corpus annotation

To evaluate the performance, we use a cross-validation approach
where Precision, Recall and F-Measure are used as performance
measures. The following steps were carried out to evaluate SURD
when used for the automatic annotation of GRO Corpus with GRO
concepts by using MetaMap. The process was repeated for the
annotation of GENIA corpus with GENIA ontology concepts by
using MetaMap and any reference to GRO can be replaced with
GENIA for the second experiment.

1. Split the document sets, PUMLS and PGRO (i.e. the
GRO corpus annotated with UMLS and GRO concepts,
respectively), into 10 folds: F0, F1, . . . F9.

2. For each iteration t from 0 to 9, find the set of
triplets At

SURD(GRO,UMLS) using SURD, based on the
annotations in the documents in all folds but Ft.
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3. Filter At
SURD(GRO,UMLS) to keep only those triplets <

CGRO, R, CUMLS > where R ∈ {≡,A}
4. For each mention mi of fold Ft annotated with CUMLSi

by MetaMap in PUMLS , we annotate mi with each
concept CGROiα where < CGROiα,w, CUMLSi >∈
At

SURD(GRO,UMLS).

5. Consequently, a mention mi in fold Ft of PUMLS is annotated
with zero or more GRO concepts, which forms a set Xi =
{CGROiα|CUMLSi v CGROiα}. We use the reference
concept C′

GROi to determine if mi is cross-annotated correctly,
where C′

GROi is the concept used to manually annotate m′
i,

the matching mention of mi in PGRO . We find the average
Precision, Recall and F-Measure over all folds for a corpus
containing k mentions using:

• Precision = Σk
i |{CGROiα∈Xi|CGROiαwC′

GROi}|
Σk

i
|Xi|

• Recall = Σk
i |{C′

GROi|∃CGROiα∈Xi,CGROiαwC′
GROi}|

Σk
i
|{C′

GROi
}|

• F-Measure = 2×Precision×Recall
Precision+Recall

Automatic annotation was also performed using the subsumption
relations found by BOAT (as described in 4) as well as those found
using Hearst patterns. We were not able to compare with CSR as
the tool is not publicly available. After manually validating all the
Hearst patterns in the two corpora, we were able to find only 3
subsumption relations for GRO-UMLS and 14 for GENIA-UMLS.

Table 3 shows the performance of automatic ontology annotation
using subsumption relations from the three techniques. Though the
annotations made using BOAT’s inferred relations have the highest
recall for the GRO Corpus, it is achieved at the cost of precision.
Similarly, the high precision of the Hearst method on the GENIA
Corpus is achieved at the expense of recall. SURD has the highest
precision for the GRO Corpus, the highest recall for the GENIA
Corpus, and the highest F-measures for both corpora. The last row
of Table 3 shows the average distance between reference annotation
C′

GRO and its closest match CGRO identified using automatic
annotation, for all C′

GROs that have matches. An average distance
close to 0 means that the automatic annotations are mostly identical
to the manual annotations, while a large average distance means that
mentions are often matched to more general concepts than those
of manual annotations. SURD has very small average distances
for both corpora. This shows that in addition to having higher
coverage, automatic annotations using SURD are almost identical
to the manual annotations.

GRO UMLS GENIA UMLS
SURD BOAT Hearst SURD BOAT Hearst

Precision 0.866 0.491 0.8 0.839 0.843 0.896
Recall 0.577 0.664 0.001 0.735 0.539 0.050

F-Measure 0.693 0.565 0.002 0.783 0.658 0.096
Avg. Dist 0.038 1.4 0 0 3.1 1.0

Table 3. Automatic ontological corpus annotation results

6 CONCLUSION AND FUTURE WORK
We have presented a novel technique for discovering cross-ontology
subsumption relations which uses ontological annotations on

biomedical text corpora to determine subsumption relations between
concepts that share mentions. The relations discovered are highly
precise and have wide coverage and can thus be used for integrating
a pair of ontologies with minimal expert curation. We also showed
that they can be effectively used for automated cross-ontology
annotations on biomedical corpora. For future work, we plan to
apply SURD to other biomedical ontologies and also complement
the equivalence relations found by BOAT with the subsumption
relations found by SURD for the integration of ontologies populated
with annotations so as to effectively perform semantic querying on
biomedical literature.
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ABSTRACT 
The activities of organizing knowledge recorded in texts and obtaining 

knowledge from human experts – the knowledge acquisition process – 

are essential for scientific development. In this article, we propose 

methodological steps for knowledge acquisition, which have been 

applied to the construction of biomedical ontologies. The methodologi-

cal steps are tested in a real case of knowledge acquisition in the do-

main of the human blood. We hope to contribute to the improvement 

of knowledge acquisition for the representation of scientific knowledge 

in ontologies. 

 

1 INTRODUCTION  

Ontologies have been proposed as an alternative for creating 

representations of reality suitable for computers. At least 

four activities are essential in the development of ontolo-

gies: specification, knowledge acquisition, conceptualizatio 

and formalization. In knowledge acquisition (KA), the expe-

rience available in the literature of diverse fields mentions 

difficulties in communication between experts and profes-

sionals who deal with information (Boose, 1990). 

This article investigates the activity of KA within the 

scope of biomedicine. In order to explore the activity, we 

propose procedures for KA employing the best practices 

referenced in the literature. We systematize these proce-

dures in a list of methodological steps with the aim of test-

ing their feasibility in a real case.   

The empirical research is conducted within the scope of a 

biomedical project, focused on human blood. The know-

ledge acquisition results have been used in the development 

of a knowledge base for scientific and educational applica-

tions related to the human blood.  Descriptions of different 

stages of research are provided as examples throughout the 

article. The main contributions are the aforementioned list 

of steps and observations made in real situations with the 

aim of improving the KA performance. 

The remainder of this paper is organized as follows: sec-

tion 2 reviews the literature on KA. Section 3 explains the 

theoretical rationale, the systematization and tools that com-

pose the KA methodology. Section 4 presents comments of 

interest during the next phases of the research. Finally, sec-

tion 5 puts forward our final remarks. 

  
* To whom correspondence should be addressed: fabriciommendon-

ca@gmail.com 

2 BACKGROUND   

2.1 An overview of Knowledge Acquisition 

The KA activity generally includes the collection, analysis, 

structuring and validation of knowledge for representation 

purposes (Hua, 2008). It is an activity composed of a set of 

tasks that employ computer-based and manual techniques 

(Gaines, 2003; Boose & Gaines, 1989; Shadbolt, 2005). A 

multitude of definitions for KA can be found (Shaw & 

Gaines, 1996; Scott & Clayton, 1991; Payne et al, 2007) and 

the theories and methods that support KA activities rely on 

diverse academic research fields. Ways of acquiring and 

representing knowledge come from Computer Science 

(Compton & Jansen, 1989), Cognitive Science (Hawkins, 

1983), Linguistics (Campbell et al, 1998) and Psychology 

(Harris, 1976). 

2.2 Classification of KA techniques 

KA techniques can be classified into manual techniques and 

computer-based techniques (Boose, 1990). In general, the 

manual techniques are rooted in Psychology (Kelly, 1955) 

and computer-based techniques are classified as automatic 

or semi-automatic. KA can be classified according to the 

knowledge obtained in the process. The assumption that 

different methods of elicitation result in different types of 

knowledge is known as the differential access hypothesis 

(Hoffman et al, 1995). In addition, KA can be classified 

according to application methods such as protocol-

generation techniques, protocol-analysis techniques, matrix-

based techniques and sorting techniques (Shadbolt & Swal-

low, 1993). 

Protocol-generation techniques include interviews. The 

most well-known technique for interviews is the teachback 

technique (Hua, 2008; Shadbolt, 2005). Protocol-analysis 

techniques are used in the transcription of interviews in or-

der to identify different knowledge types. Matrix-based 

techniques involve the diagrammatic organization of prob-

lems. The most well-known technique is the repertory grid 

(Hua, 2008; Shadbolt, 2005). Sorting techniques are tech-

niques in which the domain entities are classified in order to 

check how an expert classifies the knowledge. The most 

well-known technique is card sorting (Hua, 2007; Hoffman 
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2 

et al, 1995). The Diagram-based technique consists of the 

creation and use of network representations, such as concep-

tual maps (Corbridge et al, 1994). A methodology for KA 

that combines card sorting and laddering can be employed 

in the construction of ontologies (Wang et al, 2006). 

2.3 KA in Biomedicine 

Natural Language Processing (NLP) techniques are com-

mon in the biomedical domain (Hersh, 2009; Verspoor et al, 

2006). These techniques can be divided into two main 

streams: the rule-based approach (Friedman et al, 2004; 

Hahn, Romacker & Schulz, 2002) and the statistical ap-

proach (Taira & Soderland, 1999; Sebastiani, 2002). 

A comparison between the two methods involved the test-

ing of systems using both approaches to the automatic cate-

gorization of MEDLINE abstracts (Humphrey et al, 2009) 

and found comparable results for most evaluated items. The 

results favored the statistical approach, though the authors 

suggested the combination of both approaches. 

3 METHODS 

3.1 Case study: knowledge context and domain 

This work explores the best practices in an ongoing KA 

scenario applied within the scope of the Blood Project (Al-

meida, Proietti & Smith, 2011), an information organization 

initiative in hematology. The project is taking place in a 

medical institution responsible for hematology and blood 

transfusion research and that offers healthcare services for a 

population of around 20 million people.  

3.2 Methodological steps 

In this section, we describe the list of steps for KA. Then, 

we present a synoptic table summarizing the tasks involved 

and systematizing the steps in the list, which was divided 

into four main phases: extraction, elicitation, validation and 

refinement. 

In the extraction phase we applied NLP techniques and 

tools in order to obtain candidate terms for the ontology. 

KA from texts consists of three main activities: construction 

of a corpus related to blood transfusion, codification of this 

corpus and information retrieval from the corpus.  

The subset of the corpus related to blood transfusion uses 

the manual of the American Association of Blood Banking 

(AABB) as a source. From the AABB website
1
 we down-

loaded thirty-two chapters that comprise the seventeenth 

edition of the manual. From this material, twenty-seven 

chapters were processed by the tool used for codification. 

This material was select as a sample according to the stage 

of the research underway when writing this paper. Certainly, 

in future works, diseases processes and clinical finding will 

be considered. 

  
1 Available at: <http://www.aabb.org>. Accessed: July 23, 2010 

In the activity of codification we employed Sketch En-

gine
2
, an online tool for the creation and analysis of linguis-

tic corpora. The fragmentation of the text into morphemes 

and the identification of the grammatical classes are auto-

matically performed. 

After the codification activity, we proceeded with the in-

formation retrieval from the corpus with the aim of identify-

ing terms used to describe blood transfusion procedures. In 

order to do so, we used word suffixes common of medical 

terms (Lovis, Baud & Rassinoux, 1998) as such -apheresis, 

-centesis, -desis, -ectomy, -opsy, to mention but a few. Then, 

we built regular expressions using the Sketch Engine corpus 

query language, in order to retrieve terms related to proce-

dures, as well as the absolute frequencies that occur in the 

corpus.  

As a final task of the extraction phase, we analyzed the 

morphological productivity of the terms obtained using the 

British National Corpus (BNC)
3
 as a reference. The analysis 

consisted of comparing the frequency of each term in the 

corpus with its frequency in the reference corpus. In order to 

proceed with the morphological productivity analysis we 

used the AntConC
4
 tool. 

In the elicitation phase, we made use of the terms obtained 

in the extraction phase, which were employed as guidelines 

to start the contact with experts. This phase consisted of 

holding interviews and the application of KA techniques 

with experts, doctors, biologists and researchers. During the 

course of the interviews, sorting and matrix techniques were 

applied. The cycle that characterizes the clinical process, 

ranging from the development of an infectious disease 

through its treatment, was adopted to guide the approach 

taken with the experts. For modeling the domain, we 

adopted the disease as disposition approach, as proposed by 

(Scheuermann, Ceusters & Smith, 2009). The three major 

stages that comprise that cycle are: etiological process, 

course of disease and therapeutic response. In order to apply 

the described reasoning so far, a template was created in 

Protégé-Frames. 

In the stage called etiological process, there is a healthy 

human body with characteristics that are normal according 

to medical parameters. In the pre-clinical manifestation of 

the disease, the body develops disorders, which are bearers 

of dispositions. Such dispositions are naturally associated 

with the entities’ existence, for example, the disposition of 

the human body to get sick (Smith, 2008). There are 

changes in the patient already, but not noticed. The etiologi-

cal process stage can be represented as follows: 

ETIOLOGICAL PROCESS => produces => DISORDER 

=> bears => DISPOSITION. 

  
2 Available at: <http://www.sketchengine.co.uk/>. Access: Dec. 15, 2010 
3 Available at: <http://www.natcorp.ox.ac.uk/>. Access: Nov. 30, 2011 
4 Available at: <http://www.antlab.sci.waseda.ac.jp>. Access: July 23, 2011 
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The course of disease stage starts with the clinical manife-

station of the disease (disposition). At this moment, the dis-

order manifests itself through symptoms, which the patient 

is able to identify. Then, a doctor identifies the disease signs 

through a physical exam or through a report of the patient. 

In this stage, it is possible to determine the clinical pheno-

type, that is, the principal observable characteristic of that 

disease. The course of disease stage can be represented as 

follows: DISPOSITION => realized in => 

PATHOLOGICAL PROCESS => produces => 

ABNORMAL BODY FEATURES. 

In the therapeutic response phase, a sample is taken from 

the infected part of the body in order to perform laboratory 

tests. At this point, it is possible to establish a treatment plan 

so that the body may return to normality. The plan is the 

result of a diagnosis founded in the interpretative process of 

a clinical framework. The clinical framework is composed 

of symptom representation records as well as physical and 

laboratory exam results. The therapeutic response stage can 

be represented as follows: ABNORMAL BODY 

CONDITION => recognized as => SIGN AND SYMPTOM 

=> used in => INTERPRETATIVE PROCESS. 

The third phase of the proposed list of steps for KA, called 

the validation phase, uses wiki science tools for collabora-

tive validation of candidate terms for an ontology. After the 

elicitation phase, according to the knowledge obtained, can-

didate terms are transferred to a wiki to then be validated by 

experts online.  

The fourth stage of the proposed list of topics, called the 

refinement phase, uses a second template, also created using 

Protégé-Frames. The goal was to record information about 

how to integrate the different levels of granularity required 

to understand a disease and its manifestations. This integra-

tion involves obtaining the relations between parts of the 

body that a certain disease affects, the related genes and the 

related proteins. 

Finally, the steps put forward so far are gathered together, 

thus creating the list of steps for KA.   

Phase Task  Description 
Resources and 

people involved 

(1) 

Extrac-

tion 

1.1 build a 

corpus 

Create a corpus 

from texts  

-Medical texts  

-K. engineer 

1.2 codifica-

tion 

Automatically 

fragment texts 

-Sketch Engine tool 

-K. engineer 

1.3 informa-

tion retrieval 

Obtain terms 

through suffixes 

-Sketch Engine tool 

- K. engineer 

(2) 
Contact 

2.1 obtain 

knowledge  

Hold interviews 

with experts 

-Template Protégé  

and teachback; 

-K. engineer, experts 

2.2 know the 
terminology 

Identify ex-
perts’ rationale 

-Matrix Techniques 

-K. engineer and 

expert 

2.3 see ad-

hoc organiza-

tion 

Understand how 

experts sort 

concepts  

-Sorting techniques -

-Experts 

(3) 

Valida-

tion 

3.1 validate 

knowledge 

Obtain approval 

of terms ac-

quired 

-Wiki Page 

-Expert 

3.2 updating 

Update data 

after each vali-

dation 

Wiki Page 

K. engineer  

(4) 

Refine-

ment 

4.1 integra-

tion between 

granularities 

Characterize 

related genes, 

proteins, etc 

-Template Protégé 

-K. engineer 

4.2 connec-

tion with top-

level 

Connect data 

with other on-

tologies   

-Template Protégé- 

- K. engineer 

Table 1: KA list of steps proposed  

4 RESULTS 

One evident result is the methodological list of steps de-

scribed in the previous section, which has been tested and 

improved over the course of the research (Table 1).  

In the codification activity (extraction phase), from the texts 

selected 369,741 tokens were automatically identified and 

related to parts-of-speech. Subsequently, in the information 

retrieval phase, 57 terms related to blood transfusion proce-

dures were identified. Table 2 depicts the top-five terms 

from the set of 57 terms retrieved, which were used as a 

basis for starting interviews with experts: 

Term Frequency 

apheresis 124 

phlebotomy 32 

cytometry 20 

cordocentesis 16 

plasmapheresis 15 

Table 1: top-five terms retrieved and absolute frequency 

 

The rationale applied in the elicitation phase made it poss-

ible to understand the major stages of the disease manifesta-

tion. Table 2 presents an example of blood disease analysis 

following this rationale for Bernard-Soulier Syndrome: 

 
Etiological 

process 

inheritance of a defect in the platelet membrane recep-

tor that affects the hemostasis 

Disorder 

platelets with a glycoprotein Ib complex (GP Ib) ab-

normality, either quantitative (absence of GP Ib) or 

qualitative (mutation of GP1BA, GP1BB, GP9) 

Disposition  Bernard-Soulier Syndrome (A, B or C) 

Pathological 

process 

abnormal platelet adhesion to the extracellular matrix 

during the initial phase of plug formation 

Symptoms bleeding, hematomas 

Signs 
excessive bleeding, gingival bleeding, menorrhagia, 

purpura, epistaxis, gastrointestinal bleeding 

Table 2: KA reasoning applied to a blood disease 

 

An example of a Protégé-Frames template related to Ber-

nard-Soulier syndrome is depicted in Fig. 4. 
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Fig. 4. Protégé-Frames template with example about  blood 

disease 

 

Finally, it is worth mentioning that at the time this article 

was being written, the ontology developed in OWL had 

more than 300 classes and 50 properties, and practically all 

the methodological steps were up and running, providing 

data for different ontology parts.  

5 DISCUSSION 

In each stage of the KA process, as depict in Table 1, it is 

possible to identify issues to be discussed: 

i) The extraction stage was undertaken mainly by a know-

ledge engineer using NLP tools applied to sources suggested 

by experts. As a means of producing a list of relevant terms 

in a domain, the extraction was useful in preventing the 

knowledge engineers from having to start interviews from 

scratch. In general, the terms selected were useful for de-

scribing the domain according to the opinions of experts. 

ii) The contact stage is the heart of KA processes, since it 

is within this stage that experts share their knowledge. This 

stage was conducted as a cycle that involved interviews 

interspersed with attempts to understand the rationale used 

by experts to understand the phenomena in the domain. As 

part of this attempt, the knowledge engineer employed sort-

ing and matrix techniques. Regarding the interview based on 

an ontological disease model, it is worth reporting that the 

results were very reasonable, insofar as the experts approved 

of the framework organized in the etiological process, 

course of disease and therapeutic response proposed by 

Scheuermann, Ceusters, & Smith (2009). 

iii) The validation stage was conducted, in many cases, 

during the interviews, mainly in the beginning of the 

process when experts didn´t have experience with Wiki 

pages. In general, the validation confirmed the interviews 

and the teachback technique performed previously. It´s 

worth noticing that the difficulties in the validation stage did 

not occur among experts validating their own prior know-

ledge. Rather, the majority of cases of non-validity occurred 

when an expert evaluated the knowledge provided by anoth-

er expert. However, the differences did not seem irreconcil-

able. In many cases, experts suggested referring to their own 

scientific publications to resolve outstanding issues. 

iv) The refinement stage was conducted in the same way 

as the contact stage. Indeed, it was conducted as an inter-

view merged with work to understand the rationale behind 

and organization of the experts’concepts. When analyzing 

the results, one can conclude that this stage provides useful 

insights into the building of ontologies in terms of interope-

rability. This is because the refinement stage is based on the 

premise of connection to top-level ontologies. 

Observations made over the course of all these stages al-

lowed us to identify problems that occur in the KA process 

for which solutions have been sought as the research has 

continued. These problems are the result of the influence of 

the following factors:  

i) factors related to the expert profile, such as: training, 

experience and previous participation in similar projects, 

limitations in expertise;  

ii) contextual factors, such as: cultural, geographical, po-

litical and financial issues, lack of access to information 

sources and deficiency in organizational structure;  

iii) factors related to the interaction between expert and 

knowledge engineer, such as: short-term outlook (KA is 

seen as “additional work”) and domain complexity;  

iv) factors that make recording results difficult, such as: 

non-approval by the expert of the results of the activity and 

constant advancement in the scientific field. 

Concerning the proposed elicitation technique (section 

3.2), which is based on Scheuermann, Ceusters & Smith 

(2009), one can argue that there is a methodological pitfall 

when using a formal disease model to acquire knowledge. It 

could be argued that relevant domain knowledge could be 

missed by doing so, because what would be acquired is 

something of a pre-conceived frame of meaning. However, 

we observed that some sort of structure was required to 

conduct the activity and save time, mainly considering the 

limited availability of the experts. According to our expe-

rience in this study of case, knowledge missed for this rea-

son may be dealt with using complementary techniques. The 

interviewees were not constrained when talking and teach-

back techniques were employed to give them the chance to 

clear up misunderstandings and flaws. In addition, the onto-

logical disease model was used only to organize the inter-

view and to make notes, not in an attempt to formalize 

knowledge directly. 

The NLP techniques applied aimed at collecting candidate 

terms for the ontology, instead of trying to populate it di-

rectly. In this sense, the use of those techniques was impor-

tant to obtain a first list of candidate terms. Even though 
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NLP is not considered a good source for ontological know-

ledge, it may be useful when dealing with a large volume of 

material. Another issue when using NLP was the size of our 

sample: in order to build a significant corpus, one should 

have at least 10 million words, which are not available to us. 

6 CONCLUSION 

This article has proposed a list of steps for KA, which are 

based on techniques found in the literature. The steps in the 

list has been tested, proving their viability. The work de-

scribed includes a project in which research was conducted 

to identify the best practices for and difficulties in perform-

ing the KA activities with hematology experts within the 

scope of creating an ontology. The list of steps is a partial 

result that has been improved based on direct observation.  

One conclusion we could draw from the overall expe-

rience is that KA is a very time-consuming and expensive 

process. This may explain why it is neglected in many cas-

es. In future work, we intend to further clarify in which con-

text each technique is most suitable. This could be done 

with assistance from experts, taking in account their time 

limitations. Regardless, in this case study, some techniques 

were chosen, as was mentioned in last column of Table 1. 

The list of topics has been successfuly applied in other re-

lated domains. It appears to be a systematized alternative for 

creating ontologies using a rational means of approaching 

experts. 

ACKNOWLEDGEMENTS 

This work is partially supported by Fundação de Amparo à 

Pesquisa do Estado de Minas Gerais (FAPEMIG), Governo 

do Estado de Minas Gerais, Brazil, Rua Raul Pompéia, 

nº101 - São Pedro, Belo Horizonte, MG, 30.330-080, Brazil. 

This work partially supported by CNPQ (Conselho Nacional 

de Pesquisa e Desenvolvimento) 

REFERENCES 

Almeida, M.B., Proietti, A.B., AI J., Smith, B. The Blood Ontology: an 

ontology in the domain of hematology. (2011) Proccedings of ICBO.  

Boose, J.H. Knowledge acquisition tools, methods, and mediating represen-

tations. In: Japanese Knowledge Acq. for KBS, JKAW, 1. 1990.  

Boose, J.H and Gaines, B.R. Knowledge Acquisition for Knowledge-Based 

Systems. 1989. Machine Learning, v. 4, p. 377-394. 

Campbell, K.E. et al. Representing thoughts, words, and things in the 

UMLS. J Am Med Inform Assoc., v. 5, n. 5, p. 421–31, 1998. 

Compton, P.  and Jansen, R. A philosophical basis for knowledge acquisi-

tion. Knowledge Acquisition. European KA for KBS. 1989.  

Corbridge C, Rugg G, Major N, Shadbolt N.R, Burton A. Laddering: tech-

nique and tool use in knowledge acquisition. J. of  Knowledge Acqui-

sition, 1994, p. 315-341. Available from: https://blog.itu.dk/SLR-

F2010/files/2010/07/paper-1-pages-1-12-15.pdf  

Friedman, C, Shagina, L., Lussier, Y., Hripcsak, G. Automated encoding of 

clinical documents based on NLP. Journal of the American Medical In-

formatics Association. 2004 Sep-Oct;11:392-402. 

Gaines, B.R. Organizational Knowledge Acquisition. In: Handbook on 

knowledge management. Birkhäuser: Springer. 2003, 700 p. 

Hahn, U., Romacker M., Schulz, S. Medsyndikate - a natural language 

system for the extraction of medical information from findings reports. 

International Journal of Medical Informatics. 2002;67:63-74. 

Harris Z. On a theory of Language. The Journal of Philosophy, v. 73, n. 10, 

p. 253-276 1976.  

Hawkins, D. An analysis of expert thinking. International Journal of Man-

Machine Studies. v. 18, p. 1-47, Jan. 1983 

Hersh, W. Information Retrieval: A Health and Biomedical Perspective 

3ed: Springer 2009. 

Hoffman, R.R., Shadbolt, N.R., Burton, A.M., Klein, G. Eliciting know-

ledge from experts. Organizational Behavior and Decision Processes. 

v. 62, n.2, 1995. pg 129-158.  

Hua, J. Study on Knowledge Acquisition Techniques. 2nd Inter. Symp. on 

Intelligent Information Technology App. 2008.  

Humphrey, S.M., Neveol, A., Browne, A., Gobeil, J., Ruch, P., Darmo-

ni,SJ. Comparing a Rule-Based Versus Statistical System for Automat-

ic Categorization of MEDLINE Documents According to Biomedical 

Specialty. J Amer Soc for Inf Sci and Tech. 2009 Dec; 60:2530-9. 

Kelly, G.A. The psychology of personal constructs. New York: Norton, 

1955. 

Lovis, C., Baud, R., Rassinoux, A.M., Michel, P. A., Scherrer, J.R..(1998). 

Medical dictionaries for patient encoding systems: a methodology. Art. 

Int.in Medicine. Vol. 14, Issue 1, pp. 201-214. 

Milton, N., Clarke, D., Shadbolt, N. Knowledge engineering and psycolo-

gy. Int. J. of Human-Computer St., v. 64, n. 12, p. 1214-1229. 2006. 

Payne P.R, Mendonça E.A, Johnson S.B, Starren J.B. Conceptual know-

ledge acquisition in biomedicine: a methodological review. J Biomed 

Inform. 2007. v 40, n. 5, p. 82–602.  

Sebastiani, F. Machine learning in automated text categorization. ACM 

Comput Surv. 2002 Mar; 34:1-47. 

Scott, A.C., Clayton, J.E., Gibson, E.L. A practical guide to knowledge 

acquisition. Addison–Wesle, 1991, 509 p. 

Shadbolt, N. Eliciting Expertise. In: Evaluation of Human Work. Ed. Tay-

lor & Francis. 2005.  

Shadbolt, N., Swallow, S. Epistemics: Knowledge Acquisition. Shaw, 

M.LG. and Gaines, B.R. Soft.Engineering Journal, 1996. p. 149-165. 

Smith, B. New Desiderata for Biomedical Terminologies. In Munn, K.; 

Smith, B. (Ed.). Applied Ontology. Frankfurt: Verlag. 2008. pp. 21-39 

Scheuermann, R.H., Ceusters, W., Smith, B. Toward an ontological treat-

ment of diasease and diagnosis. Proceedings 2009 Summit on Transl. 

Bioinf., San Francisco, CA, pp. 116-120.  

Taira, R.K and Soderland, S.G. Statistical natural language processor for 

medical reports. J.  Am. Med. Infor. Ass. 1999:970-4. 

Verspoor, K., Bretonnel, C. K., Goertzel, K., Mani, I. Linking natural lan-

guage processing and biology: towards deeper biological literature 

analysis.  BioNLP ’06: 2006; Morristown USA: ACM; 2006. p. iii-iv. 

Wang Y, Sure Y, Stevens R, Rector, A. Knowledge elicitation plug-in for 

Protégé: Card sorting and laddering. In: The Semantic Web, ASWC, v. 

4185, p. 552-565, 2006.  Available from: 

http://dx.doi.org/10.1007/11836025_53 



 

 1 

Requirements and Strategy for the Development of a Pediatric 
Drug Ontology 

Rachel Richesson1,*, Jyotishman Pathak2 , Wendy McLeod3, Ginger Blackmon4, Kendra Vehik3 
1Department of Informatics, Duke University School of Nursing, Durham, NC, USA 

2Department of Health Sciences Research, Mayo Clinic College of Medicine, Rochester, MN, USA 
3Pediatrics Epidemiology Center, University of South Florida College of Medicine, Tampa, FL, USA 

4Wellhealth Pharmacy, Jacksonville, FL, USA 
 

 
ABSTRACT 
Clinical and epidemiological researchers across all medical special-
ties need tools and knowledge representations to support the classi-
fication, aggregation, and analysis of medication data. The National 
Drug File Reference Terminology (NDF-RT), a named standard for 
classifying medications, is developed by the US Department of Vet-
erans Affairs (VA) as an extension to their National Drug File, which 
is the master list of drugs prescribed to VA patients, which are 
adults. NDF-RT is organized as a multi-axial hierarchy with addition-
al relations between ingredients, medications, chemical structures, 
mechanism of action, and therapeutic indications. We describe our 
experience applying NDF-RT to a dataset of encoded medications 
that were collected from an international cohort of over 8,000 chil-
dren. Our data-driven approach allows us to extract selected NDF-
RT sub-classes of a researcher-provided concept of “antibiotics”. 
We believe that a subset of concepts and relationships from NDF-
RT will be sufficient to support pediatric research analyses involving 
classes and properties of medications, and that an NDF-RT subset 
relevant to pediatrics will be more easily adopted by clinical investi-
gators and epidemiologists, thereby promoting standardization of 
drug classifications. Researchers from all domains would benefit 
from informatics tools utilizing ontologies to support data cleaning 
and analysis that is explicit, valid, and repeatable. We predict that a 
pediatric drug ontology view can be extracted from the NDF-RT 
reference ontology, and we hope for feedback from the ontology 
community on ways to advance this idea. 

1 INTRODUCTION  
Large multi-site data-rich research projects for complex 
diseases involve numerous data analyses conducted by  
different investigators and analysts associated with the stud-
ies. Likely, the data sets that are generated by these large 
research studies will be shared (in a de-identified manner) as 
publicly available data resources after the studies are com-
pleted. All of the data analysts affiliated with the studies and 
future data users from the community would benefit greatly 
from resources that can support the consistent classification 
of data for aggregated analyses. Despite the potential for 
ontologies to support consistency, quality and efficiency of 
data analyses, they are not yet widely applied in most re-
search analysis settings.  
 
We are currently evaluating the use of an existing reference 
terminology (the National Drug File Reference Terminolo-
gy, NDF-RT) to enable consistent and reproducible ap-
proaches to analyzing medication data. Our previous work 
suggests that while NDF-RT is a suitably comprehensive 
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drug classification ontology for pediatric medications, it is 
too complex for routine or single disease-specific analytic 
needs. We assert that the use of ontologies to support data 
analysis will require context-specific subsets of entities that 
relate to a given dataset, and relationships that relate to a 
given analysis plan or analytic approach.  
 
2 BACKGROUND  
 
2.1 International Diabetes Research  
The incidence of Type 1 diabetes (T1DM) is increasing 
worldwide. The reason(s) for this increase remain un-
known. (Vehik, Hamman et al. 2007) Researchers propose 
that multiple risk factors, including genetic predisposition, 
diet, body size, seasonality, infectious agents (primarily 
viruses) and geography, in addition to autoimmunity, are 
involved in the etiologic mechanism. The roadmap to under-
standing this complex disease entails: 1) identifying early 
life risk factors associated with autoimmunity and progres-
sion to T1DM; 2) investigating how changes in identified 
risk factors over time contribute to the changing incidence 
of T1DM; and 3) exploring hypothesized gene-environment 
interactions. (Vehik, Cuthbertson et al. 2011) The collection 
and analysis of medication data is an essential aspect for all 
of these research foci.  
 
The Environmental Determinants of Diabetes in the Young 
(TEDDY) epidemiologic study of T1DM is funded by a half 
dozen organizations [see acknowledgement] to explore ge-
netic-environmental interactions in relation to the develop-
ment of T1DM. (TEDDY Study Group 2008) Over 8,600 
newborns identified to be at genetic risk for T1DM are be-
ing followed for 15 years for the appearance of diabetes-
associated autoantibodies and T1DM, with documentation 
of early childhood diet, child and maternal medications, 
infections, vaccinations, and psychosocial stressors. Study 
subjects are recruited across six clinical centers worldwide 
(Finland, Germany, Sweden and three in North America). 
Stool samples are collected monthly until 4 years and then 
biannually thereafter to measure bacterial, viral, dietary, 
chemical, and pharmaceutical biomarkers. The TEDDY 
study is in its 6th year - just recently completing the 5-year 
recruitment phase.  
 



Richesson  et al. 

2 

Multiple investigators have begun to analyze TEDDY data. 
The TEDDY study consists of 8 Principal Investigators and 
more than 60 study investigators from 4 nations organized 
into 9 subcommittees that address the 12 primary research 
questions and dozens of concurrent analyses on various re-
search questions and topics of interest on TEDDY. This has 
already led to multiple duplicative and error-prone efforts 
by TEDDY working groups manually classifying reported 
medications into various drug classes. In the absence of a 
standard classification system for aggregating finely coded 
instances of medication data, we are seeing ad-hoc classifi-
cations by multiple TEDDY working groups. This is ineffi-
cient for the study as a whole, makes analyses difficult to 
replicate, and provides no guidance for the infinite number 
of secondary users of these data when they become a public 
resource at the end of the study. A standard ontology for 
drug classification, such as NDF-RT (Brown, Elkin et al. 
2004), can enable standardized approaches to medication 
data grouping and analysis, thereby supporting comparabil-
ity across studies, interpretation/synthesis of research find-
ings, and meta-analysis. We explore and characterize the 
use of a subset of NDF-RT to support an explicit ancillary 
research question using TEDDY study data.  
 
2.2 Standards for Naming and Classifying Drugs in the 
TEDDY Study  

As of this writing, the TEDDY study has more than 2 mil-
lion data points on 8,677 infants and children. The number 
will grow during the next ten years of the study. Of these 
data, there are approximately 200,000 instances of reported 
medications, coded using RxNorm, representing over 300 
unique ingredients.  
 
RxNorm is a nomenclature for clinical drugs produced by 
the U.S. National Library of Medicine (NLM). (Nelson, 
Zeng et al. 2011)  RxNorm contains the names of prescrip-
tion and many nonprescription formulations approved for 
human use (primarily in the USA). An RxNorm clinical 
drug name reflects the active ingredients, strengths, and 
dose form comprising that drug. When any of these ele-
ments vary, a new RxNorm drug name is created as a sepa-
rate concept identified by a concept unique identifier 
(RxCUI). Consequently, to distinguish between such drug 
entities, RxNorm uses ‘term types’ (TTYs) that represent 
categories for generic and branded drugs. While it does pro-
vide extensive coverage for drug entities, RxNorm does not 
offer a sensible way to aggregate or classify clinical drugs 
or active ingredients for analysis. Despite this limitation, 
RxNorm was chosen as the coding system for the TEDDY 
study because of its inclusion of pediatric medications, regu-
lar maintenance by the NLM, including daily updates from 
the US Food and Drug Administration (FDA) and linkages 
to commercial pharmacy management information system 
knowledge bases.  
 

Similar to RxNorm, NDF-RT includes lists of medications 
(ingredients and packaged products), but these are limited to 
those medications in the VA formulary, which does not 
serve pediatric populations. NDF-RT, however, does con-
tain a multi- axial hierarchical knowledge structure for or-
ganizing drug classes. In particular, NDF-RT uses a descrip-
tion logic-based formal reference model that groups drugs 
and ingredients into the high-level classes for Chemical 
Structure (e.g., Acetanilides), Mechanism of Action (e.g., 
Prostaglandin Receptor Antagonists), Physiological Effect 
(e.g., Decreased Prostaglandin Production), drug-disease 
relationship describing the Therapeutic Intent (e.g., Pain), 
Pharmacokinetics describing the mechanisms of absorption 
and distribution of an administered drug within a body (e.g., 
Hepatic Metabolism), and legacy VA-NDF classes for 
Pharmaceutical Preparations (VHA Drug Class; e.g., Non-
Opioid Analgesic). (Nelson, Brown et al. 2002)  
 
NDF-RT is freely and publicly available through the NLM 
Unified Medical Language System (UMLS) (Bodenreider 
2004) and the NCBO BioPortal. (Noy, Shah et al. 2009)  
 
Our previous research (Richesson, Smith et al. 2007) using 
data from 2004-5 showed that RxNorm included codes for 
virtually all of the unique active ingredients (282/284 = 
99%) from over 5,000 medications reported for over 1,200 
children. This demonstrates the utility of RxNorm as a cod-
ing scheme for pediatric drugs, and the high coverage of 
RxNorm for pediatric and international medications validat-
ed the choice to use RxNorm in TEDDY, despite its limita-
tions in organizing and classifying medications. Approxi-
mately 12% of unique drug ingredients reported in the 
TEDDY study did not have RxNorm codes, and hence could 
not be automatically mapped to NDF-RT classes using the 
UMLS mappings. As of December 2011, the TEDDY study 
data contained more than 200,000 instances of reported 
medications on 8,111 study participants.  
 
Recognizing the important and different functions of 
RxNorm and NDF-RT and the need to navigate between 
them, the US NLM provides and updates mappings between 
these two systems as part of its UMLS. The mappings be-
tween RxNorm and NDF-RT are specified primarily be-
tween ingredients and clinical drugs. A graphical represen-
tation of the underlying RxNorm and NDF-RT information 
models, including multiple-inheritance reference hierarchies 
and named sets of medication concepts at different levels of 
abstraction can be found in Pathak and Richesson (2010). 
Their graphical representation also depicts the mapping rela-
tionship between RxNorm and NDF-RT systems using the 
ingredients and clinical drug linkages. Additional details 
about how the mappings between different information enti-
ties were traversed in this work can be found in Pathak, 
Murphy, et al. ( 2011).  
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3. APPROACH  
 
3.1 Case study – Antibiotic medications and diabetes  

Our work is an early evaluation of the coverage and feasibil-
ity of using NDF-RT classes to aggregate medication data 
coded at the ingredient level. Our assessment of NDF-RT is 
in the context of an explicitly defined ancillary research 
question and a specific dataset that was generated for 
TEDDY data to answer the question of whether early expo-
sure to antibiotics is related to the presence and taxa of in-
testinal bacteria. The analysis data set includes 90 TEDDY 
subjects enrolled from all 6 clinical centers. These subjects 
were part of the highest HLA risk group in the TEDDY 
study and had provided stool samples from 3-18 months of 
age (making them eligible for the ancillary study by virtue 
of complete data). Among other variables (e.g., identifiers, 
patient demographics and characteristics, laboratory data on 
organisms present in stool culture, and laboratory data relat-
ed to seroconversion to pre-diabetes), the data set for the 
ancillary study includes medications (as reported by parents 
at quarterly visits) encoded using RxNorm at the ingredient 
level. The investigators wanted to examine whether or not 
exposure to drugs with antibiotic properties impacts the di-
versity of intestinal bacteria found in TEDDY patients in 
different countries, as well as determine whether or not ex-
posure to antibiotics changed the patterns of bacteria from 
specific functional groups over time. Modified Chi square 
tests and Poisson models have been used to support the 
analyses of stool sample and clinical data to identify differ-
ences within subgroups of TEDDY subjects. Using the se-
lected hierarchical relationships from the NDF-RT ontology, 
we have transformed medication data into a dichotomous 
variable that can be fed into these and subsequent analysis 
by TEDDY investigators.  
 
A total of 203 unique medication products were included in 
the analysis data set; 143 had RxNorm codes. For mapping 
the RxNorm ingredients to NDF-RT classes we developed a 
simple algorithm leveraging the RxNav and NDF-RT web 
services provided by the NLM. Simplistically, we explored 
the linkages between the clinical drug and ingredient con-
cepts of RxNorm and NDF-RT. However, such a traversal is 
not trivial due to issues around misspelled drug names, lack 
of explicit relationships between RxNorm term types, as 
well as gaps in coverage across both the drug terminologies. 
(Chute, Pathak 2010) To address this issue, our algorithm 
adopts a 2-stage approach: in the first stage, it traverses the 
direct linkages between RxNorm SCD (Semantic Clinical 
Drug) and IN (Ingredient) concepts to corresponding clini-
cal and drug and ingredient concepts in NDF-RT for identi-
fying an appropriate VHA Drug Class. However, if this step 
fails either due to lack of mappings, or corresponding con-
cepts, Stage II of the algorithm is pursued. In this second 
stage, the algorithm leverages chemical ingredient(s) infor-
mation available for a particular drug product to assign 

NDF-RT drug classes. In particular, for a given drug prod-
uct in RxNorm, this stage first identifies all the RxNorm and 
NDF-RT ingredient concepts for the drug product. The 
method then determines the drug product(s) in NDF-RT that 
contain only those NDF-RT ingredient concepts identified 
from the first step by traversing the child and sibling nodes 
in the hierarchy, and extracts the corresponding VA Drug 
Classes. The specifics of the algorithm used are described 
elsewhere. (Pathak, Murphy 2011)  
 
We used NDF-RT January 12, 2010 release that has been 
synchronized with the RxNorm January 04, 2010 release. 
The mappings between RxNorm and NDF-RT entities be-
tween “Clinical Drug” and “Pharmaceutical Ingredient” 
were obtained from the respective source files using the 
unique identifiers for the concepts contained in the source 
files. We used a Microsoft Excel spreadsheet to document 
the classification, recoding, and expert review of the NDF-
RT classifications. It is important to note that the grouping 
“antibiotic” has important clinical meaning and significance 
to TEDDY investigators, yet NDF-RT does not have a sin-
gle class called ‘antibiotics’. [NDF-RT does have several 
related classes such as ‘antimicrobials’, ‘anti-infectives’, 
and ‘topical antibiotics’ that must be combined to aggregate 
data into a clinically meaningful class called ‘antibiotics’.] 
Using the NDF-RT Bioportal, we identified the classes of 
NDF-RT that could be considered as ‘antibiotics’. The ap-
propriateness of these classes was verified by TEDDY in-
vestigators, but it is worth noting that other investigators 
might construct different “antibiotic” groupings (for exam-
ple, including or excluding topical anti-bacterials), based 
upon their particular research context and objectives. 
 
Using a small set of 339 unique reported medications, we 
limited the number of NDF-RT classes that need to be con-
sidered as having antibiotic properties. Using these 
RxNorm-encoded medications and the UMLS mappings 
between RxNorm and NDF-RT, we extracted the asso-
ciated NDF-RT parent classes in a particular hierarchy (the 
VA legacy class hierarchy) that is clinically oriented. We 
then used the NCBO Bioportal interface to traverse the hier-
archy to determine if these data-driven classes are descend-
ants of classes that we considered to have antibiotic proper-
ties. When the data-driven classes matched those NDF-RT 
antibiotic property classes, then we manually classified that 
medication ingredient as an antibiotic on our Excel spread-
sheet.  
 
We created a new dichotomous variable in the spreadsheet 
called “Antibiotic” (yes/no), and coded this as yes for all the 
RxNorm-coded medications that fell into the set of selected 
antibiotic-related classes. We then validated the resulting 
relationships by having a domain expert verify that each of 
the TEDDY reported medications that we classified as anti-
biotic could indeed be classified as such. We identified a 
domain expert who is a trained and license pharmacist prac-
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ticing in a commercial setting. Resource constraints pre-
vented us from using more than one expert reviewer. The 
reviewer was instructed to review a list of 143 unique medi-
cations on a spreadsheet and agree or disagree with our clas-
sification of the drug as an antibiotic.  
 
Additionally, we asked the domain expert to view the list of 
60 reported medications that were underspecified – e.g., 
“unknown antibiotic”, “unspecified steroid” - to see if any 
could indeed be considered as antibiotics.  (These under-
specified medications are not precise enough to have 
RxNorm codes and hence were not mapped NDF-RT class 
or subsequent classification as an antibiotic.)   
 
 
4. RESULTS  
 
The 90 subjects in the data set for the proposed analysis on 
antibiotic use and intestinal bacteria diversity included 143 
unique RxNorm ingredients which mapped to NDF-RT 
classes that are subclasses of antibiotic related classes. The 
NDF-RT antibiotic-related subclasses found in our sample 
are shown below.  
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
The domain expert agreed with our automatic antibiotic 
classification with all but 2 records of the 143 medications 
reported. One case was acyclovir, which is an antiviral. We 
had erroneously included this in our list of antibiotic classes. 
Similarly, the expert reviewer disagreed with our classifica-
tion of Triclosan as an antibiotic. The review did consider it 
an antibiotic but clarified it as a topical, rather than systemic 
antibiotic. In addition, of the 60 reported medications that 
did not have RxNorm codes and that could not automatical-
ly be mapped to an NDF-RT class, the expert reviewer iden-
tified 5 that would be considered antibiotics and 2 that ex-
hibited antibiotic properties.  
 
 
5. DISCUSSION  
 
This preliminary study builds upon our previous work and 
shows the potential of using existing tools to link precise 

coding systems to less granular reference terminologies to 
support a variety of secondary analyses and users. The use 
of a broad reference terminology as a medication domain 
ontology to support various research questions will require a 
systematic approach to assembling (data driven or expert 
selected) classes from the ontology to create groupings of 
significance to the end users. For example, the 'antibiotic' 
class is not reified in the NDF-RT and must be aggregated 
from subtypes that must be combined to aggregate data into 
a clinically meaningful class called ‘antibiotics’. It is likely 
that not all experts would agree on such an aggregation for 
all diseases and contexts. Even in this small study, the ex-
pert consultant wished to make more fine grained distinc-
tions in a few cases. Further experience and future automa-
tion of our methods could facilitate a standardized and con-
sistent approach to a multitude of secondary data analyses 
across a variety of disease domains and research contexts. 
 
Brewster et al. (2004) argue that a data corpus is the most 
accessible form of knowledge, and make the case for an 
ontology evaluation approach based upon data-driven eval-
uations.  They propose several quantitative methods to eval-
uate the congruence of an ontology with a given corpus (or 
data set) in order to determine how appropriate it is for the 
representation of knowledge in that given domain.  We ar-
gue that the re-creation and automation of our approach 
using many pediatric data sets can produce quantitative 
measures of NDF-RT ‘fitness’ as well as identify areas 
where the ontology should grow. We propose that a combi-
nation of multiple analysis questions and actual pediatric 
data can enable the extraction of  data-driven views of NDF-
RT, which (if broad enough in scope) can generate a broadly 
relevant Pediatric Drug Ontology view of NDF-RT. This 
paper presents a sensible strategy for extracting a Pediatric 
Drug Ontology from the NDF-RT and RxNorm resources. 
By reusing these resources to extract the view, interoperabil-
ity can be maintained with other research efforts using these 
resources.  
 
Our work also shows the importance of identifying the dis-
tinction between ontologies and reference terminologies. 
NDF-RT is a reference terminology, aimed at coverage of 
drug term usage, as such, it does not always obey good on-
tological principles (e.g., “catch-all” categories such as "An-
ti-Infectives, Other" and informal relations such as "may-
treat"). As such, it is not clear at this time whether the ex-
tracted view would be a Pediatric Drug Ontology or a Pedi-
atric Drug Reference Terminology, but we look forward to 
community feedback on the distinction and pros and cons of 
each.  
 
For creating a full-fledged pediatric drug ontology "view" 
based on NDF-RT, we suggest the vSPARQL (Shaw, Lan-
don, et al. 2011) ontology view creation platform. By ex-
tending the Semantic Web query language SPARQL, 
vSPARQL enables application of specific views over RDF 

ANTIBACTERIAL,TOPICAL  
ANTIBACTERIALS,TOPICAL OPHTHALMIC  
ANTI-INFECTIVES,OTHER  
AMINOGLYCOSIDES  
PENICILLINS,AMINO DERIVATIVES  
NITROFURANS ANTIMICROBIALS  
ERYTHROMYCINS/MACROLIDES  
ANTIVIRALS  
CEPHALOSPORIN 2ND GENERATION  
CEPHALOSPORIN 1ST GENERATION  
CEPHALOSPORIN 3RD GENERATION  
CHLORAMPHENICOL  
PENICILLIN-G RELATED PENICILLINS  
NITROFURANS ANTIMICROBIALS  
SULFONAMIDE/RELATED ANTIMICROBIALS  
TETRACYCLINES  
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(http://www.w3.org/RDF/) and OWL 
(http://www.w3.org/2001/sw/wiki/OWL) data representa-
tions. Since NDF-RT is modeled in OWL, we can identify a 
core set of NDF-RT classes that are relevant to TEDDY, 
and create a sub-graph based on vSPARQL recursive query-
ing capabilities. This sub-graph will provide the foundation 
for the pediatric drug ontology "view", which will be manu-
ally reviewed and refined, where necessary. This automated 
approach could be repeated using different datasets, and 
could also be used to develop quantitative metrics for evalu-
ating ontology coverage or fitness of the NDF-RT for vari-
ous data sets, study populations, and research contexts. 
 
Though we conducted this research and demonstration man-
ually, research on automating this technique would be of 
value to several communities.  Future work could allow 
these selected relationships to be more readily implemented 
into statistical and analytical tools. Our approach can allow 
the views to be extended and collaboratively authored. The 
central storage (perhaps on the NCBO BioPortal) and auto-
mated access to the ontology view would allow the main 
ontology to grow and evolve as needed by the greater bio-
medical research community, and also allow the same 
methods and tools to be used to identify important drug 
class relationships that will facilitate future and repeated 
analyses. We are submitting proposals for funding of this 
approach. We look forward to the feedback of the ontology 
community on our strategy and results.  
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ABSTRACT 

Background: Although ontology naming conventions have been 
proposed by policy makers, the lack of tool support for testing and 
enforcing naming practices has hindered widespread compliance. 
We have developed OntoCheck, a Protégé plugin, which allows 
testing labels in an ontology on naming inconsistencies. 

Objective: We report on initial experience in applying the tool in 
different settings and show that OntoCheck contributes to quality 
assurance in a test-set of ontologies. 

Methods: We apply OntoCheck in four different ontology engi-
neering efforts and test a variety of different ontologies on preva-
lence of naming issues. For each, we analyze the percentages of 
class names and labels violating outlined conventions and correlate 
the check types to the set of OBO Foundry naming conventions.  

Results: Application of OntoCheck revealed that heterogeneity 
in class labels is still a common feature, even in release versions of 
ontologies, and that many of these could be detected and rectified 
by tool support. Nearly half of the OBO Foundry naming conventions 
could be assisted by OntoCheck, the remaining fraction relying on 
more complicated parsing and availability of lexica. Besides re-
quirements drawn from naming conventions themselves, mismatch-
es in string-based ontology alignment algorithms are identified as 
sanity check on the impact of labelling consistency. Analysing the 
prevalence of false positive and negative ontology alignment mis-
matches could prove valuable in deriving new naming conventions 
and test their effects in cross ontology harmonization efforts. 

Conclusion: Our results show that typographical and syntactical 
labelling heterogeneity can be improved by tool support. The appli-
cation of OntoCheck supports the verification of naming conventions 
and will ultimately ease string based ontology alignment. 

1 INTRODUCTION  

Although term labeling guidelines have recently made it 

into the ‘Ten Commandments of Ontological Engineering’ 

(Jansen & Schulz, 2011), and years after the introduction of 

ontology class naming conventions (NC) (Schober et al., 

2009) by the OBO Foundry (Smith et al. 2009), typographic 

and lexical variance still persists to be a potential source for 

heterogeneity in and between ontologies. But consistent 

naming is not a mere aesthetic requirement, as it has been 

shown to 

 increase introspection of the intended meaning at 

data annotation time, 

 increase readability within ontology class hierar-

chies, 

  
* To whom correspondence should be addressed: schober@imbi.uni-

freiburg.de 

 foster communication in collaborations with exter-

nal projects to ensure effective maintenance of 

modularity and orthogonality, and 

 avoid errors and increase precision and recall in au-

tomatic ontology matching and alignment algo-

rithms that rely on lexical/string-based similarity 

measures. 

To promote the application and verification of naming con-

ventions, we complemented the Protégé 4 Editor
1
 with tool 

support, the OntoCheck plugin
2
, extending its curation abili-

ties to help cleaning up an ontology with regard to labeling 

inconsistencies. Besides metadata completeness checks, its 

main capabilities target the comparison of class names and 

labels against self-defined or stored typographical and lexi-

cal naming patterns. Detected violations can be corrected to 

foster consistency in entity naming within an artifact or be-

tween import-dependency structures. 

Within this paper, we summarize first experiences in apply-

ing OntoCheck in a variety of practical use cases and differ-

ent ontology engineering efforts. OntoChecks functionalities 

are compared to the requirements of the OBO Foundry set 

of naming conventions. We provide an outlook on future 

strategies to justify naming conventions and verify require-

ments for tool support. 

Our main intention is to report initial findings, testing the 

tool on a variety of OWL ontologies and briefly reporting 

on the prevalence of labeling issues and naming convention 

violations found in the tested ontologies, as well as discuss 

potential future tool enhancements. 

2 METHODS 

2.1 Requirement Collection: Ontology Matching 

In order to draw real-life examples of synonym variance 

across ontologies, we surveyed string-based alignment 

mismatches found in the Ontology Alignment Evaluation 

Initiative (OAEI)
3
. Of the 18 matching algorithms, we 

  
1 The Protégé Ontology Editor and Knowledge Acquisition System: 

http://protege.stanford.edu/, last accessed 20.01.2012 
2 The OntoCheck Plugin: http://www.imbi.uni-

freiburg.de/ontology/OntoCheck/, last accessed 20.01.2012 
3 Ontology Alignment Evaluation Initiative - OAEI-2011 Campaign:  

http://oaei.ontologymatching.org/2011/, last accessed 20.01.2012 
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choose the three best, namely AgreementMaker (Cruz et al., 

2009), LogMap (Jiminez-Ruiz & Cuenca, 2011) and CODI 

(Noessner & Niepert, 2010), and looked at the exploited 

labels and the labeling problems that lead to mapping mis-

matches (false positives) or undetected matches (false nega-

tives). In addition the algorithm developers were asked via 

email to report on string mismatch examples. For each of 

these, we investigated if, and which naming conventions 

would have helped avoiding those mismatches and whether 

these could have been detected and curated via OntoCheck. 

2.2 Checked Ontologies  

Six ontologies were selected to be checked for labeling is-

sues via OntoCheck. Each author tested two ontologies from 

different engineering efforts, namely the DebugIT project
4
, 

BioTop
5
, GoodOD

6
, Aneurist

7
 and PatOMat

8
. The projects 

cover a wide thematic scope, i.e. from the biomedical do-

main over the educational domain up to the business do-

main. Inclusion criteria for the ontologies were that they had 

more than forty classes, were freely accessible in OWL and 

covered a wide range of domains and modeling-background 

philosophies. We here briefly describe the ontologies and 

their attitude to the naming conventions.  

Biotop
9
: This biomedical upper level ontology follows the 

OBO Foundry conventions, but uses semantic, instead of 

numeric IDs.  

DCO (Schober et al., 2010): This large ontology serves the 

semantic interoperability platform for the DebugIT project 

on antibiotics resistance prevention. It adheres to the OBO 

Foundry naming conventions amended with more detailed 

explicit naming conventions outlined in a design principle 

document. It uses semantic IDs instead of numeric ones. 

NTDO
10

: This tropical disease and epidemiology ontology 

adheres to the OBO Foundry naming conventions, but uses 

semantic instead of numeric IDs. 

GoodRelations (Hepp, 2008): A vocabulary for publishing 

product details and services on the web, suitable for search 

engines and mobile applications in the e-commerce context. 

GoodRelations is a small ontology (~40 classes), with so-

phisticated design, e.g. use of longer and shortcut relational 

paths impacting class naming. 

  
4 DebugIT: http://www.debugit.eu/, last accessed 20.01.2012 
5 BioTop A Top-Domain Ontology for the Life Sciences: 

http://www.imbi.uni-freiburg.de/ontology/biotop/, last accessed 20.01.2012 
6 The GoodOD Project, http://www.iph.uni-rostock.de/Good-Ontology-

Design.902.0.html, last accessed 20.01.2012 
7 @neurist – Integrated Biomedical Informatics for the Manage-ment of 

Cerebral Aneurisms: http://www.imbi.uni-freiburg.de/aneurist/ontology/ 
8 The PatOMat Project:  http://patomat.vse.cz/index.html, last accessed 

20.01.2012 
9 As above: BioTop http://www.imbi.uni-freiburg.de/ontology/biotop 
10 NTDO – Neglected Tropical Disease Ontology: 

http://www.cin.ufpe.br/~ntdo/, last accessed 20.01.2012 

Vehicle Sales Ontology
11

: A vocabulary with descriptors 

for cars, boats, bikes, and other vehicles, serving e-

commerce as complement to the GoodRelations ontology 

when applied in the respective field.  

Aneurist Ontology
12

: An ontology providing terminologi-

cal services for an integrated IT infrastructure for the neuro-

logical research and clinical care of intracranial aneuryisms. 

2.3 OntoCheck Application 

The OntoCheck plugin
13

 was applied to test and curate the 

selected ontologies within the Protégé 4.1 framework. 

For each ontology, we created, stored and applied a different 

set of checks. These were either self-employed in alignment 

to the specific requirements of the particular artifact, or 

were taken from the respective design principle documenta-

tions. Absolute counts and the percentages of found classes 

violating the checks were measured. Found labeling incon-

sistencies were rectified directly or submitted to the respec-

tive curators for later amendment. The outcome of this anal-

ysis has been collated in Tab. 2-4. A more elaborated list 

and supplemental material can be found on our webpage
14

. 

2.4 Tested Naming Conventions 

After checking the ontologies on conformance to their own 

respective naming practices, we investigated whether On-

toCheck can help to enforce the 16 published naming con-

ventions of the OBO Foundry (Schober et al., 2009). This 

test was done by mapping the ontology-specific tests onto 

their respective equivalents within the Foundry. These 

served as a proxy to test each numbered convention, i.e. if 

OntoCheck could be used to detect violations of this con-

vention type. We tracked the reason, where conventions 

could not be supported by the tool in its present state.  

3 RESULTS 

3.1 Mismatch Examples drawn from OAEI 

Although the complete table of mismatch pairs drawn from 

the Ontology Alignment Evaluation Initiative (OAEI) can 

be found on our website, we here list a few examples, to-

gether with proposals for naming conventions expected to 

alleviate the mismatches (Tab.1). The naming conventions 

from the last column which can be tested with OntoCheck 

are described in Section 3.3. 

 

Reference  Label Ontol-

ogy A 

Label Ontology 

B 

Mismatch Reason NC 

  
11 Vehicle Sales Ontology: http://www.heppnetz.de/ontologies/vso/ns, last  
12 @neurist – Integrated Biomedical Informatics for the Manage-ment of 

Cerebral Aneurisms: http://www.imbi.uni-freiburg.de/aneurist/ontology/, 

last accessed 20.01.2012 
13 The OntoCheck Plugin: http://www.imbi.uni-

freiburg.de/ontology/OntoCheck/, last accessed 20.01.2012 
14 As above 
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Bodenrei-

der, 

2005 

MA:tendon NCI:Tendon One refers to bone, 

one to muscle tis-

sue 

1.2, 3.2 

Bodenrei-

der 

2005 

MA: cervical 

vertebra 1 

NCI: C1 Verte-

bra 

Unresolved acronym 3.4, 2.1 

Svab, 

2008 

Associat-

edChair 

Chair One is a person role, 

one is an object 
1.2, 3.2 

Cruz, 

2009 

MA: prostate 

gland 

smooth 

muscle 

NCI:gallbladder 

smooth mus-

cle tissue 

Refer to different 

muscles 

3.1 

Cruz, 

2009 

FMA:Trapezoi

d 

NCI:Trapezoid First refers to bone, 

latter to tissue 

1.2, 3.2 

Jiminez-

Ruiz, 

2011 

Review Reviewer First is paper type, 

second a person 

role 

3.2 

Table 1. Selected mismatches and suitable OBO Foundry naming 

conventions (NC) with potential for rectification and better align-

ment precision. 

 

3.2 Evaluation on Ontology Checks 

Overall 61 checks were carried out on 6 different ontologies 

(the result table is available on our website). 29 of 61 checks 

(47 %) were done on ontologies without imports, either be-

cause the ontologies were self-sufficient (Biotop, GoodRela-

tions), or to avoid redundancy, i.e. on Biotop, which is nor-

mally imported into DCO. A test that needed to be carried 

out on the full import closure was the check on pre- and 

postfixes of certain classes, as the supernode needs to be 

selected for all, e.g. biotop:Role classes. 

Most checks were carried out on rdf:ID and rdfs:label, but 

sometimes proprietary, or Dublin Core annotation properties 

were checked. 

For only two checks, a specific entry node was selected in 

order to check for standard postfixes and keep the label ex-

plicit. These subtrees were biotop:ValueRegion and bio-

top:Role (Tab. 2) in our case, but could be expanded to test 

further subtrees for consistent postfix usage.  

 

Table 2. Extract of launched checks on DCO, illustrating On-

toCheck’s capabilities and showing the amount of detected viola-

tions. 

3.3 Correlating OntoCheck with OBO Foundry 

Naming Conventions 

Here we list preliminary findings in correlating On-

toCheck’s capabilities in verifying OBO Foundry naming 

conventions (see Tab. 3 and 4). Of the 16 conventions pub-

lished in (Schober et al., 2009), seven could be checked 

with our plugin, so nearly half of the Foundry conventions 

were supported by our tool. For each naming convention, 

we here list aspects served by the OntoCheck tool (original 

list numbering skipped where OntoCheck is not applicable): 

1.1 Use explicit and concise names: Apply RegExp check 

for stopword detection, apply name length checks, i.e. labels 

shorter than three characters are an important source of 

mismatches in alignment algorithms (Burgun & Bodenrei-

der, 2005). 

1.2 Use context independent names: Apply RegExp check 

on explicit pre-, in-, or postfixes. E.g. all ‘ValueRegion’ 

subclasses should contain either the postfix ‘ValueRegion’ 

or ‘Region’, testing for the RegExp: 

.*ValueRegion|.*Region 

1.3 Avoid taboo words: Apply RegExp check to warn on 

‘metalevel’ postfixes like ‘class’, ‘type’, ‘concept’, and ‘en-

tity’. 

2.2 Avoid conjunctions: Apply RegExp to warn on logical 

connectives like Boolean operators ‘and’, ‘or’. E.g. Biotop 

had CarbohydrateMoleculeOrResidue and OligoOrPolymer. 

2.4 Use positive names: Apply RegExp check for lexical 

indicators of negations, e.g. checking ‘non’, ‘anti ‘or ‘dis’. 

3.3 Use space as word separator: Apply word delimiter 

checks. 

3.4 Expand abbreviations and acronyms: Apply RegExp 

check like ‘\.’. Also a CaseConventionTest on all upper case 

can detect acronyms. 

4.1 Prefer lower case beginnings: Apply word case check, 

e.g. CamelCase for IDs and all lower case for labels. 

 

The remaining OBO Foundry conventions, which the tool 

was not explicitly able to check for were: 1.4 Avoid encod-

ing administrative metadata in names, 2.1 Use univocous 

names and avoid homonyms, 2.3 Prefer singular nominal 

form, 2.5 Avoid catch-all terms, 3.1 Recycle strings, 3.2 Use 

genus-differentia style names, 3.5 Expand special symbols 

to words, 4.2 Avoid character formatting. 

The above would need a more thorough lexical analysis, 

requiring a lexicon, or synonym exploitation, which is not 

yet implemented in this version of OntoCheck. Checks on 

these conventions would also require the comparison of 

lexical parts between different classes. 

 

Tested Entity Entry Node Check Violations 

abs (%) 

<rdf:ID> Thing CamelCase 34 (8) 

<rdfs:label> Thing SpaceDelimiter 7 (4) 

<rdf:ID> Role RegExp,’Role’ postfix 2 (3) 

<rdf:ID> ValueRegion RegExp,’ValueRegion’ 
postfix 

167 (54) 

<rdfs:label> Thing MinCard.=1 184 (12) 

<rdf:ID>,<rdfs:label> Thing NameEqualsLabel 304 (21) 

<ru-meta:synonym> Thing MinCard.>2 238 (40) 

<ru-meta:shortLabel> Thing MaxCharCount <20 3 (.5) 
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Ontology #Checks NC Checks % NC (times) 

DCO 11 9 81 1.2 (4x), 2.1, 2.2, 3.1, 4.1, 

4.2 

NTDO 2 1 50 1.3 

Biotop 13 4 30.7 1.3 (2x), 4.1, 3.1 

Aneurist 13 5 38.4 1.3 (2x), 3.1, 4.1 

GoodRel 11 4 36.3 2.2 (2x), 2.4, 4.1 

Vehicles 10 6 60 2.2 (3x), 4.1 

Table 3. Overall checks done on test ontologies and the amount of 

checks that could be associated with a Foundry naming conven-

tion. Checks for metadata completeness, i.e. on label presence, 

were not counted as ‘1.2 use context independent names’ here. 

 

OntoCheck Function #Checks % NC(times) 

CaseConventionTest 5 8.1 4.1(5x) 

CompareValuesBetweenCls 1 1.6 2.1 

CompareValuesForSingleCls 5 8.1 3.1(3x) 

WordDelimiterCheck 5 8.1 3.3(5x) 

RegExp, infix 13 21.3 2.2(7x), 1.3(5x), 2.4 

RegExp, postfix 2 3.2 1.2(2x) 

RegExp, length 3 4.9 1.2(3x) 

Table 4. Applied OntoCheck functions, mapped onto particular 

enforceable naming conventions. 

4 DISCUSSION 

Looking at the results of the checks shown in Tab 2-4, we 

can summarize that the plugin was useful in detecting label-

ing errors in practical application scenarios. Although a con-

siderable amount of the OBO Foundry naming conventions 

could be tested with the help of OntoCheck, a significant 

fraction could not yet be supported as neither the ontological 

structure (subsumption hierarchy or relations), nor lexical 

background knowledge (e.g. synonym lexica) are used at the 

moment. In particular conventions 1.4, 2.1, 2.5 could be 

served by simple inclusion of predefined lists of terms to be 

checked for appearance in labels. Conventions number 2.1, 

2.3, 3.1, 3.2 rely on deeper structural comparison of labels 

between classes, whereas 3.5 and 4.2 could be implemented 

by applying standard transliteration lists, mapping special 

characters onto expanded UTF codes. 

Bad class naming has been identified as potential source for 

mismatches in lexical ontology alignment approaches 

(Euzenat et al., 2004). The reason is that alignment plat-

forms such as AgreementMaker (Cruz et al., 2009) and 

PROMPT (Noy & Musen, 2001) use string distance metrics 

to discover semantic mappings between ontology classes 

(Shvaiko & Euzenat, 2008). 

Within the Ontology Alignment Evaluation Initiative - 

OAEI-2011 (Euzenat et al., 2011), only less than half of the 

tools generated acceptable results trying to match classes 

from the anatomy domain
15

. As lexical string mapping is the 

most relevant technique in these alignment approaches 

(Massmann et al., 2011), applying naming conventions and 

enforcing them via OntoCheck should increase precision 

and recall of string based matching algorithms (see Tab. 1). 

It would be interesting to investigate which of the string 

based alignment methods compared in the OAEI effort 

would profit most from a particular convention, also with 

regard to increased matching time. To test the effect of en-

forced naming conventions on the ease of alignment, align-

ment coherence and velocity, an ontology should be com-

pared for its alignment precision before vs. after OntoCheck 

application. 

Ideally the OntoCheck plugin would make use of the LiLA 

framework for the linguistic analysis of entity labels in on-

tologies
16

, which provides an interface to various natural 

language processing tools and resources. The LiLA API 

(Ritze et al., 2010) is still in early development, but it would 

be interesting to use it to expand OntoChecks ‘lexical 

awareness’, as was demanded by the alignment community 

earlier (Jimeno-Yepes et al., 2009). Leveraging on lexical 

background knowledge, such as parsers and part of speech 

tagging, would not only allow for a much greater percentage 

of OBO Foundry naming conventions to be checked (around 

70 percent), but recommendations for better labels, as well 

as structural modifications could be issued. The conventions 

profiting most from LiLa integration would be 2.1, 2.3, 3.1, 

3.2. 

Work on lexically induced cross-product generation in the 

gene ontology project (Mungall et al., 2004) as well as clas-

sic ontology inference from text (Buitelaar et al., 2004, 

Svab-Zamazal & Svatek, 2008) illustrated that composition-

al analysis of terms can contribute to directly infer structural 

patterns and make suggestions for the use of naming pat-

terns. In (Stevens et al., 2003), the authors show, how labels 

can be exploited to infer missing subsumptions, i.e. a ‘hepa-

rin biosynthesis’ is-a ‘glycosaminoglycan biosynthesis’, as 

‘heparin’ is-a ‘glycosaminoglycan’. Such inferences could 

only be drawn by more thorough lexical analysis given nam-

ing conventions are applied consistently. Then, by exploit-

ing re-occurring strings among sibling classes, a ‘mor-

pheme-frequency analyzer’ could infer, check or correlate 

subclass labels to a parent class affix form. E.g. if in a sub-

tree variances like X-itis, X-inflammation and inflamma-

tion-of-X occur, a tool could issue suggestions for harmoni-

zation, i.e. by suggesting the morpheme with the highest 

usage frequency or the morpheme used in the common su-

perclass. 

  
15 Results for OAEI 2011: 

http://oaei.ontologymatching.org/2011/results/anatomy/index.html 
16 LiLA (Linguistic Label Analysis) framework for the linguistic analysis 

of phrases that can occur as class or property labels in ontologies: 

http://code.google.com/p/lila-project/, last accessed 20.01.2012 
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Generally, a complete pre-release check specification with a 

report could be generated, e.g. checking a complete set of 

conventions from a policy provider like the OBO Foundry. 

At the moment this is hindered by the fact that in most cases 

naming conventions are not outlined formally. To this end, 

we have recently joined forces with the ontology design 

pattern community
17

 in order to formalize traceable naming 

patterns. Formalizing e.g. the Foundry naming conventions, 

and making them available under OntologyDesignPat-

terns.org would then allow a user to select a complete set of 

conventions, e.g. complying with the Foundry or other suit-

able policy makers. 

5 CONCLUSION 

Our OntoCheck-facilitated analysis of class labels in a range 

of ontologies of different size and scope has led to the detec-

tion of typographically heterogeneous, unclear, unintuitive 

and misleading labels. It has been shown that a considerable 

amount of labels violating either a groups proprietary own 

(intra-ontology) labeling policies, or universal naming con-

ventions outlined by policy makers could be detected and 

rectified with the new Protégé OntoCheck plugin. These 

results have led to the plan to carry out a more thorough 

analysis on labeling issues which will be based on require-

ments rooted particularly in ontology alignment needs. 

We hope widespread usage of our plugin will contribute to 

making ontology class hierarchies look cleaner and render 

artifacts more informative and robust when subjected to 

ontology matching and alignment approaches that leverage 

on string similarities of class names. Ultimately, we hope 

this Protégé extension will ease lexical post-processing of 

annotated data and hence increase overall secondary data 

usage by humans and computers alike. 
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ABSTRACT
In this paper we investigate representation of the part-whole

relationship in SNOMED CT. We discuss the current approach,
based on “SEP” triples, and several translations of it, which involve
DLs at different levels of expressivity. We intend that our analysis
will concretely inform the SNOMED community about the important
tradeoffs of expressivity for their ontology, and help with future
decisions about the representation of the SNOMED CT’s anatomical
taxonomy.

1 INTRODUCTION
A common pattern in knowledge representation is that a fault of
a part is considered a fault of the whole. For example, a fault in
the battery is a fault in the ignition system, and is a fault in the
car. This pattern pervades common medical terminology: “Heart
disease” includes diseases of any of the parts of the heart - muscle,
valves, walls, etc. Gastrointestinal disease includes any disease of
the stomach (gastrum) or any of the parts of the intestine. The same
is true of procedures: fixing a heart valve is a kind of heart operation;
repair of the retina is a kind of eye operation, etc.

However, the pattern does not always hold. “Amputation of the
hand” means amputation of the entire hand. “Amputation of a
finger” is not a kind of “Amputation of the hand” (although it is
a kind of “Operation on hand”). Similarly, there are diseases that
affect an entire organ, for example “pancarditis” means literally,
“inflammation throughout (pan) the heart”.

In general, therefore, there is a requirement to represent two
cases:
1.“Disorder/Procedure of A and/or any of its parts” and
2.“Disorder/Procedure of the entire A”

where A is any anatomical structure.
In common medical language, the distinction is usually implicit.

The distinction between the meaning of “Operation on hand” and
“Amputation of hand” is left to the medical knowledge of the reader.
It is only in unusual cases such as “pancarditis” (“inflammation
throughout the heart”) that the distinction is made explicit in the
language. However, when representing diseases and procedures
formally, the distinction must be made explicitly and systematically.

Over the past twenty years, there have been at least three
mechanisms used to represent this pattern and the associated
distinctions:

1.Propagation across transitive properties - the property used for
“of”, usually “has locus”, is said to be inherited across the
property “partof”. In modern description logics this is achieved
by using property paths in subproperty axioms (Horrocks and
Sattler, 2004). In earlier languages it was achieved by equivalent
mechanisms known as “right identities” (Stearnset al., 2001)

∗To whom correspondence should be addressed: apseyed@buffalo.edu

or “refinedby” (Rogers and Rector, 2000). This amounts to an
axiom that the disorder of the part is a disorder of the whole.
In this case a mechanism must be provided to cope with the
exceptions when the rule does not apply. For example, in this
case “Heart disease” is defined simply as “Disorder that haslocus
some Heart”.

2.Explicit definition of diseases as disjunctions - e.g., “Heart
disease” is defined explicitly as ”Disease that haslocus some
Heart OR some partof Heart”.

3.The use of Structure-Entity-Part (SEP) triples - separate classes
for the whole or its parts (Structure), just the whole (Entity), or
just the parts (Part). In this case “Heart disease” is defined as a
“Disorder that has locus some Heart Structure”.

Note that these three methods require different expressiveness in the
description logic:

1.Propagation across transitive properties requires property-paths,
which were not supported in early description logics and are not
part of the basic specification of the standard starting description
logic, ALC. They were originally thought to be intractable, but
have since been shown not only to be tractable (Horrocks and
Sattler, 2004) but to be even available in EL++, a maximal
description logic with polynomial complexity (Baaderet al.,
2005).

2.Definition of diseases in terms of disjunctions requires a
disjunction operator, which falls within ALC but outside EL++.
It also requires transitive properties but not property paths.

3.SEP triples can be implemented within the simplest possible
description logic, and does not require transitive properties,
disjunction or properties paths (Hahnet al., 1999).

The history of the use of these three methods and their variants
is intertwined with the development of description logics for use
with medical terminologies. The large description logic based
terminology, SNOMED CT (Stearnset al., 2001) was originally
developed using a variant of propagation along transitive properties
(Method 1) as was GALEN, the other large description logic based
terminology developed in the mid 1990s (Rectoret al., 1997),
(Rogers and Rector, 2000). SNOMED converted to Method 3, and is
now being re-examined in the light of experience, one format being
considered being a variant of Method 2 (Personal communication,
Kent Spackman, 2011). Re-examination of these approaches is
therefore particularly timely.

The purpose of this paper is to explore variants on the three
methods in the light of modern description logics. Although we
comment briefly on the apparent cognitive complexity for the user
of the different representations, any of the three techniques might
be “hidden” from users by syntactic and user interface mechanisms.
Our primary concern has been, therefore, with their formal, rather
than cognitive aspects.

1



Seyed et al

2 THE CURRENT APPROACH (SEP TRIPLES)
We view SNOMED’s set of class namesC to be partitioned into:

Cn ∪ CS ∪ CE ∪ CP

whereCS ∪ CE ∪ CP are specific to (human) anatomy. We useXS

for class names inCS, XE for class names inCE, andXP for class
names inCP. We assume that in any occurrence ofXS, XE, or XP in
an axiom, ‘X’ refers to the same term, e.g.,Heart.

The SEP “triple” approach represents parthood implicitly within
a class hierarchy (Hahnet al., 1999). For an anatomical entity
of a certain kind,XS represents its Structure class, and refers to
any part of the anatomical entity, including the entire entity. For
instance,HeartS refers to any part of a heart or an entire heart.XE

represents its Entire class, and refers to an entire anatomical entity,
andXP represents its Part class, and refers to a certain part of an
entity. For instance,HeartE refers to an entire heart, andHeartP
refers to any part of a heart but not an entire heart.XE and XP

classes are immediate subclasses ofXS; hence,HeartE andHeartP
are immediate subclasses ofHeartS. In the OWL version of the
SNOMED CT ontology,1 the SEP notation is part of the class label,
for example ‘Heart Structure’, ‘Entire Heart’, and ‘Part of Heart’,
but in this paper we apply subscripts for notational convenience.

Ideally, a SEP triple is given for each anatomical entity, and every
XS class (except that for the top anatomical class) is a subclass of
someYP class.2

Fig. 1: Illustration of the Human Heart

The heart has as part of it a muscular wall that contracts to pump
blood out of the heart, and then relaxes as the heart refills with
returning blood. This wall is called themyocardium. The heart
and myocardium are illustrated inFigure 1.3 Applying SEP triples,
MyocardiumS is a subclass ofHeartP andHeartS is a subclass of
BodyP. This means that a specific part of a myocardium or a whole
myocardium is a part of some heart, a specific part of a heart or a

1 http://www.nlm.nih.gov/research/umls/Snomed/snomedmain.html.
2 In SNOMED CT, however, the SEP triples are thus far incompletely
populated.
3 http://texasheart.org/HIC/Topics/Cond/myocard.cfm

whole heart is a part of some body, and furthermore, a specific part
of a myocardium or a whole myocardium is a part of some body.
These axioms are also illustrated in Figure??, and given formally
below:

Fig. 2: Taxonomy of SEP Triple classes for Heart, Myocardium, and
Body. Unlabeled arcs represent the subclass relationship.

MyocardiumE v MyocardiumS v
HeartP vHeartS ...v BodyP vBodyS

HeartE vHeartS ...v BodyP vBodyS

Note that, in SNOMED-CT, we neither find disjointness axioms
for classesXE and XP nor covering axioms forXS, XE, and XP,
although both are assumed to be true under the SEP triple theory.

The SEP triples approach is iteratively applied along what
is considered a partonomic hierarchy, for example for the
anterior myocardium under the SEP triple for myocardium. The
subsumption relationships are explicit, as given, but their reading
is implicit; in particular, there is no ‘part of’ property that link
XE and XP. However, transitivity of the subsumption relation
implies the transitivity of this implicit part of reading, and so
transitive parthood entailments are determined by subsumption
reasoning. We refer to the SEP triple approach from SNOMED-
CT described so far and sketched inFigure 2 as theCurrent
SEP Triple Approach(A). In the following sections we discuss
several alternative approaches to representing part-whole relations
and discuss their relative expressivity.

On how approachA applies to subsumption reasoning for
disorders, take for example a disorder specified in some anatomical
location that is given as some classXS. Carditis is inflammation that
is located in some specific part of a heart, or a whole heart, therefore

2



HeartS.4 These axioms and entailments are illustrated inFigure 3.5

Fig. 3: Entailment given the Part-Whole Relationship. In the
OWL representation class definition forCarditis, Inflammationis
the range restriction for the propertyAssociated morphology. We
exclude this expression from the definition ofCarditis above in
order to simplify our examples.

In SNOMED CT, there are numerous disorders defined in terms
of their location. For instance,Myocarditis is inflammation that
is located in some specific part of a myocardium or a whole
myocardium, therefore,MyocardiumS.
As illustrated in Figure 3, becauseMyocardiumS is a subclass
of HeartS, the location for Myocarditis is also HeartS, and
further, Myocarditis is a subclass ofCarditis. We provide the DL
representation for these findings and the corresponding inferences:

Carditis≡ Inflammationu ∃has locus.HeartS

Myocarditis≡ Inflammationu ∃has locus.MyocardiumS

� Myocarditisv Inflammationu ∃has locus.HeartS

� Myocarditisv Carditis

A disorder that occurs at some location that is specified as a class
XE, however, does not have such inferred subclasses. For example,
Pancarditisis a disorder that is characterized by inflammation and is
specified as being located in the entire heart and not just some part
of the heart, thereforeHeartE. Recall thatMyocarditis is located
in some specific part of the myocardium or the entire myocardium,
thereforeMyocardiumS. As illustrated inFigure 4, it is accurately
not entailed thatMyocarditisis a subclass ofPancarditis:

Pancarditis≡ Inflammationu ∃has locus.HeartE

4 When there is any question, SNOMED CT uses the Structure class.
5 Inferred relationships are given as dotted arcs.

Fig. 4: No Entailment given the Part-Whole Relationship

Myocarditis≡ Inflammationu ∃has locus.MyocarditisS

6� Myocarditisv Pancarditis

3 ALTERNATIVE APPROACHES FOR
REPRESENTING PART-WHOLE
RELATIONSHIPS

We discuss five alternative approaches for representing part-whole
relationships in SNOMED CT, the first of which is a reformulation
of approachA.

3.1 Alternative Approach 1
We defineAlternative Approach 1 (A1) such thatXS andXP are
fully defined based onXE by introducing a transitive and reflexive
part of property, as described by Seidenberg and Rector (2006).
SNOMEDis the set-theoretic difference of the original anatomy-
specific SNOMED CT axioms from all SNOMED CT axioms. We
defineA1 as follows:

SNOMED∪
{XS ≡ XE t ∃part of.XE | XS ∈ CS, XE ∈ CE} ∪
{XP ≡ ∃part of.XE | XP ∈ CP}

HeartS andHeartP are therefore defined as follows:

HeartS ≡ HeartE t ∃part of.HeartE

HeartP ≡ ∃part of.HeartE

MyocardiumS andMyocardiumP are also defined in this manner, and
the following axiom connects the two triples:

MyocardiumS v HeartP

Therefore MyocardiumE and MyocardiumP are subclasses of
the expression∃part of.HeartE. Because Myocarditis is an
inflammation located inMyocardiumS, and by inferenceHeartS, it
appropriately follows thatMyocarditisis a subclass ofCarditis.
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3.2 Alternative Approach 2
Alternative Approach 2 (A2) is based on modifications toA1 which
is obtained by the following steps:

1.Remove all axioms of the formXE v XS andXP v XS.

2.Replace all connecting axioms of the formXS v YP

(whereX andY are different) withX v ∃part of.Y.
3.Replace every occurrence ofXS of a class name inCS with

X t ∃part of.X and every occurrence ofXE of a class name inCE

with X.

Applying step (2) inA2, the connecting axiom for our running
example classes is:

Myocardiumv ∃part of.Heart

Applying step (3) the example disorders are defined as:

Carditis≡ Inflammationu ∃has locus.(Heartt ∃part of.Heart)

Myocarditis≡
Inflammationu ∃has locus.(Myocardiumt ∃part of.Myocardium)

And by applying (3) to an inflammation disorder that is located in
the entire heart, we apply theX class,Heart:

Pancarditis≡ Inflammationu ∃has locus.Heart

By the connecting axiom, every myocardium is a part of some heart,
and becausepart of is transitive, every part of some myocardium is
a part of some heart. BecauseMyocarditisis an inflammation of the
myocardium or some part, both of which are parts of the heart, as in
the prior two approaches,Myocarditisis a subclass ofCarditis.

3.3 Alternative Approach 3
As a variant of this replacement approach,A2, Alternative
Approach 3 (A3) introduces a propertyproper part of, which is a
subproperty ofpart of, is transitive and assumed irreflexive.6 As in
A2, part of remains transitive and reflexive.A3 is obtained by the
following steps:

1.Remove all axioms of the formXE v XS andXP v XS.

2.Replace all connecting axioms of the formXSv YP (whereX and
Y are different) withX v ∃proper part of.Y.

3.Replace every occurrence ofXS of a class name inCS with
X t ∃part of.X and every occurrence ofXE in a class name inCE

with X.
4.Addproper part of v part of.

A3 differs from A2 in that for (2) proper part of replacespart of
in the connecting axiom, and also (4) is an additional step inA3.
These steps are required in this approach because parthood between
anatomical entities is defined with theproper part of property.

Applying (2) the connecting axiom forMyocardiumandHeart is
then:

Myocardiumv ∃proper part of.Heart

The application of (3) results in analogous definitions forCarditis,
Myocarditis, andPancarditisas are given forA2. By the connecting
axiom, along with (4) and the transitivity ofpart of, as was the case

6 Composite properties cannot be defined as irreflexive in OWL.

for A, A1, andA2, Myocarditisis appropriately an inferred subclass
of Carditis.

3.4 Alternative Approach 4
Alternative Approach 4 (A4) applies theproper part of property,
repeats Step (1) and (2) fromA3, and includes the following steps:

3.Replace every occurrence ofXS of a class name inCS with
∃part of.X and every occurrence ofXE of a class name inCE with
X.

4.Addproper part of v part of.
5.Addpart of ◦ proper part of v proper part of.

A4 differs fromA3 in two respects. First, for (3)part of.X replacesX
t part of.X; second, step (5) introduces a left identity axiom which
is necessary because it allows us to infer:7

� ∃part of.Myocardiumv ∃proper part of.Heart

and subsequently:

� Myocarditisv ∃has locus.∃proper part of.Heart

Applying (2) the connecting axiom forMyocardiumandHeart is
again:

Myocardiumv ∃proper part of.Heart

But, different from A2 and A3, applying (3) for our example
disorders results in:

Carditis≡ Inflammationu ∃has locus.∃part of.Heart

Myocarditis≡ Inflammationu ∃has locus.∃part of.Myocardium

The definition forPancarditisremains the same asA2 andA3.
By the connecting axiom, along with (4) and the transitivity of

part of, as was the case forA, A1, A2, andA3, Myocarditis is an
inferred subclass ofCarditis. A major issue with this approach is
that (5) in connection with (4) leads to cycles, which is not allowed
in the DL language that underlies OWL 2 (Baaderet al., 2009).

3.5 Alternative Approach 5
Alternative Approach 5 (A5) introduces thehas locusentire
property, a subproperty ofhas locus, which expresses when a
finding is located in someXE class.A5 repeats Step (1) and (2) from
A3 also, and includes the following steps:

3.Replace every occurrence ofXS of a class name inCS

with ∃part of.X and every occurrence of∃has locus.XE with
∃has locusentire.X.

4.Addproper part of v part of.
5.Addhas locus◦ part of v has locus.

A5 differs from A4 in two respects. First, in (3)A4 employs the
has locusentire property. Second, forA4 in (5) a right identity
axiom is applied, where thehas locusproperty is “transitive over”
thepart of relation.

Applying (2) the connecting axiom forMyocardiumandHeart is
the same as forA4. Different from all other alternative approaches,
applying (3) for our example disorders results in:

7 A left identity axiom can be formalized in OWL2 as a property chain
axiom.
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Carditis≡ Inflammationu ∃has locus.Heart

Myocarditis≡Inflammationu ∃has locus.Myocardium

Also applying (3) to an inflammation disorder that is located in the
entire heart yields:

Pancarditis≡ Inflammationu ∃has locusentire.Heart

By the connecting axiom, along with (4) and (5), the same
inferences hold for our example disorders, primarily that
Myocarditisis a subclass ofCarditis.

4 DISCUSSION
In Section 1we introduced three major methods for representing
part-whole relationships, by applying: (1) transitive properties (2)
disjunctions and (3) SEP triples. InSection 2we introduced the
logic underlying the current approach in SNOMED CT, and in
Section 3 the logic underlying five alternative approaches. The
approach used in SNOMED CT currently,A, applies (3), which is
within ALC expressivity.A1 applies both (2) and (3), andA2 andA3

corresponds to just (2), because SEP triple classes are removed for
both. Due to disjunctions the first three alternative approaches are
beyond EL++ expressivity.A4 andA5 apply (1) only, therefore fall
within EL++.

5 CONCLUSION
A major difference between the current approach,A, and the
alternative approaches,A1 - A5, is that the former offers only
a propositional representation and the latter offer a relational
representation of parthood.A does not model partonomic structure,
but rather partonomic “level”.

It is reported by users of SNOMED-specific browsers that SEP
triples are cumbersome to browse and search through. We suggest
that this problem can be addressed by providing more intuitive
labels. In the context of user navigation, it is simply a rendering
issue. It is for this reason we do not necessarily recommend one of
A1 - A5 in its place. Nevertheless,A1 - A5 do provide the benefit
of allowing a user to explicitly query parts, forA queries require
knowledge of the SEP class hierarchy.

In preliminary performance testing,A1 performed the worst for
classification across all the DL reasoners we tested. This is no doubt

attributable to the inclusion of disjuncts in the class definitions, and
corresponding unfolding performed by the reasoner. Despite this,A1

has utility as a representation used for mapping between ontologies
that use the propositional approach and those that use the relational
approach. Clearly, formulations that include thepart of property
facilitate ontology modularity, merging, and enrichment whereA1

can serve as a bridge.
In future work we will empirically measure classification

and query performance for these different SNOMED ontology
formulations approaches across several DL reasoners. Furthermore,
we will apply an evaluation framework across the formulations for
various types of information requests. In that work we will address
what kinds of information requests are expressible as OWL class
expressions, and which require a more expressive query language.
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ABSTRACT
Ontologies are being developed throughout the biomedical scie-

nces to address standardization, integration, classification and rea-
soning needs against the background of an increasingly data-driven
research paradigm. In particular, ontologies facilitate the translation
of basic research into benefits for the patient by making resea-
rch results more discoverable and by facilitating knowledge transfer
across disciplinary boundaries.

Addressing and adequately treating mental illness is one of our
most pressing public health challenges. Primary research across mul-
tiple disciplines such as psychology, psychiatry, biology, neuroscience
and pharmacology needs to be integrated in order to promote a more
comprehensive understanding of underlying processes and mechani-
sms, and this need for integration only becomes more pressing with
our increase in understanding of differences among individuals and
populations at the molecular level concerning susceptibility to specific
illnesses. Substance addiction is a particularly relevant public health
challenge in the developed world, affecting a substantial percentage
of the population, often co-morbid with other illnesses such as mood
disorders. Currently, however, there is no straightforward automa-
ted method to combine data of relevance to the study of substance
addiction across multiple disciplines and populations.

In this contribution, we describe a framework of interlinked, inte-
roperable bio-ontologies for the annotation of primary research data
relating to substance addiction, and discuss how this framework ena-
bles easy integration of results across disciplinary boundaries. We
describe entities and relationships relevant for the description of addi-
ction within the Mental Functioning Ontology, Chemical Entities of
Biological Interest Ontology, Protein Ontology, Gene Ontology and
the Neuroscience Information Framework ontologies.

1 INTRODUCTION
Ontologies are increasingly designed to support scientific research
through annotation and integration of research results, with the goals
of enabling sophisticated querying and disambiguation of the termi-
nology employed in scientific literature. Furthermore, ontologies,
when designed with not only logical consistency but also faithful-
ness to reality in mind (Smith and Ceusters, 2010; Brochhausen
et al., 2011), help facilitate the translation of primary research into
therapeutic endpoints by easing the transfer of knowledge between

∗To whom correspondence should be addressed: hastings@ebi.ac.uk

different specialist disciplines. In the various fields investigating
mental health and related issues, the problem of terminology and
integration is particularly severe, as much of the terminology emplo-
yed refers to subjective experiences on the side of the patient and
subjective judgements on the side of the caregiver, for which it is
difficult to design standardised measurements across different disci-
plines and to integrate results arising from different methodological
and technological approaches. Research into mental illness needs to
be correlated with research on the associated canonical mental pro-
cesses and with underlying biological and neurochemical pathways
in order to better understand conditions and mechanisms of action,
and ultimately to lead thereby to the discovery and design of novel
therapeutics for challenging conditions (Ceusters and Smith, 2010;
National Advisory Mental Health Council Workgroup, 2010).

Addiction is a primary mental health problem affecting an incre-
asing percentage of the population in the developed world (National
Institute on Drug Abuse, 2007). In the year 2000, the estima-
ted death toll due solely to use of tobacco was around 5 million
worldwide (Ezzati and Lopez, 2009). Furthermore, addiction is
often co-morbid with other mental health conditions such as bipo-
lar disorder and depression. We will limit the ensuing discussion to
substance addiction, leaving process addictions (such as addiction
to gambling) to one side. The DSM-IV description for patients with
alleged substance addiction (or dependence) reads: ‘When an indi-
vidual persists in use of alcohol or other drugs despite problems
related to use of the substance, substance dependence may be dia-
gnosed. Compulsive and repetitive use may result in tolerance to the
effect of the drug and withdrawal symptoms when use is reduced or
stopped.’ (APA, 2000).

While the DSM, controlled vocabularies such as SNOMED CT
and patient classification systems such as ICD include references
to various sorts of mental illness, as yet none of these provides the
facility to smoothly interlink the results of relevant related resea-
rch from different domains such as psychology, psychiatry, biology,
chemistry and neuroscience. The OBO Foundry (Smith et al., 2007)
promotes the development of interoperable domain-specific public
domain ontologies that – in contrast to the above-mentioned resou-
rces – can be interlinked with bridging relationships that have been
termed cross-products (Mungall et al., 2010). Within each domain,
the domain-specific ontology is applied to annotation of research
results. For example, the Gene Ontology (The Gene Ontology Con-
sortium, 2000) is used to annotate gene products, the Chemical
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Entities of Biological Interest ontology (de Matos et al., 2010)
is used to annotate chemicals. Bridging relationships (for exam-
ple, chemical participation in a biological process) then are able
to span different resources based on the relationships between the
ontology entities. This strategy allows automated reasoning to retri-
eve relevant results across disciplines with different primary entities
and annotation standards – without necessitating that each resource
provide additional primary annotation to the ontologies which are
outside of its core domain.

The purpose of this paper is to illustrate such a framework for
the overlapping disciplines of mental health, mental illness and che-
mical biology, focusing on data pertaining to addiction. In the next
section, we discuss the definition and symptoms of addiction, and
how these can be described in ontologies of mental functioning and
disease. Thereafter, we describe how underlying mechanisms of
action for addiction and the substances which are the objects of addi-
ction are described in other bio-ontologies. Finally, we discuss the
framework in comparison to related work and prevailing methods.

2 REPRESENTING ADDICTION
Addiction is an example of a mental disease. Following (Ceusters
and Smith, 2010), we regard mental disease as a disposition to path-
ological processes rather than as itself an example of a pathological
process. This can be seen as corresponding to the sense in which
a patient with nicotine addiction is still addicted even if he has not
smoked in the last week, and for some severe addictions such as
heroin, relatively few substance use events can be enough to confer
the addiction for the remainder of the patient’s life. The process of
ongoing substance use by an organism eventually results in changes
to the organism such that the disposition – the addiction – is created.
In the remainder of this paper, we will use the term ‘mental disease’
exclusively as a technical term in this sense, and use ‘mental disor-
der’ to denotes the physical basis that brings a mental disease into
existence and ‘mental disease course’ for the totality of processes
that realizes a mental disease (Scheuermann et al., 2009). We will
reserve the term ‘addiction’ to refer to the mental disease so defi-
ned, although in common language ‘addiction’ is ambiguous: it can
be used to mean either the disease or the disease course (the latter
being something which varies in type from patient to patient, for
example according to presence or absence of treatment).

Fig. 1. Upper levels of the Mental Functioning Ontology

In what follows, we will work within the Mental Functioning
Ontology (MF) as the context for our representation. MF is an
ontology for all aspects of mental functioning, including mental
processes such as cognition and traits such as intelligence (Hastings
et al., 2012). Disorders and diseases of mental functioning are inclu-
ded in a separate module, the Mental Disease Ontology (MD). They
are being developed beneath the upper-level ontology Basic Formal
Ontology (BFO) (Grenon and Smith, 2004). Figure 1 illustrates the
upper levels of the ontologies.

2.1 Types of Addiction
The type substance addiction can be further refined by reference
to the substance that determines its subtypes. Such substances are
described in databases such as DrugBank (Wishart et al., 2006)
and included in ChEBI (de Matos et al., 2010). Although these
resources may not be fully comprehensive, many common addictive
substances are already included, and the bulk of addictive substance
chemistry is represented in ChEBI in the form of parent compounds
from which many new illicit drugs are likely to be derived.

Addiction is a disposition to, inter alia, use of the substance
in question. Substance use is characterised by intake of some sort
(eating tablets or injecting fluids, for example). We can describe
substance use as a bodily process that has as participant some
portion of the substance in question (OWL Manchester syntax (Hor-
ridge and Patel-Schneider, 2009)):
MF:Nicotine Use subClassOf ( MF:Bodily Process and

hasParticipant1 some CHEBI:Portion of Nicotine )
CHEBI:Portion of Nicotine subClassOf (

CHEBI:Chemical Substance and hasGranularPart2 some
CHEBI:Nicotine Molecule )

MD:Nicotine Addiction subClassOf ( MD:Addiction and
isRealizedIn3 some MF:Nicotine Use )
This description is necessary, but certainly not sufficient to define

substance use, as there are many bodily processes in which sub-
stances participate that would not qualify as substance use (for
example, accidental inhalation of secondary smoke). However,
the axiom nevertheless serves as a link between ‘addiction’ and
‘nicotine’ that can be reasoned over.

2.2 Symptoms of Addiction
Addiction – or rather, in our terminology, the disease course of
addiction – is described in the DSM-IV as having the following sym-
ptoms, three or more of which in a 12 month period are required for
a positive diagnosis (APA, 2000):
1.Preoccupation with use of the chemical between periods of use.
2.Using more of the chemical than had been anticipated.
3.The development of tolerance to the chemical in question.
4.A characteristic withdrawal syndrome from the chemical.
5.Use of the chemical to avoid or control withdrawal symptoms.
6.Repeated efforts to cut back or stop the drug use.

1 hasParticipant is defined in (Smith, 2012), section entitled ‘Relation of
participation’.
2 As described in (Batchelor et al., 2010), we follow (Bittner and Don-
nelly, 2006) in using hasGranularPart, a sub-property of hasPart, to link
bulk portions of chemical substances to the molecules from which they are
composed.
3 isRealizedIn is defined in (Smith, 2012), section entitled ‘Relation of
realization’.
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7.Intoxication at inappropriate times (such as at work), or when
withdrawal interferes with daily functioning (such as when han-
gover makes person too sick to go to work).

8.A reduction in social, occupational or recreational activities in
favor of further substance use.

9.Continued substance use in spite of the individual having suffered
social, emotional, or physical problems related to drug use.
Cognitive processes are mental processes that manipulate cogni-

tive representations, such as thinking and planning. Many of the
symptoms listed above can be characterised in part as mental proces-
ses, and in part as behaviour. Preoccupation with use of the chemical
is an uncontrolled form of thinking about the chemical – a cognitive
process. Using more of the chemical than had been anticipated is
behaviour (using the chemical) as well as an implicit description
of a historical anticipation or plan for how much of the substance
to use (even if the plan involved is very vague, e.g. ‘use less’ or
‘try to quit’). While tolerance and withdrawal are best characteri-
sed in physiological terms, deliberate use of the chemical to avoid
or control withdrawal symptoms is again behaviour, as are repeated
efforts to cut back or stop the drug use. Similarly, interference of
intoxication or withdrawal in daily functioning, reduction in social
or other activities in favour of further substance use, and continued
substance use in spite of related problems suffered, can all be cha-
racterised as contrasts between behaviour affected by substance use
and what would have been the canonical or normal behaviour of the
organism. In particular, substance addiction is often characterised
by repeated failed efforts to control or give up the use of the substa-
nce – in which case, we might say, the organism wants not to want
to use the substance.

In what follows we sketch how some of the symptoms can be
represented with explicit relationships to mental functioning terms,
which will allow bridging from disease annotations to annotations
of research into normal mental processes.

2.3 Thinking
The primary altered form of thinking that is characteristic of addi-
ction is the preoccupation, in which the content of the thinking
process is use of the substance in question:
MF:Thinking subClassOf MF:Cognitive Process
MF:Preoccupation With Substance Use subClassOf (

MF:Thinking and hasParticipant some (
MF:Cognitive Representation and

isAbout4 some MF:Plan to Use Substance ) )
Missing from the above description is a characterization of the

thinking process that merits the description ‘preoccupation’. In
order for a thinking process to be described as a preoccupation, it
needs to be regularly recurring and be uncontrolled. It is implied
that the patient cannot help undergoing this thought process, despite
the existence of efforts to think about other things instead. These
attributes of the thinking process are process profiles. Process pro-
files are structural dimensions of processes, such as rates and other
attributes, recently introduced in BFO 2 (Smith, 2012).

4 isAbout is defined in the Information Artifact Ontology (IAO, Ruttenburg
et al. (2012)) as that relation which holds between a representation and the
entity that it is a representation of.

2.4 Planning
Planning is a cognitive process that has as output a realizable plan
that the organism develops about its own future behaviour. The plan
is realized if the corresponding behaviour is executed.
MF:Planning subClassOf MF:Cognitive Process
MF:Planning Substance Use subClassOf ( MF:Planning
and hasParticipant some ( MF:Cognitive Representation and

isAbout some MF:Plan for Quantity of Substance to Use ) )
Here, the Plan for Quantity of Substance to Use would be, for the

individual, further specified in terms of the quantity of the substa-
nce and a time-frame over which the quantity is to be distributed.
For example, a plan could involve a specification such as ‘I want to
smoke no more than five cigarettes per day’. Planning is also impli-
cated in the symptom where the use of the chemical is taken to avoid
or control withdrawal symptoms. Here, though, the plan, to control
withdrawal symptoms, is in fact realized.

2.5 Behaviour
Most of the processes described in the list of symptoms are beh-
aviour, and most of these have to do with taking the substance in
question. This is in itself unsurprising, since the DSM-IV is desi-
gned as a tool to aid diagnosis, and behavioural symptoms are those
which are easiest to observe. A further elucidation of the use of the
substance in question could include the following:
MF:Substance Use subClassOf ( MF:Behaviour
and hasParticipant some CHEBI:Addictive Substance )

CHEBI:Addictive Substance subClassOf (
CHEBI:Portion of Chemical Substance and

hasDisposition some
CHEBI:Disposition to Alter Reward System Functioning ))

Here, Disposition to Alter Reward System Functioning needs to be
further annotated in the ontology by reference to the various known
mechanisms by which addictive substances alter the functioning of
the brain reward system (Berridge and Robinson, 2003). We discuss
some of these mechanisms in Section 3.

2.6 Linking the symptoms to the disease
It is important to note that the existence of any of the above sym-
ptoms in isolation does not imply the presence of an addiction, in
particular as some of them may also be symptoms of different dis-
eases. Neither does addiction imply the existence of any one of the
symptoms, as only a subset of symptoms need be present. Therefore
we cannot assert an existential restriction on a relationship between
the symptoms and the disease without creating incorrect implica-
tions (Boeker et al., 2011). Rather, the inference from symptoms
to disease is made on the judgement of a clinician in the case of
a particular patient (Ceusters and Smith, 2006). Nevertheless, we
can assume – if the DSM-IV criteria are taken to be correct – that
there are at least some cases of addiction in which some of these
symptoms are displayed as manifestations of the disease. To link
the symptoms and the disease for purposes of automated reasoning,
we could create a subtype of the disease which displays the relevant
symptom, for example:
MD:Addiction with Preoccupation subClassOf ( MD:Addiction
and realizedIn some MF:Preoccupation With Substance Use )
This strategy will allow the symptoms of mental diseases to be

linked to the corresponding ‘normal’ mental functionings such as
ordinary thinking and planning, thus enabling automated retrieval
of relevant results across the boundary of research into normal and
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abnormal functioning. However, DSM-IV does not refer explicitly
to any information at the biochemical or neurobiological levels of
description. The next section addresses this shortcoming.

3 BIOCHEMISTRY AND NEUROBIOLOGY
Substance addictions are caused by the highjacking of the reward
system of the brain (Koob and Volkow, 2010). This system, part
of the basal ganglia, is a crucial relay of the cortico-striato-thalamic
loop, involved in learning, motivation and control of voluntary loco-
motion. Most psychostimulant drugs of abuse – the mechanism of
action for depressants such as alcohol is slightly different – stimu-
late the global activity of the mesocorticolimbic dopamine system,
causing an increase of extracellular dopamine in the striatum. The
exact mechanism to achieve this differs from substance to substance:
nicotine mimics acetylcholine and stimulates the release of dopa-
mine; cocaine and amphetamine inhibit the re-uptake of dopamine;
dopamine agonists – such as those used to treat Parkinson’s dise-
ase – mimic dopamine; while opioids, cannabinoids and caffeine
amplify the effect of dopamine receptors by mimicking respectively
the effect of enkephalines, anandamine and adenosine.

As a consequence of these effects of substance use, the meso-
corticolimbic system adapts to the drug intake, through molecular,
cellular and tissular mechanisms, causing withdrawal symptoms
when the drug consumption is interrupted. Onset and maintenance
of addiction involves the response of neurotransmitter receptors to
the drug, recruitment of signalling pathways and disregulation of
transcription factor cascades, but also chromatine remodeling via
histone modification (Robison and Nestler, 2011). This leads to
a complete cell reprogramming of the dopaminergic neurons and
their targets, including protein production and targeting, synapse
generation and dendritic remodeling.

This mechanism of action can be amply described using exi-
sting ontologies such as the Chemical Entities of Biological Interest
Ontology (CHEBI, de Matos et al. (2010)), Protein Ontology (PR,
Natale et al. (2011)), Gene Ontology (GO, The Gene Ontology Con-
sortium (2000)), NeuroLex and BIRNlex (Bug et al., 2008). For
instance, when a portion of heroin is consumed, the molecule heroin
(CHEBI:27808), participates in a binding process (GO:0031628),
to µ-opioid receptors (PR:000001612). Similarly, when a por-
tion of tobacco is smoked, the molecule nicotine (CHEBI:27808),
participates in a binding process (GO:0033130), to nicotinic acet-
ycholine receptors (GO:0005892). Those receptors are present on
the dopaminergic neurons (NeuroLex – nlx:144018), of the nucleus
accumbens, described in BIRNlex (birnlex:727).

Heroin is assigned to the ‘biological role’ class ‘µ-opioid receptor
agonist’ (CHEBI:55322). As described in (Batchelor et al., 2010),
ChEBI biological roles are functions that are realized in biologi-
cal processes, in this case ‘regulation of opioid receptor signaling
pathway’ (GO:2000474), in which process both the chemical and
the µ-opioid receptor participates. Those receptors are present on
the striatal medium-sized spiny neurons (NeuroLex – nifext:141),
of the nucleus accumbens, described in BIRNlex (birnlex:727).
This binding potentiates the dopamine (CHEBI:18243) receptor
(PR:000001107) signaling pathways (GO:0007212). In particular,
the protein kinase A signaling cascade (GO:0010737) activates the
transcription factor CREB (PR:000005854; GO:0032793).

Furthmore, the entire opioid signaling pathway is descri-
bed in the pathway database Reactome (Matthews et al., 2009)

(REACT 15295), and some models of the relevant signaling path-
ways are present in the BioModels (Li et al., 2010) database (e.g.
BIOMD0000000153, MODEL9079740062). In both resources, the
processes are annotated by GO terms and the physical entities.

These inter-ontology interlinkages to describe the biochemistry
and neurobiology of addiction facilitate enhanced querying across
all resources in which any of the ontologies are applied as annotati-
ons. For example, rather than querying pathway databases for heroin
alone, a query can retrieve results for all molecules that act with the
same mechanism of action. 22 molecules have hasRole ‘µ-opioid
receptor agonist’ (CHEBI:55322) in the January 2012 release.

The key missing ingredient in this picture is the link from these
annotations involving mechanism of action to the disease itself. Lin-
king entities in ontologies describing mental disease to the entities
described in ontologies for the underlying mechanism of action,
which are in turn linked to ontologies for biological entities such
as chemicals and proteins, will allow automated retrieval of biologi-
cal knowledge in relevant databases and automated linking of these
data to the corresponding medical and psychiatric data for addiction,
facilitating the translation of basic research into clinical applicati-
ons. Such links will take the form of ontology cross-products linking
specific types of addiction to specific known pathways (biological
processes), representing the best of current scientific knowledge.

4 DISCUSSION
Interlinking of entities across different domains has been populari-
zed in Semantic Web approaches. For example, Sahoo et al. (2008)
provide an ontology-based semantic ‘mash-up’ of nicotine depende-
nce related pathways and genes. While our approach is compatible
with use within the Semantic Web, it is not restricted to such usage,
and the ontologies we mention are in most cases already being
applied to many different application scenarios including primary
data-driven research. Ontology annotations are becoming an essen-
tial tool in life sciences data management and comparison, and
have been used to compare systems biology models as a clustering
method for retrieval (Schulz et al., 2011).

Existing lexicons in the domain of mental functioning and disease
have by and large been designed with one application or commu-
nity in mind, and the result has been the proliferation of distinct
and overlapping ontologies, none of which is appropriately interlin-
ked in the way we have described for addiction, and in which the
classification of entities has been ad-hoc and application-specific. A
search for ‘addiction’ in BioPortal returns 12 exact matches from
different vocabularies and 462 partial matches and synonyms. Yet,
none of these occur in contexts where the disease is explicitly rela-
ted to its mechanisms of action or symptoms in the fashion we have
described. Mental processes such as thinking and planning are also
described in multiple resources, for example the Cognitive Atlas
(Poldrack et al., 2011), but this resource does not include a term for
addiction (although it does in fact include a task for the measure-
ment of nicotine dependence, not related to any cognitive terms).
The NIF vocabularies include terms for mental disorders such as
heroin dependence (nlx:89410) and opioid-related disorder (birn-
lex:12713), but do not link these to the chemicals in question nor
to any of the other related vocabularies. In short, the proliferation
of standard vocabularies within specific domains and application
scenarios has hindered rather than facilitated data integration and
enhanced querying thus far.

4
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Following the OBO Foundry approach and creating an interlinked
framework of ontologies will address this issue, allowing annotati-
ons to be exploited in a cross-disciplinary fashion without requiring
that data maintainers provide annotations outside of their own disci-
pline. The framework we have described surrounding the Mental
Functioning Ontology will interlink the domains of neuroscience,
psychology, medicine and biochemistry. The work here described
is in the preliminary stages and future work will involve making
the cross-linkages between the ontologies available as mapping files
and extending the approach to other subject areas than addiction.

5 CONCLUSION
A new generation of bio-ontologies are increasingly interlinked, in
support of a new holistic methodology for data-driven science that
focuses on what data are about rather than on narrow disciplinary
boundaries. Addiction is a public health condition of particular seve-
rity in the developed world. Our approach is to facilitate research
through interdisciplinary data aggregation and interoperability. We
have shown that interlinked ontologies allow this aggregation in an
automated fashion, enabling discoverability across disciplines.
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ABSTRACT 

The	  Sequence	  Ontology	  (SO),	  a	  member	  of	  the	  Open	  Biomedical	  On-‐
tologies	  (OBOs)	  library,	  was	  developed	  with	  the	  goals	  of	  standardizing	  
the	   vocabulary	   and	   semantics	   of	   biological-‐sequence	   annotation	  with	  
the	   goal	   of	   increased	   interoperability	   for	   software	   developers	   and	  
users	  of	  genomic	  sequences.	  	  Here	  we	  present	  our	  recent	  developmen-‐
tal	  approaches	  to	  address	  three	  issues	  of	  import	  for	  the	  SO:	  	  (1)	  repre-‐
sentation	  of	  molecular	  sequences	  versus	  abstract	  sequences;	  (2)	   inte-‐
gration	  with	  the	  ChEBI	  ontology,	  the	  Protein	  Ontology,	  the	  RNA	  Ontol-‐
ogy,	   the	   Gene	   Ontology,	   the	   Chemical	   Information	   Ontology,	   and	   the	  
Information	   Artifact	   Ontology;	   and	   (3)	   consistent	   representation	   of	  
DNA,	  RNA,	   and	  peptide	   sequences	   and	  harmonizing	   their	   use	   toward	  
annotation	  in	  sequence	  databases.	  	  We	  anticipate	  that	  these	  efforts	  will	  
result	   in	   a	   representation	   of	   biological	   sequences	   that	   is	   more	   con-‐
sistent	   not	   only	   internally	   but	   also	  with	   respect	   to	   its	   use	   in	   annota-‐
tions	  in	  sequence	  databases.	  	  We	  further	  envision	  increased	  interoper-‐
ability	   of	   the	   SO	   with	   other	   OBOs,	   which	   would	   benefit	   applications	  
beyond	  sequence	  annotation.	  	  

1 INTRODUCTION  
The Sequence Ontology (SO), a member of the Open Bio-
medical Ontologies (OBO) library (Smith et al., 2007), was 
developed with the goals of standardizing the vocabulary 
and semantics of biological-sequence annotation toward 
interoperability for software developers and users of ge-
nomic sequences, which had not been established (Eilbeck 
et al., 2005).  The currency of genomic annotation are the 
sequence features that provide anchor points to which to 
attach biological knowledge.  Creating the SO has involved 
the naming and defining of sequence features and establish-
ing topological relationships between these classes with 
respect to their positions on genomic sequences. 

We present our recent developmental efforts seeking to 
address three issues of import for the SO: (1) representation 
of molecular versus abstract sequences; (2) integration with 
other OBOs, particularly the Chemicals of Biological Inter-
est (ChEBI) ontology (de Matos et al., 2010) the Protein 
Ontology (PRO) (Natale et al., 2011), the RNA Ontology 
(RNAO) (Hoehndorf et al., 2011), the Gene Ontology (GO) 
(The Gene Ontology Consortium, 2000), the Chemical In-
formation Ontology (CHEMINF) (Hastings et al., 2011), 
and the Information Artifact Ontology (IAO) 
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((http://code.google.com/p/information-artifact-ontology/); 
and (3) consistent representation of DNA, RNA, and peptide 
sequences and harmonizing their use in annotations.  We 
anticipate that these efforts will not only result in a more 
consistent representation of biological sequences but also 
increased operability with other OBOs, which would be 
beneficial to the primary use case of sequence annotation 
and also to other applications, including natural-language 
processing (Bada and Hunter, 2010) and reasoning with 
multiple ontologies (e.g., Blondé et al., 2011). 

2 RESULTS AND DISCUSSION 
The SO is a resource actively maintained by a small group 
of curators responsive to the requirements and input of the 
sequence-annotation community; it is currently managed via 
an SVN repository, where users can download versioned 
releases and revisions (http://www.sequenceontology.org/ 
resources/index.html). The developers of the SO have begun 
efforts to harmonize the SO with other resources (Mungall 
et al., 2011); this entails making the SO more consistent 
both internally and with respect to external resources.  We 
discuss three foci of our recent efforts in this endeavor here. 

2.1 Representation of Abstract versus Molecular 
Sequences 

There has been considerable ambiguity with regard to the 
ontological nature of biological sequences, including the 
categories of sequences represented in the SO.  Hoehndorf 
et al. have posited the existence of three types of sequence:  
(1) abstract sequences are abstract entities that are “inde-
pendent of space and time: either [they] … are not located in 
space and time, or they are located everywhere and at all 
times”; there is, for example, only one instance of the ab-
stract sequence ACA; (2) syntactic sequences are sequence 
representations such as those in biomedical databases and 
text representations; and (3) molecular sequences are physi-
cal chains of nucleotides or amino acids (Hoehndorf et al., 
2009). In an effort to integrate the SO with the Basic Formal 
Ontology (BFO) (Grenon et al., 2004)—the upper-level 
ontology to which OBO developers commit—SO develop-
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ers have elaborated that sequence types of the SO are gener-
ically dependent continuants, defined in the BFO as contin-
uants dependent on one or more independent-continuant 
bearers; thus, a given sequence is an abstract instance (and 
from here on “abstract” is meant in a wider sense, not the 
specific sense of Hoehndorf et al.) that inheres in each cor-
responding molecular sequence (Mungall et al., 2011). 

However, there are several issues making this conceptual-
ization as the basis for SO representation problematic.  In 
their framing of SO concepts as generically dependent con-
tinuants, SO developers acknowledged a discordance in that 
sequence attributes, which are explicitly represented in the 
SO and used in the formal definitions of corresponding se-
quences, actually apply to the molecular sequences. For 
example, a wild_type_rescue_gene is a             
rescue_gene that has_quality  wild_type; that is, 
“wild-type” describes molecular sequences, not the abstract 
sequences that refer to the molecular sequences.  More 
straightforwardly, biologists fundamentally regard sequenc-
es such as genes, exons, mutations, transcripts, and peptides 
as molecular entities, as evidenced in, e.g., their definitions 
in biology textbooks, and this conceptualization is reflected 
in the natural-language definitions for most of the SO clas-
ses in their current official state. 

We argue that since the molecular sequences are the more 
fundamental concepts (indeed, the generically dependent 
sequences depend upon them for their existence), they 
should be explicitly represented.  That being said, there are 
at least a small number of SO classes whose conceptualiza-
tions as molecular sequences do not seem sensible.  For 
example, match is defined as a “region of sequence, 
aligned to another sequence with some statistical signifi-
cance, using an algorithm such as BLAST or SIM4”. (An-
notations using this concept are typically used to provide 
supporting evidence to computational gene models.)  For a 
given match, there may be a molecular sequence that direct-
ly corresponds to it (though there may not be, e.g., if gaps 
are permitted in this conceptualization), but since this 
matching occurs computationally, it seems much more sen-
sible to represent it as a type of abstract sequence.  Thus, 
some abstract sequences will be needed to represent the full 
set of concepts of the SO.  Our solution to this is to repre-
sent biological sequences in two parallel ontologies, one 
containing the large majority of classes that can exist as 
molecular sequences and the other containing the corre-
sponding abstract sequences for all of these molecular se-
quences and also the small number of classes that make 
more sense as abstract sequences. 

The former will be an evolution of the Sequence Ontolo-
gy:Molecules (SOM) effort, a small ontology representing 
molecules of genomic origin (Mungall et al., 2011), which 
will accommodate not only its current more circumscribed 
domain but also all of the molecular-sequence concepts to 
which the SO refers.  It will therefore be renamed the Mo-

lecular Sequence Ontology (MSO), as SO concepts refer to 
molecular sequences (i.e., sequences at the molecular level), 
but most of them refer to parts of molecules rather than 
proper molecules themselves.  Significantly, the many for-
mal cross-product definitions of SO concepts (e.g., the 
aforementioned wild_type_rescue_gene) will be 
transferred to their corresponding MSO concepts, as these 
define the molecular sequences.  As we discuss in the next 
section, the sequence concepts of this ontology will be the 
bridge to the GO, PRO, RNAO, and ChEBI ontology. 

The corresponding abstract sequences of these molecular 
sequences will remain the province of the SO; therefore, SO 
concepts will continue to be generically dependent continu-
ants. This has the advantage of minimizing disruption to 
annotation efforts with the SO, as all current SO terms will 
continue to exist in the SO (whereas the concepts that are 
more sensible as abstract sequences will not be correspond-
ingly represented in the MSO).  In an effort toward usabil-
ity, corresponding abstract and molecular sequences will be 
identically named but use their respective namespaces.  As 
the current SO cross-product definitions will be transferred 
to their corresponding MSO concepts, SO concepts will 
instead be formally defined in terms of analogous MSO 
concepts, as will be shown in the next section.  Since SO 
concepts will be necessarily and sufficiently defined in 
terms of their corresponding MSO concepts, an OWL rea-
soner will be able to automatically generate the hierarchy of 
the former from the latter, so the two parallel sequence hier-
archies will not have to both be manually curated.  In addi-
tion to linking to the MSO, the concepts of the SO will be 
connected to the CHEMINF ontology, and thus indirectly to 
the IAO, as described in the next section.  

2.2 Integration with ChEBI, PRO, RNAO, GO, 
CHEMINF, and IAO 

Many of the OBOs have been impressively developed, but 
lack of formal linkage among them is a serious issue, and 
we seek to (directly or indirectly) link both the MSO and 
SO to other OBOs.  As for the former, among the neighbor-
ing ontologies with which we envision integration are the 
ChEBI ontology and the PRO, RNAO, and GO.  The first of 
these is the primary OBO representing molecules, molecular 
parts, atoms, subatomic particles, and biochemical roles and 
applications of these entities, and all MSO concepts will be 
subclasses of the ChEBI class molecular entity.  The 
current official top-level sequence term in the SO is the 
fuzzily named region, defined as a sequence feature with 
an extent greater than zero, which will be renamed to the 
more precise monomeric sequence, i.e., a sequence of 
biological monomers; this concept will be fundamentally 
subdivided into monomeric sequence molecule, 
representing sequences that are whole molecules, and mon-
omeric subsequence, representing proper parts of 
monomeric sequence molecules.  (We are aware that a mol-
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ecule technically refers to an electrically neutral polyatomic 
entity and that biological sequences cannot be guaranteed to 
be electrically neutral (and likely are not); we are referring 
to a broader sense of molecules that is also reflected in the 
ChEBI term macromolecule, which has the concept of a 
molecule incorporated into its name but is also not guaran-
teed to be electrically neutral and is therefore not subsumed 
by molecule.)  In biological parlance, “sequence” can 
refer to either a whole sequence or a proper subsequence, 
and this ambiguity is encapsulated in the top-level class 
monomeric sequence.  (In fact, we can formally define 
this class as this union of monomeric sequence mol-
ecule and monomeric subsequence.)  This funda-
mental subdivision of monomeric sequence allows us 
to more richly link the SO to ChEBI:  Within the latter, se-
quences such as nucleic acids and peptides are represented 
as entire molecules but not as proper subsequences, and so 
this subdivision will enable us to assert the equivalency of 
specific existing ChEBI macromolecular classes and specif-
ic MSO subclasses of monomeric molecule.  We can 
further link the MSO to ChEBI by defining sequence types 
in terms of their constituent monomers. We have created 
has_proper_monomeric_part as a subrelation of 
has_proper_part to use in such definitions, e.g.:  
 
MSO:‘peptide sequence’ subclassOf 
MSO:‘monomeric sequence’ and 
has_proper_monomeric_part  
  some CHEBI:‘amino-acid residue’ and 
has_proper_monomeric_part 
  only CHEBI:‘amino-acid residue’ 
 
The MSO will additionally be able to be linked to other 

OBOs representing more specific types of biological se-
quences.  The PRO, an OBO which focuses on protein clas-
ses and complexes, could link to the MSO by making its 
top-level protein a subclass of MSO:peptide    
sequence molecule.  (As the PRO also represents pro-
tein variants, isoforms, and modified forms, we envision 
that the MSO will be further linked to the PRO relying on 
our representation of sequence variation; a discussion of this 
is beyond the scope of this paper, but we have done prelimi-
nary work in a richer representation of sequence variation in 
the SO (Bada and Eilbeck, 2010).)  Likewise, the RNAO 
will be able to be integrated with the MSO by subclassing 
its RNA-specific sequences and structures from the more 
general corresponding concepts of the MSO.  

The molecular sequences represented in the MSO will al-
so be able to be utilized by the GO: GO classes representing 
processes operating on sequences, particularly many sub-
sumed by macromolecule metabolic process or 
regulation of macromolecule metabolic 
process, will be able to rely on relevant SO classes for 
their formal definitions.  For example, the GO class RNA 

processing is currently informally defined as “[a]ny 
process involved in the conversion of one or more primary 
RNA transcripts into one or more mature RNA molecules”; 
it could be formally defined using the SO classes primary 
transcript and mature transcript, e.g.: 

 
GO:‘RNA processing’ subclassOf 
  GO:‘biological_process’ and 
  part_of 
  GO:‘biological_process’ and 
  results_in_derivation_from 
    some MSO:‘primary transcript’ and 
  results_in_derivation_to 
    some MSO:‘mature transcript’ 

 
Here, we have defined an RNA processing as a biological 
process that is part of a biological process and that results in 
the derivation from at least one primary transcript to at least 
one mature transcript.  (We have included the parthood ex-
pression to model the involvement mentioned in the infor-
mal definition, and we take advantage of the fact that some-
thing is part of itself for instances of RNA processing that 
are not proper parts of instances of composite RNA pro-
cessing.  Also, here we have created the occurrent-to-
continuant relations results_in_derivation_from 
and results_in_derivation_to as extrapolations of 
the continuant-to-continuant relation derives_from, 
which is defined in the OBO Relation Ontology (Smith et 
al., 2005)).  Such GO definitions relying on the MSO, as 
well as the previously discussed MSO definitions relying on 
the ChEBI ontology can be seen as extensions of the OBO 
cross-product effort (Mungall et al., 2011).  There are a 
plethora of vetted (but still mostly unofficial) cross-product 
definitions among a number of OBOs (http:// 
www.berkeleybop.org/ontologies/#logical_definitions) as 
well as those among concepts within the SO, but presently 
none among SO concepts and those of external ontologies, 
an issue that this proposal will help to address. 

While the MSO will enable integration with ChEBI, PRO, 
RNAO, and GO, the SO concepts will be made subclasses 
of the class information about a chemical    
entity from the CHEMINF ontology, an OBO focusing 
on the representation of informational chemical entities ma-
nipulated in computational algorithms and procedures, as 
well as the algorithms and procedures themselves; the SO 
will thus be indirectly connected to the IAO, as this 
CHEMINF class is itself a subclass of the IAO’s             
information content entity class, defined as “an 
entity that is generically dependent on some artifact and 
stands in relation of aboutness to some entity”.  We will use 
denotes, a subrelation of the IAO’s fundamental 
is_about relation, to formally define the large majority of 
the concepts of the SO in terms of those of the MSO, e.g.: 
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SO:transcript subclassOf 
  CHEMINF:‘information about a  
    chemical entity’ and 
  denotes some MSO:transcript 

 
Thus, an abstract transcript sequence is a chemical infor-
mation content entity that denotes a molecular transcript 
sequence.  Hypothetical, improbable, and even impossible 
abstract sequences could be created, which may seem prob-
lematic given that we have modeled them as information 
content entities, which are defined to be “about” something.  
However, we consider this an orthogonal issue not limited 
to sequences, and there have been recent efforts to address 
this issue (Dumontier and Hoehndorf, 2010; Ceusters and 
Smith, 2010; Hastings et al., 2011).  As stated in the previ-
ous section, since these SO concepts will be formally de-
fined in terms of their corresponding MSO concepts, the 
classification of the former will be able to be automatically 
generated from the latter. 

2.3 Consistent Representation of DNA, RNA, and 
Peptide Sequences and Their Use in Annotation 

Sequences are annotated overwhelmingly at the genomic 
level.  Perhaps unintuitively, these sequences are annotated 
at the DNA level even with the many SO concepts at the 
RNA and peptide levels (e.g., splice site, polypep-
tide domain), with the implied semantics that the RNA- 
or peptide-level concept holds for the RNA or peptide se-
quence that corresponds to the DNA sequence denoted by 
the annotated sequence.  These RNA- and peptide-level 
classes are informally defined as RNA and peptide sequenc-
es, respectively, as one would expect, yet they are some-
times subsumed by DNA-level concepts; for example, 
transcript is a subclass of gene member region.  
As part of our efforts toward making the SO more consistent 
in terms of both the ontology itself as well as its use in se-
quence annotations, we are addressing this conceptual tan-
gle by consistently representing these sequence types and 
preparing for their use by annotators. 

It is clear that the natural-language definitions of these 
concepts should match their formal structure, and thus, ei-
ther the RNA-level definition of transcript should 
change, or it should not be subsumed by a DNA-level con-
cept.  We argue that these classes should be defined as they 
are canonically conceptualized, so transcript should be 
defined at the RNA level.  Its classification should also re-
flect this, so it should be subsumed by some more generic 
RNA concept rather than by gene member region.  
Therefore, we are properly classifying these concepts. 

For this classification, we have created a set of sequence 
classes consistently defined in terms of type of monomer.  
Currently, monomer type is represented by a set of polymer 
attributes, and sequences are attributed these qualities; for 
example, DNA, RNA, and peptidyl are all subclasses of 

polymer attribute, and, e.g., RNA chromosome is 
formally defined as a chromosome that has an RNA quality: 

 
‘RNA chromosome’ subclassOf 
chromosome and 
has_quality some RNA 
 

For each type of monomer, we are creating a primary se-
quence class (e.g., DNA sequence, RNA sequence, 
peptide sequence), which was not previously explicit-
ly represented.  Rather than relying on qualities for specify-
ing the monomer types of the sequences, we are using 
ChEBI classes that represent the monomers, as exemplified 
by the definition of peptide sequence in the previous 
section.  A wealth of monomer types are already represented 
in ChEBI (including many noncanonical ones), so this strat-
egy obviates the need for us to explicitly represent them.  In 
addition to reducing effort on our end, it abides by the prin-
ciple of orthogonality among ontologies of the OBO library. 
Monomeric sequences are thus subdivided along two or-
thogonal axes, namely, whether they are whole molecules or 
proper subsequences (as discussed in the previous section), 
and by monomer type. However, all these direct subclasses 
will be necessarily and sufficiently defined. 

As previously stated, sequences are overwhelmingly an-
notated at the DNA level, but this includes the use of RNA- 
and peptide-level classes such as splice site and 
polypeptide domain to mark up DNA sequences.  
There are several strategies we can take to address this, one 
of which is to explicitly represent corresponding DNA, 
RNA, and peptide sequences, link them accordingly, and 
guide annotators to proper use of these classes.  We antici-
pate that this would be a significant change for annotators, 
and so as to minimize confusion, we could name these new 
classes as the sequences on which they are based, appended 
with “DNA” and “RNA”, as appropriate; for example, for 
polypeptide domain, we could create polypep-
tide domain DNA and polypeptide domain 
RNA, representing DNA and RNA sequences, respectively, 
corresponding to polypeptide domains.  

There are several options as to how to link such concepts. 
One is to state each association as the product sequence be-
ing created from the template sequence, e.g.: 

 
‘polypeptide domain’ subclassOf 
  peptide sequence and 
  created_from_template_sequence 
    some ‘polypeptide domain RNA’ 

 
This states that a polypeptide domain is a subclass of a pep-
tide sequence that is created from an RNA sequence corre-
sponding to a polypeptide domain as a template sequence, 
which seems odd and circular.  The other option is to state 
each association in the reverse direction, e.g.: 
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‘polypeptide domain RNA’ subclassOf 
  ‘RNA sequence’ and 
  template_for only ‘polypeptide domain’ 
 
This formal definition seems sensible in that it is reflected in 
the name of the class.  A disadvantage is that the          
template_for restriction is not existential (∃) in that not 
every RNA sequence corresponding to a polypeptide do-
main will get translated into a polypeptide domain.  Rather, 
this would have to be made universal (∀), which we believe 
canonically holds.  Relying on this option, we can then link 
the corresponding DNA and RNA sequences: 
 
‘polypeptide domain DNA’ subclassOf 
  ‘DNA sequence’ and 
  template_for 
    only ‘polypeptide domain RNA’ 
 
Thus, polypeptide domain DNA is the class that 
would be used to annotate a DNA sequence that currently is 
annotated with polypeptide domain.  However, as 
creation and use of explicit corresponding sequences would 
be a significant change to the ontology and to the annotation 
process, we will seek community input with regard to this. 

CONCLUSIONS 
We have presented and discussed our recent efforts in the 
continuing development of the SO: (1) representation of 
molecular versus abstract sequences; (2) integration of the 
SO with ChEBI, PRO, RNA GO, CHEMINF, and IAO; and 
(3) consistent representation and use of corresponding 
DNA, RNA, and peptide sequences.  In addition to increas-
ing interoperability of the SO with other OBOs, we antici-
pate that this work will improve the consistency of the SO 
both internally and and with respect to external resources; 
these would strengthen the SO as a tool for reasoning with 
regard to its use toward its primary use case of sequence 
annotation as well as other applications. As these discussed 
changes significantly alter the structure and terminology of 
the ontology, a measured approach must be taken to allow 
time to update the existing software and protocols that rely 
on the SO. 
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ABSTRACT 

We present a streamlined data model for representation of bio-
chemical processes which consistently adopts a perspective on 
these processes as molecular events. 

Our model references a small number of established founda-
tional relations predominantly from RO and employs BFO as upper 
ontology. It addresses some of the limitations in terms of interopera-
bility, semantic compatibility and expressivity encountered in other 
approaches to modeling biochemical processes. 

Using a role-based approach we demonstrate how from this per-
spective various metabolic and transport processes can be consis-
tently represented across different levels of granularity and how 
relations between processes like sequence of events can be in-
ferred. 

1 INTRODUCTION 
Computational approaches to study biochemistry require 
machine accessible representations of biochemical knowl-
edge. While various schemes have been specified for the 
representation of biochemical processes, their underlying 
conceptualizations differ with regard to biochemical scope, 
molecular detail, and provision of meta-data and adopt for-
mal syntax and semantics to varying degrees. BioPAX 
(Demir et al., 2010) provides a basic ontology to exchange 
data on biochemical pathways and their interactions, with an 
emphasis that these represent bulk phenomena, as opposed 
to single molecular events. Although the BioPAX ontology 
is specified using the Web Ontology Language (OWL, 
Hitzler et al., 2009), the axioms are mostly there to con-
strain the types of relations allowed, as opposed to a more 
expressive description of pathways and the molecular par-
ticipants found therein. Towards addressing these limita-
tions, an OWL-based representation was put forward to de-
scribe types of biochemical pathways and reactions in terms 
of the molecular participants, their parts and the roles that 
they play (Dumontier, 2008). Here, we extend on that pre-
liminary work with a basic ontology of biochemical proc-
esses consisting of one or more biochemical reactions, and 
specifying roles that molecular entities play therein. Ac-
companied by relevant rules specified using the Semantic 
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Web Rule Language (SWRL, Horrocks et a.l., 2004), our 
approach facilitates biologically-relevant inferences. 

2 RESULTS 
The perspective taken on biochemical processes in this work 
is that individual molecular entities, i.e. single molecules, 
interact with each other in various processes through which 
molecular structures of various complexity are formed and 
dynamic biochemical and physiological phenomena on the 
macroscopic scale are produced. In our OWL2 representa-
tion, individuals of classes describing biochemical processes 
represent singular molecular events, i.e. directed transitions 
of a chemical system from an initial to a terminal state in-
volving individual molecules. 

2.1 OWL-constructs for role-based representa-
tion of biochemical processes 

As a matter of convenience, our representation uses the 
class and property distinctions identified by the Basic For-
mal Ontology (BFO, Grenon et al., 2004) and the OBO Re-
lation Ontology (RO, Smith et al., 2005). Molecules are 
types of bfo:object, roles are types of bfo:role and 
biochemical processes are types of bfo:process.  

We developed a basic ontology of roles that chemical par-
ticipants hold in the context biochemical processes (Fig. 1). 
The role ontology includes a role for catalysts (cata-
lyst_role), reactants (reactant_role), substrates 
(substrate_role), products (product_role), effec-
tors such as activators (activator_role, enzy-
matic_activator_role) and inhibitors (inhibi-
tor_role, enzymatic_inhibitor_role). Consis-
tent with IUPAC and IUBMB terminology (IUPAC, 2011) 
reactants are participants that are present at the onset and 
products are participants that are present at the end of the 
process. Substrates are reactants that are converted to prod-
ucts by the activity of one or more enzymes. Enzymes are 
catalysts of mostly protein nature. Effectors are chemical 
entities that affect the functionality of enzymes with respect 
to the rate of reaction. 

We further developed a simple ontology of biochemical 
processes which distinguishes between elementary reactions 
and overall reactions (Fig. 1). Elementary reactions pertain 
to fine-grained mechanistic aspects of biochemical proc-
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esses and include association, dissociation and conversion 
events. Overall reactions comprise of single- and multi-
enzyme reactions and net reactions catalyzed by structurally 
independent enzymes which as such reflect traditional bio-
chemical pathways. The roles of chemical entities may be 
described in the context of the biochemical reactions in 
which they are realized. Stoichiometry may also be speci-
fied as cardinality restriction on the realizes property 
between the process and the role. For example, hexokinase-
like reactions, i.e. the conversion of glucose (glc) and ATP 
to glucose-6-phosphate (g6p) and ADP are defined as: 

(realizes exactly 1 (product_role 
  and (has_bearer some adp))) 
 and (realizes exactly 1 (product_role 
  and (has_bearer some g6p))) 
 and (realizes exactly 1 (reactant_role 
  and (has_bearer some atp))) 
 and (realizes exactly 1 (reactant_role 
  and (has_bearer some glc))) 

Due to their status in BFO as specifically dependent contin-
uants, these roles are borne only by single molecules, thus 
reaction stoichiometry is duly reflected in our representa-
tion. 

Fig. 1. Taxonomy of the ontology of molecular roles and bio-
chemical processes. 

2.2 Representation of biochemical processes at 
various levels of granularity 

Both elementary reactions and overall reactions can be de-
scribed in terms of its reactants and products, i.e. in terms of  
the molecular roles being realized in a biochemical process. 
For example, the association of ATP and the hexokinase 
enzyme is an elementary reaction of the hexokinase reac-
tion, while the overall phosphorylation of glucose with ATP 
involves ATP, glucose, ADP and glucose-6-phosphate 
(Fig. 2). In the case of hexokinase, we observe that it plays 
the role of a reactant in the elementary reactions which are 
part of the hexokinase reaction and glycolysis, while it plays 
the enzyme role in those more “macro” reactions. Addi-
tional detail, such as the participation of catalysts or cofac-
tors can be represented with the corresponding role classes, 
making clear the nature of their participation. 

2.3 Relations between processes: process parts 
and sequence 

The relation of more complex processes to their constituent 
process    parts   can   be   represented   by   part_of    and 

Fig. 2. Biochemical processes at different levels of granularity 
using reactant and product roles. Boxes denote named OWL-
individuals. Dotted arrows denote object properties as labelled. 
Solid and dashed arrows denote substrate and product roles, resp. 
which connect processes in which they are realized with molecules 
by which they are borne. 

preceded_by relations from RO as outlined in Dumon-
tier 2008. In addition directly_preceded_by, as a 
sub-property of RO’s preceded_by connects instances of 
processes which are coupled by joint participants which 
bear product roles in the preceding and reactant roles in the 
succeeding process (Fig. 3). In contrast to the immedi-
ately_preceded_by relation defined in RO, this prop-
erty relates processes which are not necessarily temporally 
adjacent. 

Fig. 3. Sequence of biochemical processes. Boxes denote named 
OWL-individuals. Dotted arrows denote object properties as 
labelled. Other arrows denote participant roles connecting 
processes with molecules as indicated. 

2.4 Location of processes and representation of 
transport reactions 

Location of molecules can be represented using the RO rela-
tions located_in. Location of processes, i.e. where they 
occur is specified using the occurs_in property. 

Transport processes are represented also in terms of their 
reactants and products, formalizing the transported entities 

2 
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3 DISCUSSION as individual instances of the corresponding chemical spe-
cies connected to instances of reactant role and product role 
via the bears property and to instances of the correspond-
ing locations via located_in (Fig. 4). For example, the 
antiport of 2-ketoglutarate (2kg) and malate (mal) across the 
mitochondrial membrane is defined as: 

In this representation biochemical processes can be consis-
tently described on different levels of granularity accounting 
for different roles of participating molecules on different 
levels. By including location and transport even complex 
biochemical processes can be represented using a small set 
of basic relations. This provides a stable platform for inter-
operability with ontological descriptions of related biologi-
cal entities (e.g. molecules, tissues, taxa) which could also 
be used to represent and interrelate GO biological processes 
via their participants. Our representation applies a consistent 
perspective on biochemical processes as microscopic 
chemical events. This provides, together with the formal 
semantics of OWL2, a clear semantic basis to represent 
complex processes and complex structure-function relation-
ships and to interpret their asserted and inferred properties 
in terms of biochemical entities. For example, substrate 
channeling can be represented through molecule instances 
which bear product and substrate roles for the preceding and 
succeeding reaction in a straightforward manner. Thus, our 
representation is suited to overcome some of the limitations 
regarding interoperability, semantic compatibility and ex-
pressivity that have been identified in other models 
(Dumontier, 2008) which makes it a promising base for rep-
resentation and analysis of the biochemistry of organs like 
the liver, i.e. of complex systems, comprising interrelated 
processes on several scales. 

(realizes exactly 1 (product_role 
  and (has_bearer some (2kg 
   and (located_in some mitochondrion))))) 
 and (realizes exactly 1 (product_role 
  and (has_bearer some (mal 
   and (located_in some cytosol))))) 
 and (realizes exactly 1 (reactant_role 
  and (has_bearer some (2kg 
   and (located_in some cytosol))))) 
 and (realizes exactly 1 (reactant_role 
  and (has_bearer some (mal 
   and (located_in some mitochondrion))))) 

Fig. 4. Representation of transport reactions. Boxes denote named 
OWL-individuals. 
Dotted arrows denote 
object properties as 
labelled. Other arrows 
denote participant roles 
connecting processes 
and molecules as 
indicated. 

2.5 Inference of process and entity characteristics 
Reasoning over the OWL representation of biochemical 
processes as described above enables the following: ACKNOWLEDGEMENTS 
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Classification of processes: Processes can be classified ac-
cording to specialization of roles and chemicals. For 
instance, a process involving a chemical as a reactant 
would subsume a process involving that chemical as a 
substrate. Given an ontology of chemicals (e.g. 
ChEBI), similar classification of processes are enabled. 
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ABSTRACT 

Since 1990 CEN TC 251 and ISO TC 215 have developed an 
approach named Categorial Structure. It is a logic-based language 
that aims at standardising the upper level structure of a terminologi-
cal model rather than agreeing on a reference clinical terminology or 
on a language-independent biomedical ontology. Since 2000 meth-
ods, tools and techniques based on upper level ontology and de-
scription logic formalism have been developed in the Semantic Web 
and the bio-ontology communities. The objective of this paper is to 
analyse the relation between the two approaches in order to pro-
mote the complementary use of ontology and structured information 
model tools in the harmonisation between biomedical terminologies 
and to improve semantic interoperability. 

 

1 INTRODUCTION 

Standardisation in Health Informatics started in the U.S. 

with the HL7 user group. The European Standard Body 

CEN TC 251 WG2 (Comité Européen de Normalisation 

Technical Committee 251 Working Group 2) and later the 

International Organisation for Standardization (ISO) TC 215 

WG3 elaborated and developed a standard approach for 

biomedical terminology named Categorial Structure 

(CAST) (Rodrigues, 2008), mainly based on the ontology-

driven tools developed in the nineties as a result of the 

GALEN project (Rector,1995). 

Since 2000, ontology-driven methods, tools and techniques 

have been developed in the Semantic Web and the bio-

ontology communities. Numerous research groups have 

moved towards upper-level ontologies (ULO) in order to 

manage the organization, integration and interoperability of 

biomedical information in a more principled way. Not only 

in research circles, but also in the medical terminology 

business, there is an increasing belief that using formal 

ontology approaches helps improve the quality of termino-

logical systems. Description logics (Baader, 2007) often 

using Web Ontology Language (OWL) (Horridge, 2009) 

has become a quasi-standard for formal ontologies, which 
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intend to describe (as much as possible) the consensus on 

the nature of entities in a given scientific domain, inde-

pendently of linguistic or conceptual variation. 

The objective of this paper is to analyse the relation between 

the two approaches, viz. upper-level ontologies (ULO) vs. 

Categorial Structure (CAST), to ease the use of applied 

ontology to harmonise different biomedical terminologies. 

In a first part we present the definition and specifications of 

the CAST standard methodology  (Rodrigues, 2008); 

whereas a second part is dedicated to upper level ontologies 

and the alignment of the CAST of Patient Safety (PS) Con-

ceptual Concept Framework with the top-level ontology 

BFO (Smith, 2011) and the top-domain ontology Bio-

Top (Beißwanger, 2008). In a third part we present the 

CAST application to the ICD 11 revision. Finally we will 

discuss the relation between the CAST and another ontology 

approach to disambiguate healthcare terminologies.  

2 CEN ISO CATEGORIAL STRUCTURE 

APPROACH 

The CEN Categorial Structure was defined, as presented 

in (Rodrigues, 2008), as a minimal set of constraints to 

represent a biomedical terminology in a given health care 

domain with the goal to safely communicate. It is a defini-

tion of a minimal semantic structure or ontology framework 

describing the main properties of the different artefacts used 

as terminology (controlled vocabularies, nomenclatures, 

reference terminologies, coding systems and classifica-

tions): a model of knowledge restricted to 1) a goal, 2) a list 

of semantic categories, 3) the list of semantic links or rela-

tions between semantic categories constrained by their asso-

ciated semantic categories, and 4) the minimal constraints 

allowing the generation and the validation of well-formed 

terminological expressions. As a consequence any biomedi-

cal terminology artefact claiming conformance to this 

standard shall attach with the data sent the Categorial Struc-

ture of the terminology used. The Categorial Structure shall 

satisfy the four constraints, but it can add more constraints. 

For instance, the CAST for terminological systems of surgi-

cal procedures (Rodrigues, 2011) specifies that:  

(1) The goal is to model surgical procedures, 



Rodrigues et al. 

2 

(2) The main semantic categories are Human Anatomy, 

Deed, Interventional Equipment and Lesion; 

(3) The semantic links are has_object, has_site, 

has_sub_surgicaldeed, has_means... 

(3.1) has_object is authorised between Deed and Hu-

man anatomy or Interventional Equipment  or Lesion; 

(3.2.) has_site is authorised between Interventional 

equipment or Lesion and Human anatomy;  

(3.3) has_means is authorised between Deed and Hu-

man anatomy, Interventional equipment or Lesion; 

(3.4) has_sub_surgicaldeed  is authorised between 

Deed and Deed; 

(4) The minimal constraints required are: 

(4.1) A Deed and has_object shall be present; 

(4.2) Human anatomy shall always be present either 

with the relation has_object or with a has_site; 

(4.3) Use of Lesion shall be restricted to macroscopic 

lesion and to cases where it allows differentiating the 

procedure from procedures using the same deed and the 

same human anatomy; 

(4.4) When has_sub_surgicaldeed is used, the Deed on 

the right side of the semantic link must be conform to 

the rules 3.1, 3.2 and 3.3. 

3 UPPER LEVEL ONTOLOGY APPROACH  

3.1 BFO 

Basic Formal Ontology (BFO) is a philosophically inspired 

top-level ontological framework (Smith, 2011), which pro-

vides general categories as a basis for domain ontologies of 

a given level of granularity. 

BFO is divided into two main parts: Continuants (entities 

which continue to exist through time), and Occurrents (enti-

ties which exist in full in a single instant of time). It pro-

vides a coherent and unified understanding of basic ontolog-

ical entities that are fundamental to describe a science-based 

reality, and it allows integrating domain terminologies espe-

cially biomedical ones. BFO v1.1 includes 39 classes. This 

version does not include any relations, an ontology of rela-

tionships such as OBO Relation Ontology (RO) (Smith 

2005). A new release of BFO (v2) is currently under devel-

opment and should incorporate RO. 

3.2 BioTop 

BioTop is a top-domain ontology for biomedicine, repre-

sented in OWL-DL. It provides a class and a relation hierar-

chy, together with description logics axioms (Baader, 2007). 

Furthermore, BioTop can serve as a top-level model for 

creating new ontologies for more specific domains or as aid 

for aligning or improving existing ones. BioTopLite is a 

lighter experimental version. BioTopLite has 49 classes and 

50 object properties (including inverse properties) and pre-

sents only top level classes with a low granularity level.
1
 

BioTop is inspired both by BFO (Smith, 2011) and DOLCE 

(Gangemi, 2002), providing bridging ontologies to both. 

3.3 BFO and BioTop vs. Categorial Structure 

Analyzing the Categorial Structure in the light of descrip-

tion-logics based upper ontologies we find so many parallel-

isms that the hypothesis is allowed that the Categorial Struc-

ture can be interpreted, by and large, in terms of description 

logics axioms. 

For instance, the basic categories can be declared as disjoint 

classes, e.g. Human Anatomy and Deed subclassOf Nothing 

(cf. (1) in section 2). 

Semantic links in the model can be considered object prop-

erties with domain and range restrictions. E.g., has_means 

can be considered an OWL object property with its respec-

tive domain and range restrictions, according to (3.3): 

   Thing subclassOf inverse (has_means) only Deed 

   Thing subclassOf has_means only   

    (Human anatomy or InterventionalEquipment or Lesion) 

Minimal constraints in the Categorial Structure model cor-

respond to existential axioms, e.g. (3.1): 

    Deed subclassOf has_object some Thing 

or more complex (3.2): 

    Deed subclassOf ((has_object some HumanAnatomy) or  

     (has_site some HumanAnatomy)) 

One major difference between the Categorial Structure and 

description logics is that OWL object properties are exclu-

sively relations between individuals (hence they require 

quantifiers whenever used in axioms including classes), 

whereas the links in the Categorial Structure hold between 

classes. However, the links between classes can be defined 

by means of the links between individuals in a similar way 

as done in the context of RO (Smith 2005)
2
: 

A rel B =def  A subclassOf rel some B 

3.4 PS-CAST Mapping to ULO 

Following the WHO Department of Patient Safety report on 

a conceptual basis (a list of terms and definitions of patient 

safety concepts
3
 (Runciman, 2009) named International 

Classification for Patient Safety (ICPS), an ontological 

representation using the Categorial Structure method, 

named PS-CAST (Souvignet, 2011) was issued. For exam-

ple, here a representation of the Fall incident : 

has mereologic relation 

has cause: (Agent: Physical Environment or 

Health Services: health Intervention) 

has circumstance: (Circumstance: Contributing 

Factors: Staff factors or Mitigating Factors: Effec-

tive protocol available) 

  
1 Both versions of January 29, 2012, available at http://purl.org/biotop 
2 Relation between classes/concepts: italics, between individuals: bold 
3 http://www.who.int/patientsafety/taxonomy/en/ 
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has consequence: (Harm: Patient Outcomes: 

Fracture or Organizational Harm: Legal Ramifica-

tions) 

has characteristics 

has type incident: (Incident Type: Fall) 

has defining characteristics: (Incident Character-

istics: sudden, unintended, uncontrolled downward 

displacement of a patient body to the ground) 

has associative relation 

has detection: (Detection) 

has location: (Care_Setting: Hospital) 

has people involved: (Person: Health Care Profe-

sional) 

 

PS-CAST aims to integrate more granular value sets for 

subsequent development and to test the robustness of the 

CAST across different PS recording systems in the world it 

has been decided to try to map it to upper level ontologies. 

Two manual alignments were performed; first there was 

between classes of PS-CAST with BFO classes for BFO is 

the most generic ULO. The second step was to align both 

PS-CAST classes and relations with BioTop which is a 

domain ontology. 

The alignment method, however, remained the same for 

both tasks. First, we performed an analysis of the class defi-

nitions proposed in the ontologies (BFO and BioTop), 

where relevant classes were kept. Then a search for connec-

tions between these classes and PS-CAST was performed. 

Each alignment proposed was then reviewed by a Patient 

Safety expert. If class definitions were unclear or inaccurate, 

or if a relation was questionable, new proposals were made. 

The mapping was based on the OWL-DL versions of both 

ontologies. It used taxonomic subsumption (“is-a”) (A sub-

classOf B), and equivalence (A equivalentTo B).  

The mappings were considered complete after a few itera-

tions when no more changes were needed. We have ensured 

that no violation of domains and ranges were made. 

Table 1 is an excerpt of the two proposed mappings for PS-

CAST with BFO and with BioTop. 

 
 PS-CAST BFO (link type) BioTop (link type) 

C
la

ss
e
s 

Incident Process (subclass) Process (subclass) 

Incident_Type Disposition (subclass) Disposition (subclass) 

Circumstance Process OR Independent 

Continuant (subclass) 

Condition (subclass) 

Care_Setting Site (subclass) Material Object (subclass) 

Detection Process (subclass) Action (subclass) 

Person Role (equivalent class) Role (equivalent class) 

Harm Process (subclass) Condition (subclass) 

Anatomy Independant Continuant 

(subclass) 

(StructuredBiologicalEntity OR 

ImmaterialObject) (subclass) 

… … … 

P
r
o

p
e
r
ti

es
 

has_Cause - causedBy (equivalent relation) 

has_Consequence - causes (equivalent relation) 

has_Incident_Type - hasRealization (subrelation) 

has_Means - processually-RelatedTo 

(subrelation) 

has_Location - hasLocus (equivalent relation) 

… - … 

Table 1. Excerpt of Mappings between PSCAST and BFO and BioTop 

 

As a general observation, the naming of several PS-CAST 

classes suggests that these classes were defined rather by 

functional than by ontological criteria. For instance, a Cir-

cumstance is difficult to describe. E.g., a certain place can 

be a circumstance of an adverse event just as an event or a 

disposition. This ambiguity could be expressed by mapping 

“PSCAST:Circumstance” to a disjunctive expression like 

“bfo:Process or bfo:IndependentContinuant or 

“bfo:Disposition”. In BioTop, such a disjunctive class is 

already there, due to the need to represent ambiguous clini-

cal terms like “allergy” or “tumor”, for which different 

readings (processual, material, dispositional) coexist 

(Schulz, 2011). A difficult distinction is also the one be-

tween Incident and Incident_Type due as well to the ontolo-

gy ambiguity of incident which has to be considered as a 

disjunctive expression. The ontological distinction between 

Incident and Incident_Type proved difficult. Our current 

hypothesis is that the intended meaning of "Incident_Type" 

is a dispositional one, i.e. an Incident_Type is a realizable 

entity which can be realized by a corresponding Incident. 

On one hand, due to its biomedical domain coverage, Bio-

Top provides finer alignment of some concepts such as 

Anatomy, which is aligned in BFO with “BFO:Independent 

Continuant” and in BioTop Lite with (“BioTop:Material Object 

> BioTop:Polymolecular composite entity > BioTop:structured 

biological entity” OR  “BioTop:Immaterial Object”). On the 

other hand, for PS-CAST domain independent classes, Bio-

Top is less suitable. Some classes do not seem to find a 

place in the ontological tree and/or did not match exactly the 

definitions while BFO was more accurate, for example, “PS-

CAST:Circumstance”, mapped with “BFO:Process context”. 

The mapping of the relations was done only for Bio Top. It 

also posed difficulties such as the relation 

“PSCAST:has_means”, which is part of a process, but there 

is no similar relation in Bio Top, the link was made on a 

high-class level “BioTop:procesually related to”. 

We have not yet compared the BioTop mapping with both 

BFO and RO to verify our alignments and to adjust them. 

4 CAST APROACH TO ICD-11 REVISION 

The World Health Organization (WHO) has initiated the 

revision process of the International Classification of Dis-

eases
4
 (ICD-11) in 2007. Different from past revisions done 

by WHO-FIC collaborating centres, the ICD-11 authoring 

process, which involves a large community of clinical ex-

perts, is supported by ontology-driven tools (Tudorache, 

2010)(Rodrigues, 2010). Another difference is the distinc-

tion between a multi-hierarchical ICD foundation compo-

nent (FC) as a blend of ontology and information model to 

be used as a basis for target specific linearization products. 

  
4 www.who.int/classifications/icd/ 
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4.1 Pre-coordinated concepts categories:  

the content model
5
 

This blend of ontology and information model named con-

tent model (Tu, 2010) consists of 13 information items and 

is a mix of text, terminology management and pre-

coordinated concepts :  

 ICD Entity Title 

 Classification Properties 

 Textual Definitions 

 Terms 

 Body System/Structure Description 

 Temporal Properties 

 Severity of Subtypes Properties 

 Manifestation Properties 

 Causal Properties 

 Functioning Properties 

 Specific Condition Properties 

 Treatment Properties 

 Diagnostic Criteria 

The main pre-coordinated concepts categories are Body 

System/Structure which includes Human Anatomy and Mor-

phology, Manifestation properties, Causal and Functioning 

Properties, which can be deterministic like environmental 

or probabilistic as genetic.  

4.2 Postcoordinated Categories :CAST approach 

To try to disambiguate this blend of terminology and infor-

mation model a CAST approach was developed (Rodrigues, 

2009) following different use cases.  

The prerequisite was that diseases, disorders, injuries, signs 

and symptoms (all of which matter in ICD) cannot be at-

tributed to one ontological category either.  

The Ontology for General Medical Sciences (OGMS) 

(Scheuermann, 2009) made the attempt to interpret diseases 

as dispositions and disorders at pathological body structures, 

both distinguished from disease courses as processes. This 

approach was criticized by (Schulz, 2011) who argued that 

this overloads the meaning of intrinsically shallow terms 

which are often used as synonyms. Both groups, however, 

agreed on the observation that there are many terms for 

which different meanings co-exist: “allergy” may denote an 

allergic disposition or an allergic manifestation, “tumor” a 

lump of tissue or a process, and “fracture” a broken bone or 

an injury and healing process. 

Three different CAST were proposed for Disease, Diagnosis 

and Patient Findings and Problems 

Disease is the most complete view. It is based on an abnor-

mality in the Body System OR Structure (morphology) or in 

the Functional properties (patho-physiology), Causal prop-

erties and Manifestation Properties.  

Disease/disorder furthermore has to be distinguished from 

Diagnosis, which represents the view of a clinical decision 

  
5 www.who.int/classifications/icd/revision/contentmodel/en/index.html 

maker who shall take decisions in sometimes uncertain 

situations. Diagnoses are based on a set of Manifestation 

properties and Diagnostic criteria to be defined by the clin-

ical domain-specific ICD-11 revision Topic Advisory 

Groups TAGs. Diagnoses principally include the possibility 

that they do not correspond to any pathological entity in the 

patient (suspected diagnoses or false diagnoses).  

Finally Patient Findings and Problems (signs, symptoms, 

syndromes, test results, situations, etc.) are very often men-

tioned in health record for surveillance or other without 

reaching the level of a diagnosis assumption. 

4.3 The Semantic Links 

They are the relations has_finding, has_location, 

has_abnormality, has_etiology and has_focus.  

 has_finding is the link authorised between Disease or 

Diagnosis and Manifestation Properties. 

 has_location is the link authorised between Disease or 

Diagnosis and Body System/structure. 

 has_abnormality is the link authorised between Dis-

ease and  Functioning Properties or Body Sys-

tem/structure /Morphology. 

 has_etiology is the link authorised between Disease or 

Diagnosis and Causal Properties 

 has_focus is the link authorised between Patient Find-

ings and Problems and Manifestation Properties, 

BodySystem/structure, Functioning Properties. 

4.4 The Minimal Domain Constraints 

Patient Findings and Problems: at least one has_focus. 

Diagnosis: at least one has_finding and at least one 

has_location 
Disease: at least one has_finding, at least one has_location, 

at least one has_abnormality and at least one has_etiology.  

5 DISCUSSION 

We presented the CAST approach on different healthcare 

sub domains (Surgical Procedures, Patient Safety, ICD 11) 

and the relations between this approach and ULO  

approaches (BFO and Bio Top).  

We showed in a first step that CAST is challenging on one 

hand basic ontological entities and on the other the relations 

(Bio Top or BFO and RO). 

In the following part we demonstrated that the use of the 

CAST approach for the ICD-11 revision is facing the ambi-

guity and fuzziness of the healthcare terminologies which 

are oversimplifying the knowledge they contain to ease their 

utilization. ICD 11 CAST blends ontology with information 

model (and therefore epistemic) aspects, as in PS CAST. 

Recently an ontological triad structure-named structure-

disposition process (SDP) has been proposed to disambigu-

ate complex pathological process in another healthcare 

terminology SNOMED CT and the creation of a BioTop 

disjunctive class recommended (Schulz, 2011). 
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A preliminary analysis has shown the difficulties and possi-

ble solutions (e.g. to use dispositions), which can still be 

embedded into a consistent ontological framework.  

Our next steps consist in the completion of DL models of 

both PS-CAST and ICD11-CAST, using BioTop, disjunc-

tive entity and, in a further stage, BFO version 2.  

This can contribute to the WHO/IHTSDO Joint Advisory 

Group (JAG) works on a common ontological basis for the 

Foundation Component (FC) of ICD 11 and SNOMED CT. 

In another field it would be useful that ontological align-

ment should become a routine part of CEN/ISO CAST de-

velopment, for it can be exploited to discover similarities 

and differences between the existing CAST suite found in 

CEN/ISO publications. 

The empirical nature of the CAST approach influences what 

should be represented - if some of these requirements are 

epistemic then the CAST should support them. If principled 

ontological frameworks cannot accommodate epistemic 

aspects this is not a reason to marginalize or reject them 

from the models (and associated knowledge products). 

The CAST, BFO and BioTop approaches are truly comple-

mentary. They are providing an empirical 'reality check' to 

quality improvement strategies that may disallow the inclu-

sion of epistemic notions. They can support the process of 

ontology construction and ease ontology application when 

complex healthcare knowledge is concerned. 

The crucial value in having computable models of these 

terminologies lies in the use of formal reasoning mecha-

nisms for validation. Built into the workflow of terminology 

construction and maintenance, such a combined CAST ULO 

approach would be an important asset towards high-quality 

biomedical terminological systems.  
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ABSTRACT
An archetype is a formal model of a domain concept, expressed

as a set of constraints based on a reference model and used in a
particular domain. In clinical domains, an archetype is defined as
a formal model of a clinical concept. Archetypes are considered by
many researchers a fundamental tool for the achievement of semantic
interoperability of electronic healthcare records. To date, different
libraries of archetypes and a series of tools have been developed for
archetype-based standards like ISO 13606 and openEHR. However,
despite the importance of the semantics of the clinical content
and the demonstrated usefulness of ontologies and semantic web
technologies, the available platforms for managing archetypes do not
exploit them. In this paper we present our archetype management
system, which enables the semantic management of archetypes,
performing a series of activities based on their OWL representation.
The activities include the transformation of archetypes between
standards, their validation or the recommendation of appropriate
learning contents.

1 INTRODUCTION
The semantic interoperability of clinical information remains being
a major goal to achieve in the medical informatics field. Among
the Electronic Healthcare Record (EHR) standards envisaged
for making it possible, the European ISO 13606 standard
(2012), defined by the Technical Committee 251 (CEN/TC 251),
the openEHR specification (2012), proposed by the openEHR
Foundation, or Health Level Seven (2012) can be pointed out. All
of them define an EHR architecture to enable clinical information
sharing among information systems, and they are considered
a promising solution for the semantic interoperability (see, for
instance, Stroetmann et al. (2009)). That architecture allows
separating the information model from the domain or knowledge
model. In this way the information model can be used as a stable
model for representing the clinical information in software systems
while different domain models or archetypes can be built by clinical
experts. ISO 13606 and openEHR follow this architecture in which
archetypes, according to Kalra and Archana (2008), are considered
the minimal information unit that clinical information systems can
exchange and thus the basic semantic interoperability unit. For
example, a blood pressure test, a discharge report or a body weight
measurement can be defined by means of archetypes.

Archetypes include bindings to terminologies, which provide
the clinical meaning of the terms of the archetype. Each clinical
institution might develop their own archetypes, thus mechanisms

⇤To whom correspondence should be addressed: jfernand@um.es

for managing and assuring their quality are needed. In Kalra et al.
(2008), the need for quality assurance of archetypes is identified,
since they will direct how clinical data is captured, processed and
communicated. Archetype concepts should be bound in a consistent
and appropiate way to clinical terminologies. EuroRec (2012) and
the openEHR Foundation are developing governance practices for
archetype development and the quality criteria and editorial policies
by which certified libraries of EHR Archetypes can be recognised.
They will be in charge of evaluating the quality of archetypes.

Despite the growing importance of archetypes, there are not
many systems for their management. In Garde et al. (2007), the
openEHR Foundation described the Clinical Knowledge Manager
(CKM), which facilitates basic classification and searching tasks.
CKM intends to provide users with the opportunity and means of
participating in the creation and/or enhancement of an international
set of archetypes. This system works with archetypes defined in
ADL, which is a formal language that represents clinical models
in a generic way independently of a specific information model.
ADL does not allow performing semantic activities like checking
the correctness of archetypes, finding similar ones, suggesting
appropriate annotations and so on. The use of semantics in tools
like CKM is limited to a domain governance ontology that helps
to classify archetypes according to the health area, and only the
taxonomy is exploited.

In recent years, the bio-ontologies community has developed
more than 200 biomedical ontologies, terminologies and controlled
vocabularies, most of them being available in the Bioportal
website (http://bioportal.bioontology.org/). Such
knowledge might play an important role in the semantic activities
associated with archetypes and whose aim is the achievement of
semantic interoperability. However, to date, such set of ontologies
has not been used for such tasks, and its application would also
contribute to more effective translational research processes.

In addition to this, the research carried out by our group on
the use of ontologies for representing archetypes has produced a
series of methods for importing, exporting, validating, annotating
and searching archetypes using OWL technologies. In this paper,
we will try to provide an integrated solution that combines
such methods and the Bioportal for providing semantic archetype
management methods, which are available in our archetype
management system (ArchMS). ArchMS adopts a semantic
approach in which most of the activities are performed over the
OWL representation of archetypes and it is able to work with
both ISO 13606 and openEHR standards. In order to perform
the semantic tasks, the system will combine its internal semantic
representation of archetypes with the ontologies available in the
Bioportal by using the NCBO web services. The availability of

1
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such flexible ontological infrastructure makes possible to represent
and exploit all the aspects related to archetype in a common
technological, semantic environment. This will make easier the
adaptation of the platform to the needs of particular groups of
users, since each group might annotate and classify the archetypes
according to their own clinical needs. The semantic methods would
then exploit such semantic dimensions of interest for providing them
with the appropriate archetypes for performing such taks. Given
the referred common technological space, those methods would be
able to combine governance and terminological annotations of the
archetypes to get relevant and consistent results.

ArchMS also addresses the recommendation of personalized
learning contents based on archetypes. According to Stroetmann
et al. (2009), the electronic health record of citizens should play
a fundamental role for developing mechanisms of information and
training for both citizens and professionals. Given that archetypes
are considered the knowledge level in dual-model architectures,
developing intelligent methods for recommending such learning
contents based on archetypes seems sensible.

2 AN OVERVIEW OF THE ARCHETYPE
MANAGEMENT SYSTEM

ArchMS (http://sele.inf.um.es/archms) can be used
by clinical institutions to develop its own archetypes repository
or as a central common one. Its purpose is to facilitate the local
management of archetypes and to import new ones from other
repositories. The architecture of the system is depicted in Figure 1.
It provides functions for finding similar archetypes, validating them,
and defining search conditions. For this purpose, the system will
group different services and tools which will support the execution
of those semantic activities.

Fig. 1. The architecture of the ArchMS System

We described now such activities:
• Archetype Representation: ArchMS exploits OWL-based

archetype representations as both individual and classes. On
the one hand, the individual-based representation is the
result of the development of a series of OWL ontologies for
representing the structural semantics of archetype standards.
As a result of this interpretation process, ontologies for
the reference and archetype models of both ISO 13606
and openEHR were developed (see Martı́nez-Costa et al.
(2010)). The current implementation includes ISO 13606 and

openEHR and a common ontology that will allow, in the
future, dealing with other EHR standards. Such common
ontology has been defined to allow representing archetypes
from both standards, in this way it includes concepts from both
reference models. Since archetypes are usually represented in
ADL, a methodology for automatically transforming them into
OWL was designed (see Martı́nez-Costa et al. (2009)). Such
representation is used in all the tasks performed in ArchMS
except for the validation of the archetypes, which uses a class-
based representation. The OWL class-based representation of
the EHR standard reference model is generated by following
the rules proposed in the Ontology Definition Metamodel
specification (ODM) of the Object Management Group (2012).
Each concept is defined in this representation by means of
an OWL class, and its constraints are defined using OWL-
DL axioms. ADL archetypes are then represented by creating
constrained subclasses of the OWL reference model classes.

• Archetype Validation: An archetype is consistent if its set
of constraints defined over both the reference model and the
parent archetype are satisfiable. Methods for checking the
consistency of OWL archetypes based on OWL reasoning
have been implemented by our group in the ARCheck tool
(see Menárguez-Tortosa and Fernández-Breis (2011)), trying to
reduce the effort required for implementing quality assurance
and validation methods. The validation process consists of
identifying whether the definitions of an specialized archetype
are consistent with the parent ones.

• Archetype Transformation: The import function allows for
including a new ADL archetype into the system. The archetype
is then stored in both ADL and OWL format. ArchMS allows
to view the ADL definition of an archetype, to download it in
ADL or OWL and also to download the result of transforming it
from ISO 13606 to openEHR or vice versa (see Martı́nez-Costa
et al. (2010)). This transformation is carried out by the Poseacle
Converter, which is publicly available online at http://
miuras.inf.um.es/PoseacleConverter/.

• Archetype Annotation: Archetypes can be classified according
to different criteria such as standard, language and other
description metadata. Moreover they usually contain termino-
logical information that can be used as annotations. However,
such metadata might not be enough when a healthcare
institution needs classifications based on particular criteria
like application domains or related diseases. For this purpose,
ArchMS allows adding new classification resources for
annotating archetypes and then using them in the search and
comparison tasks.

• Archetype Search: The definition of the same archetype
according to different standards or defining more than one
archetype for the same purpose may make the process of
finding the right one tedious. In order to make it easier
ArchMS includes different ways of searching. The Textual
Search uses the textual content of an archetype to retrieve
those with text matches. It uses the Apache Lucene API
(http://lucene.apache.org/) to execute the query
over the Lucene index directory created in the import action,
and returns the list of archetypes matching the query. For
each archetype, the textual content is extracted from both

2
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the description and ontology sections. The Advanced Search
allows for using several filtering criteria like text (using the
textual search explained above), the information model root
concept used in its definition (e.g., cluster, observation, etc.);
language or terminological annotations. Finally, the Semantic
Search allows to incorporate into the queries all the constraints
modeled in the archetype ontology. For this purpose, ArchMS
integrates our Semantic Flexible Query System (see Martı́nez-
Costa et al. (2010)). The queries are created by selecting
the concepts involved and the constraints that apply to such
concepts. The query is then automatically translated into
SPARQL and issued over the knowledge base repository.

• Archetype-based Applications: The development of applications
based on EHR standards requires their deep knowledge. In
order to facilitate this task our research group has developed
the ArchForms system for generating web applications from
archetypes (see Menárguez-Tortosa et al. (2012)).

• Archetype Similarity: Identifying similarities between arche-
types is another step forward towards the achievement of
semantic interoperability. ArchMS implements methods based
on semantic similarity to detect how similar two archetypes are.
Currently, it uses such similarity for suggesting annotations for
the imported archetypes. The way this semantic similarity is
calculated will be explained in Section 3.

• Recommendation of learning contents: Given a specific
archetype, ArchMS provides the learning contents that are
closely related to it. Such contents may help patients or
clinicians to improve their knowledge about a specific health
issue. In order to provide these recommended learning contents
the system calculates the semantic similarity between the
semantic profile of an archetype and the annotations of the
learning contents.

The persistence layer includes four different repositories:

• The knowledge base stores the OWL archetypes which will
allow the system to use the semantic representation for
different purposes. This repository was developed using Jena
(http://jena.sourceforge.net/).

• The Archetype Lucene Index refers to the index directory
created by the Apache Lucene API, a software library which
provides full text indexing and searching capabilities. This
repository is mainly used by the search modules.

• The relational database contains the archetype information
which is continuously accessed by the system, such as its
archetype identifier, language, lifecycle state, etc.

• The learning contents repository is a semantic repository of
SCORM learning contents. This knowledge repository was
developed using also the Jena Semantic Web Framework.

3 ONTOLOGIES IN ARCHMS
In this section we will provide a more detailed explanation of how
ontologies are used in ArchMS. They are mainly used with the
following purposes:

• Modelling framework for the domain knowledge;

• Background knowledge for supporting classification processes;

• Semantic context for calculating similarity. The ontologies
used in ArchMS are written in OWL and are either ontologies
developed by our group or reused from the Bioportal.

3.1 Ontologies as modelling framework
As it has been described in Section 2, ontologies for representing
archetypes and EHR standards (EHR ontologies) have been
produced. Such ontologies are the semantic backbone of most
ArchMS functionality. Despite ADL being the input format for
archetypes in our system we will use their ontological representation
in order to perform the semantic activities implemented in
ArchMS. More specifically, we will use two different ontological
representations, individual-based and class-based representations,
depending on the tasks that will be performed. In this way, when
the archetype is imported into the system it will be transformed into
both representations.

On the one hand, the individual-based representation of the
archetype will be used in order to recommend annotations for it
by using similarity based searching methods, for generating web
applications and for making semantic queries. On the other hand, the
class-based representation will be used for validating the correctness
of the archetype during the import process.

Apart from managing archetypes, ArchMS also manages learning
contents, in the form of learning objects. According to Rehak and
Mason (2003), a learning object is a digitized entity which can be
used, reused or referenced during technology supported learning.
SCORM is the current standard for exchanging learning contents
so it is used in ArchMS. The semantic representation of SCORM
objects was enabled by a semantic extension done to such standard
in Esteban-Gil et al. (2009).

3.2 Ontologies for supporting classification processes
The semantic annotations are defined over the set of ontologies
managed by ArchMS. Therefore, both archetypes and learning
contents are classified using the same knowledge areas, which
permits developing effective recommendation methods. Such
supporting ontologies may have different origins in ArchMS. First,
users can upload their own OWL annotation resources by using
the corresponding option in ArchMS. Second, when an archetype
is imported, its term bindings are processed. Term bindings are
annotations of the archetype content using clinical terminologies
and ontologies. In case such terminologies or ontologies are not
found in ArchMS, they are searched in the Bioportal by using the
NCBO Web Services. If such resource is available in the Bioportal
in OWL format, then it is imported into ArchMS.

We have mentioned that ArchMS suggests annotation terms
based on the similarity between archetypes. However, it also
suggests annotation terms from Bioportal resources. For this
purpose, NCBO Web Services are used with text pieces of the
archetype. By proceeding in this way and leading towards Bioportal
resources-driven annotation processes, we pursue to generate sets of
interoperable archetypes annotations.

3.3 Calculating similarities
ArchMS also uses ontologies for calculating two different types
of semantic similarity. On the one hand, the similarity between
archetypes is calculated by finding how similar two individuals
of the same ontology are. The semantic similarity functions are
based on the ones described in state of the art literature (see, for
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instance, Resnik (1999); Castellanos-Nieves et al. (2011)), and
return a similarity score in the range [0,1]. The compared entities
are considered similar if such score is greater than a user-defined
similarity threshold. The similarity function combines the following
three factors:

• Linguistic similarity: The similarity between the terms
associated with the archetype concepts using a string-based
calculation.

• Taxonomic similarity: The distance between the terminological
annotations of the archetype concepts in a taxonomic structure.
In case one or both archetypes are not annotated, the root
concept of the archetypes are used. This similarity uses the
EHR and the annotation resources ontologies.

• Properties similarity: The similarity between the set of
properties associated with the archetype elements. This means
that not only the taxonomic structure of the ontology is used
but also the axioms defined in the EHR ontologies.

On the other hand, the sets of annotations of both archetypes
and learning resources are also compared in order to identify the
relevant resources for a given archetype. For each archetype and
learning resource, their semantic profiles are obtained by processing
its annotations. In this case, the similarity score is based on
the taxonomic similarity of the pairs of annotations and only the
annotation resource ontologies are used.

4 PRACTICAL USAGE OF ARCHMS
In this section, part of the functionality provided by ArchMS will
be shown by using the openEHR archetype for non-TNM staging
scores for the colorectal cancer.

4.1 Importing the archetype
Once the ADL archetype is submitted to ArchMS its correctness
is validated with ARCheck. In case this process is successful, then
it is transformed into the individual-based OWL representation and
inserted into the repositories. Then, an initial annotation process
looks for the most similar archetypes. This would allow reusing
annotations from those archetypes. Figure 2 shows the result of such
tasks for our running example. In addition to this, the terminological
bindings of the archetype are processed to generate new annotations.
In this case, since the archetype has an annotation from SNOMED-
CT, this annotation is also stored. Besides, the archetype is also
processed with the Lucene API to generate information useful for
the search facilities.

Fig. 2. The most similar archetypes

4.2 Searching for archetypes
ArchMS offers query facilities for searching existing archetypes.
For example, using the semantic search interface the user could
query for archetypes stored in ArchMS which contain the keyword
cancer. Such query is built by adding constraints to the different
properties defined for the concept ARCHETYPE in the EHR
ontologies. The definition of this query would be retrieve all the
archetypes that:

• has description is an ARCHETYPE DESCRIPTION

• The details of such ARCHETYPE DESCRIPTION is an
ARCHETYPE DESCRIPTION ITEM

• Such ARCHETYPE DESCRIPTION ITEM has a keywords
whose value is cancer

As a result the tool returns the archetypes ARCHETYPE openEHR-
EHR-CLUSTER.tnm staging 7th.v1, ARCHETYPE openEHR-EHR-
CLUSTER.tnm staging 7th-breast.v1 and ARCHETYPE openEHR-
EHR-CLUSTER.tumour colorectal staging non tnm.v1.

4.3 Annotating the archetype
Figure 3 shows the annotating interface, which helps the user in
the annotation process by making suggestions. ArchMS makes
suggestions from both its annotations resources and the ones
available in the Bioportal by processing the textual information
contained in the description and ontology sections of the archetype.
In case such resources do not exist in ArchMS, they can be
added by selecting the install option, which is not shown in the
figure. If we select SNOMED-CT, the left panel would show the
suggestions from such resource. Figure 3 displays suggestions for
the keyword metastases. The lower part of the figure shows the
existing annotations for the archetype. For instance, the third item,
namely, Multiple Malignancy, from SNOMED-CT, was added to
the archetype during the import process.

Fig. 3. Annotating an archetype

4.4 Searching associated learning resources
ArchMS allows retrieving learning contents related to an archetype.
For this, the semantic profile of the archetype is obtained from its
terminology bindings and annotations, and such profile is issued
over the repository of learning contents. In our running example,
the recommended content is the clinical guideline for colorectal
cancers, which was manually annotated processing its appendix.
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This guideline was recommended because the similarity between
the archetype annotation Multiple malignancy and the guideline
annotations Adenosquamous carcinoma and Carcinoid tumor is
greater than the threshold, which for this example was 0.7. Figure 4
illustrates the taxonomic proximity of such concepts in SNOMED-
CT.

Fig. 4. Representation of the similar annotations in SNOMED-CT

5 CONCLUSIONS
Archetypes are considered an important element in the achievement
of semantic interoperability among EHR systems. So, the design
of methods to manage them is fundamental. In this work, we have
proposed a system to manage archetypes which take advantages of
their OWL representation in order to exploit their semantic relations.
The system allows to classify the archetypes, to find similarities
between different ones and to check their consistency. The current
version of ArchMS integrates different tools developed by our
research group in recent years. Some of them were developed for
one of the EHR standards managed by ArchMS. However, given
that we have methods for transforming archetypes between the
standards, all the activities can be performed on both ISO 13606
and openEHR archetypes. ArchMS represents archetypes as both
OWL individuals and OWL classes, having different methods for
generating such representations. In technical terms, archetypes can
be approached as a data object or as a knowledge object depending
on the activity to be performed on it. For example, transforming
an archetype between standards and checking the correctness of
an archetype require a different manipulation and exploitation of
the archetypes. In fact, our experience also reveals that given the
different semantics of the ADL and OWL (e.g., specialization),
the execution of different activities with OWL technologies might
require slight changes in the OWL representation. This issue should
not be compared with the dual class-individual representation
provided by OWL punning. In our case, we aim at keeping such
representations at the technical, tooling level, so users could benefit
from functionality powered by semantics.

The annotation feature is a useful instrument to support the
classification and identification of similarities in archetypes. For this
purpose, ArchMS is able to use the Bioportal ontologies, which is
in line with our objective of facilitating interoperability. Bioportal
ontologies seem appropriate for supporting annotation processes
in our system, because our current algorithm makes use of the
taxonomic distance between the concepts. However, most of them
have limitations in terms of the number of property axioms of
the classes, which is a handicap for our property-based similarity
factor. The future use and experiences with ArchMS might provide
some hints about their appropriateness and their limitations for wide

use with archetypes. We have described how archetypes can be
used as an instrument for retrieving relevant learning contents. We
plan to extend the approach to the data level by using archetyped
EHR extracts. This would permit to obtain a more specific set of
educational materials for a given citizen. Moreover, it would be
interesting to classify resources according to the target audience,
that is, professionals or citizens.
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ABSTRACT 
Transcriptional regulation of gene expression is an important 
mechanism in many biological processes. Aberrations in this 
mechanism have been implicated in cancer and other diseases. 
Effective investigation of gene expression mechanisms requires a 
system-wide integration and assessment of all available knowledge 
of the underlying molecular networks. This calls for a method that 
effectively manages and integrates the available data. We have 
built a semantic web based knowledge system that constitutes a 
significant step in this direction: the Gene Expression Knowledge 
Base (GeXKB). The GeXKB encompasses three application on-
tologies:  the Gene Expression Ontology (GeXO), the Regulation 
of Gene Expression Ontology (ReXO), and the Regulation of 
Transcription Ontology (ReTO). These three ontologies, respec-
tively, integrate gene expression information that is increasingly 
more specific, yet decreasing in coverage, from a variety of 
sources. The system is capable of answering complex biological 
questions with respect to gene expression and in this way facili-
tates the formulation or assessment of new hypothesis. Here we 
discuss the architecture of these ontologies and the data integration 
process and provide examples demonstrating the utility thereof. 
The knowledge base is freely available for download and can be 
queried through a SPARQL endpoint (http://www.semantic-
systems-biology.org/apo/).   

1 INTRODUCTION  
Research in the Life Sciences is supported by a plethora of 
databases (see overview at www.pathguide.org). Moreover, 
the continuing advancements in functional genomics 
technologies make it possible to create an overwhelming 
amount of data in a single experiment. The many 
hypotheses that can be derived from such experiments must 
be assessed against a multitude of information and 
knowledge bases, often represented in a variety of formats. 
Scientists therefore become increasingly dependent on 
sophisticated computer technologies to integrate and 
manage all the available information. Furthermore, the 
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drastic increase in the available information and a lack of 
adhering to accepted formal representations across all 
disparate knowledge bases allows only a fraction of the 
knowledge to be easily considered in the analysis of new 
data, or causes a user to query many databases individually, 
sometimes even without the support of ontology terms that 
would warrant a common semantics of queries in different 
databases. As discussed by Antezana et al. (2009), 
application ontologies can facilitate the query process itself 
as the ontology ensures a uniform semantics across all data.  
 

1.1 Need for an integrated resource that captures 
gene expression knowledge 

Transcriptional gene expression and its regulation depend 
on a large variety of cellular processes that control the tim-
ing and level of transcription of an individual gene, often in 
a cell- or condition specific manner. Regulation of the ex-
pression of protein coding genes is extensively studied. 
Gene expression falls into two main phases, i.e. transcrip-
tion and translation.  During the process of transcription, 
proteins called transcription factors bind to specific DNA 
sequence motifs (binding sites) of a gene, playing a key role 
in initiating or inhibiting the formation of an active RNA 
Polymerase II transcription complex. Active transcription 
produces pre-mRNAs which are subsequently processed 
(removal of introns, and polyadenylation of the transcript) 
upon which mature mRNAs are transported from the nu-
cleus to the cytoplasm where the mRNA is translated into a 
protein. Regulatory processes of gene expression occur at 
different levels, enabling the cell to adapt to different condi-
tions by controlling its structure and function. Furthermore, 
the process of gene expression may also be influenced at the 
epigenetic level, where nucleotide or protein modifications 
can cause heritable changes in expression of otherwise iden-
tical gene sequences. Abnormalities in the regulation of 
gene expression can cause diseases such as the occurrence 
of malignant cell proliferation.  
The knowledge required to decipher the various processes 
involved in gene expression continues to grow. However, 
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for a systems-wide understanding of gene regulation, there 
is a need for efficiently capturing knowledge of this domain 
in its entirety and to further facilitate efficient querying of 
this data. For instance, the complex one-to-many relation-
ships of a transcription factor like Myc includes thousands 
of target genes, representing a wide variety of functions and 
processes. An ontology-driven approach would best solve 
the issue of knowledge querying, representation and man-
agement. Previously, attempts have been made to model the 
gene regulation process; resulting in the Gene Regulation 
Ontology (GRO) (Beisswanger et al., 2008). GRO provides 
a conceptual model to represent common knowledge about 
the gene regulation domain. However, it was primarily built 
as a scaffold for knowledge intensive natural language proc-
essing (NLP) tasks and lacks the granularity in concepts 
much needed for advanced querying and hypothesis genera-
tion.  
 
We have built a system that integrates existing ontologies 
relevant for the domain of gene expression to support the 
discovery of new scientific knowledge. We have named this 
knowledge system: the Gene Expression Knowledge Base 
(GeXKB). This system is conceived as part of the Semantic 
Systems Biology (SSB) (http://www.semantic-systems-
biology.org) initiative and comprises at the current stage 
three application ontologies that capture the knowledge 
about gene expression, namely the Gene Expression 
Ontology (GeXO), Regulation of Gene Expression 
Ontology (ReXO) and the Regulation of Transcription 
Ontology (ReTO).   
 

2 GEXKB OBJECTIVES AND DESIGN 
PRINCIPLES 

GeXKB is designed to provide the molecular biologist with 
a knowledge system that captures knowledge on a variety of 

aspects of the gene expression process. To this end it should 
be able to provide answers to questions like:  

• ‘Which are the proteins that act as chromatin 
remodeling proteins and as modulators of tran-
scription factor activity?’ 

• ‘Which are the proteins that participate in two 
successive regulatory pathways?’. 

• ‘Which are the transcription factors (Human) 
that are located in the cytoplasm?’. 

The following design principles were followed in the pro-
cess of GeXKB development:  

• 'is a' completeness 
• 'all-some' semantics 
• only classes used for modelling of the domain of 

discourse (see Table 1)  
• maximal flexibility both for users and for future 

extensions 

3 GEXKB ARCHITECTURE AND 
CONSTRUCTION   

The core of the three ontologies is built of terms from a 
number of well established biomedical ontologies, first of 
all GO (Ashburner et al., 2000) and Molecular Interactions 
ontology (Kerrien et al., 2007), The core is used to integrate 
data from GOA (Barrell et al., 2009), IntAct database 
(Kerrien et al., 2007), KEGG (Kanehisa and Goto, 2000), 
UniProtKB (Magrane and Uniprot consortium, 2011) and 
NCBI Gene (Wheeler et al., 2005).  In the subsequent 
sections we describe the architecture and the main features 
of the ontologies.       

3.1 Data integration pipeline 
The ontologies were built using an automated pipeline    
implemented with the use of the library ONTO-PERL 
(Antezana et al., 2008).  
 

Figure 1: The figure illustrates the seed ontology of GeXO. 
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3.1.1 Building seed ontologies:
GeXO, ReXO and ReTO share a common Upper Level 
Ontology (ULO), which provides a general scaffold for data 
integration. It was developed on the basis of the Science 
Integrated Ontology (SIO) (

  

http://code.google.com/p/seman 
ticscience/wiki/SIO) with the addition of few terms from 
other ontologies. The origin of the terms is preserved in 
external references. The ULO is generated on the fly by the 
pipeline and does not exist as an individual artifact. The 
upper level term IDs are of the form ‘SSB:nnnnnnn’. 
  
The ULO is then merged with GO (domain specific 
fragments of Biological Process, complete Cellular 
Component, complete Molecular Function), MI ('interaction 
type' branch), and  the Biorel ontology (Blondé et al. 2011). 
This yields three ontologies referred to as seed ontologies. 
To be more specific, in order to build the seed ontology for 
GeXO, the term ‘gene expression’ (GO:0010467) and all its 
descendants are imported. For ReXO and ReTO the 
corresponding GO terms are: 'regulation of gene expression' 
(GO:0010468) and 'regulation of transcription, DNA 
dependent' (GO:0006355). We refer to these three terms as 
sub-roots. Each of them is connected to the ULO as a 
subclass of 'biological process'. To ensure 'is a' 
completeness, each of the ontologies is complemented with 
an auxiliary term - (‘gene expression process’ 
(GeXO:0000001), 'process of regulation of gene expression’ 
(ReXO:0000001), ‘process of regulation of DNA-dependent 
transcription’ (ReTO:0000001)), which becomes the parent 
of all the terms that did not have an 'is a' path to the sub-
root. Apart from this, the three seed ontologies are 
structurally identical (Figure 1).   

The GeXKB ontologies support three model organisms: 
Homo sapiens, Mus musculus and Rattus norvegicus.  

3.1.2 Building species specific intermediate ontologies: 

The corresponding three species-specific intermediate 
ontologies were developed in the following steps: 

(1) For each species GOA annotations are used to 
extract all the associations involving domain 
specific Biological Process terms incorporated in 
the previous phase. The corresponding proteins are 
added as child terms to the upper level term 
‘protein’ (SSB:0001211) and referred to as 'core 
proteins' hereafter. 

(2) From the IntAct database all the interactions 
involving at least one of the core proteins are 
retrieved and incorporated into the knowledge base 
along with their pertinent information. This results 
in a further extension of the set of proteins in the 
KB.     

This is the final phase in the generation of the ontologies 
which proceed as follows: 

3.1.3 Building the complete ontologies: 

(1) The species specific ontologies (from the previous 
step) are merged together.  

(2) From the KEGG database all the pathways 
involving at least one of the core proteins are 
extracted and incorporated in the KB along with the 
pertinent information. The pathway terms become 
children of the term 'SSB:0011221'  ( 'pathway', 
'BioPAX:Pathway'). The corresponding KEGG 
orthology groups are incorporated as children of the 
term 'protein cluster' (SSB:0001122). This step 
results in a second extension of the set of proteins.  

(3)  Putative orthology relationships were computed 
with the use of the high-performance library 
TurboOrtho (Ekseth et al., 2010), a multi-threaded 
C++ implementation of the OrthoMCL algorithm 
(Li et al., 2003). The relations including core 
proteins are added to the KB, leading to the final 
extension of the set of proteins.  

(4) The set of proteins in the GeXKB was finally 
augmented with: 

• GOA annotations for Cellular Components and 
Molecular Functions, 

• Additional information (e.g. protein 
modifications) from UniProtKB, 

• The corresponding genes along with the pertinent 
information from NCBI. 

The final result is the three ontologies in the OBO (Smith et 
al., 2007) format. 

(1) 

3.1.4 Enhancing the utility of the ontologies: 

(2) 

Transitive closures were constructed with the use of 
the library ONTO-PERL for the following relation 
types: 'is a', 'part of', ‘regulates’.  

(3) 

The ontologies were exported in a number of formats: 
RDF, OWL, XML, and DOT. 

 

The RDF exports were used to populate a triple store, 
refer Table 2 (Virtuoso Open Link). 
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3.2 GeXKB and the Semantic Web 
The Semantic Web (Berners-Lee and Hendler, 2001) is an 
extension of the WWW which aims at building a web of 
data accessible both by computers and human beings. This 
new technology is increasingly gaining momentum, in par-
ticular in the domain of Life Sciences (Antezana et al., 
2009). 
  
In order to make use of these new technologies, the RDF 
versions of the ontologies have been loaded into Open Link 
Virtuoso (http://virtuoso.openlinksw.com) and can be ac-
cessed via a SPARQL query page (http://www.semantic-
systems-biology.org/apo/queryingcco/sparql). In contrast to 
other Semantic Web formalisms, such as OWL, RDF ena-
bles handling of large amounts of knowledge due to its sim-
ple and flexible syntax, making querying tractable. Howev-
er, on the downside the low expressivity of RDF/RDFS im-
poses limitations on the inferencing over the knowledge 
base.  To overcome this limitation, Blondé et al. (2011) have 
developed a novel approach for semi-automated reasoning 
on RDF stores with the use of the SPARUL update language 
(http://www.w3.org/TR/sparql11-update/). This allows for 
pre-computing the inferences supported by the store, thus 
making implicit knowledge explicit and available for query-
ing. In order to provide maximum flexibility for querying, 
two graphs are available for each of the ontologies - with or 
without closures (e.g. GeXO-tc and GeXO, 'tc' standing for 
'total closure').   
 
The most convincing evidence of the success of the Seman-
tic Web is the quick expansion of the Linked Data cloud 
(Heath and Bizer, 2011). In the course of the design of 
GeXKB a number of decisions were made to facilitate the 
migration of GeXKB eventually to the Linked Data cloud. 
For instance, we have re-used original IDs as much as pos-
sible. If the original IDs include a name-space (e.g. GO, MI) 
they were adopted without any modifications, otherwise the 
IDs were prepended with a name-space (for example UPKB 
for UniProtKB or NCBIgn for NCBI Gene), separated by a 
colon from the original ID (the colons are replaced with 
underscores in the RDF renderings). The re-use of the IDs 
benefits as well the users due to faster query execution and 

the familiarity of the IDs. Furthermore, in compliance with 
the Linked Data recommendations we minted the URIs in 
our own common name-space: http://www.semantic-
systems-biology.org/ and have consistently used rdfs:label 
properties to aid human readability of the results. 
 

RDF 
graphs 

GeXO 
GeXO-
tc 

ReXO 
ReXO-
tc 

ReTO 
ReTO-
tc 

No. of 
triples 

~3.3 
million  

~23 
million  

~3 
million 
 

~19.9 
million  

~2.8 
million  

~19.1 
million  

Table 2: Shows the number of triples in the individual graphs of 
GeXKB 

4 QUERYING GEXKB   
In this section we demonstrate the utility of GeXKB with 
the help of a few example SPARQL queries. These queries 
are available as a part of a list of sample queries provided on 
the query page (http://www.semantic-systems-
biology.org/apo/queryingcco/sparql)

 

. To query GeXKB, the 
base URI and the prefixes are set and the SELECT block 
specifies the variables to be part of the solution. The RDF 
triple pattern queried is defined in the WHERE block. The 
queries are as follows:  

Q1: (see Table 3) 
Biological question: Which proteins can act as chromatin remodel-
ing proteins and as modulators of transcription factor activity? 
SPARQL query:  
 
BASE <http://www.semantic-systems-biology.org/>  
PREFIX rdfs: <http://www.w3.org/2000/01/rdf-schema#>  
PREFIX ssb: <SSB#>  
PREFIX taxon: <SSB#NCBItx_9606>  
PREFIX graph1: <ReXO>  
PREFIX graph2: <ReTO-tc>  
  
SELECT distinct ?protein_id ?protein_name   
WHERE {  
 GRAPH graph1: {  
  ? protein_id ssb:is_a ssb:SSB_0001211 .  
  ?b_process ssb:is_a ssb:GO_0040029 .  
  ?b_process ssb:has_participant ? protein_id .  
  ? protein_id ssb:has_source taxon: .  
 }  
 GRAPH graph2: {  
  ssb:GO_0034401 ssb:has_participant ? protein_id .  
  ? protein_id rdfs:label ?protein_name .  
 }  
} 
LIMIT 4 
 
 

Ontology 
No. of 
classes 

No. of 
relations 

No. of 
instances 

168417 GeXO 15 0 

152962 ReXO 15 0 

141095 ReTO 15 

Table 1: An overview of the ontologies in GeXKB 
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Q2: 
Biological question: Which proteins participate in both the 
JAK/STAT signaling pathway and Apoptosis? 
SPARQL query: 
 
BASE <http://www.semantic-systems-biology.org/>  
PREFIX rdfs: <http://www.w3.org/2000/01/rdf-schema#>  
PREFIX ssb: <SSB#>  
PREFIX taxon: <SSB#NCBItx_9606>  
PREFIX pathway1: <SSB#KEGG_ko04630>  
PREFIX pathway2: <SSB#KEGG_ko04210>  
PREFIX graph: <GeXO>  
  
SELECT distinct ?protein   
WHERE {  
 GRAPH graph: {  
  ?prot_id ssb:is_a ssb:SSB_0001211 .  
  ?prot_id ssb:is_member_of ?cluster .  
  pathway1: ssb:has_agent ?cluster .  
  ?prot_id ssb:has_source taxon: .  
 }  
 GRAPH graph: {  
  ?prot_id ssb:is_member_of ?cluster .  
  pathway2: ssb:has_agent ?cluster .  
  ?prot_id rdfs:label ?protein .  
 }  
} 
Q3:  
Biological question: Which are the transcription factors (Human) 
that are located in the cytoplasm? 
SPARQL query: 
 
BASE <http://www.semantic-systems-biology.org/>  
PREFIX rdfs: <http://www.w3.org/2000/01/rdf-schema#>  
PREFIX ssb: <SSB#>  
PREFIX taxon: <SSB#NCBItx_9606>  
PREFIX location: <SSB#GO_0005737>  
PREFIX graph: <ReTO-tc>  
  
SELECT distinct ?protein ?protein_name  
WHERE {  
 GRAPH graph: {  
  ?protein ssb:is_a ssb:SSB_0001211 .  
  ?protein rdfs:label  ?protein_name .  
  ssb:GO_0006355 ssb:has_participant ?protein .  
  ?protein ssb:has_function ?function .  
  ?function ssb:is_a  ssb:GO_0003700 .  
  location: ssb:contains ?protein .  
  ?protein ssb:has_source taxon: .  
 }  
} 
 
These queries offer just a glimpse of the repertoire of bio-
logical question that can be addressed to the knowledge 
system. In addition, users could also query the knowledge 
base in combination with other complementary semantic 
web resources to formulate advanced queries for hypothesis 

generation. This could be performed through the query fed-
eration features that are included in the latest version of 
SPARQL (ver. 1.1) and will be explored in the future. 
 

Protein ID Protein Name 

http://www.semantic-systems-
biology.org/SSB#UPKB_Q9NS37 

ZHANG_HUMAN 

http://www.semantic-systems-
biology.org/SSB#UPKB_P14373 

TRI27_HUMAN 

http://www.semantic-systems-
biology.org/SSB#UPKB_Q62158 

TRI27_MOUSE 

http://www.semantic-systems-
biology.org/SSB#UPKB_P17947 

SPI1_HUMAN 

 
 

5  CONCLUSION 
The drastic increase in the amount of data generated in the 
field of molecular biology and biomedicine requires effi-
cient knowledge management practices. Ontologies cer-
tainly provide a robust method to integrate data and effi-
ciently represent specific (sub) domain knowledge. With the 
creation of GeXKB, we have built a knowledge system that 
specifically supports researchers focusing on various aspects 
of gene expression. The three ontologies provide the user 
with the flexibility of choosing an ontology depending on 
the breadth and specificity of information needed. Further 
flexibility is afforded by a range of available formats for 
knowledge representation (OBO, RDF, OWL), data ex-
change (XML), and visualisation (DOT).  
 
The presented examples demonstrate the utility of our 
knowledge base with respect to answering realistic domain 
specific questions, and this utility is expected to grow with 
its further development. The primary goal will be to aug-
ment the knowledge base with additional high quality, cu-
rated sources of information with documented transcription 
factor function and relations between transcription factors 
and their target genes.     
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ABSTRACT
Biomedical ontologies such as the 11th revision of the Internatio-

nal Classification of Diseases and others are increasingly produced
with the help of collaborative ontology engineering platforms that faci-
litate cooperation and coordination among a large number of users
and contributors. While collaborative approaches to engineering bio-
medical ontologies can be expected to yield a number of advantages,
such as increased participation and coverage, they come with a num-
ber of novel challenges and risks. For example, they might suffer from
low participation, lack of coordination, lack of control or other rela-
ted problems that are neither well understood nor addressed by the
current state of research. In this paper, we aim to tackle some of
these problems by exploring techniques for recommending concepts
to experts on collaborative ontology engineering platforms. In detail,
this paper will (i) discuss different recommendation techniques from
the literature (ii) map and apply these categories to the domain of
collaboratively engineered biomedical ontologies and (iii) present pro-
totypical implementations of selected recommendation techniques as
a proof-of-concept.

1 INTRODUCTION
In the field of biomedical research, an increasing number of onto-
logies are created collaboratively by a large group of people.
Examples include biomedical ontologies such as the Gene Onto-
logy (GO), the Ontology of Biomedical Investigations (OBI), the
National Cancer Institute Thesaurus (NCI) or the 11th revision of
the International Classification of Diseases (ICD-11). While col-
laborative approaches to engineering biomedical ontologies can be
expected to yield a number of advantages, such as increased parti-
cipation and coverage, higher acceptance or improved quality, they
come with a number of novel challenges and risks. For example,
recent research on collaborative authoring environments indicates
that the quality of collaboratively constructed products depends on
the number of active participants, the ability to direct qualified
participants to relevant content, amongst other factors (Kittur and
Kraut, 2008). In addition, collaborative ontology engineering pro-
jects might suffer from a lack of coordination, lack of control, low
quality and other related problems that are neither well understood
nor addressed by the current state of research. These problems hin-
der progress and have the potential to jeopardize success of future
ontology engineering projects in the biomedical domain. To tackle
these challenges, new approaches for coordinating work and for
supporting contributors are needed.

∗To whom correspondence should be addressed: s.walk@student.tugraz.at

One way of augmenting users in collaborative systems is to pro-
vide them with adequate support and guidance for contributing their
expertise (Ling et al., 2005). In systems such as Wikipedia (Cosley
et al., 2007), recommender techniques are already used to help coor-
dinate collaborative tasks and support users in identifying articles to
work on. In the context of collaboratively engineering biomedical
ontologies, no such tools exist yet.

The main focus of this paper is to explore recommender techni-
ques for collaborative ontology engineering platforms in the bio-
medical domain. The paper is structured as follows: In Section 2 we
will discuss related work on collaborative engineering of biomedical
ontologies as well as existing work on recommender techniques. In
Section 3 we will map different recommender techniques to the bio-
medical ontology engineering domain. In Section 4 we will provide
a short introduction to an exemplary collaborative ontology engi-
neering project from the biomedical domain: the ICD-11 project.
In Section 5 we will present results from three proof-of-concept
recommender implementations. In section 6, we will conclude by
discussing our approaches and point to future work.

The overall contributions of this paper are a high level mapping
of recommender techniques to collaborative ontology engineering
platforms in the biomedical domain, and a proof-of-concept in the
form of implementations in the context of the ICD-11 project.

2 RELATED WORK
2.1 Collaborative Authoring & Ontology Engineering
In the context of collaboration platforms, many factors are known
to influence the motivation and activity of individuals. For example,
we know that transparent and well defined goals can affect groups
and their performance. Making contributors aware of the utility of
their contributions represents another important factor (Ling et al.,
2005). Restructuring the payoff function, i.e. reducing the costs
and increasing the benefits of contributions, has also been identi-
fied as a potential intervention to increase participation (Cabrera and
Cabrera, 2002).

An increasing number of biomedical ontologies, such as the
Gene Ontology, the National Cancer Institute Thesaurus, or the
ICD-11, are created using collaborative ontology engineering plat-
forms. Requirements for collaborative ontology engineering plat-
forms have been discussed by, for example, (Noy and Tudorache,
2008). Examples of existing platforms include OntoEdit, different
forms of Wikis such as Wiki@nt and OntoWiki or WebProtégé
(Tudorache et al., 2011). While many tools put an emphasis on col-
laboration, we know little about how to effectively coordinate and
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shape collaborative ontology engineering projects. iCAT Analytics
(Pöschko et al., 2012) represents a first attempt to provide a detailed
analysis of collaborative ontology engineering processes.

2.2 Recommender systems
The main objective of recommender technology is to provide per-
sonalized suggestions that help an individual, or a group of indi-
viduals, to find objects or items of interest (Burke et al., 2011).
Historically, recommendations were used on e-commerce websites
to enhance impulsive buying behavior of customers.

In the literature, a distinction between three basic recommenda-
tion strategies can be identified: item/content based, collaborative
filtering, and knowledge-based recommender techniques (Burke
et al., 2011). While content based recommender strategies focus
on recommending items that are similar with regard to their con-
tent, collaborative filtering strategies focuses on recommending
items that are similar with regard to behavioral patterns of similar
users. Knowledge-based recommender strategies focus on identif-
ying similar items using background/domain knowledge.

In the context of collaborative authoring systems, such as Wiki-
pedia, recommender systems can be useful not only to help finding
items of interest, but also to increase participation (Cosley et al.,
2007). While ontologies have been used as source of domain know-
ledge for generating recommendations (Sieg et al., 2010), applying
recommender techniques to recommend concepts to experts is a
novel problem.

3 RECOMMENDING CONCEPTS TO EXPERTS
In the following, we aim to explore how the three identified recom-
mender strategies map onto collaborative ontology engineering
platforms in the biomedical domain.

3.1 Recommending concepts based on content
The intuition behind content based recommender techniques is to
find and identify similar items or concepts by calculating and com-
paring similarity between content-related features of each concept.

Content in an ontology can be defined as features of concepts, tex-
tual properties such as titles and descriptions, notes and discussions
or ratings. In the context of collaboratively engineered biomedical
ontologies, these properties can be term names, textual definitions
of the concepts, clinical descriptions such as related/affected body
parts, synonyms, signs and symptoms, investigation findings such
as lab activities or measures needed to diagnose a disease or even
treatment plans.

Similarity for content based recommender systems is usually
calculated on a common set of features or properties that all items
or concepts share, using similarity or correlation measures such
as Pearson correlation, cosine similarity or the Jaccard coeffici-
ent. Other textual similarity measures that could be used include
the Levenshtein distance, or simple overlap of textual properties
of concepts. Depending on the environment, different similarity
measures can yield different results when presented with the same
input.

Potentials & Limitations for content based recommender systems
are closely tied to the properties and content of the concepts in
the ontology. An advantage of content-based recommendations is
that they can be generated even in the absence of social usage
data (i.e. they do not suffer from the ramp-up problem). A lack of

rich textual content however might impair the overall usefulness of
content-based recommendations.

3.2 Recommending concepts via collaborative filtering
The intuition behind collaborative filtering is to find concepts or
items based on similar user behavior. This is accomplished by
identifying behavioral patterns or usage patterns of users, and by
grouping them according to their similarity (Sarwar et al., 2001;
Goldberg et al., 1992).

Usage patterns are patterns that define the interest of a user for
items or concepts. They either can be explicitly entered information
such as ratings or implicit measures deducted from the amount of
previously viewed, bought, or changed items by a single user. In the
context of collaboratively engineered biomedical ontologies, usage
patterns could be defined by grouping different behavior of users on
a collaborative platform such as adding, editing or even moving or
deleting a concept, property or individual. Notes can be used as an
indication for interest as well as viewing patterns or viewing times.

Similarity for collaborative filtering is usually calculated by iden-
tifying users with common interests which can be done by calcu-
lating the similarity between their usage patterns. In collaborative
systems, interest is often modeled by explicit item rankings ente-
red by the users. Since this kind of information is typically not
available in biomedical contexts (users do not rate their favorite
concepts), other features, such as the number of times a concept has
been viewed or changed or even other properties assigned to users
and concepts, can be used. To calculate similarity, a series of dif-
ferent similarity measures, including Pearson correlation or cosine
similarity (Sarwar et al., 2001), is available.

Potentials & Limitations for collaborative filters are closely tied
to the extent that usage data is available. Collaborative filtering
approaches are particularly prone to the early phases of collabo-
rative ontology engineering projects, where little data about user
interactions is available. However, once sufficient data is collected,
collaborative filtering approaches can recommend concepts that are
not necessarily related content-wise, but through other usage pattern
based characteristic.

3.3 Recommending concepts using domain knowledge
The intuition behind knowledge based recommender systems is to
find similar concepts based on specific domain knowledge. They
represent a sub-class of content based recommender systems and
differ from them by using domain knowledge to create rules to
determine the best item or concept to recommend, instead of simple
properties.

Domain knowledge is specific knowledge extracted from the envi-
ronment of the system or the system itself. The biggest challenge
in creating knowledge based recommendations is identifying via-
ble domain knowledge, that will produce good results when used to
calculate similarity. Recommendations can be produced by traver-
sing along the edges in an ontology to identify related sub, super
or sibling concepts. In addition, linkages between ontologies can be
exploited to generate knowledge based recommendations as well.

Similarity for knowledge based recommender techniques can be
calculated using properties that could either be actively collected,
by querying users for input, or implicitly by analyzing previous
behavior of a user.
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Fig. 1. Example of a collaborative ontology engineering platform: The iCAT user interface

Potentials & Limitations for knowledge based recommender
systems are mostly related to the problem of distinguishing betw-
een basic content and domain knowledge. In addition, not every
domain knowledge property will provide an equal basis for good
recommendations. An advantage of knowledge based recommender
techniques is that, at least in some way, they are less dependent on
the quantity of content and contributions.

4 THE ICD PROJECT AND iCAT
In the following, we will briefly introduce the ICD-11 project. We
will use the project later as an example to illustrate the adoption
of recommender techniques for collaborative ontology engineering
platforms in the biomedical domain. The International Classification
of Diseases is a taxonomy maintained by the World Health Organi-
zation and is updated to a new revision around every decade. It is
used worldwide for monitoring health related expenses, to inform
policy makings, and to collect disease statistics. ICD-10 and all
other predecessors of the ICD-11 were created by selected interna-
tional experts; the production process was closed to the public. For
ICD-11, the WHO decided on a more open, collaborative approach.
This new approach allows experts all over the world to contribute to
ICD-11, using a web based collaboration platform called the ICD-11
Collaborative Authoring Tool (iCAT, as depicted in Figure 1) (Tudo-
rache et al., 2010). There are currently around 100 international
experts working on ICD-11.

Next, we will present a number of proof-of-concept implementati-
ons of recommender techniques aiming to demonstrate how recom-
menders could be applied to collaborative ontology engineering
platforms in the biomedical domain.

5 VALIDATION: PROOF OF CONCEPT
To study the general feasibility of recommending concepts to
experts, we implemented three selected recommendation techniques
for the ICD-11 project as a proof-of-concept. In the following we
will illustrate the implications of different recommender techniques
through examples using actual interaction data obtained from sele-
cted ICD-11 users. We will refer to these users as LB, AR and RC
from here on.

5.1 Content-based concept recommendations
We used real data excerpts, extracted from the ICD-11 and its log of
changes, to demonstrate how content based recommender systems
can be applied to collaborative ontology engineering platforms in
the biomedical domain.

For all users U and the set of all concepts C, we extracted their
previously changed concepts Cu ⊆ C, together with all words from
the title and the words included in the definition of a concept c ∈
Cu.

Before doing so, we performed three additional tasks: (i) stop
word (e.g.: is, as, and, so etc.) removal, (ii) stemming, a mechanism
used in natural language processing to reduce words to their stem
and (iii) data cleaning, i.e. we have removed special characters from
the textual properties of the concepts. For this example, we used the
stop word list available from the Natural Language Toolkit.

For similarity calculations, we used cosine similarity, as there is
evidence that it provides good results for existing collaborative envi-
ronments (Adomavicius and Tuzhilin, 2005). Results range from 0
(= completely unsimilar) to 1 (= identical).

~WLB = {disease : 906, skin : 125, contact : 33, acute : 97}
~WAR = {disease : 386, skin : 34, contact : 0, acute : 39}
~WRC = {disease : 272, skin : 841, contact : 399, acute : 65}
~VLZ1 = {disease : 1, skin : 1, contact : 0, acute : 0}
~VL56 = {disease : 0, skin : 1, contact : 0, acute : 1}
~VZ20 = {disease : 1, skin : 0, contact : 1, acute : 0}

Table 1. ~Wu and ~Vc (left) displaying excerpts of processed word-count
lists (right) from users and concepts used for cosine similarity calculations.

~Wu represents all words and their respective number of appea-
rances in the title and definition of all d ∈ Cu and ~Vc collects all
words and word counts per concept c ∈ C. Table 1 shows excerpts
of ~W and ~V depicting word lists for the users LB, AR and RC
as well as excerpts of the concepts LZ1 (“LZ1 Impairment of nor-
mal functioning resulting from skin disease”), L56 (“Other acute
skin changes due to ultraviolet radiation”) and Z20 (“Contact with
and exposure to communicable diseases”), after stemming and stop
word removal.

3



Walk et al

Cosine similarity was calculated for every pair cos( ~Wu, ~Vc)
where u ∈ U and c ∈ C and stored in the user-concept similarity
matrix MU,C (see Table 2).

LZ1 L56 Z20
LB 0, 792159 0, 170571 0, 721471

AR 0, 762570 0, 132542 0, 700839
RC 0, 809721 0, 659126 0, 488160

Table 2. The user-concept similarity matrix MU,C depicts the similarity
between users and concepts. The higher a value, the more similar a concept

is to previously changed concepts of the user.

In Table 2, recommendations for LB can be generated from
MU,C by suggesting those concepts that have the highest simila-
rity values. In our example, this approach would recommend LZ1
and Z20.

5.2 Collaborative filtering-based concept
recommendations

To demonstrate collaborative filtering-based recommendations, we
used log data from iCAT to calculate similarity between all user
u ∈ U . In this approach, two users are similar if they have modified
similar concepts. The concepts c ∈ C that have been changed by u
from November 2009 to 30th August 2011, are denoted as sets Cu

(as seen in Table 3). For the users LB, AR and RC these concepts
are H40.1 (“Primary open-angle glaucoma”), BPNCS (“Benign
proliferations, neoplasms and cysts of the skin”), XII (“Diseases
of the skin”) and DBS (“De Barsy syndrome”).

CLB = {H40.1, BPNCS, XII}
CAR = {DBS}
CRC = {BPNCS, XII, DBS}

Table 3. The set Cu (left) represents an excerpt of the set of all concepts
(right) modified by u from November 2009 to 30th August 2011 that was

used for calculating similarity between users.

Based on this matrix, we used the Jaccard coefficient to calculate
similarity between users based on the set of all concepts cu for all
u ∈ U resulting in a user-user similarity matrix MU,U (see Table 4)
as Mi,j = J(ui, uj).

LB AR RC
LB 1 0 0,5
AR 0 1 0,33
RC 0,5 0,33 1

Table 4. The user-user similarity matrix MU,U lists the Jaccard coefficient
similarity values between all pairs of users.

We introduced an arbitrary threshold minSimilarity set at
0.0001 which excludes user pairs with very little similarity. Based
on that modified table, we start to count the number of changes done
by uj on every single concept c ∈ Cuj and store the results in the
matrix NU,C (see Table 5).

H40.1 BPNCS XII DBS

LB 2 1 12 0
AR 0 0 0 20
RC 0 12 45 14

Table 5. NU,C , the user-concept change count matrix lists the number of
changes done by every user u ∈ U to every concept c ∈ C.

The values for the user concept similarity matrix OU,C are
calculated as depicted in Equation 1.

O(i, j) =
n∑

k=0,k 6=i

N(k, j) +N(k, j) ∗M(i, k) (1)

The final results are illustrated in Table 6. Collaborative filtering
recommends concepts for a user based on the concepts that similar
users found interesting. In our example, the user LB and RC have a
high similarity rating of 0, 5, and user RC has contributed to DBS
many times. Hence, the concept DBS is recommended (similarity
of 21) to LB.

H40.1 BPNCS XII DBS

LB - - - 21
AR 0 15,96 59,85 -
RC 3 - - -

Table 6. User-concept similarity matrix OU,C holds the similarity results
according to Equation 1 for the collaborative filtering approach. The higher

the similarity the likelier it is, that the user is interested in that concept.

5.3 Knowledge-based concept recommendations
Our final proof-of-concept implementation will assume that users
are most likely interested in concepts that are ontologically related
to the ones they have already shown interest in. The more a concept
is interlinked or referred to by previously changed concepts in the
ontology, the more related it is to the interests of that specific indi-
vidual. An excerpt of the ICD-11 ontology, represented as directed
graph using the is-a relationships, is depicted in Figure 2.

Fig. 2. Representation of an ICD-11 excerpt as a directed graph. Nodes
refer to concepts while edges represent isA relationships. Dotted lines

indicate modified concepts.

We assumed that user LB has only changed the concept B57.1
(“Acute Chagas disease without heart involvement”). To explore
related concepts, we followed links in the ontology until either a
predefined depth level was reached or enough highly interlinked
concepts were discovered. Table 7 depicts all values for expansi-
ons of concepts B57 (“Chagas’ disease”), B57.2 (“Chagas disease
(chronic) with heart involvement”), B57.3 (“Chagas disease (chro-
nic) with digestive system involvement”), SC1 (“Selected Cause is
Remainder of certain infectious and parasitic diseases in the Con-
densed and Selected Infant and child mortality lists”), SC2 (“Sele-
cted Cause is Trypanosomiasis”) and Mortality (“Tabulation list
for mortality”).

Next we traversed along all paths, as shown in Figure 2 and
Table 7, from all previously edited concepts, counting the number of
encounters of each concept. The higher the number of encounters,
the more weight it will receive in a ranking of concepts for user u.
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Recommending Concepts to Experts

Rk. Content Based Score Collaborative Filtering Score Knowledge Based Score
1 L02.9 ’Cutaneous abscess, furuncle

and carbuncle, unspecified’
0.381792 II Neoplasms 9.120824 ’Selected Cause is Remainder of

certain infectious and parasitic dise-
ases in the Condensed and Selected
General mortality lists’

42

2 L02.8 ’Cutaneous abscess, furuncle
and carbuncle of other sites’

0.372091 VI ’Diseases of the nervous system’ 9.119071 ’Ectodermal dysplasia syndromes’ 34

3 ’Chronic ulcer skin’ 0.359489 XI ’Diseases of the digestive
system’

8.155308 ’Chromosomal disorders affecting
the skin ’

28

4 ’Congenital skin anomaly other’ 0.359119 E09-E1B ’Diabetes mellitus’ 8.136958 ’Genetic, chromosomal and develo-
pmental disorders affecting the skin
’

24

5 ’Pediculosis/skin infestation other’ 0.356631 V ’Mental and behavioural disor-
ders’

8.117054 XII ’Diseases of the skin’ 23

6 ’Fear of skin disease other’ 0.350870 IX ’Diseases of the circulatory
system’

8.106256 ’Genetic syndromes affecting nails’ 19

7 ’Malignant neoplasm of skin’ 0.345841 A15 ’Respiratory tuberculosis,
bacteriologically and histologically
confirmed’

8.100946 ’Tabulated - Other diseases of the
skin and subcutaneous’

18

8 ’Dysplasia syndromes with
skin/mucosae involvement’

0.338079 I21 ’Acute myocardial infarction’ 8.058171 L20-L30 ’Dermatitis and eczema’ 17

9 ’Tabulated - Other diseases of the
skin and subcutaneous’

0.333487 H25 ’Senile cataract’ 7.100532 ’Dysplasia syndromes with prema-
ture ageing appearance’

17

10 ’Tabulated - Other malignant neo-
plasms of skin’

0.327885 VII ’Diseases of the eye and
adnexa’

6.137702 ’Parasitic infestations affecting the
skin’

16

Table 8. Ranked concept recommendations for the user RC according to our three different recommender techniques. The higher the score, the better the
concept is ranked for recommendation. Every approach provides different results regarding level of detail, scope and sub-domain.

Depth B57.1 B57.2 B57.3 B57 SC1 SC2 Mortality
1 1 0 0 1 0 0 0
2 1 0 0 2 1 1 0
3 1 0 0 2 2 2 2
4 1 0 0 2 2 2 3

Table 7. A listing of the number of encounters on different depth levels for
concepts CLB of user LB when path traversing Figure 2 to find most

interlinked concepts for calculating knowledge based recommendations.

6 DISCUSSION & FUTURE WORK
The final recommendations for RC (see Table 8) produced by
our different proof-of-concept recommendation algorithms differ
significantly with regard to level of detail, scope and sub-domain.
Recently or currently browsed concepts could be included in the
similarity calculations to increase the scope of the generated recom-
mendations. While we believe that concept recommender systems
could represent a useful instrument to augment user experience
on collaborative ontology engineering platforms in the biomedical
domain, we have not performed evaluations of our implementations
yet. Understanding what kinds of recommender techniques are use-
ful in what kind of contexts, including a more sophisticated analysis
of user-behavior similar to (Kern et al., 2010), represent important
next steps for future research. We believe that understanding the uti-
lity of recommender systems to steer and augment user activity in
collaborative ontology engineering projects represents an exciting
avenue for future biomedical research. This work is relevant for the
future design of collaborative ontology engineering platforms, and
for operators of such systems as well as for users and contributors.
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ABSTRACT 

The current use of semantic similarity with a reference ontology 
in ontology alignment (OA) systems is reviewed.  An extended 
matcher is described that incorporates semantic similarity with the 
use of a reference ontology.   This matcher has been implemented 
using as a basis AgreementMaker’s mediating matcher. Specific 
experiments using the OAEI anatomy track are performed using the 
Uberon ontology as the reference ontology. The results of these 
experiments are compared to the OAEI 2011 results for the anatomy 
track. These show that semantic similarity measures can be useful 
for discovering mappings missed by the original mediating matcher. 
The use of semantic similarity with a reference ontology should be 
further investigated in the effort to improve the OA process.   

1 INTRODUCTION  

 Ontology alignment (OA) systems typically produce a set 

MST of mapping pairs (si, ti)  between a source ontology OS 

and a target ontology OT with each pair having a similarity 

degree dsim in (0, 1]. The mapping indicates that the concept 

si in OS is similar to the concept ti in  OT with dsim.  Most 

matchers in OA systems rely on only the internal infor-

mation available within the ontologies to be aligned.  Exter-

nal knowledge sources are increasingly being used to im-

prove the alignment process (Shvaiko & Euzenat, 2012). A 

standard approach has been to create a matcher that uses a 

reference ontology or creates a lexicon using a thesaurus.  

The main operation typically is some function of the overlap 

between the synonym sets found in the reference ontology 

or the lexicon for the source and target concepts.  The prob-

lem occurs when no overlap between the two sets exists. 

Semantic similarity measures can be used to find a possible 

mapping from a source concept to a target concept based on 

the similarity between the source’s identified concept and 

the target’s identified concept in the reference ontology.   

Measuring similarity between a source concept s and a 

target concept t in the two different ontologies can then be 

translated into finding corresponding bridge concepts bS and 

bT in the reference ontology and then measuring the degree 

of similarity between bS and bT.    Several important issues 

to using background knowledge sources have been identi-

fied (Shvaiko & Euzenat, 2012). For example the selection 

of the reference ontology should ensure that it has suitable 

coverage of the ontologies being aligned.  Another im-

portant consideration is the means of finding the corre-

sponding entities bS and bT in the reference ontology. 

  
* To whom correspondence should be addressed: crossv@muohio.edu 

The contribution of this research is the use of a reference 

ontology and semantic similarity measurement within the 

reference ontology to improve the OA process.   Section 2 

overviews semantic similarity and its use with background 

knowledge in existing OA systems.  Section 3 first describes 

a recent experiment to use different biomedical ontologies 

as reference ontologies without using semantic similarity to 

improve alignment results for the OAEI anatomy track.  

Section 4 presents the proposed method that extends the 

previous approaches with semantic similarity measurement.    

The experiments results using this method on the OAEI 

anatomy track are described and compared with those of one 

the experiments described in section 3.  Finally, conclusions 

and a summary of the research efforts as well as future re-

search plans are presented in section 5.    

2 REFERENCE ONTOLOGY WITH 

SEMANTIC SIMILARITY 

Much research is being undertaken to use background 

knowledge sources to aid the ontology alignment process.  

Many forms of background knowledge have been used such 

as partial alignments, existing alignments, domain specific 

corpora, web pages, linked data, upper ontologies and do-

main specific ontologies (Shavaiko & Euzenat, 2012).   

However, the use of simple background knowledge sources 

such as thesauri, for example, WordNet, has been wide-

spread for some time.  More recently research has examined 

the use of domain specific ontologies especially in the med-

ical domain or a collection of ontologies selected from the 

Semantic Web.  These ontologies have been referred to as 

reference (Sabou et al., 2008), intermediate (Gross et al., 

2011) or mediating ontologies (Cruz et al., 2011).  

The outcome of several OAEI competitions has not been 

consistent when it comes to OA systems using background 

knowledge (Shvaiko & Euzenat, 2012).  For example, in the 

2007 and 2008 OAEI competitions, the OA systems utiliz-

ing background knowledge were undoubtedly the best per-

forming. The best performing OA system in 2009, however, 

did not use any background knowledge. In 2011 the best 

performing systems in the anatomy track made use of do-

main specific ontologies (Euzenat et al., 2011).  For the OA 

systems actually competing in the OAEI competition, the 

background knowledge sources are manually selected.   
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2.1 Semantic Similarity in Ontologies 

   In ontology alignment, numerous similarity measures are 

used to determine the similarity between concepts in two 

different ontologies. The purpose is to create a list of con-

cept mappings between the two ontologies.  Semantic simi-

larity, however, unlike similarity measurement typically 

used within OA, measures the similarity between two con-

cepts within a single ontology.  Due to space limitations, 

only a historical review of such measures is presented. The-

se measures or slight variations represent those used in the 

OA systems described in the next section. A detailed over-

view of current semantic similarity measures and research 

can be found in (Yu, 2010) and (Cross and Yu, 2012). 

The earliest semantic distance measures were developed 

for use in semantic networks and were simple path distance 

measures, i.e., the count of the number of edges or nodes, 

between two concepts (Rada et al., 1989).   This simple 

path-based distance has been used in ontologies viewed as 

graphs.  Wu and Palmer  (Wu & Palmer, 1994) improved 

upon the early path-based semantic distance measures by 

proposing a semantic similarity measure between two con-

cepts that is the ratio of twice the distance of their lowest 

common subsumer to the root concept and the sum of the 

distance of each concept from the root concept.   

Another approach to semantic similarity is based on us-

ing a measure of information content (IC) for a concept. IC 

measures how specific a concept is within a given ontology. 

The more specific a concept is the higher its information 

content, the more general the lower its IC. IC has been de-

termined by either a corpus-based (Resnik, 1995) or an on-

tology-based method (Seco et al., 2004). The corpus-based 

IC uses an external resource such as an associated corpus 

for the problem domain and is determined using the nega-

tive log of the probability of the concept with respect to the 

corpus.  The ontology-based IC method simply uses the 

structure of ontology itself to determine a concept’s IC val-

ue.  It is a function of the number of descendents of a con-

cept and the total number of concepts in the ontology.    

The first IC-based semantic similarity measure is de-

fined as the maximum information content two concepts 

share (Resnik, 1995). The common ancestor of the two con-

cepts having the maximum IC value must be found and its 

IC value is taken as the semantic similarity between the two.  

An improvement to Resnik’s measure was proposed by Lin 

(1998).   It is formulated as the ratio of twice the maximum 

shared information content between the two concepts and 

the sum of each concept’s individual information content.  

2.2 OA Systems Using Semantic Similarity  

Here a brief survey of only OA systems using a background 

knowledge source, WordNet, UMLS, or both as a reference 

ontology with semantic similarity is presented. They apply 

standard semantic similarity measures or their variations 

between the concepts within the reference ontology and not 

between the concepts from the two ontologies being aligned.  

The systems are presented in chronological order of their 

references. A complete overview of the state of the art for 

OA systems can be found in (Euzenat et al., 2011).   

 

2.3.1 OLA (Euzenat and Valtchev, 2003). A modified ver-

sion of the Wu-Palmer semantic similarity measure (Wu and 

Palmer, 1989) is used in determining lexical similarity be-

tween a pair of identifiers which are each first converted 

into a set of atomic terms. Next pairs of terms, one from 

each set, are compared using WordNet. The pair’s similarity 

is calculated as the ratio between the depth of the most spe-

cific common hypernym (ancestor in the WordNet hierar-

chy) and the sum of depth of each term. Then a degree of 

proximity between the sets of terms is calculated.  

2.3.2 Imapper (Su, 2004). The similarity value determined 

for the mapping between two concepts may be increased 

using the distance of the two concepts in WordNet.  The 

concepts are found in WordNet using their descriptive la-

bels. A simple path based semantic distance between two 

terms x and y found in WordNet is used. If they belong to 

the same synset in WordNet, then the path distance is 1. 

Otherwise, the path length is determined by the number of 

nodes rather than the links in the path so that the length be-

tween sibling nodes is 3.  If no path can be found between 

them (they exist in unconnected WordNet subontologies), 

then they are unrelated. Their similarity value is, therefore, 

not strengthened. 

2.3.3 ASMOV (Jean-Mary et al., 2009). Semantic similarity 

measures may be used in determining the lexical similarity 

between concept labels. If the string labels for the source 

and target concepts are identical, the lexical similarity is 1.0.  

If they are not identical and an external ontology such as 

WordNet or UMLS is available, then various thesaurus rela-

tionships are used.  If the source label string is in the syno-

nym set of the target label, then their lexical similarity is set 

to 0.99.  If one is an antonym of the other, then their lexical 

similarity is set to 0.0.  If neither of those relationships hold 

and if both string labels exist in the external ontology, their 

lexical similarity is set to the Lin (1998) semantic similarity 

measure between the two.   Otherwise, the minimum inclu-

sion measure between the two sets of tokens is used.  

2.3.4 CIDER (Gracia & Mena, 2008). The alignment pro-

cess uses a modified version of a sense semantic similarity 

measure to evaluate similarity between the possible senses 

of a keyword and their synonyms to perform disambigua-

tion.  The techniques used in CIDER are adapted from the 

PowerMap WordNet based algorithm (Lopez et al.,  2006).     

2.3.5 UFOme (Pirro and Talia, 2010). A set of matchers, 

many of which have already been developed previously for 

numerous OA systems, are integrated into UFOme. Its 

WordNet matcher also uses the Lin semantic similarity 

measure between WordNet synsets when the concepts do 

not map to the same synset in WordNet. 
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3 RECENT EXPERIMENTS WITH 

REFERENCE ONTOLOGIES   

 Two very recent experiments using reference ontologies to 

improve the alignment mapping process are presented. In 

(Gross et al., 2011), the reference ontology is called an in-

termediate ontology and in (Cruz et al., 2011) it is called a 

mediating ontology.   Both follow a very similar approach.   

The differences exist in the alignment methods used to pro-

duce the mappings from the source and target ontologies to 

the reference ontology and what aggregation method of sim-

ilarity values are used to produce the final mapping from a 

source concept to a target concept through a reference con-

cept.  Neither incorporates semantic similarity measurement 

between concepts within the reference ontology 

3.1 Composition-Based Matching 

In (Gross et al., 2011) the OA system uses intermediate on-

tologies OI to composes mappings MSI from the source OS 

to OI with mappings MIT from OI to the target OT to produce 

a set of mappings MST from the OS to the OT. More formal-

ly, the final alignment result is defined as  

   
MST = {(cS, cT, aggSim (mapSimSI, mapSimIT)) |  

           cSOS, cI OI, cT  OT :  

 (cS, cI , mapSimSI,)MSI ( cI, cT ,mapSimIT,)MIT}       (1) 

 

The aggregation operator aggSim  combines the mapping 

similarities for MSI and MIT.  Different operators could be 

used. They state average was used. They suggest that MSI 

and MIT could be existing mappings such as those  in 

BioPortal. MSI and MIT in their experiments were deter-

mined using linguistic trigram similarity between concept 

names and synonyms with a threshold of 0.8.  In effect, two 

simplified ontology alignments were first performed to cre-

ate the mappings MSI and MIT before the composition-based 

mapping is done.  One point not clear is the method if mul-

tiple cI exist, i.e., if 1-1 mapping is not enforced. The meth-

od to produce intermediate mappings may enforce 1-1 map-

pings. An optional step tries to find direct mappings from 

the set of unmapped concepts in OS to the set of unmapped 

concepts in OT. These two sets are matched against each 

other using a string similarity match algorithm. 

 They evaluate the proposed composition approach using 

the Adult Mouse Anatomy ontology (MA) and the anatomi-

cal part (human anatomy HA) of the NCI Thesaurus, the 

OAEI anatomy track. The four reference ontologies are 

FMA, Uberon, RadLex, and UMLS, all late 2010 versions.   

Separate experiments were done for each of the ontologies. 

Only F-measures are reported. Uberon produced the best 

results ( F-measure of 88.2%) with the two step process 1) 

produce mappings first using Uberon as the intermediate 

ontology and 2) add direct mappings between the MA and 

HA. Their paper points out that none of the previous ap-

proaches participating in OAEI 2010 anatomy track exceed-

ed an 87% F-measure.   .     

3.2 AgreementMaker Mediating Matcher  

For OAEI 2011, AgreementMaker (Cruz et al., 2011) added 

a new matcher, the mediating matcher (MM). The mediating 

matcher inputs two ontologies to be aligned and a reference 

ontology and then uses AgreementMaker’s BSM
lex (base 

similarity matcher with lexicon) to match the MA and the 

HA ontologies with the reference ontology.  The BSM
lex 

matcher is calculates the similarity between two concepts by 

comparing all the strings associated with those two con-

cepts, that is, the concept name, label, and comments.  

AgreementMaker’s approach is similar to that in (Gross 

et al., 2011). Both require an exact match on the bridge con-

cept, i.e., bS = bT.  It differs in the sophistication of the 

matcher used to find the bridge concepts for the source and 

target ontologies in the reference ontology, i.e., BSM
lex 

al-

gorithm versus linguistic trigram similarity.   Based on the 

success of the Uberon ontology as a reference ontology in 

(Gross et al., 2011), AgreementMaker also chose to use it as 

the mediating ontology for the OAEI 2011 anatomy track.   

The   BSM
lex

 also used Uberon to develop its lexicon in 

matching the MA and HA ontologies to Uberon to take ad-

vantage of the extra synonyms defined in Uberon.  

In the reported OAEI 2011 results (Euzenat et al., 2011),  

AgreementMaker had the best performance with respect to 

F-measure (91.7%).  These results are better than those in 

(Gross et al., 2011). AgreementMaker used only the one 

reference ontology Uberon while the best results in (Gross 

et al., 2011) were based on merging results using four dif-

ferent reference ontologies.  Another difference is that 

AgreementMaker’s final mappings are determined by a hi-

erarchically arrangement of its Linear Weighted Combina-

tion (LWC) matchers.  A single combined alignment is pro-

duced using mapping quality measures to choose the best 

mappings from each matcher, of which its MM is only one.    

Each matcher produces a similarity matrix between the 

source concepts and the target concepts.  A LWC takes as 

input two or more matchers’ similarity matrix and produces 

a weighted aggregation of them.   The output is another ma-

trix mapping the source and target concepts.  

AgreementMaker’s OAEI 2011 final matcher used three 

different LWCs.  LWC1 produces a weighted average of the 

similarity matrices for the LSM (Lexical Similarity Match-

er) and the MM. LWC2 produces a weighted average for the 

PSM (Parametric String-based Matcher) and the VMM 

(Vector-based Multi-word Matcher). LWC3 determines the 

final confidence factor for each alignment as a weighted 

average of the LWC1 and LWC2 similarity matrices.    

4 MEDIATING MATCHER + SEMANTIC 

SIMILARITY   

This proposed method of combining a reference ontology 

with semantic similarity builds on the work of early OA 

systems as described section 2.2.   The recent uses of com-

position-based mapping and a mediating matcher described 
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in section 3.1 and 3.2, respectively, also motivate this work.   

Neither OA system presented in those two sections, howev-

er, makes use of semantic similarity measures with a refer-

ence ontology.  Our research extends AgreementMaker’s 

mediating matcher and has produced a new mediating 

matcher that incorporates semantic similarity measurement 

(MMSS) between the corresponding bridge concepts in the 

mediating ontology.  First the extension is described and 

then the experimental results are presented. 

First AgreementMaker’s MM is used in a first pass to 

produce the mappings between the source and target con-

cepts where there is an exact match on the bridge concepts 

in the mediating ontology, i.e., bS = bT.   When an exact 

match occurs, MM produces a mapping between s and t as 

 
MST = {(s, t, mapSimSI * mapSimTI) | sOS, bS , bT OI, tOT :  

(s,bS,mapSimSI,)MSI (t,bT,mapSimTI,)MTI bS=bT}   (2)      

 

Here MSI is the mapping from the source OS to the interme-

diate OI using BSM
lex

. Similarly, MTI is the mapping from 

the target OT to the intermediate OI using BSM
lex

. The next 

step is to determine US and UT, all the source concepts s in 

the mapping set from source to mediating ontology and all 

the target concepts t in the mapping set from target to medi-

ating ontology, respectively, which did not get selected by 

the original mediating matcher. These two sets are given as 
 

US  = {s | sOS : (s, bS, mapSimSI,)MSI  

∄ tOT : (s, t, simST)MST} 

UT  = {t | tOT : ( t,  bT, mapSimTI,)MTI  

∄ sOS : (s, t, simST)MST}.                           (3)                                      

For each pair (s, t) in US x UT, the semantic similarity be-

tween all bridge concepts for s and all bridge concepts for t 

are calculated, and the maximum is used in determining the 

enhanced mapping set as  

 
EST  = {(s, t, agg(mapSimSI, mapSimTI, bridgeSim )) |      

           sUS, bS , bT OI,  tUT :  (s,bS,mapSimSI) MSI  

( t,  bT, mapSimTI,)MTI : 

            bridgeSim = max bS , bT OI (semSim(bS , bT))}.         (4) 

 

MST EST is returned as the result of the MMSS and is in-

put to the LWC1 in place of simply MST.  Different agg op-

erators may be used. For the experiments reported below, 

the minimum is used since this aggregator looks for the 

weakest similarity between the three pairs of concepts. The 

final mapping between s and t is not considered any stronger 

than the weakest similarity of the three being aggregated.  

Different measures can be used for semSim. For the experi-

ments reported below, the standard Lin semantic similarity 

measure is used with IC as defined in (Seco et al., 2004) 

since it has frequently been used in current OA systems.  An 

additional threshold value may be set to eliminate mappings 

in EST whose aggregated similarity falls below the threshold.    

To be consistent with previous work in section 3, the 

OAEI anatomy track was used.  Its reference alignment con-

tains 1516 mappings. Table 1 shows the results of the exper-

iments which are divided into two groups.  First, only the 

mappings from the MM are compared to only those from 

the MMSS with varying thresholds as listed.  The results of 

the first group are listed in the rows before the row labeled 

OAEI 2011. AgreementMaker’s LWC matchers are not af-

fecting these results.  The second group compares the two 

different mediating matchers with the full OAEI 2011 

AgreementMaker LWC matchers as described at the end of 

section 3.2.   The second group investigates the interaction 

between the mappings of the MMSS and those produced by 

the other OAEI 2011 matchers as well as the effects of its 

LWC matchers combining the various mappings results.     

  For the first group, the MMSS with no threshold had the 

best recall but the worst precision.   As the threshold in-

creases the MMSS is still able to find more correct map-

pings than the MM and improve its precision.  Of the nine 

more correct ones (1152-1143) found by the MMSS, four 

were also found by the OAEI 2011 matcher with the MM. 

The reason is the MA concept string name is an exact match 

or a substring of the HA concept.  The MMSS found these 

four through using semantic similarity within Uberon.   

The OAEI 2011 results using MMSS always produced 

more mappings than that using the MM. An interesting ob-

servation though is the 1350 correct for the MM and the 

MMSS with 0.90 threshold are not the same ones.  Each 

found 3 different correct ones from each other.  The goal is 

to study the interaction among the other OAEI 2011 match-

ers with the MMSS and the MM to try to keep both sets of 3 

correct matches instead of replacing them with each other. 

 

 Mapped Correct Precision Recall F-measure 

MM 1200 1143 95.2 75.4 84.2 

MMSS, 0.0  1322 1152 87.1 76 81.2 

MMSS, 0.65 1301 1151 88.5 75.9 81.7 

MMSS, 0.85 1240 1150 92.7 75.9 83.5 

MMSS, 0.90 1229 1148 93.4 75.7 83.6 

OAEI 2011      

 MM  1443 1350 93.6 89.1 91.2 

MMSS, 0.85 1447 1348 93.2 88.9 91.0 

MMSS, 0.90 1447 1350 93.3 89.1 91.1 

Table 1. Experimental Results on the OAEI Anatomy Track 

 

Table 2 shows thethree correct mappings produced with the 

OAEI 2011 matcher and MMSS and not produced with 

MM. Table 3 shows the three correct mappings produced by 

the OAEI 2011 with MM and not produced with MMSS. The 

MMSS incorrectly mapped the MA sources to the HA con-

cepts matching the Uberon BT column of Table 3 since each 

of these concepts exists in the HA ontology and were 

mapped from the HA to the corresponding Uberon concept.   
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MA Source HA MMSS 

Target  

Uberon  BS  Uberon  BT  

 gastrointestinal 

system mesentery  Mesentery 

gastrointestinal 

system mesentery  Mesentery 

 Limb long bone  Long bone  Limb long bone  Long bone 

 Brain ependyma  Ependyma Brain ependyma Ependyma 

 Table 2. New Mappings, OAEI MMSS but not OAEI MM 

 

MA Source HA MM Target   Uberon  BS  Uberon  BT  

Brain arach-

noid  matter  

Cerebral 

Arachnoid 

Membrane 

Brain arach-

noid  mater leptomeninges 

Iliac circum-

flex artery  

circumflex iliac 

artery   

Iliac circum-

flex artery 

Deep circumflex 

iliac artery   

Vagina  

squamous 

epithelium 

Vagina 

squamous 

epithelium  

Vagina  

squamous 

epithelium  

Stratified 

squamous 

epithelium  

Table 3. Lost Mappings,  OAEI MM but not OAEI MMSS 

 

For the three new correct mappings found by MMSS, 

none of the AgreementMaker matchers (PSM, VMM, LSM, 

and MM) found the third mapping.  The PSM found the 

second mapping but the VSM incorrectly mapped the “fore-

limb long bone” to “long bone” instead with a higher confi-

dence than the PSM had. LWC2 which combines the VSM 

and PSM produced the VSM mapping. Only the VSM pro-

duced the first mapping. Since the PSM did not, the LWC2 

did not produce this correct mapping.  LWC1 could not 

produce any of three mappings since it combines the LSM 

and MM, neither of which produced any of these mappings. 

For the three correct mappings lost with the MMSS, the 

PSM did produce all three, and the VSM did produce the 

first two.  The MMSS, however, mapped the MA sources to 

incorrect targets for all three. The LWC2 did produce the 

three correct mappings but the LWC1 using the MMSS and 

LSM produced the three incorrect mappings. When LWC3 

combines the LWC1 and LWC2 results, the LWC1 results 

had higher confidence values so the second and third 

MMSS incorrect mappings were selected.  The first incor-

rect MMSS mapping is lost in LWC3 probably because its 

quality evaluation does not satisfy the cutoff threshold, 

5 CONCLUSIONS AND FUTURE WORK   

The MMSS is successful at discovering more correct map-

pings than AgreementMaker’s MM.    The drawback, how-

ever, is it suggests more mappings.   More experimentation 

is needed to better understand the interaction between the 

MMSS and the other matchers in the OAEI 2011 configura-

tion so that other possible LWC schemes can be developed  

to better combine the strengths of the MMSS with the other 

matchers. In addition, different semantic similarity measures 

need to be investigated with different reference ontologies 

Other source and target ontologies with different structures 

and more varied labeling  should also be tested.   
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ABSTRACT
The Software Ontology Project (SWO) is a community effort to build

an ontology that models software used in the generation and analy-
sis of data for curation and preservation purposes in areas such as
biomedicine. In community driven efforts, requirements are elicited
from the members of these communities to help ensure the ontology
is fit for purpose. This requires methods which are able to engage
with users with a wide range of expertise, allow close collaboration
between developers and users and that are able to respond rapidly
to changing knowledge. We describe an Agile Ontology Engineering
method for developing ontologies, adapted from modern Agile softw-
are engineering methods. The approach was applied within the SWO
project and demonstrated promising results in engaging a diverse set
of community representatives and an objective measure of ontology
success, of much relevance to the active community of bio-ontology
developers and users.

1 INTRODUCTION
Community driven development of ontologies have become the
norm in biomedicine (Garcia et al., 2010; The Gene Ontology
Consortium, 2010). Engaging with a diverse set of users from
a community presents challenges; some of these challenges are
technical, such as when multiple ontology authors need to synch-
ronously or asynchronously edit from multiple sites, and to allow
users to view ontologies and directly comment on the artefacts
(Alexander et al., 2011). For such challenges, tools such as Col-
laborativeProtégé (Tudorache et al., 2008) (CP) and resources such
as BioPortal (Noy et al., 2009) have been developed, and versioning
tools can be used to support the use of code bases in a similar way
as for software projects. Tools such as CP offer technical solutions
for the technically savvy, but methods for collaboration need to be
much broader than addition of axioms (a necessary, but not suffici-
ent task for ontology building). Some of these challenges are more
about the process used and are sociological in nature, as much as
technical (Randall et al., 2011). They include, but are not limited
to: working with people that are not ontology engineers; the ability
to appropriately capture requirements from a diverse set of users;
prioritising those requirements by seeking group consent and resolu-
tions; judging when an ontology meets a community’s requirements;
responding to issues, requests and shifts in domain knowledge; and
take into account and predicting the various types of the ontologyś
users.

We used the Software Ontology (SWO) Project to explore ways
of including a broad range of user backgrounds into a community

∗To whom correspondence should be addressed: malone@ebi.ac.uk

building process. The SWO is a community driven, collaborative
project with the aim of producing an ontology that captures formal
descriptions of software used in the production and analysis of data
for curation and preservation purproses, in order to promote stan-
dardisation and reusability of knowledge (Brown, 2011). This need
is particularly pertinent in the computational biology field, where
an understanding of how data were analysed is an important part of
the scientific record that allows proper re-interpretation and re-use
of the discipline’s data.

There is a need in many Ontology Engineering efforts to engage
with a community of domain experts that may not be ontology or
knowledge representation experts. This presents a challenge of how
to engage an audience without having to learn their domain know-
ledge or for them to become ontology engineers. In addition to this
challenge, there are difficulties of keeping the community engaged,
the ontology up-to-date and responsive to the customers. Some of
these challenges in community ontology development are similar to
those seen in Software Engineering.

One popular method in software engineering for tackling these
issues is Agile Software Development (Martin, 2002) which is a set
of software engineering methods that drives the development effort
around the requirements, use cases, and continuous participation
with users. Agile methods require that iterations are frequent and
that software is released often with an emphasis on collaboration
between developers, especially with regards customer requirements.
Typically through these short iterations, the whole life cycle is
reproduced, including some requirements analysis, testing and pro-
duct delivery. Some of the advantages of this approach are that
changing requirements are considered part of the normal life cycle
and that the users are more ‘involved’ with the development process,
making this approach more able to respond to change as determi-
ned by the customer. There is also an emphasis on working code
and test-driven development, so the software works for each of the
features added at each iteration.

In community ontology projects like the SWO, the community
should act as the customers from which requirements are elicited
and used to help make the ontology fit for purpose. Unsurprisingly
then, ontology engineering methods have been developed that aim
to tackle similar aspects of the development process as in Software
Engineering. In a review of ontology engineering methods, Tem-
pich and colleagues (Tempich et al., 2006) were critical of many
methods for their lack of consideration for evolution of ontologies,
thus indicating a failure in continuing a collaborative relationship
with the community of users as part of the ontology’s evolution. A
wider study surveyed 148 ontology engineering projects in acade-
mia and industry, concluding that ontology engineering has become
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an important discipline, though there is still work to be done in the
area, such as the need for better documentation of decisions taken
during the ontology engineering process (Simperl et al., 2010).

In response to such needs, some aspects of Agile methods are
beginning to be adopted by the Ontology Engineering community.
One such method is the RapidOWL method (Auer and Herre, 2007),
where they claim that the adoption of agile methods for Ontology
Engineering is greatly benefited when these methods are carried
out in a unified process and with the continuous involvement of
the user community. This is a positive step in community ontology
development, however more analysis, case studies, and empiri-
cal evaluations are needed in order to recommend and refine the
application of Agile Ontology Development.

In this paper we present a case study in which an Agile Ontology
Development method was applied to the SWO project. We use the
SWO as a case study of how an agile software approach can be
adapted to the development of an ontology. We also reflect on what
we did in our agile method and what we think could and should be
changed to make it better.

2 SWO ’S AGILE METHOD
Eliciting requirements from and engaging with the life science com-
munity is important to ensure ontologies meet the needs of the
stakeholders. Given a broad similarity of activities within both
software and ontology development (requirements gathering, eva-
luation, design, implementation, testing, publishing, maintaining,
etc.), moving methods from one to the other has an a priori appeal.
The organisers of the SWO project approached the ontology buil-
ding task by adapting agile methods from software development
into the engineering process for ontologies. SWO focused on the
following agile principles (Martin, 2002):
• The introduction of requirements gathering and ontology

modelling sessions as iterative and incremental activities;

• That requirements evolve throughout the engineering cycle;

• The encouragement of self-organised and cross-functional
teams;

• The provision of rapid and responsive ontology development;

• That domain experts, users, and ontology engineers are all
active contributors throughout the process;

• The use of a test driven approach to development;

• The provision of regular and frequent builds to the participants
for discussion, testing, refinement, and agreement.

These methods have several events whose activities are planned
to deliver information to other events in a cyclic manner. Events
can, however, sometimes run in parallel. The Agile Ontology
Engineering Method is summarised as (see also Figure 1):

• Requirements Gathering Event: This event focuses on the
capture of requirements by identifying competency questions
and desirable features for the ontology. These activities are use
case or scenario driven.

• Requirements Prioritisation Event : This event has two parts,
both adapted from Agile Software Engineering techniques. The
first requires participants to estimate the complexity required to
implement a requirement based on ‘planning poker’ (Grenning,
2002). The second part has participants rank features collected
in the requirements gathering phase by importance by ‘bidding’

for individual features based on the ‘Buy a Feature’ method
(Kirk, 2011).

• Implementation of Top Requirements Event: The modelling
and coding of the ontology takes place, focusing on the features
‘bought’ from the previous step. Modular development is used
to allow concurrent development from co-located or distributed
developers. Content is also gathered by participants completing
templates taken from the implemented ontology.

• Evaluation Event: Evaluation of the ontology is done by all
participants of the development process, thus helping compete-
ncy questions to be satisfied. Testing is conducted with defined
classes acting as queries based on the competency questions
against the ontology. This is disseminated to the stakeholders
who evaluate the ontology against the requirements.

Requirements 

Planning Poker 

Implementation
 of top

 requirements 

Evaluation 

Competency Questions 

Feature Request 

Features Ranking 

Modular Development 

Testing with
 Defined Classes 

Compositional Approach 
Assemble using Reasoning 

Fig. 1. SWO ’s Ontology Development Flow of Events.

Requirements Gathering Event The following ground-rules
were used in the SWO workshops:

• Presenting the community of users and contributors by intro-
ducing stakeholders and typical users of the ontology;

• ‘No death by PowerPoint’; the workshops are hands on events
where results and instant feedback will be the focus of activity;

• No up-front ‘Ontologising’ in the workshops; the resolution
of the pattern of axioms for representing the user ’s needs is
vital, but does not need to be done interactively in this setting,
especially with those that are not familiar with ontologies;

• Everyone participates. Activities were designed such that ever-
yone could join in and contribute and that ‘powerful’ voices
could not dominate.

These rules of engagement were overseen by a moderator to help
keep the level of details and discussion appropriate for the activi-
ties. The universe of discourse was created by asking participants
to organise into groups and write on ‘sticky-notes’ the information
they wanted to record about software. The notes were then clu-
stered according to similarity by the participants, invoking more
discussion. A similar exercise was used for gathering competency
questions. Both sets of clusters were reviewed for correspondence
between features and questions and any gaps highlighted by one
cluster in the other set of clusters were discussed and addressed.
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The validation of the clusters and understanding of competency
questions were conducted by the next activity which instructed users
to create personas. A persona represents an individual user of the
ontology with specific characteristics that provide context to the
interactions and needs of that particular user. In contrast to use cases,
personas define a specific individual of a user group with a detai-
led ‘story’ of the user and an example of usage of the ontology.
The moderator asked for each persona to give: their age, back-
ground, dress code, favourite food, work, detailed task that include
the competency question in the form of a story. Persona are meant
to motivate participants to have some basis for the decisions they
make, rather than making decision based on personal preference.
The use of personas is a requirements gathering method that aims to
reduce the effect of sample bias in participant events.

Requirements Prioritization Event - Planning Poker: The set
of clusters, questions, and usage examples were prioritised by ado-
pting the Agile technique of Planning Poker (Grenning, 2002). The
SWO project ’s version of this technique was divided into two voting
activities. In the first voting activity participants were asked to rate
the difficulty of describing the clusters by casting a vote using
‘voting’ cards with ‘?’, ‘0’, ‘1’, ‘2’, ‘3’, ‘5’, ‘8’, ‘13’, ‘20’, ‘40’,
and ‘100’; where zero is the easiest and 100 is the hardest. Discus-
sion was encouraged by asking participants to contribute their views
when their vote was not close to the average vote for that cluster.
The consensus or mean was used to derive a cost for the feature in
question.

In the second voting activity users were given 100 points to spend
on the clusters they wanted to be represented using the ‘Buy a
Feature’ game. In this activity voting and polling drives the prio-
ritisation; if a discussion about a cluster was prolonged a re-vote
was taken to allow participants the opportunity to change their inve-
stment after the discussion. The buying phase results in a set of
features that the participants most wish to have in the ontology. Such
prioritisation events should be iterative over the entire life of the
ontology.

Implementation of Top Requirements Event: Implementation
of the requirements was conducted in a modular development appro-
ach using normalisation Rector (2003). The requirements indicated
the main modules to be made (for example data in a data OWL
module). Classes of Software are then described in terms of these
feature modules via restrictions, and defined classes of softw-
are establish the hierarchy of software. In addition to versioning
standards, other standards such as coding standards, URI naming
conventions, and labelling standards were chosen or devised, and
implemented by the ontology engineers. The Implementation Event
ran concurrently with the Evaluation Event in order to adhere to the
Agile principle of continuous and gradual testing and validation.

In the Implementation Event, user contribution continued by allo-
wing users to populate templates of software descriptions as part
of the development process. These templates, based on the axiom
patterns in SWO, were used to both gather input for software descri-
ptions and to test the ability of the SWO to enable descriptions. The
spreadsheet had a software entity in the first column and subsequent
columns represented the prioritised features for software descripti-
ons. Participants either filled in from the existing SWO ’s software
descriptions or provided their own new terms.

Evaluation Event: Evaluation of the ontology was conducted by
combining the information from the Requirement Gathering Event,
namely software clusters and their descriptions, with test cases. The

Table 1. Features that were initially identified, then given complexity
estimate (cost) and then later prioritized through a ’bidding’ process.

*indicate features that were bought (i.e. their cost was met)

Feature Cost Total Bid
Algorithms* 75 75
Architecture 87 0
Capability 254 247
Configure/run parameters 542 174
Cost of ownership 295 70
Data* 300 300
Dependencies 276 91
Function* 44 44
Interface* 74 74
Licenses* 38 38
Life cycle* 188 188
Platform 169 50
Source code location* 25 25
Supplier* 14 14
Version* 110 110

SWO ontology engineers produced a series of software description
test cases based on the competency questions and samples supplied
by the participants during the two workshops, the email lists and
blog posts. All commonly used test cases were covered without
spending too much time on rarely used software descriptions not
covered in the test cases. The ontology was tested with the use of
personas and competency questions through the participation of all
SWO project members throughout all the events in the development
cycle.

3 RESULTS
The SWO project had a six-month duration. The Requirements
Gathering Events took place during the first face-to-face workshop
(WS1) and then again in an iteration four months later in a second
workshop (WS2); there were 18 participants in WS1 and 13 partici-
pants in WS2. Seven of these people participated in both workshops.
The first set of requirements were produced following the activities
described in section 2. This resulted in 17 clusters of features (for-
med by clustering possible features of interest) and 91 competency
questions aligned to these features. The matching of competency
questions to feature clusters provided interesting validation regar-
ding what ’can be said’ as opposed to what is ’desirable to ask’
about a feature. For instance, one of the main clusters identified was
software ‘platform’. Platform had 10 sticky notes about informa-
tion that can be recorded about a platform’s software requirements
(e.g. will it run on Linux, Android etc.); however, when questions
were solicited from participants, only 4 questions were asked. The
moderator highlighted this discrepancy and explained the usage of a
cluster is as important as the detailed recorded in the cluster.

Following the initial gathering activities, the Requirements Priori-
tization Event took place. Table 1 presents a summary of the features
bought by the method described in section 2. It should be noted that
the ‘cost’ of each feature does not translate directly to a real effort
or cost (e.g. days or money). The metric is meant as a comparable
measure within features only.
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Table 2. Examples of competency questions for some of the features and
how they were met in the ontology, evaluated using an OWL defined class,
which equated to the competency question. The example answers are actual

answers given from the ontology (not exhaustive).

Feature Competency
Question

Manchester OWL
Test Question

Example
Answer

Data Which sof-
tware has
MAGE tab
input?

has specified input
some (data and
has format specification
some ‘MAGE tab
format’)

ArrayExpress
Biocondu-
ctor

Function What softw-
are peforms
molecular
sequencing
analysis?

achieves objective
some ‘molecular
sequencing analysis’

EMBOSS

Algorithm Which
software
implements
a Bayesian
Model

implements some
‘Bayesian Model’

GeneSelector

Interface What
software
has com-
mand line
interface?

has interface some
‘Command Line
Interface’

DROID

Version Which
version
Microsoft
Excel came
after 2007?

‘Microsoft Excel’ and
(has version some
(‘version name or
number’ and (pre-
ceeded by value
‘Microsoft 2007
version’)))

Microsoft
Excel 2010

Participants continued to contribute to the population of descri-
ptions and clusters by providing examples of usage, software
descriptions, and new entities via the emailing list and blog post.

After four months WS2 was held at which progress was evaluated.
An initial exercise of asking the participants to each describe softw-
are, following the requirements set out previously, was conducted.
Then, a re-prioritisation occurred, with the intention of finding out
if, given the current ontology and experience of describing software,
the current set of priorities were still relevant. Some new features
that emerged from this included the need to capture software suites
or packages, and software documentation. the platform upon which
the software runs was seen to be a more important feature in WS2,
although it was not bought in WS1. Axiom patterns changed accor-
ding to feedback and the descriptions captured in the spreadsheets
used to evaluate SWOS’s ability to describe software were added
to SWO. These spreadsheets captured extensions to various parts of
the SWO, so all parts of the SWO’s descriptions of software fea-
tures changed. Three iterations occurred, resulting in three releases
during the six-months. The final ontology after iteration 3 had 903
classes, 101 individuals, and 34 properties.

4 DISCUSSION
In our experience of building SWO, the use of Agile methods
in ontology development appeared to have several strengths that
should be of relevance to the biomedical community. There is, of
course, no formal evaluation of the process; what we report here is
reflection on what we did with the SWO and in our involvement
in other ontology development efforts. During the SWO project
the link between participation of its members and its corresponding
effects on actions in the development cycle were self-evident. The
focus of development was the community of users rather than on
a particular ontology technology, formal ontology or philosophical
paradigm. The ‘ontologising’ is, of course, important, but we trea-
ted it only as a means to an end. Also, the process we describe is
neutral to ontological paradigm.

This emphasis on community and commitment to Agile principles
appears to us to have produced the following benefits:

• An open and transparent process, present throughout the deve-
lopment cycle of the ontology. This seemed to have encouraged
participation and a sense of membership to the SWO project
as a whole rather than unconnected contributions to prescribed
phases.

• Users’ competency questions, personas, and test cases were
important drivers and validators of the development process.

• The resulting ontology covered the knowledge needed by
the community as communicated through concrete examples,
users’ descriptions, and competency questions.

The approach enabled the SWO developers to engage with users
with a varied background and experience in ontology building.
Around 80% of those who contributed to the workshops and require-
ments had no experience of ontologies or OWL, yet all participants
actively contributed to the ontology. The SWO ’s approach relied
on the leadership of the moderators and organisers of the project
during meetings with users. The organisers were familiar with, but
not experts in, Agile techniques; this suggests that the techniques
may be easily adopted.

An element of the workshops that appeared to be particularly
successful was that of conflict resolution with regards to estima-
ting the effort required to add features. One of the benefits of the
planning poker game was that it appeared to allow for both an inde-
pendent estimate of effort and then, if estimates were individually
far apart, discussion as a group to resolve those discrepancies. Seve-
ral such discrepancies occurred during the initial SWO workshop,
often as a result of disagreement in exactly what adding such a
feature would require. Discussion then helped to come to a com-
mon understanding and a re-estimate was taken, often with closer
agreement.

Deciding what was to be included in the SWO was a collabo-
rative effort using the buy a feature game. The vast majority of
features were not able to be bought by any one individual and thus
co-operation in bidding was required. There were some features on
which much of the ‘money’ spent on that feature was done so by
one individual in an attempt to have it ‘accepted’, despite no one
else bidding for that feature. Some features may be important for
one domain but less so for another; such features may be ‘show-
stoppers’ for that community and this could be taken into account in
the process. An example of this was the ‘algorithm’ feature which
was bid for by one person with a large amount of money, but not
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bought outright as it was deemed less important to almost all other
users.

This feature buying process helped to reduce development time
on areas that were collectively deemed unimportant. This is of par-
ticular importance in the life science domain, in which the scope is
vast. Prioritising areas of importance should provide a cost benefit.

Although one of the Agile principles was to encourage self orga-
nised and cross-functional teams, this would not have been possible
without the input from the project ’s organizers. Skills in group orga-
nisation, team building, and responsive feedback were as important
as the method implemented. Experience of community ontology
building was also a factor that allowed the organizers to prevent
and resolve conflict during the requirements gathering. The cycli-
cal nature of the method allowed for a continuous feedback process
to all participants and presented working versions of the ontology as
requirements and competency questions were refined.

One area of the method that was under employed was the ‘per-
sona’. Personas are used in Software Engineering with the purpose
of validating specific user interacting features such as user interfa-
ces. Requirements not only cover features but also cover the needs of
stakeholders that may or may not be explicitly known to the users.
SWO could have increased the scope of the ontology by combi-
ning use cases and personas, and by utilising both as assets to the
different phases of the project such as during Planning Poker.

Consistency of modelling was achieved in SWO by the esta-
blishment and enforcement of standards, the ontology engineers’
communication and participation in requirements gathering and pri-
oritising sessions, and effectively using communication tools such
as the SWO blog to resolve modelling conflicts and questions.
These observations suggest that participants, users, and engine-
ers valued open communication and collaboration throughout the
project and benefited from a mutual understanding of each other’s
background and motivation. The commitment to shared values and
trust in a methodology are social questions that are hard to quantify
and reproduce in all projects, but they appeared to help make this
instance of the agile method work.

5 CONCLUSION
This paper presented a reflection on one projects experience of
applying an agile method to ontology development in the Software
Ontology (SWO). The success or failure of the adoption of Agile
methods in Ontology Engineering have much to do with the deli-
very of such methods under an organised, flexible, responsive and
collaborative social and technical environment. The technical tools
employed to deliver collaborative ontologies must be complemented
with organisation, responsive feedback, and transparency of pro-
cess. The SWO project should be judged not only on the coverage
and consistency of its knowledge representation, but on the active
participation of its members in making it a maintainable ontology
grounded in its communitys needs. Such methods should be impor-
tant to the bio-ontology community, where user participation is key
in building community driven ontologies that are relevant, adapta-
ble to change and therefore more likely to be used. In addition, the

agile method provides objective, documented evidence that an onto-
logy meets a users needs. Requirements are more than capturing the
entities and their relationships that exist in a given domain, since for
most domains, this is not feasible and can introduce ontologies that
are unnecessarily complex. The features of interest should be pri-
oritised with the users needs in mind, but also with the developing
team in mind, since person power and money are limited; setting
out to represent all of reality is infeasible in most cases and often
unnecessary. Our experience from SWO is that an agile approach
to ontology authoring could deliver what a biomedical community
needs by making ontology authoring agiley responsive to users.
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ABSTRACT 
Ontology	  development	  often	  requires	  the	  participation	  of	  various	  col-‐
laborators.	   Web-‐based	   ontology	   editors,	   such	   as	   WebProtégé,	   have	  
been	   developed	   to	   provide	   users	   with	   collaborative	   support	   such	   as	  
comments	  and	  discussions.	  There	   is	   a	   large	  body	  of	  work	  concerning	  
ontology	  visualization	  techniques;	  however,	  less	  research	  attention	  has	  
been	  placed	  on	  providing	   the	  necessary	  support	   for	   collaborative	  on-‐
tology	  visualization.	  To	  explore	   this	   research	  gap,	   the	  web-‐based	   col-‐
laborative	   ontology	   visualization	   tool	   BioMixer	   is	   presented	   in	   this	  
paper.	   In	   order	   to	   assist	   the	   collaborative	   visualization	   process,	   Bio-‐
Mixer	  provides	  users	  with	  sharable	  workspaces	  and	  embeddable	  visu-‐
alizations	  that	  can	  be	  seamlessly	  inserted	  into	  external	  websites.	  	  

1 INTRODUCTION  
Visualizations can provide essential cognitive support when 
trying to make sense of the semantics embedded in ontolo-
gies. Improving cognitive support for ontology understand-
ing is particularly important in the domain of biomedical 
ontologies, as such ontologies are typically large and rely on 
collaborative development (Noy et al., 2008). Despite a 
large amount of research effort in developing ontology visu-
alization techniques (Katifori & Halatsis, 2007), there has 
been relatively little attention placed on providing collabo-
rative visualization support.  
     Real world applications of collaborative visualization 
include social data analysis websites (such as Many Eyes1 
(Viégas et al., 2007)), scientific research projects (such as 
National Fusion Collaboratory (Schissel et al., 2004)) and 
environmental planning (Brewer et al., 2000). However, in 
the field of ontology visualization, collaborative visualiza-
tion has not received much attention. Although collaborative 
support is provided in ontology editors such as WebProtégé2 
(Tudorache et al., 2008), however, existing ontology visual-
ization tools lack collaborative visualization support (Siva-
kumar & Arivoli, 2011; Katifori & Halatsis, 2007; Katifori 
et al., 2006).  
     In an attempt to address the need for collaborative ontol-
ogy visualization, this paper presents the BioMixer3 tool that 
allows users to share visualization workspaces and to embed 
visualizations in websites. The vision for BioMixer is that 
collaborative ontology visualization will improve ontology 

  
* To whom correspondence should be addressed: bofu@uvic.ca 
1 http://www-958.ibm.com/software/data/cognos/manyeyes/ 
2 http://webprotege.stanford.edu/ 
3 BioMixer is open source and is freely available at 
http://github.com/thechiselgroup/biomixer  
The current release can be found at http://bio-mixer.appspot.com/ 

authoring activities and foster collaboration across groups.  
The remainder of this paper is organized as follows. A brief 
overview on related work is presented in Section 2. The 
design, implementation and key features of BioMixer are 
presented in Section 3. Finally, Section 4 outlines BioMix-
er’s future research directions.  

2 RELATED WORK 
Building tools for collaborative visualization is identified as 
one of the key challenges in visual analytics (Thomas & 
Cook, 2005) and design considerations for such tools have 
been recommended (Heer & Agrawala, 2007). Collaborative 
visualization can be described as “the intersection of two 
major research fields: traditional visualization and computer 
supported cooperative working” (Isenberg et al., 2011). In 
computer supported cooperative working (CSCW), one of 
the most widely cited classifications to describe collabora-
tive aspects is Applegate’s place-time matrix (Applegate, 
1991). Applegate states that cooperative work can take place 
in the same or different place at the same or different time. 
In the context of CSCW, synchronous collaboration will 
typically occur at different places at the same time, e.g. vid-
eo conferencing.  Asynchronous collaboration will typically 
take place at different places at different times, e.g. editing 
ontologies using WebProtégé. The current BioMixer release 
can be categorized as an asynchronous collaboration tool for 
ontology visualization, however, support for synchronous 
collaboration is planned for a future release.  

Expanding on the place-time matrix, Brodlie et al. 
(Brodlie et al., 2004) further distinguish distributed visuali-
zation from collaborative visualization and distributed col-
laborative visualization. Distributed visualization involves 
collaboration at the system level, whereas collaborative 
visualization refers to collaboration at the human level. Dis-
tributed collaborative visualization combines distributed 
visualization and collaborative visualization by allowing 
collaboration at both the system and the human level. Other 
definitions for collaborative visualization have also been 
proposed in the literature (Raje et al., 1998; Johnson, 1998; 
Li et al., 2006, Wattenberg, 2005). This paper adopts the 
definition of collaborative visualization proposed by Isen-
berg et al., which is “the shared use of computer-supported, 
(interactive) visual representations of data by more than one 
person with the common goal of contribution to joint infor-
mation processing activities” (Isenberg et al., 2011).  
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     The benefits of using collaborative visualization have 
been studied in social data analysis websites such as Many 
Eyes (Viégas et al., 2007). The goal of Many Eyes is two-
fold. First, the creation and publication of visualizations can 
reach out to a larger audience, not just experts. Second, the 
social potential of web-based visualizations enables discus-
sions among the wider audience. The advantages of collabo-
rative visualization in social data analysis may also hold true 
for the domain of ontology visualization. As with collabora-
tive support, visualizations will not only serve as a tool for 
sense-making, but also as a channel to stimulate discussions 
between users. 
     This trend of collaborative support is already embraced 
by existing ontology editors. For instance, WebProtégé (Tu-
dorache et al., 2008) aims to support the collaborative on-
tology development process by providing an online envi-
ronment for users to edit, discuss and annotate ontologies. 
visCOntE (Vonrueden & Hampel, 2005) provides support 
for searching, creating and editing ontologies among collab-
orators. COVE (Allemang et al., 2004) emphasizes the evo-
lution of ontologies and provides collaborative editing sup-
port for ontologies in the space shuttle domain.  
     Despite the uptake of collaborative support in ontology 
development tools, little research attention has focused on 
providing collaborative support for ontology visualization. 
An extensive review of existing ontology visualization ap-
proaches is presented in (Katifori & Halatsis, 2007). A key 
observation from this review is that most existing ontology 
visualization tools have focused on providing users with 
sophisticated views; however, few have explored enabling 
collaboration among the users. Although a web-based visu-
alization service, FlexViz, has successfully demonstrated 
the application of online visualizations in the BioPortal on-
tology library (Noy et al., 2009), so far it has not leveraged 
the social potential of the web. In order to bring the benefits 
of the social web to biomedical ontology visualization, Bi-
oMixer has been designed with collaborative visualization 
in mind from the beginning. 

3 BIOMIXER DESIGN, FEATURES & 
IMPLEMENTATION 

Inspired by previous design recommendations (Heer & 
Agrawala, 2007) and tool requirements (Isenberg et al., 
2011) for collaborative visualization, a list of design consid-
erations for collaborative ontology visualization has been 
derived and is discussed next. Collaborative ontology visu-
alization tools need to (but not limited to):  

• support social interactions around the data, so that a 
group of collaborators working on the same visuali-
zations can provide commentary and discuss relevant 
implications on common ground; 

• engage a wider audience and provide support for us-
ers to share and publish their findings, so that infor-

mation is appropriately distributed for group decision 
making;  

• support long-term use by people with distinct back-
grounds and different goals, so that personal visuali-
zation preferences and styles can be fully elaborated; 
and 

• enhance decision making by providing collaborative 
support from the beginning of the design process, so 
that collaborative features are included in the design 
process of a visualization tool to prevent these fea-
tures being developed just as an afterthought. 

     In order to address the needs identified above, BioMixer 
is being designed to support visualizations in collaborative 
settings. In particular, BioMixer:  

• supports social interaction around the visualization. 
A user can send an existing visualization workspace 
to his/her collaborators via email, as well as initiate 
discussions by adding notes to the visualizations.  

• engages a wider audience by providing a web-based 
interface. A user can easily access BioMixer using a 
web browser and does not need to download or in-
stall any software.  

• supports the publication of visualizations by provid-
ing interactive visualization embeds that can be easi-
ly inserted into external websites.  

• supports users with diverse backgrounds and prefer-
ences by presenting multiple coordinated views, 
which aim to engage the audience from different 
viewpoints.  

     Figure 1 illustrates an example of using BioMixer for 
collaborative ontology visualization, exemplifying the fea-
tures listed above. In this example, the user searches for 
tissue and is given a list of ontologies that contain this term 
in the Search view (see top left window in Fig. 1)4. The user 
then selects the Cell Line Ontology, the RadLex Ontology, 
the BioTop Ontology and the Gene Regulation Ontology in 
the search results and subsequently creates Selection 1 in the 
view frame. By selecting the Graph button under Views, an 
empty graph view is created in the workspace. The user can 
then drag Selection 1 and drop this selection onto the graph 
view. He/she can also add comments by adding a Note view 
(see bottom right view in Fig. 1). To explore the nodes 
shown in the graph view, the user can select a node and 
choose to visualize its associated concepts or mappings. In 
Fig. 1, four ontologies (color coded) are visualized in the 
circle layout, the is-a relations are visualized by solid direc-
tional lines and the mappings are visualized by grey dashed 
lines. Visualizing different types of mappings (e.g. exact, 
close, related, broad and narrow mappings) are not support-
ed in the current graph view, but will be included in a future 
release. This visualization can also be displayed using other 
layouts as shown in Fig. 1 (the panel to the right includes 
  
4 Searching for ontologies by name is not supported in the current release 
of BioMixer, but is to be included in a future release.  
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tree, spring, grid layout, etc.). For example, the spring lay-
out may be appropriate when presenting an overview of 
several ontologies and how the mappings relate them to one 
another (an example is shown in Fig. 2), however the tree 
layout may be more suitable for visualizing the hierarchical 
relationships among the nodes (an example is shown in Fig. 
3). As pointed out in (Motta et al., 2011; Katifori & 
Halatsis, 2007) and demonstrated by Wang & Parsia (Wang 
& Parsia, 2006), each type of visualization is associated 
with its own strengths and weaknesses. Thus, BioMixer 

supports a variety of layouts in an effort to better assist the 
user with his/her understanding of the ontology(ies) at hand 
through the use of flexible visualization layouts. It is recog-
nized that the graph view can quickly become unusable as 
the number of nodes increases in a visualization. This scala-
bility issue may be overcome by using other types of visual-
izations, e.g. nodes can be visualized on the axes and map-
pings can be visualized in the cells of a matrix layout. Addi-
tional types of visualization such as the matrix layout are 
currently being developed for BioMixer.      

 
Fig. 1. An Example of Collaborative Ontology Visualization in BioMixer. The user is presented with four tabs: Workspace, BioPortal 
Concept Search, Views and Help. There are four buttons under Workspace, including (from left to right) Create New workspace, Load ex-
isting workspace, Save and Share a workspace. The current release contains four views (circle 2), including Graph, Text, Timeline and 
Note. A variety of visualization layouts (circle 3) are supported in the Graph View. The user can send an existing workspace to collabora-
tors by using the Share feature (circle 1 & 6) and add comments to visualizations by using the Note view (bottom-right). The user can also 
obtain an iFrame to embed a single visualization in external websites (see Fig. 4). Details of nodes (circle 5) are displayed on demand (i.e. 
when a user hovers over a node) in BioMixer. In addition, coordination (circle 4) is achieved by highlighting the node/selection under the 
mouse cursor across multiple views. Note that the user is free to visualize any selection (i.e. any combination of nodes) by dragging and 
dropping it into the new view. 
 

In BioMixer, the user can further explore any subset of 
the current visualization by selecting the nodes he/she is 
interested in viewing. In the example shown in Fig. 1, the 
user selects the nodes connected by mapping which subse-
quently creates Selection 2. By selecting the show mapping 
nodes checkbox in Nodes, this second selection can be 
dragged and dropped onto the Timeline view, which will 
then show the creation dates of these mappings (e.g. May 

17th, 2010 in Fig. 1). If the user is only interested in an over-
view of all the terms used in the ontology irrespective of the 
relationships between them, a tag cloud can be generated in 
the Text view.  
      BioMixer also visualizes mappings between multiple 
ontologies. This differs from existing tools, such as Optima 
(Kolli & Doshi, 2008), AlViz (Lanzenberger & Sampson, 
2006) and CogZ (Falconer & Storey, 2009), where map-
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pings are often visualized between only one pair of ontolo-
gies. In contrast, mappings in BioMixer are visualized be-
tween two or more ontologies at a time (as shown in Fig. 1, 
and Fig. 2). This feature presents the user with a much 
broader view on the relationships among a number of ontol-
ogies in one visualization. It supports the user in the process 
of exploring existing mappings and determining the similar-
ities among the given ontologies more efficiently. 

 
Fig. 2. An Example of Spring Layout. An overview of three ontol-
ogies are visualized.  

 
Fig. 3. An Example of Tree Layout. Hierarchical relationships 
among ontological nodes are visualized.  

 
Fig. 4. Collaborative Support in BioMixer. Users can share or 
embed visualizations by using URL and iFrame. 

 
Fig. 5. BioMixer Architecture. There are three main components 
in BioMixer including the BioMixer Client, the BioMixer Server 
and the NCBO BioPortal REST Services. The double arrows illus-
trate the communications between these components.  

To share the workspace shown in Fig. 1 with a collabo-
rator, the user can click the Share button and enter the col-
laborator’s email address. An email containing the URL of 
the workspace will be sent to the collaborator, who can then 
load this workspace into his/her browser by simply opening 
the URL. To publish visualizations online, inline frames are 
provided to the user, which enable the insertion of visualiza-
tions in external websites (currently, users must sign in to 
use this feature). This feature allows the user to quickly up-
date visualizations on external websites when required. Fig-
ure 4 demonstrates these Share and Embed features.  

BioMixer is a client-server web application. It is built on 
top of the Google Web Toolkit5 (GWT) and the Google App 
Engine6 (GAE) technologies, and integrates visualization 
components written in Flash, Java and JavaScript. Figure 5 
presents the BioMixer architecture. The three key compo-
nents are the BioMixer Client, the BioMixer Server and the 
BioPortal REST Services7 provided by the National Center 
for Biomedical Ontology8 (NCBO). The BioMixer client is 
an ontology visualization environment that runs in the user’s 
browser. It is written in Java and compiled to JavaScript 
using the GWT. The client currently supports graph, text, 
timeline and note views; however, additional types of visu-
alization can be easily integrated given the extensible archi-
tecture of BioMixer. The client also provides visualization 
coordination such as synchronized highlighting (brushing), 
filtering and selections across multiple views. In addition, it 
supports basic features such as window management and 
undo/redo. The client accesses the data stored in BioPortal 
through the NCBO BioPortal REST services. To enable 
workspace sharing and persistence, the BioMixer client uses 
services offered by the BioMixer server. The BioMixer 

  
5 http://code.google.com/webtoolkit/ 
6 http://code.google.com/appengine/ 
7 http://www.bioontology.org/wiki/index.php/BioPortal_REST_services 
8 http://www.bioontology.org/ 
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server runs on GAE and provides services that require long-
term data storage, email notification and user authentication. 
More specifically, the BioMixer server is responsible for 
user authentication, embed persistence, workspace persis-
tence and workspace sharing. 

4 FUTURE WORK  
BioMixer is an on-going research effort. This paper is 
among the first attempts at applying collaborative support in 
the field of ontology visualization. The current implementa-
tion of BioMixer focuses on the visualization of ontologies 
from the biomedical domain. However, the underlying ar-
chitecture is domain independent and could therefore be 
applied to visualize ontologies from other domains of inter-
est. Future research in BioMixer includes improving its 
technical infrastructure as well as conducting rigorous eval-
uation of its usability through real-world case studies. 
Moreover, we plan to investigate the impact of synchronous 
and asynchronous collaborative visualization on collabora-
tive biomedical ontology development. In particular, we will 
continue interacting with different user groups and improve 
the visualization and collaboration features in BioMixer 
based on user feedback.   
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ABSTRACT
We present a technique for separating knowledge representation

from application specific views that are currently often conflated within
bio-ontologies. Many ontologies contain information for two tasks; one
to represent the knowledge of some field of interest and another to
support an application through providing views over ontologies that
present the terms in a useful way for an application. We analyse
this phenomenon in some bio-ontologies and suggest this separation
of layers as a solution. We leave dedicated ontology languages like
OWL and OBO to represent the knowledge of a field of interest,
and use a more lightweight vocabulary, namely SKOS, to capture
application specific views. We use this technique to encode a number
of views inside the Experimental Factor Ontology. Each of these views
serves a special purpose to different user communities; however, it
does ensure the underlying ontology can remain for the annotation
and integration of biological data. OWL and SKOS together provide
a powerful, standards based, mechanism to reconstitute annotated
biological data for many different application domains.

1 INTRODUCTION
Bio-ontologies have become important in the life sciences through
their provision of identifiers for biomedical concepts that are defined
and managed by community processes (Smith et al., 2007). More
effective integration, analysis and mining of information from life
science datasets is being routinely and experimentally achieved
as a result of their annotation with these concepts (The Gene
Ontology Consortium, 2010; Camon et al., 2004; Noy et al., 2009;
Kapushesky et al., 2011). Authoritative collections of concepts
have been produced such as those describing, to name a few,
the characteristics of gene products in GO (Consortium, 2000),
chemicals in ChEBI (Degtyarenko et al., 2008) or species in the
NCBI taxonomy (Federhen, 2011). As the value of annotation
with ontology identifiers has been recognised, the number of bio-
ontologies with different scopes has increased, as well as the number
of concepts described by existing vocabularies (Castro et al., 2010).
Many bio-ontologies are being used to annotate biomedical data
for use in different query and browsing tools. The extent of the
annotation varies; some gene product data are just annotated with
GO concepts (Camon et al., 2004) whereas other datasets, such as
those submitted to ArrayExpress (Parkinson et al., 2011), require

∗To whom correspondence should be addressed: jupp@ebi.ac.uk

annotations that span many fields of interest, from descriptions of
the experiment to the attributes of the differentially expressed genes.

A significant use of bio-ontologies and annotations is to support
the users of applications that wish to view, browse and search
what can be complex and high-dimensional data. The key parts
of bio-ontologies that support this form of use are the hierarchical
structures formed by ‘is a’ and often ‘part of’ relationships between
the concepts, as well as their labels and definitions. Applications
use these components to drive a presentation that allows users to
inspect annotated data using criteria (concepts) with which they are
most familiar. The labels within the ontology support the interaction
between the user and the interface; a simple ontology-driven auto-
complete function in a search box can transform an opaque dataset
into a useable life science application. The hierarchical structure
of bio-ontologies enables query expansion—when querying with
x we also retrieve x and all the children of x as described in the
ontology (e.g. medline / mesh). Bio-ontologies often include other
non-hierarchical relationships between concepts that are specific to
their scope that can also help applications to guide users to data or
content that is semantically related to their query.

Applications that use bio-ontologies and data annotations to
drive their presentation are faced with knowledge representation
and presentation issues. First, when faced with a large ontology,
the proportion of concepts that are relevant to (the users of)
an application will be low enough that it would detract from
the usability of the application if all of the concepts in the
vocabulary were exposed. Thus applications need a mechanism to
indicate whether or not a particular concept should be available.
Second, applications will often use concepts that cover multiple
biological aspects of a dataset, intersecting parts of several existing
vocabularies. In order to collect, manage and use the concepts
relevant to an application, developers would often like to have
an ontology that only contains those concepts in which they are
interested, or else have a mechanism by which they can annotate
the original ontology so that their application only processes the
relevant content. In this paper we refer to these kinds of collections
of concepts as a ‘view’.

We consider a view to be analogous to an ontology module, in that
the goal is to reuse a subset of concepts from an existing ontology
in a particular setting (Pathak et al., 2009). Formal ontology
modularisation is a process whereby the logical entailments of a
set of axiomatically defined classes remains the same in both the
original ontology and in the module. In this paper a view is a more
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lightweight collection of concepts from one or more ontologies
where the identifiers and annotation components are useful to the
application for navigation and query expansion, but where the
logical entailments of the original ontology, whilst being preserved
in the original ontology, are not required by the application.

The challenge for the developer is how to represent this
information in line with existing standards and methods. Ideally,
such annotations and mechanisms of annotation would also be
available outside of a particular application.

In this paper we present an example of the above challenges
as faced by the iKUP Browser, a web application for querying
multi-omics data held in the Kidney and Urinary Pathway
Knowledgebase (Jupp et al., 2011). We then present a technique that
separates the requirements of a bio-ontology as a representation of
knowledge in a domain from the requirements of presentation of that
data in an application setting, that is inline with current standards
for bio-ontology representation. We employ features recently
introduced into the OWL2 specification, in combination with a
W3C specification for representing thesauri, controlled vocabularies
and subject heading systems, the Simple Knowledge Organization
System (SKOS). This method is applied to extract SKOS based
views from the Experimental Factor Ontology (EFO) (Malone et al.,
2010), which is used to curate transcriptomics data and supports
several applications.

2 USE CASE
The development of a kidney and urinary pathway knowledge base
clearly demonstrates the need for a separation of the applications
view of the ontology from the underlying knowledge representation.
The Kidney and Urinary Pathway Knowledge Base (KUPKB) is a
Semantic Web application being used by biologists in the study of
kidney disease (Klein et al., 2012). A Kidney and Urinary pathway
ontology (KUPO) provides the underlying schema and model for
the data held in the KUPKB. KUPO is an application ontology
that brings together subsets of other ontologies to annotate multi-
omic high-throughput data from experiments on kidney disease.
KUPO re-uses concepts from existing ontologies wherever possible,
importing concepts from various ontologies, including the cell
(CTO), gene (GO), mouse anatomy (MAO), human disease (HDO),
phenotype (PATO) and experimental factor (EFO). In bringing
concepts together, the KUPO adds new OWL axioms that further
strengthen the descriptions of various classes. For example, cell
types are described in terms of their parts using part of relationships
to the MAO, and cellular functions are related to concepts from the
GO using the capable of relationship. An OWL reasoner is used to
classify the KUPO class hierarchy, that is then used to drive queries
in the KUPKB.

The KUPO and the ontologies it imports provides a rich
underlying model for the KUPKB, where OWL semantics can be
exploited for powerful query answering. In order to ask complex
queries of the KUPKB, technical knowledge of the underlying
ontologies, and Semantic Web query languages like SPARQL are
needed. This kind of interaction is reserved for experts in the field,
thus excluding a wide range of potential end users. To address
this the iKUP browser (http://www.kupkb.org) was built to provide
a user friendly interface to the KUPKB data. The iKUP browser
uses the underlying ontologies to integrate and query the data.
The ontological axioms allow for query expansion and the class

hierarchies are exploited to provide faceted browsing of search
results. However, the ontologies and their imports are not suitably
organised for presentation in a user friendly interface such as the
iKUP for several reasons:
• Classes towards the top of the hierarchy are often sufficiently

abstract that they have little meaning to the user. For example,
upper level classes in the CTO such as ’cell in vivo’ and
’experimentally modified cell’ were not useful to iKUP users.

• Some ontologies provide too many levels of granularity. For
example, the NCI taxonomy contains twelve intermediate
categories between humans (taxied:9606) and mammals
(taxid:40674), which are unnecessary to view in iKUP where
users only require a simple classification of species.

• Multiple concepts in the ontology may be suitable root
concepts for navigational purposes. For example, cell type,
disease, species, function are useful root concepts for
navigation, but may not necessarily be default roots within an
ontological context.

• Concepts that a user might expect to be organised
hierarchically do not have true parent/child relationships
in the ontology. For example, displaying partonomy and
developmental relationship as part of the class hierarchy.

In the case of iKUP, each of these issues were handled in the
user interface code. User feedback was used to determine which
concepts from the ontology should be presented. This approach
proved difficult to maintain and also means the view logic is hidden
in the iKUP code and cannot be exposed in other tools, such as
Protégé, outside of the iKUP applications.

To address some of these issues, the Open Biomedical Ontology
(OBO) community have adopted an annotation mechanism which
they use to generate subsets or ‘slims’ to mark up concepts in
the ontology that belong to a particular view. The Gene Ontology
provides slims of the ontology that are designed for specific
communities or applications. The GO slims give a broad overview
of the ontology content without the detail of the fine grained
concepts. They are useful in applications such as over expression
analysis (Yi et al., 2007). When converting OBO into OWL the
annotation property (oboInOwl:subset) is used to indicate that
a concept belongs to a particular slim. The OBO slim pattern
benefits from being simple and has been adopted in some notable
bio-ontologies, however, as annotations, they lack any kind of
real semantics so ontology development tools and applications
need specialist knowledge before they can be exploited. OWL
annotations provide an obvious mechanism for encoding view
information and tools like OntoDog 1 have been developed to assist
users in extracting views from an existing ontology based on it’s
annotations. However, there remains no common design patterns
and a real lack of generic tooling to support the creation and
maintenance of these views.

2.1 View requirements
We have in the KUKPB a scenario where two tasks can be
easily conflated: representing entities ontologicallly and also adding
information that aids presentation, navigation and searching within
the application setting. This suggests separating out these two needs
into separate ontology layers and user layers. We have languages

1 http://ontodog.hegroup.org
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for the ontology layer, such as OWL and OBO format, that are
widely used to author ontologies. However, a standard method for
capturing this user layer is needed if we want to share these views
between applications. This standard must meet the following basic
requirements:

1. To identify one or more views within an ontology;

2. Assign concepts in the ontology to one or more of the internal
views;

3. Assert semantic relationships between concepts in the ontology
that provide alternative navigational paths around the ontology;

4. Assert anchors in the ontology that indicate root concepts for
presentation.

We propose that the W3C Simple Knowledge Organisation
System (SKOS) provides a minimal model for capturing these
views within an OWL ontology. Unlike OWL, the emphasis of
SKOS is not so much on the formal (logical or ontological)
representation of the information, but instead provides a schema
in which concepts can be organized in a lightweight fashion for
concept schemes, cataloguing, indexing and information retrieval
tasks. SKOS models concepts as instances of one OWL class
- skos:Concept. By modelling concepts as instances rather than
classes, SKOS shifts the knowledge representation strategy to
a different meta-level. SKOS provides hierarchical properties in
broader and narrower, as well as the non-hierarchical related
property. These semantic relationship lack any formal definition,
however, their semantics are sufficiently defined by the W3C in
order for applications to make assumptions on how they should be
interpreted computationally. One of the major advantages of SKOS
is that it provides a significant amount of support for describing
the annotation components of an ontology, including labels,
definitions and multiple languages, major desirable components
of most biomedical ontologies. Although SKOS concepts cannot
be (logically) defined as extensively as OWL classes, they can be
(usefully) described just as well for most user-facing applications.

One of the major improvements of OWL2 was the removal of the
constraint that a named OWL entity must be assigned one ’role’ in
an ontology. This ’punning’ strategy means that it is now permitted
to specify, for example, that an entity is both an OWL class and
also an individual - thereby introducing a basic meta-modelling
capability into the Semantic Web suite of specifications. Figure 1
illustrates how we can use meta-modelling to make assertions
between classes in our ontology. In the way that we described OWL
and SKOS above, it initially seems that they are mutually exclusive,
different interpretations of the same thing. Infact we can exploit
OWL2 punning to integrate both types of representation into one.
We can keep the formal axiomatic view as an OWL ontology and
by punning specify a set of SKOS concepts that happen to have the
same name. In doing this, we can now start to refer to the SKOS
individual representations of concepts in a vocabulary as if they
were items in a dataset rather than defined entities as part of a formal
theory.

SKOS also provides one other key modelling component when
we are considering views: the concept scheme. A concept scheme
is an entity to which SKOS concepts can be mapped with the
skos:inScheme property. It can be used as a way of grouping
together a set of concepts, and the annotation of the concept scheme
can be used to add a description of why those concepts are part

Fig. 1. OWL 2 meta-modelling allows us to assert that both the HIV
concept and HIV Prevention concepts are both OWL classes and instances

of the SKOS Concept class. At the instance level we can make object
property assertions between HIV and HIV Prevention using the

skos:narrower property.

of that concept scheme. We can define anchors within our views
using the skos:topConceptOf property. skos:topConceptOf can
be used to assert that a particular concept should be viewed at the
root of a particular concept scheme.

This ability to do some meta-modelling in OWL allows us to use
the SKOS vocabulary to make additional assertions on our ontology.
SKOS can be used to index concepts in our ontology, and to define
alternate navigational hierarchies around the ontology. These SKOS
”views” are not intended as a replacement for the OWL, but rather an
extension to the underlying knowledge representation that supports
the application setting. Capturing this information using a standard
vocabulary like SKOS means we can begin to exploit generic SKOS
tooling to support how the views are created, maintained and used.
SKOS can satisfy our previous requirements as follows:

1. For requirement one, we use the skos:ConceptScheme to
represent a particular view within an ontology

2. For requirement two, for each class that is to be included
in the view from the ontology, we add them as an instance
of skos:Concept. These concepts can then be associated
to a particular view, i.e. the skos:ConceptScheme via the
skos:inScheme property.

3. For requirement three we use a combination of SKOS broader,
narrow and related properties to provide the appropriate
structure to the view.

4. For requirement four we use the skos:hasTopConcept
property to assert that particular concepts are anchors, or root
concepts in a particular view.

3 THE EXPERIMENTAL FACTOR ONTOLOGY
To demonstrate the technique we attempt to extract a subset of
views that are encoded with the Experimental Factor Ontology
(EFO). The EFO is an application ontology developed to describe
experimental variables used in transcriptomics data (Malone
et al., 2010). EFO brings parts of disparate bio-ontologies
together to provide an application ontology for both annotating
the data, and data exploration through tools such as the Gene
Expression Atlas (Kapushesky et al., 2011) and the ArrayExpress
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Archive (Parkinson et al., 2011). Data are initially annotated with
ontology classes which enable more powerful searching, such as
synonym expansion and traversing hierarchies based on an ontology
view. The latter however, has presented challenges in the way EFO
has been developed.

In constructing the EFO application ontology several expedient
representational compromises were made. EFO includes two
annotation properties that are used as ‘flags’ to indicate that a class
should be either hidden from view in the application or that it should
be used as an anchor, i.e. a starting point at which to begin browsing
the hierarchy. Hidden flags are often used on classes such as upper
level ontology classes such as those from the basic formal ontology
(BFO), which are alien to a biologist user. Anchor flags are used
on classes such as cell line and disease, these indicate common
starting points of interest to users navigating the ontology in an
application scenario.

New applications adopting the approach of EFO, such as the
Genome Wide Association Study (GWAS) browser 2 and the
European Nucleotide Archive (ENA) 3 each require subsets of
classes within EFO, but viewed in bespoke ways to suit their
application needs. We have, therefore, a situation where two
tasks have been conflated in the EFO: representing entities in
transcriptomics experiments and also adding information that aids
presentation, navigation and searching within the application
setting. In order to avoid duplicating and minting of new terms to
serve specific application requirements, these additional views are
embedded within the ontology using both logical OWL axioms and
specialised annotation properties. To demonstrate the applicability
of SKOS we extracted three separate views from the EFO OWL file
and represented them in SKOS. We then show how these views can
be visualised alongside the original EFO ontology using a generic
SKOS tool called SKOSEd.

3.1 Generating EFO SKOS
We converted the various views in EFO to SKOS using bespoke
scripts that extract the views based on existing annotations and
convert them into SKOS concept schemes. These scripts are written
with the Java OWL API (version 3) and SKOS API (version 3).
These views are available to download from BioPortal under the
EFO ”views” section. These views can be views in any valid SKOS
aware application. The Protégé 4.1 4 SKOSEd plugin 5 was used to
view and evaluate the SKOS conversions.

For each view we follow the basic pattern:

• Classify EFO with the HermiT 6 reasoner

• Create a SKOS concept scheme for the view

• All classes that are flagged as organisational classes are
discarded

• All classes flagged as part of a the current view are converted
to SKOS Concepts and added to the Concept Scheme. As the
same URI is used for Class and Concept, all annotations such
as labels are preserved.

2 http://www.genome.gov/gwastudies/
3 http://www.ebi.ac.uk/ena
4 http://protege.stanford.edu
5 http://code.google.com/p/skoseditor
6 http://www.hermit-reasoner.com/

• All superclasses of the flagged classes up to hidden
organisational classes are added as skos:broader assertion
(corresponding skos:narrower assertions are also added

• Any classes flagged as branch or anchor classes are asserted
as top concepts using skos:hasTopConcept in the current
concept scheme

• Any flagged properties are mapped to SKOS semantic
relationship. If a property is mapped to a skos relationship
then class restrictions along the mapped property get translated
to the appropriate skos relationship e.g. If part of is mapped
to skos:broader then (subClassOf (X, part of some Y)
becomes (X skos:broader Y).

The first view extracted is the EFO basic view. This view is
currently used to serve both the ArrayExpress and gene expression
atlas query expansion and results summary view applications. In
this conversion all classes apart from organisation classes were
converted for the view. Additionally, the part of relationship was
mapped to skos:broader in order to incorporate the partonomy
views into the concept hierarchy.

The second view represents a view generated for the GWAS
catalogue terms. By capturing our view in a standard language
like SKOS we can begin to exploit existing SKOS aware tools to
visualise the GWAS view in EFO for the first time. Figure 2 shows
a portion of the GWAS viewed in the generic SKOSEd extension
for Protégé, no special configuration was required for this view to
be exposed. The terms present in this view are selected by GWAS
annotators for the annotation of studies submitted to the GWAS
catalogue. These terms are currently used to populate a drop down
list, but will soon form part of a more sophisticated information
retrieval system. Only classes flagged as ”gwas” and their parent
classes were converted to SKOS concepts; all organisation classes
were ignored.

The third view represents a subset of terms from the European
Nucleotide Archive (ENA) 7. These terms are used to annotate
submission to the ENA, these annotations are used to describe
submitted datasets which are used by other databases, such as
ArrayExpress. The ENA currently only requires few terms and have
little in the way of hierarchy. They have their own categories for
terms, these categories have no natural place within EFO. In the
case of ENA we define some additional concepts within our view
in order to categorise some of the terms from EFO for the ENA
application.

4 DISCUSSION
Bio-ontologies are primarily used to represent domain knowledge
from areas of interest to the community, however, the application of
such ontologies to data and data providing services is of increasing
importance. In the case of applications, we need to separate the
concerns of knowledge representation and user presentation—a
classic software engineering approach. We leave the ontology as
an ontology (in OWL or OBO format) and capture application
knowledge in a SKOS representation, a simple transformation
which is suited to the needs of an application or for local problem
solving. Such a separation also means we can have different
application specific user layers for the same knowledge layer or

7 http://www.ebi.ac.uk/ena
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Fig. 2. The GWAS subset of EFO as views in the SKOSEd Protégé 4.1
plugin. The left hand side shows the OWL class hierarchy around Cancer,

the right hand view shows the SKOS concept hierarchy representing a
subset of Cancer terms relevant only to the GWAS concept scheme.

ontology, without undermining ongoing work to make domain
ontologies interoperable.

The problems encountered developing applications around the
KUPO and EFO highlight a scenario that will emerge many times
over as more bioinformatics tools move to exploiting ontologies in
user facing applications. Whilst other similar patterns may emerge,
the approach outlined in the paper demonstrates how aligning to
a standard vocabulary language like SKOS allows us to exploit
existing infrastructure. The views extracted from EFO allow the
application developers to visualise the application views in ways
that were not previously possible in standard ontology editing
environments. SKOS provides one means to share these views
across communities and applications, and is an attractive solution
for the scenarios outlined in this paper.

5 CONCLUSION
The SKOS vocabulary has some adoption in the life science
ontologies—in particular the labelling and mapping properties.
However, the notion of concept schemes and semantic relationships
have been less well adopted, and these are components that
fulfil our requirements. By taking standard approaches we allow
existing tools that consume SKOS access to the terminological
information of bio-ontologies. There is now a need for better
tool support to enable life scientists to work with SKOS more
easily. This paper demonstrates how separating the concerns of
knowledge representation and user presentation into layers and
adopting standards such as SKOS offers new possibilities for data
sharing and re-use.
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ABSTRACT 

Both information models and ontologies promise ad-

vantages in promoting interoperability. Recent research has 

shown the benefits of rigorous modelling in assuring large-

scale consistency. 

In previous work we have demonstrated the feasibility 

of remodelling the OpenEHR information ontology using 

realist ontologies, such as IAO. We here present an OWL 

version of the care-entry model, showing that many terms 

contained in clinical archetypes refer to reality rather than to 

information. 

Even though not covering the domain of the infor-

mation model (which deals with record structure, data types, 

etc.) we have shown that the harmonization of the 

OpenEHR standard with realist ontologies is feasible. While 

useful to resolve ambiguities contained in archetype metada-

ta definition, the proposed merged ontology also revealed 

several modelling inconsistencies on published archetypes. 

We have also demonstrated that ambiguity in relations and 

ontological commitment can be improved by rigorous onto-

logical definitions. 

1 INTRODUCTION  

The lack of interoperability is recognized in medical in-

formatics communities as one of the main obstacles for the 

full use of healthcare information systems. This issue has 

led to the creation of standards development organizations 

with the purpose to build consensus by proposing common-

ly agreed message types, terms and architectural patterns. 

Within the realm of standards, models underlying initiatives 

like Health Level Seven International (HL7) and Open Elec-

tronic Health Records (OpenEHR) try to ensure interopera-

bility by defining basic templates to represent information in 

health records. Those templates consist of a set of common 

information and clinical variables that faithfully represent 

health record information. The OpenEHR standard, e.g., 

defines 
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(1) a generic information model, the reference model with 

domain-invariant classes to be instantiated by  

(2) specific clinical models, which support semantic in-

teroperability, which are called archetypes, containing 

specific clinical information (Beale & Heard, 2007). 

Ontologies, based on the study of reality, are an alterna-

tive solution to interoperability issues. With communication 

standards they share the goal of unifying meaning across 

different communities, maintaining common (machine-

processable) interpretations. The difference is that ontology-

based models are based on formal logic and are, to different 

degrees, influenced by philosophical methodologies.  

The practical and pragmatic orientation of the 

OpenEHR standard
1
, which has been described as grounded 

in an ontology of healthcare information (Beale & Heard, 

2007), closely follows medical documentation routines. In 

contrast, ontologies developed according to realism-based 

methodologies constrain the use of some common terms in 

clinical practice in favour of a scientific orientation (Schulz 

et al., 2009). While realism-based ontologies were chal-

lenged for not being able to record all kinds of clinical data 

(Dumontier & Hoehndorf, 2010; Merrill, 2010), the 

OpenEHR entry model was found to lack the ontological 

soundness required for interoperability (Smith & Ceusters, 

2010). 

In previous work (Andrade & Almeida, 2011) we have 

argued that the basic ontological foundation of OpenEHR 

archetypes could be better represented by realist ontologies, 

such as the Information Artifact Ontology (IAO, 2011) and 

OGMS, the Ontology for General Medical Science 

(Scheuermann et al., 2009), both based on the BFO, the 

Basic Formal Ontology (Grenon et al., 2004). We now pre-

sent an extension of this work, in order to demonstrate the 

feasibility of representing the OpenEHR care entry infor-

mation using a formal language within the framework of 

realist ontology. We then discuss practical and modelling 

advantages of this approach. 
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This paper is structured as follows: in a brief introduc-

tion we describe the OpenEHR two-level modelling ap-

proach for clinical data representation; we then compare it 

with the methodology of ontological realism. Finally, we 

propose an ontological representation of the entry types, and 

show practical results obtained and discuss findings. 

2 INFORMATION MODELS AND 

ONTOLOGIES 

Required for the development of any information sys-

tem, modelling is one of the most important aspects of soft-

ware engineering. However, despite the number of best 

practices and research developed to this subject, there is not 

yet an undisputed best way of representing a domain. In a 

complex domain such as healthcare, it is not surprising that 

many approaches have been used throughout the years. 

The modelling and ontological foundations of 

OpenEHR are a consequence of several previous efforts to 

improve the structure and communication capabilities of 

Electronic Health Records. Probably due to such origins, an 

important principle of the OpenEHR architecture is the 

separation between an ontology of reality and an ontology 

of information (Beale & Heard, 2007). The ontology of 

information encompasses the information model and the 

domain content model (including the clinical archetypes). 

All entities in the ontology of information are information 

artefacts (terms, documents, images, hypotheses, orders, and 

so on) and not real clinical entities. The view on information 

artefacts as immaterial but nevertheless ontologically rele-

vant entities is gradually substituting the view of an ontolo-

gy-epistemology divide (Bodenreider et al., 2004) which 

had emerged at a time when realist ontologies were ignoring 

the existence of information entities. 

The ontology of reality represents clinical and (patho-) 

physiological processes, body parts, chemicals, procedures, 

etc. As OpenEHR makes no distinction between terminolo-

gies, medical classifications and realist ontologies, this 

category encompasses the International Classifications of 

Diseases (ICD), Logical Observation Identifiers Names and 

Codes (LOINC), as well as most parts of SNOMED CT. 

The information model is a rather complex and detailed 

architecture of a generic EHR. It encompasses both defini-

tion of records and documents (e.g. classes such as Folder, 

Composition, Section and Entry), and of the basic functions 

of software systems such as Data structure, Data type, Ac-

cess, Version, etc.). The care entry model “define the se-

mantics of all the „hard‟ information in the record” (Beale & 

Heard, 2007), and represents information recorded during a 

medical encounter. Figure 1 shows a graphical representa-

tion of the ontology leading to the care entry model. 

Following a quite different principle, realist ontologies 

are based on the philosophical study of reality. The term 

“realism” in Philosophy is widely used and controversial 

(MacLeod, 2005). Taken as a methodology, ontological 

realism is widely used in biomedicine (Grenon et al., 2004), 

and its generic tenets are the following: i) there is a real 

world; ii) the reality in which we live in is part of this 

world; iii) we are capable of knowing the world and reality, 

even if in an approximate way (Munn & Smith, 2008). 

 

 

 

 

 

 

 

 

 

 

 

 

Fig. 1. The OpenEHR Ontology of Recorded Infor-

mation(Beale & Heard, 2007). 

Our goal in this paper is not to analyse the whole stand-

ard but only the care entry structure, due to its similarity and 

overlap with ontologically described entities. For this pur-

poses, the realist approach brings two main advantages. The 

first is the clear separation between information entities and 

real entities, which are related by the relation isAbout – e.g. 

the drawing of a horse is about a real horse, or a shadow on 

a radiological image is about some anatomical structure. 

That prevents inadvertent incorrect inferences of common 

language statements, such as “patient blood pressure is an 

observation, and all observations are created by healthcare 

professionals, therefore the patient blood pressure is created 

by healthcare professional”. The second advantage concerns 

the possibility of re-use of several previously developed 

ontologies adopting the principles of the OBO Foundry 

(Smith et al., 2007). Those ontologies follow the same up-

per-level ontology, the Basic Formal Ontology (Grenon et 

al., 2004). This re-use promotes consensus and orthogonali-

ty between ontologies, which increase robustness required 

for large-scale systems, such as Electronic Health Records. 

3 ONTOLOGICAL REPRESENTATION 

To demonstrate the compatibility between the 

OpenEHR model and clinically oriented realist ontologies, 

we have created an OpenEHR information ontology accord-

ing to the OGMS guidelines. To properly place each class, 

we took into consideration the natural language description 

and basic rationale used to develop the entry types. In such 

rationale, the history classes (“observation” and “action”) 

represent statements about the past events of the individual 

subject of record. This includes the description of currently 

observed characteristics, based on the fact that their appear-

ance necessarily precedes the observation. The “evaluation” 
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classes represent current assessment by the attending health 

professional, including “diagnosis” and “prognosis”, as well 

as the representation of the imagined future, like “goals” 

and “scenarios”. “Instructions” represent future events that 

should take place as prescribed by the health professional.  

The proposed merged ontology can be seen in figures 2 

and 3. While the rationale is quite different, the IAO proved 

capable of faithfully representing the meaning of each in-

formation type. Observation is a Data item resulting from 

the medical encounter, being a description of an entity, 

usually, the patient. By classifying the other classes accord-

ing to their intended outcome, we merged the Proposal 

classes under Objective specification and Instruction classes 

under Plan specification. Finally, Action was represented as 

a special type of report, since it necessarily describes a pro-

cess that has the patient as participant. 

 

 

 

 

 

 

 

 

 

 

 

 

 

Fig. 2.  The OpenEHR Care Information branch 

 

 

 

 

 

 

 

 

 

 

 

 

Fig. 3.  The OpenEHR entry directive information branch 

Using this new ontology, we proceeded to analyse one ar-

chetype of each main branch (observation, action, evalua-

tion and instruction) contained in the OpenEHR Clinical 

Knowledge Manager (OpenEHR Foundation, 2010). Our 

criteria for selection were based on published status and 

frequency in medical records. The findings are summarized 

in the next section. 

3.1 Observation Archetypes 

We analysed the most commonly used example of an 

observation archetype, viz. the Blood Pressure Archetype, 

due to its stability and simplicity. Some examples are shown 

in Table 1. It was modelled as information about blood 

pressure, which is understood as the quality of a portion of 

blood that exerts pressure toward an artery. For didactical 

purposes, the ontological aspects of blood pressure were 

simplified (Goldfain et al., 2011; Kumar & Smith, 2003). 

Likewise, systolic and diastolic blood pressure measure-

ments were easily modelled and their information status 

allows unambiguous assignment of data values and types. 

Some challenges arose while modelling reference to the 

measurement procedures, rather than to the pressure itself 

(e.g. the representation of the position of the patient while 

being measured - sitting, upright - and the size of the cuff 

used for measurement). This required explicit representation 

of the measurement as a process having the patient as partic-

ipant. Also, patient positions could be adequately represent-

ed as qualities of the patient, who is a participant of the 

measurement process. 

However, several epistemic entities were not success-

fully modelled, as they are not properly representable in 

realist ontologies. As an example, consider the metadata 

“confounding factors”, defined as “Comment on and record 

other incidental factors that may be contributing to the blood 

pressure measurement. (…), level of anxiety or 'white coat 

syndrome'; pain or fever; changes in atmospheric pressure 

etc.” Events such as pain and changes in atmospheric pres-

sure have little or nothing in common that could map them 

to one category in an ontology. E.g. a confounding factor 

can be a process, a disposition, or a quality.  Whether such 

“non-ontological” classes – characterized as “defined clas-

ses” by (Smith et al., 2006) – belong in an ontology at all, is 

contentious. However they can represented by logical defi-

nitions in an OWL model (Schulz et al., 2011).  

Finally, some attributes that are specific to medical 

practice, such as “Diastolic endpoint”, have unclear repre-

sentation in real ontologies. Defined in the Blood Pressure 

Archetype as a metadata allowing the user to “record which 

Korotkoff sound
2
 is used for determining diastolic pressure 

using auscultative method”, this attribute depends on train-

ing and individual interpretation to be defined, and lack 

ontological status (Andrade & Almeida, 2011). This is 

clearly shown by the lack of rigor in the distinction between 

the 4
th

 and 5
th

 sounds, which refer to perceptive capabilities 

of the actor, defined as (our emphasis) “phase IV, sounds 

become muffled and softer; and phase V, sounds disappear 

completely. The fifth phase is thus recorded as the last au-

dible sound” (Pickering et al., 2005). However, such attrib-

utes can also be represented by logical definitions, and 

should be subject of further investigation. 

 

                                                                                                                        

  
2 Sounds heard during measurement of blood pressure.  
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Class name openEHR-EHR-

OBSERVATION.blood_pressure.v1 

Elucidation The local measurement of arterial blood pres-

sure which is a surrogate for arterial pressure 

in the systemic circulation. Most commonly, 

use of the term 'blood pressure' refers to 

measurement of brachial artery pressure in the 

upper arm. 

Axiomati-

zation 

is_aboutsome arterial_blood_pressure 

is_output_of some  

blood_pressure_measurement_process 

has_part some  

blood_pressure_measurement_datum 

Superclass 'physical examination finding' 

Class name Systolic_blood_pressure_data 

Elucidation Represents the Systolic attribute, defined as 

Peak systemic arterial blood pressure - meas-

ured in systolic or contraction phase of the 

heart cycle. 

Axiomati-

zation 

is_output_of some  

Systolic_blood_pressure_measuring_process 

Superclass blood_pressure_measurement_datum 

Class name human_position_configuration 

Elucidation Represents the Position attribute, defined as 

The position of the subject at the time of 

measurement. 

Axiomati-

zation 

is_quality_of some human_being 

Superclass configuration (subClass of quality) 

Class name blood_pressure_measurement_process 

Elucidation Represents the actual process of measurement 

that will result in the blood pressure observa-

tion. It is not directly referred in the OpenEHR 

archetype. Extended and modified from the 

Vital Sign Ontology. 

Axiomati-

zation 

has_participant some  

    (human_being 

     and (has_quality some  

human_position_configuration) 

     and (has_quality some sleep_status) 

     and (has_role some patient_role) 

     and (has_part some artery_wall)) 

Superclass ‘planned process’ 

Table 1: Mapping the Blood Pressure Archetype to OWL 

Overall, the ontological interpretation of the blood pres-

sure archetype revealed definitions that could only be un-

derstood by a domain specialist. It also made clear that the 

archetype is information about the patient, the examination 

procedures, the examination artefacts used in the procedure 

(real entities) and the health professional‟s interpretation of 

the process (information entities). As such, it requires addi-

tional modelling of reality, e.g. roles and parts, in order to 

express the real entities represented in the information arte-

facts. 

3.2 Action Archetypes 

We examined the Medication Action Archetype, which 

represents one of the most commonly described healthcare 

interventions. Its precise reconstruction was not straightfor-

ward, as it included states that contradict the existence of a 

process, e.g.Cancelled or Postponed states. In other words, a 

cancelled process is not a kind of process, since the process 

never actually took place. Therefore, a different treatment is 

required, as only plans about medication administration 

processes can be cancelled or postponed, not the processes 

themselves (Raufie et al., 2011; Schulz & Karlsson, 2011).  

Furthermore, because this archetype includes medica-

tion-specific information, it is not clear what kind of relation 

between the action and the medication holds. Since this 

template has information such as Name of medication as 

well as Reason for ceasing the medication, an explicit defi-

nition of those relations in the archetype is required before 

further modelling.  

3.3 Evaluation Archetypes 

For this analysis, we used two archetypes. The first is a 

publicly published evaluation archetype, the Clinical Synop-

sis Archetype. While extremely simple, this class proved 

conformant to its information status, being defined as “nar-

rative summary or overview about a patient, specifically 

from the perspective of a healthcare provider, and with or 

without associated interpretations.” This definition suggests 

that a class such as OGMS Clinical Picture perfectly de-

scribes its meaning, though not as an overarching concept to 

diagnosis or objective specifications. 

The second one is an archetype that demonstrates the 

classification as Objective specification, the Goal Arche-

type. It conformed to modelling, requiring specification of 

the objective intended, along with the time where it is ex-

pected and the standard that will evaluate its success. Over-

all, this class appears to be adequately represented. 

3.4 Instruction Archetypes 

For this analysis of this archetype category we evaluat-

ed the medication order, being one of the most common 

instructions. It is defined as “an order or instruction created 

by a clinician which specifies which medication to take, 

when, for how long etc.” It is directly related to the medica-

tion action archetype by an item called Medication activity 

(See section 3.2). This was suitable for ontological represen-

tation since it can be shown that both actions and instruc-

tions are about processes. While the actions are kinds of 

processes, the instructions are plans that specify a process 

type which may be or not instantiated in the future. Not only 

the ontological representation faithfully describes the enti-
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ties about medication, but also makes clearer the distinction 

between a suspended plan (the medication will not be ad-

ministered to the patient) and a suspended administration 

(the administration process started but was stopped before 

completion). 

4 CONCLUSION 

Though not addressing those aspects of the information 

model that deal with record structure, data types, etc. we 

have presented examples which demonstrate that the har-

monization of the OpenEHR standard by representing arche-

types as realist ontologies is feasible. While useful to detect 

and fix ambiguities in archetype metadata definitions, the 

merged ontology also revealed several modelling inconsist-

encies on published archetypes. We have also shown that 

ambiguity in relations and ontological commitment can be 

improved by providing rigorous ontological definitions. 

Future work should focus on standard ways of ontologically 

representing epistemic and interpretative clinical infor-

mation, together with their linkage to reality entities. Also, 

the precise logical formulation of value constraints, data 

types and cardinality requires further studies, to guarantee 

universal interpretability of these kinds of representation. 
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ABSTRACT
Modern bio-ontologies aim for interoperability through alignment to

a common upper level ontology and the use of common relationsh-
ips. A precondition for such alignment is that all of the entities that
are needed for annotation of the data for the domain in question
are able to be represented beneath the same upper level ontology.
Waves, such as electrocardiography, brain waves and sound waves,
are relevant in many different domains within the life sciences. Wor-
king within the framework of the Basic Formal Ontology, we will
discuss the classification of waves. We begin by evaluating existing
bio-ontology terms for waves and fields and – where applicable –
their classification beneath BFO, finding quite divergent representa-
tions. Thereafter, we will present our strategy for unification, first
considering those waves, such as sound waves, that are borne by
some physical medium, such as air, and subsequently considering
electromagnetic waves and fields, which are of particular relevance
for ontologies in neuroscience.

1 INTRODUCTION
Waves have relevance in many different domains within the life sci-
ences. Brain waves are electrical changes in the brain caused by
patterns of communication between neurons, which can be chara-
cterized in the frequency domain (cycles/sec, e.g. delta, theta, alpha,
beta waves), in the time domain (changes in voltage with characte-
ristic spatial and temporal distributions), or both. Human audition
depends on the translation of sound waves into neural signals by
our hearing system. The functioning of the heart is studied through
electrocardiography (ECG) which measures the electrical activity of
the heart over a period of time, assessing the rate and regularity of
heartbeats. Waves and patterns of gene expression control cellular
development and can be perturbed to study toxicity (Zimmer et al.,
2011).

However, the correct categorisation of wave phenomena within
ontologies has been contested. What is a wave – an object, an event,
a property? Maybe waves are sui generis? In this paper we will
address this question.

The remainder of the paper is organised as follows. We present
relevant background material in the remainder of this introduction,
before turning in section 2 to survey waves and fields in existing
biomedical ontologies. Section 3 considers waves borne by media,
while section 4 investigates electromagnetic waves, looking at fields
and the wavefunctions of atoms and molecules along the way.
Finally, section 5 contains our conclusions and future work.

∗To whom correspondence should be addressed: batchelorc@rsc.org

1.1 Basic Formal Ontology
As research in the life sciences becomes increasingly data-driven,
ontologies are being developed to address the needs of data orga-
nisation, standardisation and integration. The number of different
ontologies is increasing, and ensuring interoperability has corre-
spondingly become more urgent (Smith et al., 2007). One of the
considerations affecting interoperability is alignment to common
upper level ontologies, which allows different ontologies to be
reasoned over in conjunction and to be interlinked with common,
well-understood bridging relationships (Smith and Ceusters, 2010).
The most widely used upper level ontology within the bio-ontology
community is the Basic Formal Ontology (BFO, Grenon and Smith
(2004)), and we will work within that context. Other upper-level
ontologies include DOLCE (Gangemi et al., 2002) and GFO (Herre
et al., 2006).

BFO distinguishes at the upper-most level between continuants
that exist in full at all times they exist and continue to exist over time,
including objects such as organisms, atoms, planets and galaxies,
and occurrents that happen or unfold in time, including processes
such as the life of an organism, a football match, a supernova. Conti-
nuants are further distinguished between those that are independent
and dependent – where the latter cannot exist without an indepen-
dent continuant as bearer. John is an example of an independent
continuant, as is his hair, but his hair colour is an example of a
dependent continuant, since it cannot exist without the hair existing.
Dependent continuants are further distinguished between those that
are fully present in their bearers at all times they exist, i.e. quali-
ties, such as hair colour, and those that are realizable, that inhere in
their bearers by virtue of what would happen to the bearer should
a particular set of circumstances obtain (Röhl and Jansen, 2011),
for example, the fragility of a glass. Realizable dependent conti-
nuants are realized as processes, and are referred to in common
language by various names such as ‘disposition’, ‘tendency’, ‘role’
and ‘function’.

Waves and fields have variously been categorised within existing
bio-ontologies as processes, dispositions, material entities and qua-
lities. The topic has recurred in discussions in community mailing
lists such as BFO-Discuss (BFO Discuss Members, 2012), without
reaching consensus on the correct representation for these entities.
To our knowledge, however, the topic has not previously been given
comprehensive treatment – to which task we here turn.

2 WAVES AND FIELDS IN BIO-ONTOLOGIES
A range of ‘wave’ and ‘field’ appearances in biomedical ontologies
can be observed by sampling the BioPortal collection (Noy et al.,
2009) (all versions as of April 2012).

The Electrocardiography Ontology (Winslow and Granite, 2012)
contains several ‘wave’ terms, including ‘ECG wave’, which has

1



Batchelor, Hastings

textual definition ‘A uniformly advancing disturbance in which the
parts moved undergo a double oscillation; any wavelike pattern’.
In the Logical Observation Identifier Names and Codes (LOINC)
vocabulary (Huff et al., 1998), many terms mention waves related to
electrocardiography, including ‘A wave’, that has textual definition
‘Early wave; Atrial wave; Velocity ratio; Point in time; [. . . ] Echo-
graphy; Cardiology.’ While LOINC as a vocabulary does not focus
on classification, the electrocardiography ontology does contain an
alignment to BFO. Here, ECG wave is classified as a specifically
dependent continuant – a property, leaving aside the question of
whether the property is a quality or a disposition.

In the study of the brain in both medical research and neuroscie-
nce, various different methods such as EEG record electrical activity
revealing brain waves and this is reflected in standard terminologies
such as the NCI Metathesaurus, which includes terminology such as
‘brain wave’, and sleep ontologies defining categories of sleep such
as ‘slow wave sleep’. The Neuro Electro Magnetic Ontologies (Fri-
shkoff et al., 2009) include many terms for different sorts of brain
wave activity. For example, ‘alpha wave activity’, with working
definition ‘Alpha wave activity is an oscillation in brain electrical
(EEG) activity in the frequency range of 8-12 Hz.’. ‘Alpha wave
activity’ is classified as a subtype of ‘biological process’ in NEMO,
as illustrated in Figure 1. The definition of the immediate parent,
‘oscillatory brain electrical activity’, is ‘A process that occurs when
there is rhythmic or repetitive neural activity in a brain region or
distributed network of regions.’

Fig. 1. ‘Alpha wave activity’ in the Neural Electromagnetic Ontologies

Studies of the perceptual mechanism of sound necessitate in some
cases the categorisation of sound within bio-ontologies, and indeed
‘sound wave’ appears as a term in some ontologies. For example,
‘sound’ in NEMO is defined as ‘A sound is a longitudinal mech-
anical wave that is composed of frequencies within the range of
human hearing (approximately 20 Hz–20 kHz).’. ‘Sound’, how-
ever, is not classified beneath ‘process’ in NEMO, but beneath
‘object’, implying that sounds are considered to be independent and
material entities. Contrastingly, the NanoParticle Ontology (Tho-
mas et al., 2011) includes ‘sound wave’ as a subtype of ‘wave’ as
a subtype of ‘process’. Here, ‘wave’ is defined as A disturbance

which carries energy radiated from a source and which propagates
through space (vacuum or space occupied by a medium) and time.
and ‘sound wave’ as ‘A longitudinal wave which transports energy
(sound energy) produced by a vibrating object through a medium in
which the back and forth motions of the particles result in regions of
high (compression) and low pressure (rarefactions) in the medium’.

Furthermore, fields of various sorts are well represented in bio-
ontologies. NEMO in particular contains several ‘field’ terms,
including ‘electromagnetic field’ with various subtypes such as ‘ele-
ctrodynamic field’, all of which are classified beneath the upper
level term ‘quality’. ‘Electromagnetic field’ is defined as ‘An ele-
ctromagnetic field is a spatial quality that inheres in an electrically
charged particle (or multiple charged particles).’ Also, ‘scalp topo-
graphy electrical field’ is included, defined as ‘scalp distribution
of one or more electrical fields that are generated in the brain or
body and are volume conducted to the scalp surface.’ However,
since fields can occur in a vacuum, if fields are qualities, it is not
straightforward to see what they are qualities of.

Fig. 2. ‘Gravitational field’ in the Ontology of Physics for Biology.

Fields are also of importance outside neuroscience, for example
as experimental methodology in organic chemistry. The Ontology
of Physics for Biology (Cook et al., 2011) includes ‘gravitational
field’, which is defined as ‘. . . by which material entities exert an
attractive force on each other that is proportional to the product of
their masses’ and classified as illustrated in Figure 2. In contrast
to NEMO, the Ontology of Physics for Biology is not aligned with
BFO, and presents its own upper level. In this case, the upper most
entity is ‘physical analytical entity’ which is defined as ‘A physics
analytical entity is a formal abstraction of the real world created
within the science of classical physics for describing and analyzing
physical entities, attributes, and processes.’

Armed with this evidence for the appearance of waves and fields
beneath a wide range of ontological categories, we turn to our
analysis of these entities.

3 WAVES BORNE BY MEDIA
I sit on the beach. A wave comes towards me. It rearranges the
pebbles on the beach, and dissipates. While the front edge of
the wave on the beach moves back and forth, the sea remains
overall where the sea is.

I sit on a hill. I throw a pebble into a pool. Then another. The
ripples spread out and interfere with one another. They vanish.
The pool remains where the pool is.
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We will argue that ordinary waves, such as ocean waves and sound
waves, are processes. Alternatives to this view that we will discuss
are that waves are substantial (objects), that they are categorical pro-
perties (qualities) like shapes, and that they are realizable properties
(dispositions).

In defence of the view that waves are processes, we observe that
processes are occurrents, and they are countable, temporally limited
and superposable.

Fig. 3. Circular waves with different wavelengths and distances of the
wave point sources.

Examples of travelling waves are illustrated in Figure 31. It is
tempting to identify a travelling wave with the water or air that appa-
rently moves across the surface of the sea or across a room. This is
the view that waves are composed of moving material objects, and
therefore are themselves material objects. However, two arguments
for why this isn’t a good general strategy are (1) the argument from
standing waves and (2) the argument from additivity.

A standing wave is one where the peaks and troughs on the sur-
face of the water, or the volumes of denser or sparser air inside
a wind instrument, hold still. Standing waves also have particular
relevance in chemistry, where they provide a model for the nature of
chemical bonds. The peculiar aspect of standing waves is that they
appear to be stationary. That means that we cannot identify standing
waves with a moving parcel of water or air because, at least at a bulk
level, there are no such moving parcels.

Even in the case of travelling waves, which do move, if you look
carefully at the water, you will see that the water itself does not
move in the exact way that we would say the wave moves. Rather, as
the wave passes a local portion of water, it makes a circular motion
around the horizontal direction perpendicular to the direction of the
wave and doesn’t in fact travel very far. Something is being tran-
smitted across the entire distance that the wave travels, but it isn’t
portions of the medium. Again, the wave that starts as the stone hits
the water and travels out to the edges of the water is not composed
of a portion of water that moves from the centre out to the edges.

Now, we consider the argument from additivity. The addi-
tivity of waves is the fact that many waves can occupy the
same portion of medium at the same time. This is illustrated in

1 Image created by User:FlorianMarquardt, accessed from
http://en.wikipedia.org/wiki/Image:W.

Figurer̃effig:waveinterference where waves from two point sources
cross over each other in their travelling paths, causing interference.
Each of the two waves corresponding to two point sources is howe-
ver preserved despite their interference with each other at the points
at which they overlap.

This can also be seen in the case of timbre. Very few musi-
cal instruments produce a pure sine wave; the sound they make is
almost invariably a superposition of the fundamental and harmo-
nics. Analysing the sound of a bassoon does not involve anatomising
the column of air in the bassoon, but rather decomposing the sound
wave into its component waves.

Thus, we cannot identify a wave with its medium.
It might be claimed that what is being transmitted is the shape.

As the wave travels through the water, it is the raised shape of the
crest that is being transmitted between portions of water. This is a
better description of the transmission journey of the wave through
the medium, but it cannot be the whole story either, though, because
something is needed to maintain the shape of the medium, and that
something in the common story is usually referred to as the wave. So
either this story is circular, or there is still an explanatory gap. Fur-
thermore, if I stand on the beach, I can be knocked over by a wave.
One can’t be knocked over by a mere shape. Thus we conclude that
we cannot identify a wave with the shape of the medium.

A fully dispositional account would say the following: what
moves is the disposition. In the case of an ocean wave, it’s the
disposition to go up and down. Dispositions can be blocked; they
can mutually manifest or they can mutually prevent each other
from manifesting. What happens when two waves coincide and
they cancel each other out is that the disposition w1 (to go down)
prevents the disposition w2 (to go up) from manifesting.

This is an important part of the story. However we cannot iden-
tify the wave with the disposition per se, because the disposition
is not so much transferred from portion of medium to portion to
medium as created afresh. In terms of Mumford and Anjum’s view
of events (2010), where the manifestation of a disposition is simply
the creation of new dispositions, existing portions of the medium
acquire dispositions which are then manifested in propagating like
dispositions on throughout the medium.

The dispositional account is particularly important because there
are certain vibrations that are particularly favoured by a musical
instrument. An unfretted string, or an unkeyed wind instrument,
will vibrate at certain frequencies if blown or struck. These are the
normal modes. All objects have them. They are dispositions. So the
medium in which the wave travels has certain dispositions, and these
dispositions are realized in the wave itself – a process.

A counterargument to all this might be that a processual wave has
no causal powers. This would make it difficult to explain the fact
that I can be knocked over by a wave, or that humans can react in
predictable ways to sounds that they hear, and so on. This objection
is misplaced, though, since processes are themselves causes. Causal
powers – dispositions – are borne by the medium that carries the
wave.

But what can be said about waves that appear to have no medium?

4 ENERGY AND ELECTROMAGNETIC WAVES
While waves travelling in material media are perplexing, they are
much more straightforward than electromagnetic waves such as
light waves, where there does not appear to be any material medium
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involved. In these cases, we will argue that they are themselves
material entities, which participate in their own wave processes.

Three arguments against the materiality of photons are (1) that
photons ‘are’ in some sense energy (2) their masslessness and (3)
their insubstantiality. We shall counter all three of them.

4.1 That photons are not energy
The first observation to make is that energy comes in many varieties:
kinetic energy, gravitational potential energy, electrical energy and
mass–energy. We can therefore straight away exclude the possibility
that all energy is to be identified with photons. But what is energy?
Energy, in whatever form, is the capacity to do work, and hence is a
disposition. Even kinetic energy is a disposition: it can be dissipated
by friction, or passed on to another object in a collision. Recall that
an object in motion does no work unless it accelerates or decelerates
something.

The second observation is that photons are not just energy. They
have intrinsic angular momentum. Unlike a macroscopic object, say,
a cricket ball, they cannot gain or lose their angular momentum.
Spectroscopy, the science of the interaction of electromagnetic radi-
ation with matter, gives us a detailed understanding of the structure
of atoms and molecules by virtue of, among other things, the angu-
lar momentum gained and lost by electrons in their interactions with
photons.

Perhaps the origin of the folk belief that photons are energy is in
descriptions of particle–antiparticle annihilation where the energy
latent in matter is ‘released’. What in fact happens in the case of an
electron meeting a positron is that the negative charge of one cancels
the positive charge of the other, but their angular momenta do not
cancel. Rather, the photons produced in the collision carry away the
mass–energy as energy, the linear momenta of the colliding particles
and the angular momenta of the colliding particles.

4.2 Against the argument from masslessness
Photons have no mass, but nonetheless have momentum. If material
entities are restricted to those that have mass, then photons cannot
be material entities, rendering their ontological placement a puzzle.

We can counter the masslessness argument as follows. Imagine a
massless cricket ball, the surface of which bears a small but evenly-
distributed electrical charge. Because it is charged, it will develop
a coating of dust and bits of grass and become visible. It will also
interact in the usual sort of way with the players. Imagine that it also
has spin. If it meets another cricket ball, it imparts angular momen-
tum to it. It will behave more or less entirely like an ordinary, if very
light, cricket ball except that unless it is intercepted by a fielder, it
will disappear into space when the batsman plays it.

This hypothetical ball is spatially extended and has a history that
can be pointed to. Despite its masslessness, it is substantial. The
situation with the photon is just the same, except that they are unch-
arged. Photons, as we have seen, have intrinsic angular momentum,
extend across space as waves, and interact with their environments.

We see, therefore, that while mass may be a sufficient condi-
tion for materiality, it is not necessary in the case of photons. We
therefore propose that possessing spin is also a sufficient condition
for materiality. Equally, there are spinless particles, but those have
mass. Hence spin is a sufficient condition for materiality but, just
like mass, not a necessary one.

Unlike our massless cricket ball, however, we have good reason
to suppose that photons are insubstantial. If insubstantial entities
cannot be material entities, then photons cannot be material.

4.3 Against the argument from insubstantiality
In order to tackle the argument from insubstantiality, we will need
to consider fields.

What do we know about fields? They are spatially extended; they
can be stronger or weaker at different points in space, evolve over
time, and those that we are most familiar with, gravitational and
electromagnetic fields, fall away with the inverse square of dista-
nce without ever quite reaching zero. (The distance dependences of
the fields associated with the strong and weak nuclear forces are
different, but we shall not consider them here.)

If I am in a field, am I ‘in’ something? If I am in the Earth’s gravi-
tational field, then I experience a force proportional to my mass and
the Earth’s mass. If I am in the magnetic field of an NMR machine,
then I as a whole feel nothing, but charged particles inside me, and
inside my wallet, are set in motion.

If object X, then, is in a field whose source is object Y, that means
that both X and Y manifest a particular disposition. For X it depends
one-sidedly on X and many-sidedly on Y and vice versa for Y. The
intensity of the field at the given point is then proportional to the
force exerted by X, which is manifested as an acceleration.

Photons, being wavelike as well as particlelike, are well described
by a field.

As an example, one insubstantiality argument goes as follows:
photons of the same frequency, and hence the same momentum,
are indistinguishable, therefore have no history peculiar to them,
therefore are insubstantial.

We argue that insubstantiality is in fact irrelevant to whether we
consider photons to be material. The reasons should be clear if we
look at atoms and molecules.

If you look closely enough, matter is fieldlike. The wavefuncti-
ons of particles are spatially extended and have different values at
different points in space. They also evolve over time. Exactly what
sort of thing a wavefunction is, on the other hand, is not agreed
upon. The interpretation of what the different complex values of the
wavefunction at different points in space is not clear.

Electrons and nuclei on close inspection seem to be just as
insubstantial as photons. Their wavefunctions diminish over space
without ever going to zero and they are indistinguishable. Even quite
large systems, such as fullerene molecules, still behave as waves in
the two-slit experiment (Nairz et al., 2003), and indeed we obse-
rve that the exact determination of the molecular scale surfaces of
ordinary biological scale objects is beset by the same difficulties
(Hastings et al., 2011a).

The consequence of insubstantiality, then, is not that electrons,
nuclei, atoms and small molecules are immaterial, but rather that
they are not entirely substantial in the ordinary macroscopic sense,
as has been observed before by Lucas (2006), among others. There
may be no exact size scale where macroscopic substantiality takes
over, but this should not unduly concern us. These molecules are
material, and so – we conclude – are photons.

So, photons are material entities that participate in (or are the
agents of) their own travelling wave processes. This necessitates
distinguishing between photon (qua material entity) and light wave
(qua process).
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5 DISCUSSION AND FUTURE WORK
Accurate description of physical reality is at the heart of scientific
ontology construction (Smith and Ceusters, 2010), but strange phe-
nomena within quantum mechanics pose many challenges for this
effort. BFO was designed with ordinary biological-scale reality as
its main area of application, and as such left aside the sorts of que-
stions that arise from categorisations that need to be accurate at the
very small or very large scales. However, as the project matures
and more and more ontologies seek alignment with BFO in order
to interoperate in a common framework, addressing these questions
becomes of increasing relevance.

We have argued that waves are best classified as processes, and
that light and other electromagnetic waves are material entities that
participate (or are the agents of) their own travelling wave processes.
As we observed earlier, this matches the categorisation used in some
bio-ontologies. For example, NEMO classified brain-related waves
as processes, and the NanoParticle Ontology classified sound waves
as processes. For harmonisation of wave terminology more broadly,
we propose clearly distinguishing between the related entities a) the
wave process; b) the shape of a particular or characteristic wave (a
quality); c) representations or measurements of wave phenomena
(such as images on paper or a screen), which are information arte-
facts; and d) the dispositions that inhere in the material by virtue
of which it can carry that type of wave. Indeed, NEMO distingui-
shes between ‘wave activity’ and ‘waveform’, with the latter being
an information entity linked to the corresponding ‘wave activity’
entity with the ‘is about’ relationship. We leave aside for future work
explicating the relationship between wave processes and their repre-
sentations along the lines done for chemicals in (Hastings et al.,
2011b).

The categorisation of fields is still debated. A puzzle about fields
is that if they are properties, they appear to extend beyond the spa-
tial boundary of their bearers. But, we observe that changes in the
bearer propagate outward into the field precisely as light travels –
i.e. as a wave. While some would claim that bare space can at least
bear dispositions – e.g. the disposition to be filled (Hastings et al.,
2011a) – others would oppose. The NEMO definition of electro-
magnetic field as spatial quality that inheres in a charged particle
is particularly problematic in this regard, since it refers to ‘spatial’
quality and not to any of the dispositional properties for interaction,
as well as not addressing the extension of the field beyond the boun-
daries of the particle. Considering our treatment of electromagnetic
waves, and that fields are closely related to the waves that propa-
gate them, one way to resolve the issue would be to claim that
the field is a property of the material wave, similar to the appro-
ach we have discussed for photons. However, this does not account
for the overall pattern of field strength across a spatial extent. Ano-
ther alternative would be to refer to the appearance of a pattern in
a measuring device – a quality of the representation. This suffers
from the usual problem of involving measurement in the definition
of physical entities.

6 CONCLUSION
We have proposed that waves within bio-ontologies be categorised
as processes, and that electromagnetic waves are material entities
that participate in their their own propagation processes. Applying
this proposal to the various bio-ontologies that include wave ter-
minology would harmonize and benefit interoperability, facilitating

tools that harness multiple bio-ontologies at the same time. Future
work will involve extending the treatment of fields contained herein
and providing an account of wave identity over time.
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ABSTRACT
Background: In order to improve ontology quality, tool- and language-
related tutorials are not sufficient. Care must be taken to provide
optimized curricula for teaching the representational language in the
context of a semantically rich upper level ontology. The constraints
provided by rigid top and upper level models assure that the onto-
logies built are not only logically consistent but also adequately
represent the domain of discourse and align to explicitly outlined onto-
logical principles. Finally such a curriculum must take into account the
pre-existing skills and knowledge of the target audience.
Objective: To develop a well-structured curriculum aligned to the par-
ticular requirements of life science professionals, in order to enable
them to create logically sound, domain adequate and predicable
ontologies using the Web Ontology Language (OWL) in Protégé.
Methods: Content selection for the curriculum was based on the
literature, pre-existing tutorials, and a guideline for good onto-
logy development (i.e ontology design enhancing domain adequacy,
sustainability and interoperability) that drew on the authors previ-
ous experiences with large ontology development projects. Learning
objectives were formulated according to a needs assessment of the
targeted learners, who were students trained in life sciences with
basic knowledge and practical skills in computer science. As instruc-
tional format we choose an approach with a high amount of practical
exercises. The curriculum was first implemented with 24 Students and
7 lecturers/ tutors over 5 full days. The curriculum was evaluated by
gathering the participants feedback via a questionnaire.
Results: Curricular development produced 16 modules of approxima-
tely 2 hours each, which covered basic principles of Applied Ontology,
description logic syntax and semantics, as well as best design practi-
ces outlined in ontology design patterns and variants of the BioTop
upper ontology. An opinion survey based on questionnaires indica-
ted that the participants took advantage from the teaching strategies
applied, as they indicated good knowledge gain and acknowledged
the relevance of the modules. The difficulty was rated slightly lower.
Conclusion: The development of teaching material for principled onto-
logy design and best practices is of crucial importance in order to
enhance the quality of biomedical ontologies. Here, we present a cur-
riculum for a week long workshop, leveraging on current educational
principles, focusing on interactive hands-on exercises, group inter-
actions, and problem-oriented learning. Whereas evaluation clearly
showed the success of this approach, in particular regarding student’s
satisfaction, the objective measurement of traceable effects on the
quality of the generated ontology, although of much higher interest,
has just started.

∗To whom correspondence should be addressed: martin.boeker@uniklinik-
freiburg.de

1 INTRODUCTION
Ontology engineering continues to be an area of major interest
within the life sciences, as computer-interpretable domain repre-
sentations are the only viable option for an efficient and intelligent
exploitation of the vast amounts of high-throughput-generated data.
Although numerous ontologies are publically available through
ontology libraries and access portals, they remain of heterogene-
ous quality and ontological rigor (Smith et al., 2004; Schulz et al.,
2009; Rector et al., 2011; Boeker et al., 2011). Coordination efforts
and best practice providers, such as the OBO Foundry (Smith et al.,
2007) have recently emerged from the need to assure at least some
basic quality with respect to ontological correctness and usability.

While these efforts mainly target already experienced ontologists,
only few efforts have recently focused on teaching basic notions of
ontology engineering to novices. This imbalance results in a grow-
ing number of practitioners being forced to apply particular design
requirements and patterns as requested by the aforementioned policy
providers, but without even knowing the most basic foundations in
the semantics of the representation language used.

Another major obstacle in ontology design is that various scien-
tific and engineering communities sustain different and sometimes
even contradictory modeling objectives and paradigms. Although
skilled logicians or computer scientists should normally understand
the formal semantics of description logics, their approaches to
certain modeling tasks are often based on other paradigms, like data-
base technologies or object-oriented programming. Object-oriented
programming uses, for example, inheritance principles that dif-
fer from the inheritance principle of description logics. While the
inheritance principles of modern object oriented programming are
based on the substitution principle (Liskov, 1987), inheritance in
description logics is based on set theory (Baader et al., 2007).
Thus, programmers operating with classes in object-oriented pro-
gramming as abstract types (signatures or interfaces) which can be
instantiated and subtyped might have problems to apply description
logics based classes as mere sets in a bottom-up approach. The
inheritance/ subtyping concepts of modern programming languages
allow the engineer for very powerful top-down driven approaches in
the modeling of complex software architectures (with method over-
riding, method overloading and polymorphic types) that have no
correspondences in DL. While a top-down modeling approach in
class hierarchies is best-practice in object-oriented software para-
digms, it will cause trouble when transferred to the design of an
ontology that is based on description logics with a deviant formal
semantics. This does, of course, not diminish the usefulness of the
respective techniques and skills in their own field of application.
We only want to point out that they do not comply with the rigid
modeling requirements of description logics.

1



Boeker et al

In the light of the rising demand for of formal representation of,
e.g., biomedical knowledge (Ashburner et al., 2000), such limited or
even mislead ontology engineering skills can lead to wrong design
decisions in biomedical ontology. Finally the philosophical founda-
tions of ontology engineering, as concretized in the recent discipline
of Applied Ontology (Munn and Smith, 2008) is still largely ignored
by ontology engineers with a computer science background (Mizo-
guchi and Kozaki, 2009). Explicitly, we do not claim to know and
teach the one and only best ontology, but we provide a robust onto-
logical backbone on the basis of explicitly outlined design principles
rooted in traceable/ decidable logics.

In order to arrive at a sustainable development of sound ontology
artifacts, it is necessary that there are ontology developers with (1)
a technical background in computer science that will (2) closely co-
operate with experts for the domain to be represented, and have (3)
a foundational grounding in the principles of Applied Ontology and
the logical formalisms underlying ontology description languages.
The basic idea of our curriculum is to teach such principles as a
series of robust and well-calibrated ontological building blocks, tar-
geting students in life sciences disciplines with some background in
computer sciences. It should teach the essential skills to novices to
develop sound OWL-DL ontologies based on approved methods in
formal ontology.

The need for a curriculum on biomedical ontology
Some educational material on formal ontology engineering for
non-computer scientists is publicly available, and widely used
for self-training or in tutorials, esp. the Pizza Ontology tutorial
(Protégé-Tutorial)1 based on the Pizza ontology2 and “Ontology
Development 101”3 or publicly available course material4. These
tutorials are well structured and found wider acceptance, but suffer
from some limitations. They are often written as quick introducti-
ons and user guides to the Protégé OWL editor and only partially
address more complex practically occurring modeling problems, but
rather focus on easy-to-understand examples. They do not teach how
the ontologies created should be structured, and which tools lend
themselves for sustainable design decisions.

As the recent debate on the scientific value of formal ontology in
the life sciences has shown, the development of real life ontologies
applying decidable logics is an interdisciplinary and highly com-
plex process, whose inter-dependencies are not yet fully understood
(Brochhausen et al., 2011). Typically, four scientific communi-
ties with overlapping concerns and tasks will be involved in the
development of an Ontology:

1. Experts from one or more domains who provide the insights in
what should be represented (e.g. medicine or biology),

2. philosophers as experts of the principles of ontology (as a
philosophical discipline),

3. logicians and mathematicians as experts both of the mathema-
tical formalisms used for building ontology axioms and their
computational properties; and

1 http://owl.cs.manchester.ac.uk/tutorials/protegeowltutorial/
2 http://www.co-ode.org/ontologies/pizza/
3 http://protege.stanford.edu/publications/ontology development/ontology101-
noy-mcguinness.html
4 http://www.meteck.org/teaching/SA/MOWS10OntoEngCouse.html

4. computer scientists who provide the computational framework
for development and deployment (e.g. knowledge representa-
tion, natural language processing, software engineering).

Several challenges have to be met in the ontology engineering
process, starting with the usage of editing and reasoning artifacts
with all their idiosyncrasies and computational requirements, follo-
wed by putting into practice the collaborative editing of “single-file”
or modularly structured ontologies.

The scientific community has made considerable progress in the
understanding and development of large ontologies. Besides new
efforts in continuing the generation of knowledge, we must under-
stand how to educate students to become ontology engineering
experts. It is not acceptable that just a small community is able to
understand a topic of high interest, which, in contrast, is often con-
sidered rather esoteric by those who are supposed to use the artifacts
created. In our view, well-instructed domain experts are needed to
build good ontologies, because they are the only ones who know
what has to be represented and how, and who will later engage
in the dissemination and use of ontology-enabled tools. Domain
experts with some computer science background should be edu-
cated appropriately to understand the basics of philosophical and
logical foundations needed for ontology development and be trained
in real-life ontology engineering.

2 METHODS
The development of a specific curriculum for building OWL-DL
ontologies is part of a larger project in which the key elements for
the design of qualitatively good ontologies are defined (GoodOD:
Good Ontology Design). In this regard, the curriculum objectives
and contents mirror major parts of the goals of the GoodOD project.

Terminological decisions
Initiation to ontology design faces the problem that every commu-
nity involved has its own terminology. There are the vocabularies
of philosophical ontology, set theory, DL, Protégé, knowledge
management, and so on. This can easily lead to ambiguities and
accordingly to confusion on the side of the learner. We decided to
choose a rigid front end orientation and to use Protégé vocabulary
wherever possible, as this is what modelers see when working with
this editor.

Curricular development
The curricular development followed a widely adopted method from
medical education (Kern et al., 1998), which uses a six-step itera-
tive development procedure: the problem identification and general
needs assessment, the needs assessment of the targeted learners, the
definition of goals and specific measurable objectives, the selection
of educational strategies, the implementation of the curriculum,
concluded by evaluation and feedback.

Based on a general requirements analysis as given in the back-
ground section, we identified the targeted learners of the curriculum
as employees or students in the life sciences with a background
in computer science, either as a minor subject or part of a bio-
informatics curriculum. The needs of these learners with regard to
ontology development were assessed.

Content selection
Prior to the curriculum development, a guideline had been deve-
loped, in which the authors elucidated the principles of good
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biomedical ontology design using a decidable description logics in
OWL format. The objective of the guideline is to provide practical
guidance for novices and experts on how to use the abovementioned
representation framework, and how to address ontology engineering
projects using top-level ontologies and ontology design patterns.
Based on this guideline and in view of the curriculum time con-
straints the most appropriate content for the learning objectives was
selected.

The main step in curricular development is the formulation of
goals for the complete curriculum and specific educational objecti-
ves. Based on the problem analysis, and the general and targeted
learners needs assessment, learning objectives and goals for the
curriculum were specified. Although literature-based, the final sele-
ction of educational objectives was led by personal experience in a
series of life science ontology development projects (Boeker et al.,
2007; Beisswanger et al., 2008; Schober et al., 2010; Schulz et al.,
2011).

We decided to use the Protégé editor because of its free availa-
bility and its support for OWL and automatic reasoners. In view of
our guidelines we decided, however, not to use all available featu-
res of Protégé. For example, we did not include individuals and data
type properties, because they are of no relevance for the modeling of
proper ontological facts and even apt to mislead a novice developer.

A small sample ontology (Zoo ontology) was developed as a run-
ning example throughout most lectures and exercises. We decided
to use the BioTop domain top level ontology (Beisswanger et al.,
2008) in the modules concerned with top-level ontologies and cre-
ated a reduced version of it (BioTopLite) to restrict the information
load to the essential information needed for the solving of the tasks
and learning objectives.

Instructional format
As the most appropriate instructional format for the training of skills
practical exercises were developed, so that the curriculum structure
was designed to be based on 16 training modules (each lasting 2-3
hours) which consisted in a short introductory oral presentation of
about 15 min followed by one or more practical tasks. Hands-on
exercises were shaped for pair-wise execution, whereas paper-based
practical exercises were adapted to groups of up to six students.

Curriculum evaluation was performed with a questionnaire con-
sisting of 48 closed, and 12 open questions, where the first ones
assessed how students judged the educational principles, the dif-
ficulty of the content, and the relevance of each module using a
five-point Likert scale. Additionally opinions and attitudes with
regard to problems and advantages of the course were collected.

Implementation
The curriculum was implemented in Summer 2011 as an elective
summer school at Freiburg University, Germany. 24 students from
Austria, Germany and Slovenia participated who either studied bio-
logy as major subject and computer science/ bio-informatics as
minor subject or studied computer science/ mathematics as major
subject and biology as minor subject. The participants agreed in an
informed consent to the scientifically analysis of results of the sum-
mer school and to their participation in a subsequent educational
study. Each participant received an expense allowance ofe 500 after
completing the summer school and the study. It was clearly commu-
nicated that the payment of the expense allowance would depend

Module 4 – Disjoints and polyhierarchies
Implementing disjoints and polyhierarchies with Protégé

Module 2 – Classification and Taxonomy
Building an is_a hierarchy

Module 3 – The ontology editor Protégé
Implementing an is_a hierarchy with Protégé

Module 5 – Relations and mereology
Using relations and implementing a partonomy

Module 6 – Introduction in OWL and the Manchester syntax
Use the restrictions editor in Protégé

Module 1 – Introduction in ontology and philosophical background
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Module 12 – Non-material physical objects
Representing habitats and enclosures of animals

Module 11 – Collective entities
Representing feed and groups for animals

Module 10 – Process and participation
Representing locomotion and development of animals

Module 9 – Introduction in the BioTop domain top-level ontology
Using the basic features of BioTop

Module 8 – Typical ontology design errors
Learn to ask the right questions in building an ontology

Module 7 – Description Logic reasoning
Using a DL reasoner in the editing cycle in Protégé

Module 13 – Information objects
Representing plans and documents on animals
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Module 15 – Closure ODP
Representing an animal taxonomy and use the closure ODP

Module 14 – Introduction in Ontology Design Patterns (ODP)
Understang ODPs and using the exception ODP

Module 16 – Spatial disjointness ODP
Representing organ parts with the spatial disjointness ODP 

Fig. 1. Structure of the curriculum. Modules are arranged as placed in the
curriculum in ascending order, each relying on the previous one.

on their uninterrupted participation, but not on results in any of the
associated tests and questionnaires.

The condensed main curriculum took place in the first five days of
the summer school. In the remaining three days a quantitative study
on ontology development was performed.

3 RESULTS
Curriculum structure and contents
Figure 1 shows the structure of the curriculum and the main contents
of the modules. Sixteen modules with a length between two and
three hours followed each other with increasing complexity. These
could be grouped in four sections without sharp borders: Basic pri-
nciples, Practical ontology design, Using top-level ontologies, and
Using ontology design patterns.

Especially in the first phase of the curriculum, many exercises
were conducted in group work without a computer, the aim being to
demonstrate that major parts of the development process consist of
cognitive decision steps, which are independent of technical skills
or software programs.

Module structure
Most modules were organized in a similar structure, consisting of
an introductory short presentation (at most 20 min), followed by a
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training phase in which the students worked on practical tasks alone
or in pairs. In a plenary session results, suggested solutions and pro-
blems were presented and discussed, and a take-home message was
formulated. All material and all exercises were laid out in a brief
document, which focused on most important details without distur-
bing the students’ creativity. Module 10 Process and participation
is presented here as an example.

The module starts with a presentation which introduces processes
as an important ontological category, relating it to the correspon-
ding BioTop classes and relations: Processes (Process) are things
which have parts in time following each other in a sequence, so that
all process parts which are preceded by the next part in sequence
are existentially related to the latter (preceded-by). Processes are
only fully instantiated when they are finished. They have at least
one participant (expressed by the relation pair hasParticipant, par-
ticipatesIn), and they have a duration (hasDuration). The location
(expressed by the relation pair hasLocus, locusOf) of a process has
to be differentiated from its participant. The process participation
can be further distinguished, which is expressed by the subrelati-
ons hasAgent, hasPatient, and hasOutcome. A plan (Plan) to do
something can only be realized (hasRealization) by processes.

In the four exercises of this module, practical skills and imple-
mentation issues had been theoretically introduced beforehand, and
were then issued as practical Protégé editing task. To provide stu-
dents with a framework of basic classes and relations, they were
requested to use a custom-tailored BioTopLite version, that inclu-
ded basic constraints during practical ontology building tasks, and
limiting potential variants to facilitate the subsequent comparison of
the resulting OWL artifacts.

In the first exercise of this module students had to provide a taxo-
nomy of animal locomotion: Swimming, Flying, Running, Riding
and Digging. These processes should be represented with at least
one participant and should be correctly localized in a suitable envi-
ronment, e.g. (PortionOfAir, PortionOfLand, PortionOfWater). The
definition of locomotive processes should then be used to define
FlyingAnimal and the other classes described along their locomo-
tion modality. In other exercises of this module the sequence of
processual parts in a developmental process had to be represented
with the precededBy relation or different roles had to be assigned
to participants in a hunting action (Hunting, Hunter, Prey), so that
individuals that are members of the same class can have different
roles.

Curriculum evaluation
The quantitative evaluation of students on the curriculum was
performed on a 5-point Likert scale (1 = very good; 5 = very poor).

As shown in table 1, students evaluated the overall didactic princi-
ples of the curriculum modules and their relevance positively. The
ratings for difficulty were slightly lower.

As anticipated, the qualitative answers of the students showed a
large variety of partly contradictory opinions and feelings on the
curriculum. However, they purport a clear view on the following
aspects of the curriculum:

• The curriculum started too slowly regarding the amount and
the difficulty of the module content. In the mid-curriculum the
pace was evaluated to be just right, but accelerated too steeply
at the end, where the more difficult issues had been addressed

Mininum Maximum Mean (SD)
(module) (module) n=24

Didactics
1.5 2.7

2.1 (0.84)Taxonomy Immaterial object

Difficulty
1.8 3.3

2.5 (0.92)Taxonomy Immaterial object

Relevance
1.5 2.4

1.8 (0.96)Process, Closure Design errors

Table 1. Results of the curriculum evaluation with questionnaire on a
5-point Likert scale (1 = very good; 5 = very poor). The range as minimum
and maximum of average module ratings is given with the corresponding

module names. The mean and standard deviation includes the ratings of all
24 students on the complete set of 16 modules.

in little time and more transfer tasks were demanded from the
participants.

• Even after eight days of hand-on work with Protégé , many
students expressed lack of confidence in applying ome of its
functionalities appropriately.

• Many of the students were highly motivated by the curricu-
lum and expressed interest allocating further time to ontology
engineering.

• Some students wanted to be trained more thoroughly in formal
and logical backgrounds. Many students complained of “philo-
sophical deviations” during presentations and wanted to have a
more straight forward teaching focusing on clearer statements
on what had to be done practically.

• In the opinion of a few students the practical usage of ontolo-
gies in different scenarios should have been shown (and even
practiced). For them the benefit, meaning and technical stru-
cture of an “ontology driven semantic framework” remained
unclear and should have been incorporated in the curriculum.

4 DISCUSSION
This work is based on the assumption that better educational pro-
grams for the training of life sciences ontology engineering are
necessary to improve the quality of the ontological artifacts pro-
duced in this domain. Consequently, we developed a curriculum
which covered the most important aspects of ontologies in the bio-
medical domain according to the literature, based on prior work on
a ontology design guideline and our practical experience as onto-
logy developers. Moreover, the curriculum was specifically targeted
to learners with a biomedical background, additionally trained in
basic and practical computer science. This profile characterizes in
our view the most important stakeholders in biomedical ontology
building, maintenance, deployment, implementation, and use. The
curriculum has consequently been developed to serve as a hands-on
guide to real-life ontology design problems, and supports the future
ontology engineer throughout the ontology development life cycle.

Although students were generally very satisfied with the curricu-
lum (as shown in the evaluation), they also signaled some major and
minor curriculum improvements. If their assessment on time allo-
cation (in the beginning too long, in the end too short) is correlated
with the curriculum structure (see Fig. 1) this could mean that the
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introductory modules, especially on taxonomy, should be conden-
sed. On the other hand, the modules on complex real life scenarios,
beginning in the middle of the curriculum, should have been alloca-
ted more time. Some students also wanted to gain deeper insight
in formal and logical aspects, which were deliberately presented
superficially, as we did not consider them important for a practical
approach under the given time constraints. In the future this could
be addressed by providing additional readings for those interested
in these topics. As a consequence of the survey, we will modify the
curriculum by integrating short tutorial sections about the principle
and basic subject matter into modules with more practical impact.
In addition to shifting the focus more towards practical design pro-
blems, we consider developing a new module which addresses the
logical and formal foundations of ontology and description logic.

The modularized approach of the curriculum gives the educator
freedom for customization, aligned to either specific requirements
of certain user groups or to curriculum length. It is relatively easy to
focus the modules on certain topics or to compress them for students
with more pre-existing skills and knowledge.

There are two major sources for further development and impro-
vement of the curriculum. Students evaluations as described above
and typical mistakes and errors made in the exercises during the
summer school. The latter were documented in detail and are cur-
rently subject of a systematic analysis. Future work will also include
the design of online modules on the basis of the current curriculum,
which enables the design of flexible courses in a blended lear-
ning approach, i.e. as a combination of electronic with face-to-face
teaching.

5 CONCLUSION
The dissemination of good ontological practice in the life sciences
is not only a matter of research, but also of the availability of
professional trainers who impart the knowledge in this highly inter-
disciplinary area. On this basis, a curriculum of 16 modules was
developed to train students in the biomedical domain with a back-
ground in computer sciences how to practically develop and build
ontologies in OWL using the Protégé editor. The implementation
of this curriculum in a summer school setting including 24 students
clearly showed that it is adequate to convey and train the complex
knowledge and skills of ontology engineering in a week long course.

This curriculum represents an outline, how to successfully train
students and researchers in the life sciences with the abstract matters
of ontology engineering, enabling them to formally represent their
domain knowledge with maximum profit.
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ABSTRACT 

This paper discusses the ontological treatment of identity of a disease 

based on an ontological model of diseases as causal chains. An individual 

causal chain changes through its processes such as extending, branching, 

fading, etc. When we suppose that an individual disease is constituted by 

such a causal chain, changes of the causal chain imply changes of the dis-

ease. Then, how should we deal with identity of a disease? To answer this, 
we consider identity of a disease as a causal chain based on some ontologi-

cal theories. As a result, we propose an ontological model for identity 

tracking of a disease as a causal chain. This work should contribute to the 
ontological treatment of identity of diseases in medical information systems. 

1 INTRODUCTION  

Recently, many medical ontologies have been developed for 

realizing sophisticated medical information systems, such as 

OGMS (Scheuermann et al., 2009), DOID (Osborne et al., 

2009), and IDO (Cowell et al., 2010). They mainly focus on 

the ontological definition of disease with related properties. 

We proposed a definition of a disease involving capturing a 

disease as a causal chain of clinical disorders (Mizoguchi et 

al., 2011). This paper discusses the evolution of individual 

diseases, whereas the main concern in our previous work 

was capturing static characteristics of diseases. An individu-

al disease undergoes changes as it evolves, and some of 

these changes may cause new diseases to appear as a result. 

In some cases, some symptoms may appear as aftereffects 

lingering beyond the point when the original disease was 

cured. Even if the disease can be cured completely, it could 

appear in the patient's anamnesis. Here, the problem is how 

these changes should be dealt with based on our disease 

ontology. We discuss it from the viewpoint of identity track-

ing of a disease based on an ontological model of causal 

chains and a theory of identity (Kozaki et al., 2010).  

This paper is organized as follows. The next section out-

lines the definition of a disease in our previous work. In 

Section 3, we describe an ontological theory of identity 

tracking of a disease. In Section 4, we summarize some re-

lated work. Finally, we present concluding remarks with a 

discussion of future work.  

2 A MODEL OF DISEASES 

After it begins to exist, a typical disease, as a dependent 

continuant, enacts extending, branching, and fading pro-

cesses before it disappears. Thanks to these processes, a 

disease can be identified as a continuant that is an enactor of 
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those processes. Such an entity (a disease) can change ac-

cording to its phase while keeping its identity. On the basis 

of this observation, we defined a disease as: 

Definition 1: Disease (Mizoguchi et al., 2011) 

A disease is a dependent continuant constituted of one or 

more causal chains of clinical disorders appearing in a 

human body and initiated by at least one disorder. 

Note that, although any disease has dynamic flows of the 

propagation of causality as its internal processes, it is the 

enactor of its external processes, such as branching and ex-

tending its causal chain of disorders.  

When we collect individual causal chains belonging to a 

particular disease type (class), we are able to find a common 

causal chain (partial chain) that appears in all of the instance 

chains. By generalizing such a partial chain, we obtain the 

notion of a core causal chain of a disease as follows: 

Definition 2: Core causal chain of a disease
1
 

A sub-chain of the causal chain of a disease whose in-

stances are included in all the individual chains of all in-

stances of a particular disease type. It corresponds to the 

essential property of a disease type. 

Definition 2 provides a necessary and sufficient condi-

tion for determining the disease type to which a given causal 

chain of clinical disorders belongs. That is, when an indi-

vidual causal chain of clinical disorders includes instances 

of the core causal chain of a particular disease type, it be-

longs to the disease type. We can thus define such a disease 

type that includes all possible variations of physical chains 

of clinical disorders observed for patients who contract the 

disease. According to a standard definition of subsumption, 

we can introduce an is-a relation between diseases using the 

chain-inclusion relationship between causal chains. 

Definition 3: Is-a relation between diseases  

Disease A is a supertype of disease B if the core causal 

chain of disease A is included in that of disease B. The in-

clusion of nodes (clinical disorders) is judged by taking an 

is-a relation between the nodes into account, as well as 

sameness of the nodes. (Mizoguchi et al., 2011) 

Assume, for example, that (non-latent) diabetes and 

type-I diabetes are respectively defined as <deficiency of 

insulin  elevated level of glucose in the blood> and <de-
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Kozaki, K., Mizoguchi, R., Takeshi, I., and Ohe, K. 
 

2 

struction of pancreatic beta cells  lack of insulin I in the 

blood  deficiency of insulin  elevated level of glucose in 

the blood>. Then, we get <type-I diabetes is-a (non-latent) 

diabetes> according to Definition 3. 

There is another way to define is-a relations among dis-

ease types. Assume that the core causal chain of arterio-

pathic disease is <disorder of artery → disorder of heart 

function>. Then we can define a subtype disease of arterio-

pathic disease which has the core chain <disorder of aorta 

→ disorder of heart function> by specializing disorder of 

artery to disorder of aorta. The specialization of disease 

types in the latter way is always sound because the new spe-

cialized types include only instances of the original types 

via chain-inclusion (the former way). On the other hand, 

generalization in the latter way does not always generate 

sound results via chain-inclusion because what we get will 

include causal chains that do not go through the core causal 

chain of its supertype. 

We understand there is a difficulty in defining main 

pathological/etiological condition(s) for each disease due to 

the variety of disease manifestations. However, at least we 

should be able to expect the existence of something com-

mon to all instances of a disease type, otherwise we cannot 

define the type. The core causal chain is such a common 

thing that contains something corresponding to the main 

pathological/etiological condition(s). That is, we would like 

to claim that the right terminal end (the disorder located at 

the most downstream position) of the core causal chain of a 

disease defined in a bottom-up way from a collection of 

individual causal chains should be understood as a kind of 

main pathological/etiological condition(s). In an extreme 

case, the core causal chain of the root disease of an is-a hi-

erarchy would consist of a single clinical disorder as a spe-

cial case of a causal chain, and this should correspond to the 

main pathological/etiological condition(s) of the disease. 

3 IDENTITY TRACKING OF A DISEASE 

A disease undergoes change during its course. The cause 

may disappear, especially in its latter phase. Such disap-

pearance might have a negative influence on determination 

of the disease of individual causal chains. Many other fluc-

tuations of disorders might influence the causal chains, too. 

Ontology of diseases should address such issues. One of the 

major issues related to such observations is identity tracking 

of diseases. To tackle this identity problem, we need to for-

mulate the identity of a causal chain of clinical disorders. 

Because the disease is a continuant, it can change while 

maintaining its identity. The theory of processes and events 

adopted in this paper is found in the literature (Galton & 

Mizoguchi 2009), in which the two key notions are (1) pro-

cesses are intrinsically ongoing/in-progress whereas events 

are not, and (2) an event is constituted of processes. 

3.1 Classification of causal links 

There are two kinds of processes (Mizoguchi et al., 2011):  

(1) Cumulative continuous process: a process that proceeds 

without completing the current process at every instant 

in time. 

(2) Non-cumulative process: a process that proceeds by 

completing the current process at every instant in time. 

A causal chain is composed of one or more pairs of entities 

such as a causal event/process and an effect event/process, 

where the latter has been caused by the former. The effect 

becomes another cause that causes another effect in the case 

of multi-pair chains.  We define three kinds of causal links 

from the perspective of “ongoingness”. 

Definition 4: Ongoing causal link 

This is a link that shows that the propagation of causality 

from the cause to the effect is ongoing. 

Definition 5: Historical causal link 

This is a link that shows that the propagation of causality 

from the cause to the effect has terminated. 

Definition 6: Pseudo-simultaneous causal link 

This is a link that shows only a pseudo-simultaneous rela-

tion between cause and effect, excluding the temporal in-

formation. It is used mainly for causal events that can be 

viewed as having happened at the same time. 

Continuous propagation of causal effect requires that 

both causal and effect processes are ongoing. Therefore, 

ongoing links can appear only between ongoing processes, 

and they correspond to causal relations found in cumulative 

continuous processes; <braking → decelerating> is a good 

example of this type of causal link. We believe that many of 

the causal links found in diseases are also of this type. For 

example, in the chain <deficiency of insulin →  elevated 

level of glucose in the blood>, both processes are definitely 

ongoing. The same applies to <angiostenosis → lack of ox-

ygen in myocardial cells → necrosis of myocardial cells> 

which is a causal chain in myocardial infarction. On the 

other hand, <loss of kidney function → increase of waste in 

the blood> might be problematic, since “loss of kidney 

function” is a past event and hence not ongoing. It is true 

that “loss of kidney function” is an event, but after the event, 

a new process or state “kidney is not functioning” is ongo-

ing, and this causes “increase of waste in the blood”. In 

reality, a historical causal link appears between “loss of 

kidney function” and “kidney is not functioning”, and an 

ongoing link appears between “kidney is not functioning” 

and “increase of waste in the blood”. The same applies to 

“virus invasion”, “steroid treatment”, etc.  

Readers might suspect that we have to write unnecessary 

processes as follows: “finish traveling” and then “not travel-

ing”. Of course, this is not the case. We are describing caus-

al chains of clinical disorders which we believe explain a 

disease under consideration, and hence we can select what 

to write as a disorder. Thus, we do not have to write pro-

cesses that are not necessary for explaining diseases. 

Although many of the causal links appearing in diseases 

are ongoing, historical causal links also should appear in 
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such cases where the causal events have terminated and the 

causality does not flow currently. A typical example is the 

event of a virus invasion that had caused an infection. An-

other case is a cured disease consisting of a causal chain of 

past events, which will be discussed in Section 3.2 in detail. 

Transition from an ongoing process to a terminated 

event can be explained in terms of the change from ongoing 

causal link to historical causal link as follows: when the 

causing process has terminated, the process constitutes a 

new event as a past event of the causation, together with a 

change of the ongoing causal link to a historical causal link.  

A pseudo-simultaneous causal link is special. Let us as-

sume a series of events associated with a vase, such as “fall 

onto the floor, collision with the floor, break, and spill wa-

ter”. It is a common phenomenon and corresponds to a non-

cumulative process. We take two events from it: collision 

and breakage events. It seems like the two events happened 

at the same instant in time. Precisely speaking, however, 

these two events need non-zero time intervals, and the colli-

sion happened before the breakage. In spite of this reality, 

people tend to see that they happened at the same time with 

the understanding that the collision caused the breakage. A 

pseudo-simultaneous causal link is introduced to represent 

such a causal relation. It does not include a non-zero tem-

poral interval but deals with the two events as if they hap-

pen at the same time while keeping the causal order. It also 

can be interpreted as a degenerated causal link that includes 

the change of an ongoing causal link to a historical causal 

link and is useful for representing causal events composed 

of non-cumulative processes.  

3.2 Classification of causal chains  

We introduce three kinds of causal chains to capture the 

change of diseases according to the causal links as follows: 

Definition 7: Strongly connected causal chain 

Any causal chain all of whose causal links are ongoing 

causal links; that is, it is composed of only ongoing pro-

cesses. A causal chain composed of one ongoing process 

is included as a special case. 

Definition 8: Weakly connected causal chain: 

Any causal chain that includes at least one historical or 

pseudo-simultaneous causal link and at least one ongo-

ing process. 

Definition 9: Historical causal chain: 

Any causal chain all of whose causal links are historical 

or pseudo-simultaneous causal links. That is, it is a 

causal chain composed only of terminated events. 

Definition 10: Ongoing causal chain: 

Any causal chain that has at least one ongoing process. 

It subsumes the strongly connected and weakly connect-

ed causal chains. 

When an ongoing process of a strongly connected causal 

chain has terminated, the whole chain becomes a weakly 

connected causal chain composed of two strongly connect 

causal sub-chains. If all of the ongoing processes have ter-

minated, then the chain becomes a historical causal chain. 

Note here that whatever change happens, the identity of a 

causal chain remains the same as before it becomes a histor-

ical causal chain. This topic will be discussed in Section 3.3. 

3.3 Identity of a causal chain 

We begin our discussion on identity of a causal chain by 

talking about identity of entities (Kozaki et al., 2010). There 

are two types of identity: 

Instance identity: Identity for discussing the sameness of 

instances.  

Class identity of a thing: Identity for discussing the same-

ness of the class to which the entity belongs.  

In order to talk about identity of a disease instance, we 

need to establish identity of a causal chain of clinical disor-

ders. So, what we should discuss is under what conditions 

the instance of a causal chain loses identity.  

After it has been born, an individual causal chain of clin-

ical disorders grows, branches, etc. and it may reach another 

disease. Thanks to appropriate remedies, its causal disorders 

disappear, whereas some downstream disorders are still on-

going. During such a change, the disease, that is, the causal 

chain of clinical disorders, keeps its identity. For example, 

even if diabetes in a patient causes a cerebral infarction, the 

clinical causal chain remains the same; that is, no new caus-

al chain appears because of it. Furthermore, even if an after-

effect remains after all of the main causes have disappeared, 

we should be able to identify it as the same causal chain in a 

different state. In order to deal with such changes properly, 

we employ Identity for replacement (I-Rep) among the four 

kinds of identity discussed in our previous work (Kozaki et 

al., 2010). I-Rep is defined as: 

Identity for replacement (denoted as I-Rep): 
 Identity wherein an instance of the whole continues to be 

itself without becoming another thing while its parts are 

being replaced, independently of the kinds and number of 

replaced parts.  

A typical example for the use of I-Rep is a bike whose 

parts are replaced one by one. Whatever parts are replaced 

and in whatever number, a bike whose parts are replaced 

remains the same in terms of I-Rep. Exactly the same ap-

plies to causal chains of clinical disorders. Some readers 

might notice that we could use Identity for essentiality (I-

Ess for short) instead of I-Rep. I-Ess is defined as identity 

determined by the essential property of an individual. If you 

use I-Ess with, say, a saddle that you love as its essential 

property and parts of your bike are being replaced as in the 

case above, then you would say, “This is not my bike any 

more,” when the saddle has been replaced with a new one. 

In the case of diseases, for example, an individual causal 

chain of diabetes has the essential property of an elevated 

level of glucose in the blood. If its identity is defined in 

terms of I-Ess for that property, then it would become an-

other causal chain when the glucose level becomes normal 
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because it loses its identity. However, this is not appropriate 

because identity of the causal chain itself should be kept 

unchanged as long as some disorders caused by the diabetes 

remain. Furthermore, even if only an aftereffect is left, it 

should be identified as the same causal chain in a different 

state. This is why we employ I-Rep instead of I-Ess. 

Class identity, on the other hand, is used to talk about to 

what type an individual causal chain belongs. As stated in 

Definitions 1 and 2, an individual causal chain of clinical 

disorders Ci is identified as belonging to a disease type DA 

when it includes an instance of the core causal chain of DA 

as a part, and then, it gains class identity for DA. This Ci is 

said to be an ongoing disease DA if it is an ongoing causal 

chain. Ci can get another identity for a different disease 

when it also includes an individual core causal chain of an-

other disease, say, DB. Class identity is kept until the ongo-

ing causal chain becomes a historical causal chain. There-

fore, the extinction condition of causal chains in terms of I-

Rep and I-Ess is the same. 

Let us discuss conditions for extinction of a causal chain 

in terms of I-Rep. Any individual causal chain, Ci, is born as 

a single ongoing process, that is, as a strongly connected 

causal chain. It never changes its I-Rep identity by replace-

ment of its parts. Neither growth nor branching can change 

its identity. When an intermediate disorder terminates to 

become an event, it becomes a weakly connected causal 

chain, keeping its I-Rep identity. In other words, it does not 

change its I-Rep identity if it has at least one ongoing disor-

der. Now, we discuss what happens when all the ongoing 

processes have terminated and hence all the links have be-

come historical causal links. According to previous work 

(Galton and Mizoguchi, 2009), an event is constituted of 

processes, and when all associated processes have terminat-

ed, it finally appears as a whole as the result of constitution 

of past (terminated) processes. Because processes and 

events are different categories, the newly created event 

should have different identity from that of the processes. 

When all the links have become historical causal links, 

therefore, the resulting historical causal chain must be a 

different instance (chain) from the ongoing causal chain 

because all of its nodes and links are different from the orig-

inal chain (chain before the change). That is, when all disor-

ders included in an ongoing causal chain have gone (been 

successfully treated), the chain loses its identity and be-

comes a historical causal chain of different identity, which 

corresponds to curing the disease, and the resulting histori-

cal causal chain represents the anamnesis of the patient. 

Those past processes constituting the events represent how 

the previous disease appeared in the patient's anamnesis  

and how the disease was cured.  

Note here that a change of part of the ongoing causal 

chain does not influence the identity of the whole chain 

thanks to the I-Rep identity; that is, an ongoing causal chain 

remains the same chain after curing a few disorders in the 

chain before all of the disorders have been cured. 

We associate two kinds of identity with each individual 

causal chain of disorders, namely, instance identity and 

class identity. At first glance, class identity seems to be use-

ful to talk about when a disease is cured. However, this is 

not the case, because a causal chain keeps the same instance 

identity and remains being the same disease as long as there 

are still ongoing downstream disorders/symptoms even 

when all the disorders included in its core causal chain have 

been cured. When all disorders included in a causal chain 

are cured, the ongoing causal chain disappears and a new 

historical causal chain is born. As discussed already, be-

cause the newly born historical causal chain is a different 

individual from the corresponding ongoing causal chain, it 

should have a different instance identity. However, its class 

identity should be the same as that of the original causal 

chain, since a previous disease that appeared in the patient's 

anamnesis must be the same as the disease of the corre-

sponding ongoing one. In summary, the historical causal 

chain should have the same class identity as the original 

disease. Considering various cases concerning ongo-

ing/historical states, there can be several states for a causal 

chain. We can identify the following three major states: 

1) Ongoing: an individual causal chain Ci of disease DA 

whose core causal chain is still ongoing. 

2) Curing: Ci as a whole is ongoing but the core causal 

chain of disease DA of Ci is inactive (has become a 

historical causal chain). 

2.1  A few partial causal chains in the downstream 

are still ongoing. 

2.2  No ongoing causal chains but a few long-term 

remaining disorders that have no influence on 

others (aftereffects). 

2.3  Although disease DA  seems to have been cured 

at a certain time, it might recur in the future. 

2.4  In a case of cancer, it might metastasize to other 

regions, etc. 

3) Cured: Ci as a whole is a historical causal chain. 

The first and last cases are obvious. The second case is 

vague in its nature. It may not be clearly defined, especially 

when doctors consider aftereffects, recurrence, metastasis 

etc. We would like to cover such cases as states in which the 

core causal chain becomes a historical causal chain while 

the chain as a whole is ongoing. However, there is room to 

investigate more-detailed classification of these cases.    

3.4 Identity tracking of a disease 

As a summary of the discussion made thus far, we discuss 

examples of the life of an individual disease as a causal 

chain of clinical disorders, as shown in Fig. 1. Note here 

that we are not trying to predict the future state of a particu-

lar disease of a particular patient, but to exemplify possible 

changes of diseases in the real world represented as a causal 

chain of clinical disorders in terms of its I-Rep identity and 

type membership.  
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We do not discuss cases where pseudo-simultaneous 

causal links appear, since these should be dealt with in a 

similar way to the case of historical causal links.   

(1) A causal chain of clinical disorders, Ci, is born as a 

strongly connected causal chain. At the same time, it 

gains its instance identity (Iid_1). Ci can extend, branch, 

etc. while keeping its identity. Before it establishes it-

self as an instance of a particular disease type, its class 

identity remains undetermined. 

(2) When Ci extends and includes an instance of the core 

causal chain of the disease diabetes as its partial chain, 

it becomes an instance of diabetes and gets class identi-

ty Cid_A for diabetes.  

(3) Once Ci gets class identity for a disease type, it never 

loses it until Ci disappears, and the class identity re-

mains unchanged independently of its extension and/or 

branching because it still includes the instance of the 

core causal chain of the disease.  

(4) Ci can get more than one class identity, say, Cins_B for 

diabetic retinopathy. Ci may extend further and cause 

serious disorders/symptoms, which could lead to the pa-

tient's death. 

(5) After some changes of the disorders as well as the ter-

mination of the ongoing process to become an event, re-

lated causal links of Ci change from ongoing links to 

historical links. Then, Ci changes from a strongly con-

nected causal chain to a weakly connected causal chain. 

Nevertheless, Ci keeps its instance identity as an ongo-

ing causal chain. 

(6) When a partial chain of Ci corresponding to the core 

causal chain of diabetes and diabetic retinopathy be-

comes a historical causal chain (the associated disorders 

have disappeared), we might say that the patient is 

cured of the disease. However, in some cases, a few 

disorders/symptoms might still remain, and hence Ci 

might still be ongoing. For example, some destroyed 

nerve tissue might be left after that change. 

(7) When all of the processes in Ci have terminated and 

become events, and hence all of the causal links be-

come historical links, Ci becomes a historical causal 

chain as a new individual causal chain, all of whose 

nodes are events constituted of related past processes.  

4 CONCLUSION 

We have discussed and proposed an ontological account of 

the evolution of a disease as a causal chain of clinical disor-

ders. As far as the authors know, there is little activity re-

garding ontology for the evolution of diseases in DOID and 

OGMS, whose main focuses are definitions of related types. 

Although OGMS defines “disease course”, it is dealt with as 

a process, whereas we discussed it in terms of a causal chain 

as a dependent continuant. We believe that, together with 

our previous paper (Mizoguchi et al., 2011), we have made 

a step toward a comprehensive ontological account of dis-

eases, covering their evolution. Other researchers (Galton et 

al., 2005) have discussed causal relations amongst events, 

states, and process. Although our notions about the kinds of 

causal links share some ideas with theirs, the definition of 

identity of a causal chain is a unique feature of our theory.  
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Adverse events following immunization: reporting
standardization, automatic case classification and signal

detection
Mélanie Courtot 1, Ryan R. Brinkman 2 and Alan Ruttenberg 3
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2Department of Medical Genetics, University of British Columbia, Vancouver, BC, Canada,

3School of Dental Medicine, University at Buffalo, NY, USA

1 BACKGROUND
Analysis of spontaneous reports of Adverse Events Following
Immunization (AEFIs) is an important way to identify potential
problems in vaccine safety and efficacy and summarize experience
for dissemination to health care authorities. However, current
reporting methods are not sufficiently controlled. While there is
general adoption of Medical Dictionary of Regulatory Activities
(MedDRA) in the reporting systems we consider, definitions are
not provided for MedDRA terms, reports are not annotated in
a consistent manner, differing in experience of annotator, and
annotation is done either at entry time, or post-hoc. Sometimes, only
the final adverse event code is saved, discarding evidence supporting
the diagnosis. Because of these practices, interpretation of such
spontaneous reports is tedious, costly and time consuming. The
Adverse Event Reporting Ontology (AERO) we are building plays
a role in increasing accuracy and quality of reporting, ultimately
enhancing response time to adverse event signals.

2 METHODS
In order to address these deficiencies, we work with the Brighton
Collaboration who has done extensive work towards standardization
of case definitions and diagnostic criteria for vaccine adverse events.
Based on our initial results with AERO, a working group has been
established within the Brighton network, including representation
from the Public Health Agency of Canada (PHAC) and the
US Food and Drug Administration (FDA), to incorporate logical
representations of Brighton case definitions into AERO, with the

aim of increasing quality and accuracy of AEFI reporting. As an
example, only 9% of the Vaccine Adverse Event Reporting System
(VAERS) anaphylaxis reports post-H1N1vaccination early 2010
were correctly annotated with the MedDRA anaphylaxis term.

Working within the framework being established by the Open
Biological and Biomedical Ontologies (OBO) Foundry, the Adverse
Events Reporting Ontology (AERO) first documents assessments
of relevant signs and symptoms textually. These elements of
AEFI reports are then logically defined by being positioned into a
hierarchy and related to each other in a way that supports computing
an overall diagnosis. Our system allows automatic inference of a
diagnosis according to the Brighton criteria based on the evidence
encoded in the MedDRA annotations.

3 RESULTS
Our approach allows us to unambiguously refer to a specific set of
carefully defined signs and symptoms at the time of data entry, as
well as an overall diagnosis that remains linked to its associated
signs and symptoms. The adverse event diagnosis is formally
expressed, making it amenable to further querying for example
for statistical analysis (“what percentage of patients presented
with motor manifestations?”) and at different levels of granularity.
Finally, by enabling automatic processing of adverse events reports,
we will decrease time and money needed for their evaluation. This
may allow earlier detection of adverse events signal in the datasets,
and trigger a warning for experts to further investigate.
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Formal biomedical ontologies offer the capability to retrieve 

domain-specific knowledge. Particularly for grievous dis-

eases like Alzheimer’s where latency of onset to clinical 

symptoms takes many years, automated structured mining 

approaches can generate great value. No single system is 

currently capable of covering a complete domain of Alz-

heimer’s disease (AD) by itself and manual effort will be 

insufficient to retrieve all relevant information. This makes 

it necessary to develop focused automated applications that 

can deal with individual aspects of the disease in a reliable 

manner. A formal Alzheimer’s disease ontology (ADO) 

with potential to engineer knowledge can provide a good 

way to describe and organize the AD-specific knowledge 

sphere. We have developed an ADO representing 

knowledge about impact, treatment, risk factors, diagnostic, 

effects and phases of AD. This is the first example of an 

ontology covering different aspects of AD. 

ADO is constructed in accordance to the ontology building 

life cycle and using the Basic Formal Ontology (BFO) as its 

formal upper ontology. Protégé OWL editor was used as a 

tool for building ADO in Ontology Web Language (OWL) 

format. Collection of terms related to AD was performed by 

scanning various knowledge sources which includes review 

articles, content of online books, standard knowledge bases, 

encyclopedias, glossaries, and informative online sources 

and websites. ADO was developed around four main con-

cepts, namely clinical things, etiological things, molecular 

and cellular mechanisms and Non clinical things; these con-

cepts and their hierarchies represent what we call “contextu-

al views” on the ontology. Concepts under each of these 

views are inferred using reasoning and are a collection of 

classes that can be either continuants or occurrents; thus, 

BFO upper class of these views is “entity”. This solution 

that aims at creating a contextual collection of classes can 

aid in domain-specific retrieval of documents, producing 

desired search results. Further, ADO was enriched by add-

ing synonyms, useful annotations and references.  

ADO has been manually curated by an expert clinician, who 

added certain more clinically relevant concepts to ADO 

increasing its pragmatic usability. Also, the structural 

features of ontologies reflecting topological and logical 

properties were measured by means of context-free metrics  

 

Including depth, breadth, tangledness, and fan-outness. 

Using our state-of-the-art text mining tool, ProMiner, which 

takes the ADO dictionary as input, functional evaluation of 

the ontology was done over a test set of 200 abstracts. 

Results of the evaluation produced an F-score of 0.72   

showing that our designed ontology accurately captures 

relative good range of AD concepts in scientific text.  

The ADO dictionary was also used to mine 650 AD 

Electronic patient health record’s (EHR) for comorbidity 

analysis, systematically looking for other diseases or 

disorders that may exist simultaneously but independently 

in patients suffering from AD. Term frequency count 

calculation shows that hypertension, diabetes and stroke are 

the top three disorders which occur frequently in patients 

already suffering from AD. When integrated into our 

information retrieval system SCAIView, ADO leveraged the 

efficiency of semantic information retrieval and knowledge 

representation by providing the possibility to perform cross 

sectional searches with other dictionaries. Particularly its 

intersection with ‘HypothesisFinder’ facilitated the retrieval 

and aggregation of domain-specific speculations 

(hypotheses).Some of the hypotheses proposed for a 

particular stage of AD retrieved by using this combination 

methodology are:  

 

We suggest that M-CSF, thus generated, contributes to the 

pathogenesis of AD, and that M-CSF in cerebrospinal fluid 

might provide a means for monitoring neuronal perturbation 

at an early stage in AD.(PMID: 9144231) 

 

Our results show that modification of tubulin function may 

contribute to intermediate or late stages in the pathogenesis 

of sporadic and inherited AD as well as FTDP-

17.(PMID:16155344) 

 

In a benchmark experiment, the combination methodology 

using   ADO and HypothesisFinder for extracting AD stage 

specific speculative sentences was compared to the human 

curated Alzswan knowledge base. Our approach displays a 

much higher stage specific coverage of speculative 

statements about the etiology of AD than the human (expert) 

curated database AlzSWAN.  
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ABSTRACT 
 
Structured vocabularies and ontologies are increasingly uti-
lized for managing, annotating, and analyzing complex bio-
logical data. The Mouse Genome Informatics (MGI, 
http://www.informatics.jax.org) resource contributes to and 
utilizes a variety of vocabularies and ontologies to robustly 
capture and provide biological information about the labora-
tory mouse and its use as a model for human disease. Here 
we report on the power and complexity of using biomedical 
ontologies for data representation and management at MGI. 
MGI is a highly integrated database and software system 
integrating mouse genetic, genomic and phenotypic infor-
mation including data on gene characterization, pathways, 
protein classifications, sequence, gene expression, alleles, 
phenotypes, diseases, and comparative gene data for mouse, 
human, rat and other mammals.  
 
The Gene Ontology (GO, http://www.geneontology.org) is 
the most widely used vocabulary for providing connections 
between proteins and their roles in the biological organiza-
tion. MGI is a founding member of the GO Consortium, and 
actively participates in the ongoing development of GO, as 
well as applying GO to functional annotation of mouse gene 
products. MGI provide an automatically generated text re-
port, a tabular form view and a graphical display of GO an-
notations in the gene function detail page. MGI also provide 
comparative graphs of GO annotations for mammalian 
orthologs. In addition, MGI hosts graphical and statistical 
tools exploiting the hierarchical structure of the GO to aid in 
visualization of annotations and the analysis of large data 
sets such as microarray data. 
 
MGI has spearheaded the development of two other major 
structured vocabularies in support of annotation and analysis 
of mouse biology: the Mammalian Phenotype (MP) Ontolo-
gy, a widely adopted ontological model that enables pheno-
type annotations to background-specific allelic genotypes at 
varying degrees of granularity, this structured vocabulary 
  
* To whom correspondence should be addressed: li.ni@jax.org 

allows consistent annotation of mouse genotypes with 
standard phenotype MGI is also the originator of the Adult 
Mouse Anatomy (MA), it allows us to navigate through the 
extensive dictionary hierarchies for the different develop-
mental stages, to locate specific anatomical structures within 
those hierarchies, and to annotate an obtain the expression 
results associated with those structures. 

 
MGI also incorporates Online Mendelian Inheritance in 
Man (OMIM) terms to make similarity assertions between 
mouse models and human disease; incorporates the Mouse 
Anatomical Dictionary for describing expression data dur-
ing mouse embryonic development.  

 
Additionally, for mouse gene products functional annota-
tion, MGI start to use the Cell Ontology, the Mouse Embry-
onic and Adult Anatomy Ontologies, the Evidence Code 
Ontology, and PSI-mod to add additional information to a 
Gene Ontology annotation. These combined ontology anno-
tations will be loaded into the database in the near future. 

 
The structured vocabulary-based annotations assist in robust 
and accurate data mining when posing such complex ques-
tions in both computational and individual formats at MGI. 
Though the use of multiple ontologies, MGI is able to ro-
bustly represent many components of knowledge about the 
mouse model system.  While these ontologies are inde-
pendently developed, the concurrent use of them within the 
MGI system illuminates some challenges in the intersection 
of ontologies that MGI ontology developers and curators 
work to address.  For example, the MP and the GO termi-
nologies incorporate mouse anatomical terms from the 
MA.  Testing and updating the MP and the GO to accurately 
reflect the canonical anatomy organization in the MA re-
quires resources and attention on a regular basis. 

 
MGI is a consortium of database resources with funding 
obtained from NHGRI (HG00330 and HG02273), 
NIH/NICHD (HD062499), and NCI (CA89713). 
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ABSTRACT 

Dengue is an infectious disease  caused by any of the 

four serotypes of the Dengue virus (DENV-1 to 4). This 

RNA virus is a member of the Flaviviridae family, genus 

Flavivirus (Gould & Solomon, 2008). Responsible for the 

transmission of the disease are female mosquitoes of the 

genus Aedes (WHO, 2009). Infection with one serotype 

does provide lifelong immunity for that serotype but not 

against the remaining three. In fact, several studies have 

shown that a subsequent infection with a different serotype 

leads to a higher probability of developing the severe mani-

festations of Dengue Hemorrhagic Fever (Guzman et al., 

2002 & 2010).  

The number of studies and vaccine trials regarding Den-

gue has increased over the last years, as has the amount of 

data. The need for interoperability, a “common language”, 

knowledge management, decision support and reasoning has 

become clear. Under the framework of the Infectious Dis-

ease Ontology (IDO) project (Cowell & Smith, 2010), we 

are developing the Dengue Ontology (IDODEN) to fulfill 

the needs of the community. The decision to develop 

IDODEN as an extension of the basic IDO-core was made 

to ensure interoperability with already existing infectious 

disease ontologies, such as the Malaria Ontology IDOMAL 

(Topalis et al., 2010). Furthermore, with the cooperation of 

partner NIAID Bioinformatics Resource Centers (BRC) this 

will ensure that it is compatible with existing databases and 

schemas used throughout the community, e.g. VectorBase 

(Lawson et al., 2009) and ViPR (Pickett et al., 2012). 

The ontology is being built according to the guidelines of 

the OBO Foundry (Smith et al., 2007) and is based on the 

Basic Formal Ontology (BFO) (Grenon et al., 2004). 

IDODEN contains ontological descriptions covering a wide 

spectrum ranging from those that deal with the disease it-

self, to vector biology, to virus biology and to epidemiolo-

gy. This complexity is due to the three different organisms 

involved in the disease (vectors, viruses and human hosts), 

as well as to the fact that mostly populations are involved, 

rather than individuals. According to the OBO Foundry 

rules, IDODEN imports terms from existing ontologies such 

as IDOMAL instead of creating duplicates of terms in other 

ontologies. All of the unique terms are subclasses of already 

existing higher level ontology terms. 

  
* To whom correspondence should be addressed: louis[at]imbb.forth.gr 

Our aim is to develop an ontology that will help the Den-

gue and the infectious disease community in general, in the 

fight against the disease. This is only the first working ver-

sion of IDODEN, as it will continue to expand and change 

to encompass new scientific developments. We are aiming 

for the first version to be available at the end of the year. 
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ABSTRACT
MicroRNAs (miRNAs) are short RNA molecules (∼22 nt long)
that act as gene regulators in many eukaryotes. By binding to
complementary strands of messenger RNAs (mRNAs), they induce
translational repression or target degradation. Since their discovery
in 1993 (Lee et al., 1993), they have received a lot of attention
in the research area and some thousands of miRNAs have been
reported in the literature; version 18.0 of miRBase (Kozomara and
Griffiths-Jones, 2011) contains 18.226 entries representing precur-
sor miRNAs in 168 species, which express 21.643 mature miRNA
products.

Each of these small RNA structures regulates many target
mRNAs (Baek et al., 2008), while the detection of the targets
is a great challenge for researchers. Besides the number of iden-
tified miRNAs that grows very fast, the experiments performed
aiming at detecting targets have also increased. Large data sets
of miRNAs and their experimentally detected targets are sto-
red in various databases. Examples of popular miRNA databases
are microRNA.org (Betel et al., 2008), miRBase (Kozomara and
Griffiths-Jones, 2011) and TarBase 6.0 (Vergoulis et al., 2011).

Sharing knowledge among different knowledge bases is beneficial
and can be achieved with the use of ontologies. The classification of
the aforementioned huge data sets under an ontology that expresses
the features of miRNAs and their functions can facilitate informa-
tion discovery and extraction, while it can also be used to inter-relate
the databases and/or their schemata. Yet, there is no ontology repre-
senting the necessary information regarding miRNAs. The only
ontology related to miRNAs is the Ontology for MicroRNA Tar-
get Prediction (Townsend et al., 2010), which only captures the
information required to express the prediction of targets and does
not fully cover all the aspects considered in the area. On the other
hand, RNA Ontology (RNAO) (Hoehndorf et al., 2011) serves as an
upper ontology, while miRNAO has been instead developed as an
application ontology.

In an attempt to capture and represent the existing knowledge
regarding miRNAs and their functions, we have developed miR-
NAO. miRNAO has been designed according to the OBO Foundry
Principles (OBO-Foundry, 2006), as these are described in the cur-
rent release. Moreover, the Basic Formal Ontology (BFO) (Simon
et al., 2006) has been used for the classification of the upper classes.
Since many ontologies of the domain adhere to the conceptualiza-
tion of BFO, interoperability among them is thus achieved.

The set of concepts captured and described in miRNAO inclu-
des among others molecular entities and parts, their structures, the
processes they take place in, the functions and their roles within.
Some information related to miRNAs has already been expressed

∗To whom correspondence should be addressed: louis[at]imbb.forth.gr

in other popular ontologies. A decision we had to take while deve-
loping miRNAO was to either borrow the existing terms and their
definitions from other ontologies or to create our own concepts and
define them regardless of the existing sources. Even though creating
our own terms would allow us to define them according only to our
scope, we chose not to re-create those. Instead, we prefer to re-use
the existing knowledge by importing them from other ontologies, in
an attempt to facilitate knowledge sharing and reuse. Interoperabi-
lity among different databases is then easier achieved. The majority
of shared terms come from the Gene Ontology (GO) (Ashburner
et al., 2000) and the Sequence Ontology (SO) (Eilbeck et al., 2005).

miRNAO is the first ontology designed to express all the infor-
mation related to miRNAs. Exploiting this ontology in different
knowledge bases can be very beneficial, both by extracting infor-
mation from each source and also by interchanging and deriving
information from different sources.
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1 INTRODUCTION  
Traditional taxonomic literature can provide a wealth of 

data, but access to that data is limited by its free-text format. 
Taxonomic treatments such as the Flora of North America 
(FNA Editorial Committee 1993) consist of terse descrip-
tions of the characters used to identify taxa, such as: 

“…Leaves usually alternate or opposite, sometimes in 
basal rosettes, rarely in whorls; rarely stipulate, usually 
petiolate, sometimes sessile…” 

Converting taxonomic descriptions to computer-readable 
format makes them available for automatic retrieval and 
large-scale analyses. Ontologies such as the Plant Ontology 
(PO) play a central role in automatic annotation, by provid-
ing semantic meaning for the words in a description. We 
used automated and manual methods to map terms from the 
Categorical Glossary for the Flora of North America Project 
(http://128.2.21.109/fmi/xsl/FNA/home.xsl) to the PO. 

2 METHODS 
Terms from the pre-existing categories of  “structure”, 

“feature”, or “nominative” were extracted from the FNA 
glossary, roughly corresponding to the PO class plant ana-
tomical entity. An automated mapping to PO release 16 was 
done using Obol software (Mungall 2004). We manually 
checked the automated mapping, and removed any matches 
that were incorrect. Remaining glossary terms were either 
manually mapped to existing PO terms, classified as inap-
propriate for the PO, or marked to be added to the PO. 

3 RESULTS AND DISCUSSION 
839 terms were extracted from the FNA glossary, com-

pared to 1080 terms in the plant anatomical entity branch of 
the PO. Using text matching, Obol mapped 264 FNA terms 
to 313 existing PO terms or synonyms, including 49 FNA 
terms that matched more than one PO term or synonym. 
Most duplicate matches arose because the PO has many 
synonyms in Spanish that are identical to the English term 
name. Only 30 Obol matches had to be removed, in cases 

where the FNA has multiple terms with the same name but 
separate meanings that should map to separate PO terms. A 
curator mapped the remaining FNA glossary terms to PO 
terms, based on the FNA and PO definitions.  

A total of 193 FNA terms mapped to existing PO pri-
mary term names and 126 mapped to existing synonyms. 
333 FNA terms had the same meaning as existing PO terms 
and have been added as synonyms to the PO, citing the FNA 
glossary as the source.  143 unique new terms will be added 
to the PO, corresponding to 180 FNA glossary terms. 118 
FNA terms could not be mapped to PO terms, either because 
they were too vague (12 terms, e.g., FNA:lamella, which 
could apply to many different tissue types), because they are 
subcellular components and belong in the Gene Ontology (5 
terms, e.g., FNA:flagella), or because they are better mod-
eled as qualities (93 terms, e.g., FNA:puncta is better treated 
as the quality punctate).  

The PO is fairly extensive in its coverage of plant ana-
tomical entities, as many of missing terms are specialized 
structures found only in a few taxa. The PO benefits from 
this mapping through increased coverage of plant terminol-
ogy. Text mining tools such as CharaParser (Cui 2012) that 
are being developed to mine taxonomic descriptions can 
now use the PO more effectively for automated text annota-
tion and in return mine more candidate terms from the lit-
erature to further enrich PO. The mapping of FNA IDs to 
PO IDs is available at http://tinyurl.com/FNAPOmapping. 
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ABSTRACT
ChEBI is an ontology of chemical entities of biological interest. It

includes a structure-based and a role-based classification of chemical
entities including molecules, ions and salts. This poster showcases
recent developments and forthcoming enhancements to the ontology,
focusing on modular extensions of the content. These extensions
are being developed in support of error detection and consistency
checking and to improve the capability for automated reasoning about
the biological context of chemicals.

1 INTRODUCTION
ChEBI is an ontology of chemical entities of biological interest
(de Matos et al., 2010). It includes a structure-based and a role-
based classification of chemical entities, such as molecules, ions
and salts. Within the structure-based classification, chemical enti-
ties are organised according to shared structural features, such as
skeletons and functional groups. In addition to taxonomic classi-
fication, structure-based relationships capture biologically relevant
associations between compounds, such as tautomers, enantiomers
and conjugate bases and acids. Within the role classification, the
various ways that chemical entities can be active in biological and
chemical contexts are organised, such as by inhibiting the activity of
enzymes, acting as hormones, being used as insecticides, and being
used as solvents. Chemical entities are linked to roles with the has
role relationship.

ChEBI includes just over 28,000 annotated entities as of the
May 2012 release. The ontology is available for browsing at
http://www.ebi.ac.uk/chebi/ and is fully downloadable
in several formats including OBO and OWL.

2 RECENT DEVELOPMENTS
ChEBI recently completed a large annotation push to make the onto-
logy fully is-a complete, that is, to ensure that each entity has at
least one taxonomic parent. (Previously, due to historical legacy,
there were some entities that were only classified using structural
relationships such as has functional parent.) Furthermore, ChEBI is
now aligned with BFO, as described in (Hastings et al., 2011) and
work is well underway in alignment with the Gene Ontology (The
Gene Ontology Consortium, 2000). Another recent development is
the provision of a new graph-based visualisation of the ontology.

3 EXTENSIONS FOR ERROR DETECTION
ChEBI is being enhanced with modular extensions to the onto-
logy in support of error detection and consistency checking. These
extensions are being annotated in separate OWL module files which
extend the main ontology file that is generated on a monthly basis

∗To whom correspondence should be addressed: hastings@ebi.ac.uk

from the core database content. The mapping to BFO is made
available as one such modular extension, chebi-in-bfo.owl.

Another extension, available as chebi-disjoints.owl,
includes axioms about disjointness between entities in the onto-
logy. Many of the classes in the chemical entity ontology are not
disjoint, because chemical classification is compositional (Hastings
et al., 2012). Annotating those pairs of classes that are disjoint thus
allows for better error detection, as a reasoner is able to raise an error
if anything is accidentally classified beneath both of the two clas-
ses that should be disjoint. In an ontology the size of ChEBI, such
automated assistance with the detection of errors is essential. For
example, group (CHEBI:24433) is disjoint from molecular entity
(CHEBI:23367). Introducing this axiom allowed us to detect and
correct an incorrect classification of the ion 3-D-glucuronosyl-N2,6-
disulfonato-beta-D-glucosamine(3-) (CHEBI:58150) as a group.

4 THE BIOLOGICAL CONTEXT OF CHEMICALS
ChEBI is also being extended in order to explicitly represent the
biological context of the chemicals as semantic relationships to bio-
logical entities in external ontologies, as described in (Batchelor
et al., 2010). One example of such is the explicit annotation of spe-
cies and tissue for metabolites (natural products). Another is the
explicit annotation of diseases in the case of drugs used to treat the
diseases and in the case of metabolites that are markers for certain
diseases. Cross-references and annotations of ChEBI identifiers in
biological databases will be used as sources for this effort, which
will then be checked by ChEBI curators.

Relationships from the RO and other ontologies from the OBO
Foundry effort will be used in all cases.
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1 ABSTRACT 

The concept of laterality is not sufficiently solved in onto-

logical systems, because the information “X is a paired 

structure” refers to the existence of the subconcepts “left X” 

and “right X”.  We propose three layers, such that classic 

ontology is valid in each layer and the relations between the 

layers are well defined. 

2 INTRODUCTION  

A modern hospital information system should offer intelli-

gent choices when the user wants to select an anatomical 

location. For the measurement of intra-arterial blood pres-

sure, for example, the primary choice should be like 

ABDOMINAL AORTA, RENAL ARTERY, THORACIC AORTA …. And only 

when the user chooses RENAL ARTERY an additional choice of 

LEFT/RIGHT is shown – not when he chooses ABDOMINAL AORTA. 

Also, it would not be acceptable if the system shows RENAL 

ARTERY, RIGHT RENAL ARTERY, LEFT RENAL ARTERY parallel in one 

menu. Handling of laterality in the FMA: The  Founda-

tional Model of Anatomy (FMA) (University of Washing-

ton, 2012) does not list the renal arteries as parts/branches of 

the AORTA, so lets use the INFERIOR PHRENIC ARTERY as an ex-

ample when looking at the FMA. There, all three: INFERIOR 

PHRENIC ARTERY and its subconcepts LEFT INFERIOR PHRENIC 

ARTERY and RIGHT INFERIOR PHRENIC ARTERY are listed equally as 

parts/branches of the ABDOMINAL AORTA, without difference. 

So, a dynamic GUI generator can not rely directly on the 

FMA for anatomical information.  

3 PAIRED STRUCTURES 

In general, it seems that the topic of laterality is still not suf-

ficiently solved in ontological systems. In human language, 

things seem easy. Everybody would agree to the following 

statements: 

(1) “RENAL ARTERY is-a ARTERY” 

(2) “RENAL ARTERY is a PAIRED STRUCTURE” 

(3) “LEFT RENAL ARTERY is-a RENAL ARTERY” 

Obviously, is-a can not be understood as a transitive relation 

in this context. These seem to be three different is-a rela-

tions. “PAIRED STRUCTURE” seems to be a mental concept 

which refers to the existence of RIGHT and LEFT concepts:  

(4) “Every concept which is-a PAIRED STRUCTURE has two 

incarnations: a right and a left copy of itself”.  

4 THREE LAYERS OF CONCEPTS 

A pragmatic approach is to divide the anatomical knowl-

edge base into three layers. 

1. “Types” –non-instantiable concepts like ORGAN. 

2. “Abstract Objects” – non-instantiable concepts of 

which the information ‘paired’ or ‘singular’ is 

meaningful, like HAND (best thought of as mental 

abstractions). 

3. “Concrete Objects” – can be used to e.g. annotate 

an anatomical atlas, they are the instantiable ‘left’ 

and ‘right’ incarnations of the abstract objects in 

layer 2. 

Layers 2 and 3 contain the same information. The concepts 

PAIRED STRUCTURE and SINGULAR STRUCTURE in Layer 2 govern 

the structure of Layer 3 – they can therefore be called 

‘Structure classes’. 

There are regular is-a relations within Layer 1 (FLAT BONE is- 

a BONE), between Layer 2 and Layer 1 (HAND is-a BODY PART) 

and between Layer 3 and Layer 1 (LEFT HAND is-a BODY PART). 

Relations between Layer 3 and Layer 2 can be called is-

lateral-incarnation-of (LEFT HAND is-lateral-incarnation-of 

HAND), then it can be defined which properties and relations 

can be inherited along this relation and which not. 

Relations between objects are meaningful in Layer2 (ARM 

has-part  HAND) and correspond to relations in Layer3 (LEFT 

ARM has-part  LEFT HAND). An additional challenge are the 

cross-side relations in Neuroanatomy (see also Niggemann 

et al., 2008). By the way: Other ‘repeated’ objects like fin-

gers (of one hand), although they are similar, can not be 

described by this approach – they are not symmetrical to 

each other. Their similarity is best described by a standard 

base class (“Finger”). 
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1 INTRODUCTION  
We present the GWAS Ontology and Curation Infrastruc-
ture (GOCI), a collection of modules and features for the 
improvement of the curation, trait organization and querying 
of the NHGRI GWAS catalog (Hindorff et al., 2010). Aug-
menting the catalogue’s phenotypic traits with the semantic 
framework of an ontology will increase the range of possi-
ble catalogue queries, facilitate the creation of a dynamic 
version of the iconic GWAS diagram and accelerate the 
integration of catalogue data with other sources. GOCI also 
includes a tracking system to support the complex curation 
process and safeguard the extremely high quality of curation 
the catalogue is known for. 

2 ONTOLOGY 
Until recently, the phenotypic traits in the GWAS catalogue 
were available only as an unstructured flat list partially 
mapped to MeSH (Rogers, 1963). In order to formalise the 
trait representation, the GWAS traits were integrated into 
the Experimental Factor Ontology (EFO) (Malone et al., 
2010). Representing GWAS traits in an expressive 
knowledge representation language like OWL will allow for 
much richer queries over the GWAS catalogue. By choosing 
an established ontology like EFO, the long-term mainte-
nance of these terms is assured and it also provides the po-
tential for future integration of the GWAS catalogue with 
other resources already consuming EFO. Much of the cov-
erage provided by EFO meets the needs of the GWAS cata-
logue in describing diverse concepts ranging from diseases 
to measurements to complex, often context-dependent phe-
notypes. EFO not only contains disease categories (such as 
MeSH), but also phenotypic descriptions, compound treat-
ments, and so on. EFO’s policy of reuse also ensures longer 
term issues of integration are accounted for.  
At the start of the integration process, around 20% of all 
GWAS traits were already described in EFO. New traits are 
added either by importing appropriate classes from other 
ontologies or, in cases where no appropriate class can be 
identified in a reference ontology, created directly in EFO. 
Full coverage of existing GWAS traits is expected to be 
achieved by September 2012. A provision for adding further 
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traits to EFO in the future is under development in line with 
on-going development in EFO, which requires this provi-
sion for some of its other use cases as well.  

3 GWAS DIAGRAM 
The GWAS catalogue produces a quarterly diagram of all 
SNP-trait associations mapped onto their chromosomal lo-
cations. Due to the considerable increase in SNP-trait asso-
ciations since the first version of the diagram and the num-
ber of different phenotypes in the colour-coded legend, it is 
currently almost impossible to identify traits by visually 
analysing the diagram, which is only available in static PDF 
or Powerpoint format. 
A key feature of GOCI implements a novel approach for 
automating the creation of the GWAS diagram using an 
ontology and scalable vector graphics (SVG), an XML-
based language for describing geometric objects. This 
makes it possible to create an up-to-date, dynamic diagram 
that can be filtered and searched at different levels of granu-
larity and by different criteria, including trait, chromosomal 
region and time. It is possible to zoom in over chromosomes 
in order to allow users to see all SNP-trait associations for a 
given region. SNP-trait associations are also interactive, 
providing summary information on mouse-over as well as 
being clickable to allow the user to proceed from an associa-
tion to the catalogue entry and to the publication. 

4 TRACKING SYSTEM AND AUTOMATION 
Finally, GOCI also contains an online tracking system to 
support the highly complex curation process, as well as 
some other support tools such as a batch loader to upload a 
set of SNPs to the catalog from a spreadsheet. 
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1 INTRODUCTION  
 
The understanding and classification of seizures and epi-

lepsy syndromes have constantly changed with the advent of 
new knowledge from new technologies.  Ontologies provide 
a structured knowledge framework that could aid in more 
precisely defining and standardizing terminologies and di-
agnoses.  This in turn could enhance the abilities of re-
searchers and clinicians to pinpoint the causes of a disorder, 
discover new treatment measures, and improve patient out-
comes. 

 

2 BACKGROUND 
 
Epilepsy is a complex disease in that it is defined by 

many components and does not always have a clear, single 
etiology.  Biologically, there may be genetic, molecular, 
cellular, or systemic contributions. Clinically, this includes 
observation of seizure types, diagnostic tests, demographic 
data, and diagnostic tests like EEGs and neuroimaging.  The 
understanding and classification of seizure types and the 
epilepsy syndromes that those types help to identify have 
constantly changed with the discovery of new knowledge. 
This has allowed for the possibility of more precise defini-
tions and for the standardization of terminologies leading to 
more precise diagnoses.  Standardization and classification 
of seizures and/or epilepsy is periodically handled by the 
International League Against Epilepsy (ILAE).    

While proposals by the ILAE have been used by re-
searchers to map discovery and by clinicians to diagnose 
epilepsy, those proposals are not logically structured or de-
signed to diagnose and define epilepsy.  The ability to pro-
vide a structured knowledge framework for a disease such 
as epilepsy will enhance the abilities of researchers and cli-
nicians to pinpoint the causes of a disorder, discover new 
treatment measures, and improve patient outcomes. 

 

3 HYPOTHESIS 
 
We hypothesize that a more refined ontology for sei-

zures and epilepsy syndromes that adequately reflects the 
latest measurements, observations and medical findings can 

be used to assist empirical diagnosis of epilepsy and to po-
tentially differentiate new syndromes in a logical and stand-
ardized format.   

4 METHODS 
 
A review of previously proposed Seizure and Epilepsy 

classifications is being done to determine the most general 
way to classify each seizure, syndrome, and epilepsy.  By 
analyzing and defining the building blocks of Epilepsy, an 
Epilepsy Ontology is iteratively formalized using Protege.  
Each seizure and syndrome will be instantiated to the ontol-
ogy to determine if it provides a reasoning framework on 
epilepsy knowledge. 
 

5 RESULTS 
 
A poly-axial ontology is being defined to encode the 

conceptual building blocks of seizures and Epilepsy. The 
ontology will be open for both qualitative and quantitative 
evaluation when the data/evidence is available in preference 
over consensus expert opinion. 

 

6 DISCUSSION 
 

The aim of this ongoing work is to help clinicians better 
understand the etiology of seizures and definitions of and 
relationships between seizures and epilepsy syndromes, and 
to provide a more helpful path towards research, diagnosis, 
and treatment of the disorder.  Eventually, this ontology 
could be expanded for use with other diseases, providing 
more structured definitions.  Such a standard framework 
could also help pinpoint knowledge deficits, which in turn 
should drive laboratory and clinical experiments to discover 
missing knowledge. 
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Textual databases such as PubMed, which contain refer-

ences to scientific articles, are a major source for the extrac-

tion of useful information, since many scientific discoveries 

are deposited only in text form. However, due to the mas-

sive size of these bases, computational approaches are need-

ed to extract information from texts. Currently, PubMed has 

more than 20 million citations from biomedical literature. 

Ontology-based semantic annotation is an approach that 

aims to enrich the text with semantic descriptions and 

thereby facilitating the extraction of information based on 

semantic content embedded there. The ontologies used are 

usually focused on one domain. However, scientific articles 

often deal with different areas. For example, texts whose 

theme is about drug targets have references on molecular 

biology, pharmacology, chemical compounds and organism 

names. This suggests that the semantic annotation has to be 

done with multiple ontologies, to cover all or most of the 

domains of the text. Our motivation to annotate semantically 

with multiple ontologies is to be able to identify extra 

annotations that would be made manually. For example, let 

us imagine that in a text it is annotated the name of a gene 

with the Gene Ontology, the organism with NCBITaxon and 

the pharmacogenomic relationship of interest (such as the 

knockout technique) with the PHARE ontology. Realizing 

that the text mentions the knockout technique applied to the 

gene G of the organism O, causes its death, it would be 

useful then to annotate manually that G is essential for O. 

To support semantic annotations, there are many tools 

available all over the web. This paper aims to identify and 

compare these tools, focusing on texts and ontologies in the 

biomedical area using two of main characteristics: 1) form 

of annotation and 2) flexibility in the ontology load. The 

form of annotation can be automatic or manual. In this 

study, we investigated automated tools to check if they have 

the option of manual annotation. The selection of only 

automatic tools is due to the large volume of texts and also 

because of the difficulty and high cost to keep specialists 

responsible for the task of manual annotation. The manual 

annotation additional feature is important because it would 

be used to insert extra annotation. With respect to the load 

flexibility of ontologies, some items are observed such as 

the size and format of the ontologies and the possibility of 

using an arbitrary ontology (a user choice). The utilization 

of arbitrary ontologies allows different domains to be used 

for the annotation. The tools with these characteristics have 

also been tested. Other characteristics observed involve: 

representation of the annotation (intrusive – in the text or 

non-intrusive – as attached file), types of documents 

compatible (which file extensions are supported as an input 

in the tool), documentation availability and platform of 

development (web or desktop). 

Despite the fact that tools such as KIM, Ontea and 

RDFace generate automatic annotations, they have their 

own ontologies which are not on the biomedical domain. 

Knowtator is a plugin for Protégé Server and only a few 

tasks of the annotation process are automated. MnM, 

GoNTogle and RDFa Editor tools perform automatic 

annotation and have flexibility in loading arbitrary 

ontologies, but could not be used due to support problems. 

The NCBO Annotator is a web service that annotates full 

texts using ontologies from biomedical domain available at 

NCBO BioPortal. However, it is not available for immediate 

usage, and demands the development of a client to that web 

service. 

AutôMeta and GATE can perform automatic annotation 

of documents and also have flexibility in loading arbitrary 

ontologies. These are selected as tools to be tested and used 

for the purpose of our experiment on semantic annotation.  

AutôMeta uses RDFa (an annotation language 

recommended by W3C), has a reasoner to infer new 

annotations and it supports the load of large ontologies such 

as Gene Ontology and NCI Thesaurus, among others. The 

texts for annotation must be in 'txt' format and annotation is 

made using an intrusive method. GATE is a tool for natural 

language processing. It is very solid and mature in the task 

of semantic annotation using the resources of language and 

processing. Its differential is on being able to load different 

extensions of documents (txt, pdf, doc, etc.). Additionally, it 

performs non-intrusive annotation, and archives them in 

‘xml’ files. Ontologies are loaded as processing resources, 

which can happen very slowly in the case of large 

ontologies. Both tools have good documentations and are 

free. 

Moreover, it is noteworthy that these tools works with a 

set of input texts, but only uses one ontology at a time. 

Therefore, it is possible to have texts annotated with 

multiple ontologies, but in separate files, generating a new 

volume of texts and many output files. The simultaneous 

annotation with multiple ontologies is still an unsolved 

problem. 
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Introduction 

The Web Ontology Language (OWL) has been 

widely used for ontology development. However, 

development of a new ontology in OWL is often time 

consuming and requires specialized knowledge in 

ontology, OWL, and specific domain science. One 

frequently observed phenomenon during ontology 

development is that often we need to create a large 

number of new ontology terms that follow the same 

design patterns of logical definitions and axioms. 

Manual addition of these terms is time consuming, 

error prone, and often boring. Ontorat is developed to 

facilitate this process. 

     Ontorat is developed based on the Ontology 

Design Patterns (OCPs) in the field of ontology 

engineering. Ontorat uses the class expressions with 

variables, which is defined as "OWL class 

expressions but allowing variables at positions of 

class expressions. The range of a variable can either 

be a named class, class expression, or any subtype of 

it as produced by the corresponding rule in OWL." 

(Noppens and Liebig, 2009). Ontorat offers a web-

based platform for writing up class expressions with 

variables with the aim to quickly generate a large 

number of new ontology classes or annotate existing 

classes in a specific target ontology. 

     The development of Ontorat is also inspired by the 

Ontology for Biomedical Investigations (OBI) project 

QTT (Quick Term Templates) (Rocca-Serra, et al., 

2011). The OBI QTT procedure is based on the 

concept of a Quick Term Template (QTT), a template 

in a spreadsheet format that can be converted into an 

OWL file. The QTT procedure has been implemented 

in MappingMaster, a plugin program in the Protégé-

OWL editor. Similar to MappingMaster, Ontorat uses 

an Excel or tab-delimited spreadsheet file as input. 

Ontorat also relies on the pattern program using the 

OWL Manchester Syntax, a new syntax designed for 

writing OWL class expressions 

(http://www.w3.org/TR/owl2-manchester-syntax/). 

Different from MappingMaster, Ontorat is 

implemented as a web-based application. The 

MappingMaster plugin works in Protege 3.4 but does 

not work in Protege 4.x. Ontorat provides a novel 

feature of automatic assignment of unique ontology 

identifiers. In addition, Ontorat, but not 

MappingMaster, can generate annotations for 

ontology terms.  

Features and Usage  

Ontorat (http://ontorat.hegroup.org) provides a user-

friendly web form for data input. The Ontorat input 

include: (i) a target ontology in OWL format, (ii) the 

data file (an Excel file or tab-delimited text file), (iii) 

purpose of the new axiom generation, (iv) assignment 

of annotations using Manchester OWL Syntax, (v) 

assignment of equivalent classes, (vi) assignment of 

superclasses, (vii) definitions of ontology terms used 

in the above three assignments, (viii) prefix of term 

URI, (ix) information for automatically assigning 

term IDs, including prefix, number of digits, and start 

ID. The Ontorat output is an OWL file. Using the 

Protégé ontology editor (http://protege.stanford.edu/), 

an Ontorat output OWL file can be directly visualized 

and imported (or merged) in the target ontology (e.g., 

VO) using the OWL import function.     

     As a demonstration, we will demonstrate how 

Ontorat is used to facilitate the development of the 

Vaccine Ontology (VO) (He, et al, 2009). VO is a 

community-based ontology in the domain of vaccine 

and vaccination. There are hundreds of licensed 

animal vaccines used in the USA. Ontorat is able to 

import these animal vaccines and their annotations 

into VO efficiently.  

     The Ontorat web server provides a robust and 

scalable approach for automatically generating new 

ontology terms and their annotations. Ontorat 

supports efficient ontology enrichment and 

expansion. The design patterns can be standardized 

and reused, allowing domain experts and data 

curators to contribute actively to the ontology 

development without knowing the specifics of OWL.  
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ABSTRACT 

Reference ontologies are often very large and complex. When 
applied to a specific application, generally a subset of one reference 
ontology is needed. Moreover, the labels of ontology terms that were 
given in the perspective of ontology developers might not be pre-
ferred labels to the end users. Therefore, it is desirable to have a 
community view of a reference ontology that is a subset of the on-
tology including the terms needed for a particular application or 
community with user-preferred labels. Ontodog is a web-based sys-
tem to support generation of ontology community views. Ontodog 
(http://ontodog.hegroup.org/) allows users to provide terms of inter-
est in a source ontology and customized annotation information, 
such as user-preferred label. With these inputs, Ontodog can extract 
a subset of the source ontology containing all the terms of interest 
and generate user specified annotations in RDF/XML format (i.e., 
OWL files) which can be used to build an ontology community view. 
Currently over 100 ontologies including all OBO Foundry ontologies 
are available in Ontodog to generate views for a specific application 
or community. We demonstrate the application of Ontodog in gener-
ating ontology community views using the Ontology for Biomedical 
Investigations (OBI) as the source ontology. 

1 INTRODUCTION  
Biomedical ontologies have been widely used in various 
applications that facilitate biomedical data integration and 
sharing. With large reference ontologies, use of the entire 
ontology can impact the efficiency of an application  (e.g. 
reasoning, semantic similarity computation) when only a 
portion of the ontology is needed. Reference ontologies may 
be developed collaboratively by various communities aim-
ing to annotate data consistently regardless of specific re-
search areas or technologies. For example, the Ontology for 
Biomedical Investigations (OBI) has been developed by 
more than 20 communities [1]. The term labels were agreed 
upon by consensus and generally chosen for ontological 
clarity. Consequently, they may not be the preferred labels 
for a particular community or application users. For ontol-
ogy users, it is desirable to have their own preferred labels 
in a customized view. We developed Ontodog, a web-based 
tool, to address these needs and generate ontology commu-
nity views automatically without need for programming 
skills and requiring minimal ontology knowledge. 

2 FEATURES AND USAGE 
The Ontodog processes input data using PHP, issues 
SPARQL queries against an RDF triple store, e.g., the de-
fault SPARQL endpoint hosted by the He group 
(http://sparql.hegroup.org/sparql), to validate whether terms 
exist in the source ontology or retrieve terms from the 
  
* Contribute equivalently 

source ontology, and reformat the output files using OWL-
API. Then the RDF/XML format output files are provided 
to the users for download. 
Ontodog provides a user-friendly web form for data inputs. 
It contains two sections. The first section collects source 
ontology information and tagged terms of interest. The 
tagged terms of interest and user-specified annotations for 
the selected terms are provided either in a tab-delimited or 
Excel format file. The second section has three parts corre-
sponding to three ontology output files. Output file 1 in-
cludes all tagged terms annotated with a user-specified an-
notation property to indicate they are community subset. 
Output file 2 has customized annotations for the terms, gen-
erally used for adding user-specified labels. Output file 3 is 
the subset of the source ontology including all terms tagged 
in the input term file and related terms/axioms to support 
proper reasoning. OntoFox SPARQL related term retrieval 
approach [2] is adopted for ontology subset extraction. 
Ontodog allows users to generate all or any combination of 
the ontology output files described above based on their 
needs. The OWL import mechanism is used to build differ-
ent ontology community views using Ontodog output files. 

3 USE CASE: APPLICATION OF ONTODOG 
IN OBI COMMUNITY VIEWS GENERATION 

The Functional Genomics Data (FGED) Society 
(http://www.fged.org/) supported the migration of the 
MGED Ontology to OBI for functional genomics data anno-
tation. Criteria for this move included a simplified set of 
terms with (molecular) biologist-community friendly labels. 
Ontodog was used to generate the OBI FGED view 
(http://bioportal.bioontology.org/ontologies/1123) for this 
purpose. 2279 classes identified as relevant for this commu-
nity were extracted from OBI (3501 classes).  
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ABSTRACT
Syntactic regularities are repetitive structures of axioms in the

asserted form of an ontology. In this paper, we present a Protégé-
4 plugin based on the RIO (Regularities Inspector for Ontologies)
framework, which detects such regularities in ontologies using cluster
analysis. The RIO plugin is an open source tool for visualising
syntactic regularities in ontologies; the user can load them in Protégé-
4 and view clusters of similar entities, generalisations describing the
clusters and abstracting axioms. The RIO plugin can be used for
gaining an intuition about the embedded patterns in ontologies and
deviations from these patterns.

Availability: the RIO plugin is available for download from http:

//riotool.sourceforge.net/.

1 DESCRIPTION
A syntactic regularity is defined as a set of axioms with reoccurring
(regular) syntactic structure. A regularity can be expressed with
a generalisation, which is an axiom that allows for variables to
replace entities. For example, given the following axioms from the
AminoAcid ontology1:

A SubClassOf hasSize some Tiny

I SubClassOf hasSize some Large

E SubClassOf hasSize some Small

Then the syntactic regularity of these axioms can be given by the
following generalisation:

?AminoAcid SubClassOf hasSize some ?Size

where ?AminoAcid is a variable holding the amino acids in the
axioms {A, I, E } and ?Size is a variable holding the corresponding
sizes {Tiny, Large, Small }. Such a framework can be used when
authoring an ontology, in order to pinpoint repetitive information.
RIO was presented in Mikroyannidi et al. (2011) where further
detail may be found about RIO and its application to SNOMED.

In this paper, we present the RIO plugin; a Protégé-4 plugin for
inspecting syntactic regularities in ontologies. It can be useful for
revealing parts of an ontology which have been developed in the
same way. Moreover, it can be useful for gaining an intuition about
the construction of the ontology.

∗mikroyannidi|iannone|stevens@cs.manchester.ac.uk
1 http://www.co-ode.org/ontologies/amino-acid/
2006/05/18/amino-acid.owl

The RIO framework uses cluster analysis for the detection of
syntactic regularities. The purpose of cluster analysis is to partition
data into groups (clusters) that are meaningful, useful, or both Tan
et al. (2005). Thus, the computation of the clusters is based on
the similar usage of entities in axioms. Finally, generalised axioms
express the syntactic regularities, which are a synthetic view of all
the axioms that contribute to the generation of an entity cluster.

The RIO plugin is an open source project. Its implementation
is based on OWLAPI2. A standalone Java tool is used for the
regularities’ computation, which are then saved in an XML file. The
user can load and visualise the regularities in Protégé-4 using the
RIO plugin.

Figure 1 shows one of the main views of the RIO plugin in
Protégé-4. The cluster view shows the name of every cluster and
the number of entities in the cluster. The Cluster member list view
shows the list of entities in a cluster. The generalisation view shows
information about the regularities that are captured for every cluster.
In the generalisation view, every generalisation can be unfolded
to show the axioms that are abstracted (instantiations) and metrics
about the variables. The metrics that are shown are the number of
instantiations, and the number of entities that are covered by each
variable. In principle, the union of the generalisations in the view
describes a cluster, but a single generalisation is not necessarily
applicable to all members of a cluster.

The recognition of syntactic regularities should be helpful in
understanding the composition of an ontology, as it can reveal parts
of the ontology that were designed in similar ways. This should help
the user to complete tasks, such as extensions of the ontology, its
integration with other ontologies, quality assurance and so on.

REFERENCES
Mikroyannidi, E., Iannone, L., Stevens, R., and Rector, A. (2011). Inspecting

regularities in ontology design using clustering. The Semantic Web–ISWC 2011,
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1



Mikroyannidi et al.

Generalisation viewDependency view  Cluster view

Cluster member 
list view
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ABSTRACT
This software demonstration paper presents Identifying Chemical

Entities (ICE), a platform composed by algorithms for chemical entity
recognition, entity resolution to a reference database, namely ChEBI,
and validation using chemical semantic similarity. It aims to provide
the users with an improved display of entity recognition results,
exposing outliers which are possible recognition errors and displaying
evidence that corroborates consistent chemical entities in the entity
recognition and resolution process.

1 INTRODUCTION
Chemical information in the scientific literature is increasing at
a fast pace, making it difficult for researchers to keep up to
date with what is being published. Chemical abstracting services
addressed this issue by having chemistry experts manually extract
the necessary information from the literature. However, with the
exponential growth in publication rate, automatic methods for
chemical entity identification are increasingly needed.

The lack of available chemical terminologies has been an
important aspect for the slow development of chemical text mining
systems, but the recent release of ChEBI (de Matos et al., 2010)
allowed their development and some chemical entity recognition
tools are already available. ChEBI is however more than a dictionary
of molecular entities, it is an ontology that provides a structured
classification of the molecular entities. The ontology structure is
essentially a directed acyclic graph (DAG) and comprises three
separate sub-ontologies (Chemical Entity, Role, and Subatomic
Particle). The Chemical Entity sub-ontology provides a structural
relationship between terms while the Role ontology provides a
functional relationship between them, allowing for a thorough
comparison of chemical entities.

ICE (Identifying Chemical Entities) is a software platform that
integrates algorithms for chemical entity recognition in biomedical
literature, resolution of named entities to the ChEBI database, and
validation of annotations using semantic similarity in the ChEBI
ontology to gather annotation evidence. Figure 1 shows an outline
of the ICE architecture.

2 RECOGNITION
The software platform uses the algorithms for chemical entity
recognition presented by Grego et al. (2009). This entity
recognition system follows a machine learning approach using an
implementation of Conditional Random Fields (CRF) to build a
classification model based on a manually annotated patent document
corpus.

The first step in the entity recognition process is the splitting of
the input text into a sequence of tokens, which are then classified

∗To whom correspondence should be addressed: tgrego@fc.ul.pt

Recognition

Text

Annotated
text

Resolution

Annotated text
mapped to ChEBI

Validation

Annotated text with 
confidence scores

Fig. 1. Architecture of ICE with the three modules for Recognition,
Resolution and Validation of chemical entities.

according to the previous model. With this method chemical named
entities are located in the input text, however there is no mapping
to a reference database and thus an entity resolution module is
required.

3 RESOLUTION
For entity resolution to the ChEBI database this software platform
uses the algorithms presented in Grego et al. (2012). This module
takes as input the string identified as being a chemical compound
name and returns the most relevant ChEBI identifier along with a
confidence score.

A lexical similarity method is used to compare the constituent
words in the input string with the constituent words of each ChEBI
term, to which different weights have been assigned according to
its frequency in the database. A final score is provided with the
mapping and a minimum score threshold can be used to allow for
no mapping to be made in cases where the provided mapping score
is too low, which might be an indication that the term is absent from
ChEBI.

4 VALIDATION
A novel algorithm was developed for this software platform to
perform validation of named entities mapped to ChEBI. The

1
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underlying assumption is that most often a text fragment such as
a paragraph has a limited scope, and therefore normally contains
entities that are somehow related to each other. With this in mind,
this algorithm takes as input entities mapped to ChEBI within a text
fragment and searches for relationships between them. The output is
for each input entity the most similar entity within the text fragment,
with the corresponding similarity score.

Using the ontology structure of ChEBI we are able to
compare chemical entities according to both structural and
functional characteristics through several possible semantic
similarity measures (Ferreira and Couto, 2010). The BOA
framework (Tavares et al., 2011) offers an implementation for
chemical semantic similarity calculation.

Based on the maximum similarity score of each entity we can
filter outliers and corroborate consistent entities. This is performed
using two thresholds. The algorithm has thus four parameters that
can be tuned according to the user requirements: the text fragment
window, which can be the full document, paragraph or sentence; the
semantic similarity measure to be used for the comparison of the
entities; and the two thresholds, which can be tuned to allow for
more precision or recall.

The final result is advantageous in semi-automated tasks by
providing an improved view over the entity recognition results,
because the user will have an indication of which entities have
increased consistency and are most probably correctly identified, as
well as which entities are outliers in the sense that no similar entities
could be find, which might be an evidence of a recognition error.

5 EXAMPLE
As an example lets consider the following sample sentence and
follow the steps of ICE.

A mixture of ethanol, propanol and acetic acid with a small
amount of sodium chloride.

In the entity recognition step four entities can be found are now
highlighted.

A mixture of ethanol, propanol and acetic acid with a small
amount of sodium chloride.

In entity resolution, ChEBI identifiers are assigned to the entities.

A mixture of ethanol [CHEBI:16236], propanol [CHEBI:28831]
and acetic acid [CHEBI:15366] with a small amount of sodium
chloride [CHEBI:26710].

Entities mapped to ChEBI are compared to each other, and those
with high maximum similarity are considered consistent. That is the
case of ethanol and propanol, which have high semantic similarity.
Sodium chloride has a low similarity with the other entities, and is
thus considered an outlier. Acetic acid in the example has reasonable
similarity to both ethanol and propanol, but not high enough to be

considered consistent. The final result would highlight differently
the new three classes of entities.

A mixture of ethanol [CHEBI:16236], propanol [CHEBI:28831]
and acetic acid [CHEBI:15366] with a small amount of sodium
chloride [CHEBI:26710].

In this example, the text fragment window is very small and
thus there are few entities to be compared, which can provide
misleading results. All four entities were in fact correct, but the
indication of consistent and outlier entities still provide interesting
and meaningful explanation that users can use in a semi-automated
fashion.

6 CONCLUSION
This software demonstration paper presents ICE, a framework that
performs chemical entity recognition and resolution to the ChEBI
database. The entity recognition results are then further processed
using the ChEBI ontology to identify outliers and consistent entities,
providing the user with annotation evidence.

The goal is to provide the user, potentially a curator performing
semi-automatic annotation tasks, different layers of certainty in the
recognized entities for better analysis of automatic chemical entity
recognition results, as well as providing evidence based on semantic
similarity.

The framework is being extended to other ontologies in addition
to ChEBI using ontology matching techniques that can align shared
concepts between ontologies such as the Gene Ontology and ChEBI
(Cruz et al., 2011).

Also, this software platform will be used in the context of
the project SPNet. This project aims to uncover network motifs
associated with virulence in Streptococcus pneumoniae. This
requires an extensive analysis of the transcriptional and metabolic
networks involved in virulence, and the integration of chemical data
with genomic and proteomic data will be required.
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ABSTRACT
Interactions between Biomedical entities provides meaningful

information to detect and invent new drugs for diseases. Natural
Language Processing-based Biomedical interaction extraction approach
have shown encouraging results in the previous studies. While
interaction extraction research has been a popular topic, research
about searching and browsing methods for the extracted information
has not been an attractive topic relatively.

This demonstration presents a smart searching system that
provides various analysis tools for Biomedical interactions in whole
PubMed. We expect that researchers can discover and develop new
research outcomes through the proposed searching system.

1 INTRODUCTION
Many automatic Information Extraction (IE) approaches using
Natural Language Processing (NLP) and Text Mining technologies
have been proposed to extract automatically meaningful information
in Biomedical domain. Biomedical entity recognition (Song et al.,
2011) and relation extraction research with respect to disease-
gene association (Chun et al., 2004) and protein-protein interaction
(Chun et al., 2011) are examples of the IE research in Biomedical
domain. The IE system recognizes and extracts knowledge from a
massive literature and the extracted knowledge is accumulated in a
knowledge base.

In order to decide research topics, not only IE techniques but
also effective searching methods for the extracted information are
very important. While information extraction research has been one
of the favorite topics, research about searching methods for the
extracted information has not been an attractive topic relatively.
In other words, it is overlooked even though various specialized
searching and browsing methods are necessary to express the
extracted information appropriately.

The demonstration will show a smart searching system for
Biomedical entities and their interactions. Four types of searching
services are included: Smart slide, Semantic network browsing,
Top5, and Find it.

2 BIOMEDICAL INFORMATION IN PUBMED
Biomedical information in PubMed contains semantic triples
extracted from 21 million PubMed abstracts. A semantic triple
consists of two Biomedical entities and one verb, and two
Biomedical entities are syntacticly a subject and an object for a verb
appeared in a sentence. To extract the semantic triples, various NLP
techniques are applied as the following two steps:
• To recognize entities, a machine learning-based named

entity recognizer (Yoshida et al., 2004) is used. The target

∗Corresponding author : hw.chun@kisti.re.kr

concepts in the named entity recognition are the following
six: genes/proteins, diseases, enzymes, drugs, symptoms and
chemical compounds.

• To extract semantic triples, ENJU full syntactic parser (Miyao
et al., 2009), and GENIA event ontology (Kim et al., 2006) are
used. GENIA event ontology can cover biomedical relations.

Table 1 describes the statistical information of the extracted
semantic triples from the whole PubMed abstracts.

Table 1. Statistical information of VSB

Objects Frequency
Semantic triples 18,032,232
Entities 24,336,926
Event verbs 17,925,550

	  

Fig. 1. Search result view with auto query generator

3 SMART SEARCHING SYSTEM
3.1 Smart slide
The proposed searching method has a familiar user interface.
Searching process is started with a query, and the auto completion
function recommends candidate queries.

Search results contain ranked documents as similar as those
of the common searching systems (Figure 1). However, three
differentiated functions are included in the proposed searching
system as follows:

• First, six biomedical entities are highlighted in the results, and
the information about entities are shown if mouse pointer is

1
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Fig. 2. Semantic network browsing views

	  

Fig. 3. Top5 views

Fig. 4. FIND IT view

positioned over an entity. The information about the entities
contains the corresponding concepts.

• Second, it is easy to use other services by selecting titles and
highlighted entities. Titles are links to websites of the original
PubMed articles. Once an entity is selected, a popup window
shows up another services.

• Third, a query is easily constructed by selecting an entity or
a verb from candidates. The candidate entities and verbs are
all possible entities or event verbs related to the previously
selected entity or verb. For the first input query, candidate verbs
are listed in the next pane. Once a verb is selected, the next
candidate entities are listed in the next pane.

This service might be helpful for more specific search with more
specific query, and the search results are displayed immediately
when a query is changed like the Google instant searching service.

3.2 Semantic network browsing
The proposed searching method describes relations among entities.
A vertex and an edge indicate an entity and a verb (relation),
respectively. All entities in the network contain the identifiers of
external public databases such as UMLS, UniProt, BioThesaurus,
KEGG and DrugBank. Thus, network involves not only the
extracted information from texts but also information of other
external databases. If a vertex is selected, synonyms are listed based
on the frequency, and if an edge is selected, all relations between
two entities are shown with the evidence sentences. Moreover, links
to websites for the original documents are also provided (Figure 2).

3.3 Top 5
The proposed searching method shows popular relations for a query.
As for a query, the results show list of entities or relational verbs
based on frequency of co-occurrences (Figure 3). The co-occurrence
indicates a sentence that contains both two entities, or both an entity
and a verb. A Pie type and a bar type are the way to show the results.

3.4 Find It
The proposed searching method can provide latent attributes
for diseases. Erectile dysfunction, an example in Figure 4,
affects cardiovascular disease, associates with diabetes, can cause
blindness, and is popularly treated by PGE. Evidence sentences can
be shown by selecting corresponding entity.

4 CONCLUSION
Researches about information extraction from literature and
construction of a knowledge basehave been actively conducted.
However, researches about various searching and browsing methods
for the extracted information have been relatively neglectful.

In the proposed approach, a smart searching system is introduced,
and it contains four useful searching methods to utilize a multi-
faceted scientific knowledge effectively. We expect that the
proposed searching system provides various opportunities for
researchers to detect and invent new products such as drugs
conveniently.
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1 INTRODUCTION  
 In this Information Age, we have a variety of sources to 
fulfill our information needs. More and more of the data is 
available online, and search engines such as Google, pro-
vide us with powerful tools to find specific pieces of infor-
mation. However, the data is growing exponentially result-
ing in an Information Overload [Bergamaschi & Guerra]. 
This phenomenon is all too common in the healthcare do-
main too where clinicians are spending increasing amounts 
of time filtering out useless information to find what they 
are looking for. 
 
ClinicalKey is an innovative new online resource built on 
Elsevier’s Smart Content – searchable journal, book, image 
and video content tagged to EMMeT (Elsevier Merged Med-
ical Taxonomy). It is designed from the ground up to pro-
vide improved access to clinical information, providing 
comprehensive, trusted clinical answers quickly (Figure 1). 
 

2 SMART CONTENT PLATFORM 
2.1 EMMeT 
EMMeT is a clinical terminology model that is being devel-
oped to serve as an authoritative reference for clinical terms 
and the relations between them. EMMeT is envisioned as a 
multi-product, re-usable ontology resource i.e. it will serve 
the needs of multiple applications. It is based on UMLS, and 
as of March 2012, has over 1 million concepts and 3 million 
synonyms. The concepts originate from a subset of UMLS 
terminologies mainly SNOMED CT, RxNORM, ICD-9, and 
CPT; from Gold Standard drug database; and a number of 
terms have been introduced locally for aiding search.  

2.2 Smart Content 
Smart Content is content with a high level of structure, cre-
ated by annotating text with a standardized terminology. 
The terminology, with its logical structure, adds the seman-
tic meaning – what the content is about and how the differ-
ent pieces of content relate to each other.  
 
Rindflesch and Aronson describe the use of Natural Lan-
guage Processing (NLP) with UMLS to extract usable se-
mantic information from Medline abstracts. In creating 
Smart Content, natural language processing is used by a 
Query Parsing Engine (QPE) to identify concepts in Else-
vier’s medical corpus consisting of more than 400 top jour-
nals, over 700 books and multimedia, as well as expert 
commentary, MEDLINE abstracts and select third-party 
journals. Once the QPE has identified the term labels – syn-
onyms, acronyms, abbreviations, etc. in EMMeT  – mapping 
rules are applied by a Concept Mapper (CM) to create a 
searchable index of concepts with relevancy scores and 
links to the originating documents. The resulting concept 
index is also used to generate RDF satellites that populate 
Elsevier’s Linked Data Repository (LDR).  
 

2.3 ClinicalKey 
The first product to utilize Elsevier Smart Content, Clini-
calKey is a web-based application for clinicians in the hos-
pital setting. It provides a simple search interface for users 
to enter text that is then processed by the QPE. The QPE 
interprets the search text and suggests EMMeT terms for 
auto-complete [Figure 2]. Along with the term labels, addi-
tional information such as the Semantic Type of the term is 
also displayed for disambiguating similar sounding terms. 
Furthermore, the term-level relations from EMMeT are used 

Figure 1: ClinicalKey based on Smart Content 
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to suggest related searches that might be of interest to the 
user.  
 
The search process uses the indexed content and relevancy 
scores to retrieve the relevant answers. The results are dis-
played to the user as a ranked list of titles – journal articles, 
book chapters, etc. [Figure 3]. The results are also catego-
rized into additional facets such as journals, books, images, 
videos, etc. and into clinical domain categories (with sum-
mary metrics), which can be used for further filtering of 
results. The preview functionality allows users to quickly 
review the most highly ranked suggested paragraphs from a 
given article or book chapter for relevancy before accessing 
the full text.  

 
A number of additional tools such as the ability to save fre-
quent searches, search results, presentation maker, etc. are 
also available to users. ClinicalKey launched in April 2012 
and is available at: 

https://www.clinicalkey.com/ 
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ABSTRACT
We present the Open PHACTS linked data platform that is

being developed to address a set of example drug discovery
research questions and which supports several drug discovery
applications. The platform retrieves data from many complementary,
but overlapping, data sources to present an integrated view of the
data. The platform exploits two entity resolution services: respectively
for transforming text and chemical structures to a concept. The single
concept URI provided by the resolution service is then expanded to a
set of equivalent URIs used by the data sources.
Availability. An alpha version is currently available to the Open
PHACTS consortium. A first public release of the platform will be
made in late 2012, see http://www.openphacts.org/.

EXTENDED ABSTRACT
The investigation and development of new drugs requires that
scientists involved in the process deal with multiple information
sources. These range from online databases of proteins (e.g. UniProt
and Enzyme) and chemicals (e.g. ChEMBL, ChemSpider, and
DrugBank), to models of biological pathways (e.g. Reactome,
WikiPathways, and KEGG) and scientific literature. These
information sources are often held in different formats and sourced
from a wide variety of organizations. Together they cover a
wide area of the scientific space of interest, but overlap in the
data they provide and also record different (or even inconsistent)
representations of the same data.

A significant challenge to scientists is the labour intensive
integration of datasets. The entities of interest must be identified
and mapped to each other to allow complementary information
from many data sources to be collated in a single record. For
example, ChemSpider contains data about chemical compounds and
where they can be sourced, while ChEMBL complements this with
data about the bioactivity of drug-like molecules and DrugBank
provides information on the clinical use of drugs which contain the
molecules. These data sources can be linked based on the chemical
structure of the compounds. However, differences in scientific or
technical approaches to molecular structure representation mean
that different data sources will not always be in agreement, often
varying in the charged state of the compound, e.g. “Simvastatin” on
ChemSpider1 and DrugBank2. Thus, for successful data integration

1 http://www.chemspider.com/Chemical-Structure.
49179.html accessed May 2012.
2 http://www.drugbank.ca/drugs/DB00641 accessed May
2012.

one must devise strategies that address inconsistencies within the
existing data.

The linked data platform being developed in the Open PHACTS
project3 aims to overcome these data integration challenges. There
are two key entry points into the system, both of which perform
resolution from user input to an identifier for a data concept.

The first is through keyword search, as shown in Figure 1. In
the pharmacology domain, this is more than just text matching as
keywords can often match to multiple often very distinct concepts.
For example, when typing “menthol” does the user mean the
chemical menthol, or the menthol receptor protein. The user
interface supports this disambiguation by providing different entry
points, e.g. compound by name or target by name (shown in
Figure 1). The Identifier Resolution Service (IRS) translates user-
entered entity names (in free text form), together with the context
information, into known entities within the system (i.e. that have a
defined URI). The IRS uses several dictionaries including a custom
dictionary of chemical names and synonyms from ChemSpider, as
well as MeSH, GO, and SwissProt. The IRS provides data for the
auto-complete text box including the preferred name for the entity
and a link to its definition. This supports the user in disambiguating
the entity that they mean. The identified entity URI can then be used
to retrieve further information from the linked data platform.

The second entry point is through chemical structure search that
uses a tool for drawing chemical structures which are then converted
to a standardised chemical structure representation. This is then
processed by the ChemSpider structure search service to return a
ChemSpider URI for the chemical entity drawn. The service can
also be used for substructure and similarity searches.

The linked data platform leverages the comprehensive work
already performed by the community in creating RDF-based
datasets, which are relevant for the Open PHACTS project. The
current platform uses the ChEMBL and ChEBI datasets provided
by the Chem2Bio2RDF project (Chen et al., 2010), the conversion
of DrugBank provided by the LODD project (Samwald et al.,
2011), and the conversion of the Enzyme database sourced from
UniProt (Jain et al., 2009). A significant challenge is ensuring
that the RDF versions of the datasets are kept up-to-date with
the originals from which they are derived. For example, the
Chem2Bio2RDF version of ChEMBL is version 8 whereas the
original dataset is now at version 13.

The data sources are integrated using parameterized SPARQL
queries that are called through an API exposed by the linked

3 http://www.openphacts.org/ accessed May 2012.
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Fig. 1. Screenshot showing a search with the identifier resolution service for the term “menthol”.

Fig. 2. Screenshot showing the integrated information returned for Aspirin.

data platform. The API call generates a query containing the URI
returned by the IRS. The query is then expanded at execution time
using an identity mapping service that equates the data entity URIs
from the various data sources. To provide adequate interaction
speeds, we have cached the datasets in the linked data platform.

The result for doing a compound lookup with the search term
“Aspirin” is shown in Figure 2. Information about the chemcial
structure is sourced from ChemSpider, details of its bioactivity are
obtained from ChEMBL, and information about the drugs in which
the compound is active are obtained from DrugBank. Currently, the
provenance of the data points is not shown in the user interface,
although this is planned for the public release.

The linked data platform is being developed to answer a set of
pharmacology research questions that require data to be integrated
from a variety of data sources (Williams et al., 2012). The platform
hides the complexities of interacting with the linked data and
concepts by exposing an API that provides the core functionality
to support a wide variety of drug discovery applications being
developed within the Open PHACTS project, although only one has
been shown in this demonstration paper.
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1 INTRODUCTION
BioPortal (Noy et al. (2009)) is a web-based application for
searching, sharing, visualizing, and analyzing bio-ontologies. It has
become one of the major, centralised bio-ontologies repositories.
BioPortal not only hosts a considerable number of important
biomedical ontologies (currently almost 300 ontologies covering
various life science domains) but also provides access to its
contents via RESTful web services, which are a flexible means for
programmatically exploiting the stored ontologies. Consequently,
its usage should be promoted in bioinformatics environments for
facilitating the usage of bio-ontologies.

The lack of integration of bio-ontologies and semantic tools with
traditional bioinformatics suites is a major reason for the limited
usage of bio-ontologies by bioinformaticians. Galaxy (Goecks
et al. (2010)) is a web-based platform offering a one-stop-shop
of common bioinformatics tools enabling biological data analyses.
The so-called Galaxy tools are executed within an environment that
keeps an execution history as well as the output of each executed
tool, which can be easily shared and reproduced. Even though
Galaxy offers a wide range of tools, and recently, some efforts
have provided a few tools for ontology manipulation: ONTO-
toolkit (Antezana et al. (2010)), OPPL-Galaxy (Aranguren et al.
(2012)), and Blast2GO (Conesa et al. (2005)). Each of them
offers a complementary functionality, but none of them provides a
mechanism to exploit directly a repository of bio-ontologies, such
as BioPortal, without having to upload them prior their exploitation.

Therefore, providing Galaxy users with direct access to the
BioPortal ontologies seems an interesting option. In this work,
we describe the development of a set of Galaxy tools, called
NCBO-Galaxy, which provide BioPortal functionalities via its set
of RESTful web services (Whetzel et al. (2011)). Such a coupling
enables the development of advanced analysis workflows, which
eventually could improve data curation and management processes.

2 NCBO GALAXY
NCBO-Galaxy has the following components (depicted in Figure
1):
• The Galaxy platform facilitates developing and sharing new

tool definitions through a common web interface.

• The NCBO-Galaxy tools provide Galaxy users with the
functionality of the BioPortal services.

∗To whom correspondence should be addressed: jose.minyarro@um.es

• The NCBO RESTful services, which belong to NCBO
BioPortal, allow to access BioPortal content.
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Fig. 1. Component architecture of NCBO-Galaxy.

Each NCBO-Galaxy tool provides the functionalities according
to its RESTful service. All the tools have a web interface through
which the user can provide the values and preferences for the
execution of such service. For example, an excerpt of the interface
of the NCBO Galaxy tool for annotating a text with bio-ontology
terms is displayed in Figure 2 . The list of tools included in the
current version of NCBO Galaxy are:

• Get ontology by its identifier,

• Extract a branch from an ontology,

• Get a concrete view of an ontology,

• Annotate a text with bio-ontology terms,

• Recommend a bio-ontology depending on annotations of a text,

• Search for terms in bio-ontologies depending on the text
provided,

• Search for resources matched up with terms in bio-ontologies.

All these tools can be combined in Galaxy workflows, as it will
be illustrated in the next section.
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Fig. 2. Excerpt of the web interface of the NCBO Galaxy tool for
annotating a text with bio-ontology terms

3 EXAMPLE
Let us describe how we could retrieve the biological entities that
have been annotated as participating in both positive and negative
regulation processes by combining NCBO Galaxy with other
Galaxy tools and, therefore, implemented as a Galaxy workflow.
Galaxy permits the graphical definition of the workflow. Our
example workflow is shown in Figure 3.

Fig. 3. Description of how different NCBO services can be combined in
the Galaxy environment

This workflow consists of two executions of the NCBO
Galaxy tool ”Search for resources matched up with terms in
bio-ontologies”, whose input text will be, respectively, positive
regulation and negative regulation. The results are two sets of
annotations, and an extract of the results for ”negative regulation”
are shown in Table 1.

Table 1. Some results of the execution of the NCBO service for ”negative
regulation”

GEO GSE17559 73.8 44354/obo:INO 0000068
GEO GSE23920 73.8 44354/obo:INO 0000068
GEO GSE4724 72.0 44354/obo:INO 0000068
GEO GSE12205 66.6 44354/obo:INO 0000068
GEO GSE7849 59.4 44354/obo:INO 0000068

Then, the cut operations allow us to select the first two columns
in order to compare the datasets. The final result would contain
the ones that appear in both datasets. Both the data used for
this example and the workflow are available, respectively, at
http://sele.inf.um.es:9080/u/jesualdo/h/history-demoicbo and
http://sele.inf.um.es:9080/u/jesualdo/w/demo-ncbo-galaxy.

4 RESULTS AND FUTURE WORK
NCBO-Galaxy is a prototype aiming at serving ontologists and
bioinformaticians who are interested in exploiting controlled
vocabularies as part of their data analysis procedures from within
the same framework, namely Galaxy, without the hassle of changing
tools or working-environments. Moreover, NCBO-Galaxy provides
a unique solution to access a major ontology repository (BioPortal).
Finally, we plan to extend the tools to access other NCBO services
(such as BioPortal SPARQL).

5 AVAILABILITY
NCBO-Galaxy is available at the following public instances:
http://sele.inf.um.es/galaxy and http://linkeddata2.dia.fi.upm.es:8080/
and it can be downloaded from the Galaxy Toolshed, available at
http://toolshed.g2.bx.psu.edu/repos/mikel-egana-aranguren/ncbo ser-
vices.
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ABSTRACT
OntoVerbal attempts to reduce the difficulties that non-ontology

experts face in ‘reading’ ontologies, and the burden that ontology
authors face in writing natural language definitions of classes. It does
this by verbalising (i.e., automatically generating as natural language)
the axioms of OWL classes. Its method relies on presenting,
through the use of natural language generation (NLG), naturalistic
descriptions of ontology classes as textual paragraphs. OntoVerbal
has been implemented as a Protégé plugin that can offer an
alternative ‘English’ view of a class and graphical views provided
by various other Protégé plugins. The plugin provides automatic
RDF label generation for ontology entities and a natural language
description for each class, both for the asserted and ‘inferred’ forms
of the class. We have made OntoVerbal, version 1.0, available for
Protégé 4.1 via http://swatproject.org/demos.asp.

1 INTRODUCTION
Ontology development involves at least two ‘hard’ authoring
activities: creating axioms in a new ontology and editing existing
axioms. Thus it is fundamental to using an ontology that the author
is able to understand its content. As a consequence, managing
ontologies is a highly skilled task that tends to be carried out by
specialists. A richly axiomatised ontology can be hard to read,
either in a native OWL syntax or in some graphical presentation.
Given the growing importance and proliferation of ontologies in
the biomedical and other fields, the lack of ready access to their
content is a major stumbling block to wider use. Also, natural
language descriptions are a desirable feature of ontologies and
mandated by the Open Biomedical Ontologies consortium, and as
these are time-consuming to write, support for their production can
be valuable (Stevens et al. (2011)).

OntoVerbal has been developed to help address these problems
(Liang et al. (2011a)). It has applied methods from linguistics,
psycholinguistics and computational linguistics to achieve its
language generation (Liang et al. (2011b)). In particular,
OntoVerbal deploys axioms of a selected class into a discourse
structure. Thus axioms can be transformed into a set of sentences
and then into a structured and well ordered paragraph that represents
the class. OntoVerbal’s aim is not perfect natural language, but
a generic approach to producing acceptable English for a class’
axioms.

2 ONTOVERBAL IN PROTÉGÉ
OntoVerbal generates a natural language paragraph for any selected
class. For illustrative examples in this paper, we use the heart

∗To whom correspondence should be addressed: fennie.liang@cs.man.ac.uk

ontology1 that describes the anatomy of a human heart. The
ontology’s axioms relating to the Valve class are :

(<AnatomicalCavity>DisjointClasses <Valve>)
(<TricuspidValve>SubClassOf <Valve>)
(<PartialValve>SubClassOf <Valve>)
(<Valve>SubClassOf <AnatomicalConcept>)
(<SemiLunarValve>SubClassOf <Valve>)
(<VestigialCardiacValve>SubClassOf <Valve>)
(<MitralValve>SubClassOf <Valve>)
(<AtrioVentricularValve>EquivalentTo (<Valve>and (<hasValveInput>

some <AtriumCavity>) and (<hasValveOutput>some <VentricularCavity>))
)

OntoVerbal has structured and ordered these axioms into an
English paragraph (Figure 1) according to Rhetorical Structure
Theory as

A valve is a kind of anatomical concept. More specialised
kinds of valve are mitral valve, partial valve, semi lunar valve,
tricuspid valve and vestigial cardiac valve. Also, a valve is
different from an anatomical cavity. Another relevant aspect
of a valve is that an atrio ventricular valve is defined as a valve
that has valve input an atrium cavity and has valve output a
ventricular cavity.

Fig. 1. the OntoVerbal description of Valve
http:

//www.swatproject.org/publications/Valve.jpg

1 retrieved from http://owl.cs.manchester.ac.uk/
repository/download?ontology=http://smi.stanford.
edu/people/dameron/ontology/anatomy/heart\&format=
RDF/XML downloaded April 2012.
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The names of the ontology’s classes provide much of the lexical
content of the generated English, and so if the ontology does not
use well formed labels, but only URI fragments, this will have
a detrimental effect on OntoVerbal’s verbalisation; for example,
instead of reading A valve is a kind of anatomical concept the
reader will be confronted with A <URI#Valve> is a kind of
<URI#AnatomicalConcept>. In the latter case, OntoVerbal will
also lose some of its abilities in paragraph generation, such as
putting articles in the right places. For this reason, OntoVerbal will,
when necessary, make its own labels from URI fragments. The
natural language generation engine will supply labels for ontology
classes, object properties, data properties and individuals. It breaks
entity URI fragments such as CamelCase, Under score or a mixture
of both into separate words.

OntoVerbal can also provide descriptions for classes after
reasoning. The description for the Valve class after running a
reasoner becomes:

A valve is a kind of anatomical concept. A more specialised
kind of valve is partial valve. Also, a valve is different from a
left atrium cavity, a coronary artery, a vestigial cardiac valve,
a conus artery, a right marginal artery, a pulmonary valve, ...
an apex of heart, an anterior part of wall of right ventricle, a
valve of coronary sinus, a left circumflex artery and an aorta.
Another relevant aspect of a valve is that an atrio ventricular
valve is defined as a valve that has valve input an atrium cavity
and has valve output a ventricular cavity.

After reasoning, much more is known about the class and this
obviously has an effect on the verbalisation. However, a reader
needs verbalisation of both views at different times—as is provided
in tools such as Protégé. The inferred description (figure 2), in fact,
contains 64 disjoint classes, and some of them are omitted in this
paper. The red coloured classes shown in Protégé are unsatisfiable,
but OntoVerbal’s descriptions has ignored the red colour and still
generated descriptions using the inferred axioms.

Fig. 2. inferred OntoVerbal description of Valve
http://www.swatproject.org/publications/

InferredValve.jpg

3 DISCUSSION
Currently, OntoVerbal uses lightweight linguistic approaches for its
NL paragraph generation. The main reason is that OntoVerbal is
intended as a real time application and employing heavy linguistic
methods will slow down its performance. Also, since the aim is not
to produce perfect English, but rather English that is acceptable
for the purpose of revealing clearly the content of the ontology,
the output of OntoVerbal will at times include incorrect articles
(as seen above) and/or plurals, and be clumsy in places. Since
OntoVerbal is intended to be faithful to its input, in contexts where
the selected class contains many related axioms, it will sometimes
produce excessively long paragraphs. Given that our aim is for rapid
generation of coherent English text for any class, we feel that these
compromises are acceptable.

The OntoVerbal Description tab can generate paragraphs for
classes without RDF labels, but the text will be of reduced
quality compared to those with hand-crafted labels. The OntoVerbal
Description tab can also provide more specific descriptions for
classes if a reasoner is used. OntoVerbal will not replace hand-
crafted natural language descriptions, but can provide a substitute in
their absence. It also provides an alternative view to an ontology’s
axioms in a reasonably familiar natural language form that seeks to
‘ease’ access to often complex ontologies.
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ABSTRACT
This software demonstration paper presents the Epidemic Market-

place, a platform for integrating and sharing epidemiological data.
It uses its own semantic metadata model for characterizing the
resources submitted, which integrates a network of epidemiology
related ontologies. The Epidemic Marketplace platform is available
at http://www.epimarketplace.net/.

1 INTRODUCTION
The Epidemic Marketplace is a platform for integrating and sha-
ring epidemiological data, which aims at supporting transpa-
rent, seamless access to distributed, heterogeneous and redundant
resources (Silva et al., 2010). The development of this platform is
one of the goals of EPIWORK, a multidisciplinary European rese-
arch project funded by a Future and Emerging Technologies (FET)
Proactive initiative, aimed at developing the appropriate framework
of tools and knowledge needed for the design of epidemic forecast
infrastructures.

The Epidemic Marketplace uses its own semantic metadata model
for characterizing the submitted resources (Lopes et al., 2010). To
improve the system interoperability, the semantic metadata model
is internally mapped to the Dublin Core Metadata Element Set, a
standard way to describe web-based information resources. Howe-
ver, the integration of available ontologies in the semantic metadata
model will has a crucial role on enhancing data integration and
the consistency and coherency of their semantic characterization.
Thus, we proposed a Network of Epidemiology Related Ontolo-
gies, dubbed NERO, that establishes a collection of ontologies to
be integrated in the Epidemic Marketplace’s metadata model (Fer-
reira et al., 2012). Ontology matching techniques will be used
to align shared concepts between ontologies (Cruz et al., 2011).
The network will provide a source of concepts to characterize
epidemiological resources.

The usage of ontologies enables the restriction of the semantic
characterization of every resource to standard and unambiguous
terms, making the information retrieval and analysis of the sto-
red resources more effective. Additionally, it also facilitates the
semantic characterization process, for example by providing term
suggestions according to the user profile and their previous resource
submissions.

∗To whom correspondence should be addressed: fcouto@di.fc.ul.pt

2 USER INTERFACE
The platform provides a web user interface to upload, characte-
rize, browse, search, download, request and comment the epidemic
resources and their metadata. The resources are disseminated under
access policies that can be personalized.

The interface was developed using Drupal, a highly customizable
free software package for the organization, management and dis-
tribution of any content 1. The resources are stored in a repository
based on Fedora Commons, a general-purpose, open-source digital
object repository system 2.

Figure 1 shows an example of the resources returned by the plat-
form when searching for flu in 2010 and by ordering them by date
(oldest first). This is just an example of a generic search, but more
specialized filters based on ontological terms may be performed.

The resources and their metadata are also directly accessible
through the set of RESTful web services that are invoked by the
user interface to store and manage the resources. These web ser-
vices are currently being used by computational applications that
require automatic retrieval, search, upload, update or removal of
resources stored in the Marketplace platform. For example, these
web services are currently being used to store simulation data from
the GleamViz simulator 3, tweets retrieved by the MEDCollector
4, and monitorization data gathered by the Influenzanet system 5.
The web services also enable computational applications to manage
group-based access control policies. The detailed specification of
these web services is presented on the platform’s web site. 6.

3 CONCLUSION
This software demonstration paper presents the Epidemic Market-
place, a platform that enables users to semantically characterize
their resources in a standard way by exploiting the knowledge
encoded in a comprehensive network of epidemiologically rele-
vant ontologies. This model not only enhances the characterization
process, but also provides the community with an important asset
by its own, and improves the integration, retrieval and analysis of
resources.

1 http://www.drupal.org/
2 http://www.fedora-commons.org/
3 http://www.gleamviz.org/simulator/
4 http://vimeo.com/14734417
5 http://www.influenzanet.eu/
6 http://www.epimarketplace.net/developers_corner/
web_services
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Fig. 1. Epidemic Marketplace screenshot from the current user interface.

The goal is to provide a unified and integrated platform for the
management of epidemic resources, which will be semantically
characterized by extensively exploiting the knowledge encoded in
available ontologies. This platform will eventually serve as the
basis for a distributed information reference for epidemic modelers,
which will further aid the communication within the community of
epidemiologists and the sharing of their knowledge.
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*ABSTRACT 
 
In	  this	  software	  demonstration,	  we	  will	  show	  

how	  formal	  ontologies	  can	  be	  used	  to	  label	   in-‐
stances	   of	   neural	   (ERP)	   patterns	   that	   have	  
been	   extracted	   from	  multiple	   datasets	   using	   a	  
novel	   pipeline	   for	   pattern	   and	   metric	   extrac-‐
tion	  (see	  Figure	  1,	  next	  page).	  The	  entire	  dem-‐
onstration	  will	  last	  ~15	  minutes.	  We	  will	  begin	  
with	  a	  5-‐minute	  introduction	  to	  ERP	  data	  from	  
several	   cross-‐laboratory	   studies	   of	  word	   com-‐
prehension.	   This	   overview	   will	   motivate	   our	  
demonstration	   by	   showing	   that	   ERP	   data	   are	  
complex	   and	   heterogeneous,	   which	   explains	  
the	  radical	  challenge	  of	  making	  valid	  compari-‐
sons	   across	   different	   studies	   within	   our	   do-‐
main.	  We	  will	  then	  give	  a	  2-‐minute	  description	  
of	  the	  pipeline	  for	  analysis,	  which	  has	  two	  main	  
components:	   (1)	   a	   set	   of	   pattern	   extraction	  
(signal	  decomposition,	  temporal	  segmentation)	  
methods;	   and	   (2)	   code	   to	   extract	   a	   variety	   of	  
simple	  metrics	  (e.g.,	  min	  and	  max	  intensity	  at	  a	  
particular	   electrode)	   and	   to	   express	   these	  
summary	   features	  as	  N-‐triples,	  which	  are	  sub-‐
sequently	   stored	   in	   RDF.	   Finally,	   we	   demon-‐
strate	  how	  the	  NEMO	  ontology	  can	  be	  used	   to	  
reason	   over	   these	   data.	  We	   highlight	   both	   ex-‐
pected	  and	  novel	   findings	  for	  the	  test	  datasets	  
and	   note	   that	   large-‐scale	   application	   of	   this	  
method	   could	   lead	   to	  major	   breakthroughs	   in	  
understanding	   neurological	   patterns	   that	   are	  
linked	   to	   sensory,	   motor,	   and	   cognitive	   pro-‐
cesses	   in	   neurologically	   healthy	   and	   brain-‐
injured	  children	  and	  adults.	  
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Figure 1. [1] ERP pattern extraction. [2] Extraction of summary metrics. [3] Formatting of metrics in N-triples, with arguments defined by NEMO on-
tology classes and relations. [4] Capture of metadata about the experiment context (e.g., participants, measurement methods, experiment paradigm). [5] 
Interchange between NEMO ontology an NEMO ERP database. 
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ABSTRACT 

The majority of current ontology mapping visualization tools 

are limited to showing mappings between a pair of ontologies at a 

time. However, it is often the case that concepts from one ontology 

are mapped to concepts in several other ontologies.  Understanding 

how multiple ontologies relate to one other, as well as understand-

ing the quality of mappings created across ontologies, can be sup-

ported through visualizations that show mappings across more than 

two ontologies. In this paper, we present how BioMixer, a tool for 

visualizing biomedical ontologies, provides a number of custom-

izable views to support the understanding, analysis and navigation 

of mappings across multiple ontologies. 

1 INTRODUCTION  

With a rapid growth of the semantic web, there is an 

increasing need to visualize ontologies as well as to 

visualize how ontologies that are somehow related may 

have concepts mapped to each other (Falconer & Storey, 

2007).   For example, in the NCBO
1
 BioPortal repository, 

there are many mappings stored between terms in the 

Protein Modification ontology and the PRotein Ontology 

(PRO), but there are also 423 terms in the Protein 

Modification ontology that are mapped to the Chemical 

entities of biological interest ontology.  A potential user of 

any one of these ontologies, may wish to gain an 

understanding of how all three ontologies are related by 

mappings, or an ontology curator may wish to explore how 

the three ontologies are mapped and whether such mappings 

make sense or are incomplete.    

     Although visualizing mappings among multiple 

ontologies can provide valuable information, most existing 

visualization tools that show ontology mappings, confine 

the user to view exclusively two ontologies at a time from a 

single perspective. Some of the most common approaches 

for mapping visualization include (1) visualizing two 

ontologies side by side and showing similarities visually in 

terms of matching position, colour, shape, or pattern to 

show the alignment, as in AlVIz (Lanzenberger & Sampson, 

2006) and Optima (Kolli & Doshi, 2008), and (2) showing 

indented trees for two ontologies where mappings are 

represented by links connecting matching terms between the 

two ontologies, as in CogZ (Falconer & Storey, 2007) and 

COMA++ (Aumueller et al., 2005).  

     What is lacking, however, is a visualization tool that can 

show mappings or clusters of mappings across terms in 

                                                           
*
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1 http://www.bioontology.org/ 

more than two ontologies, or a way to visualize which 

ontologies have mapping in a large set of ontologies.  In this 

paper, we present how the BioMixer tool (Fu et al., 2012), a 

tool for visualizing ontologies, has various techniques for 

visualizing mappings at both the term and at the ontology 

level across multiple ontologies.  

2 BIOMIXER MAPPING VISUALIZATIONS 

Through discussions with ontology users and ontology 

curators, we became aware that visualization of mappings at 

the term level, as well as aggregated mappings at the term 

and ontology level, would be desirable.  Thus, BioMixer 

contains three visualizations that show mappings between 

multiple ontologies. These three views differ in their level 

of detail and in their scalability. The mapping overview 

aggregates mappings between a large amount of terms at the 

ontology level, the mapping matrix shows mappings 

between many terms at the term level ordered by ontology 

or term label, and the detailed mapping graph shows the 

mappings between a few terms within the context of other 

term relationships. 

     The mapping overview visualization (Fig. 1) provides a 

summary of mappings across multiple ontologies. When 

there are a large number of ontology term mappings, it is 

difficult to show that much information in detail. The user 

can use this overview visualization to decide which 

ontologies and terms are relevant for viewing their 

mappings. For example, the content of the mapping 

overview can be based on a keyword search for terms across 

multiple ontologies. With this view, the user can quickly see 

which ontologies have many or lack any mappings.  The 

next two views allow the user to drill in to explore 

mappings in detail. 

     The mapping matrix visualization (Fig. 2) facilitates 

the understanding of mapping patterns at the term level.  

Terms can be ordered by either term label or by ontology 

name. Users can easily see clusters of mappings for 

similarly-named terms or for ontology, and thus identify 

potentially missing mappings. The matrix visualization also 

supports understanding how a subset of concepts from one 

ontology is mapped into a set of other ontologies.  

      The detailed mapping graph (Fig. 3) supports users in 

analyzing and understanding mappings in the context of 

other term relationships. The user can search for a term of 

interest using the BioMixer search feature.  The results can 

be showed in the detailed graph view, with mappings and 
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other relationships expanded. For example, the user can 

view the parent-child hierarchies and mappings for terms 

from multiple ontologies.  Such a view should help a user in 

identifying missing mappings along the hierarchies, as well 

as gaining a broader idea about the meaning of similar or 

unrelated but superficially similar terms. 

     Providing three mapping visualizations with different 

levels of detail allows BioMixer to address a variety of use 

cases, which is hard to achieve with a single visualization. 

The three visualizations can be linked together to implement 

the visual information seeking mantra (“Overview first, 

zoom and filter, then details-on-demand” (Shneiderman, 

1996)) in the domain of ontology mapping visualization. 

Fig. 1. Mapping Overview Visualization. The ontologies are shown as 

circles. The radius represents the number of concepts in the ontology. The 

number of mappings between two ontologies corresponds to the width of 

the edge between them. 

Fig. 2. Mapping Matrix Visualization. Concepts from multiple ontologies 

are shown as rows and columns. Mappings are shown as colored cells. The 

user can hover over mappings to highlight row and column. The concepts 

can be sorted by name or by ontology. 

 

Fig. 3. Detailed Mapping Graph. Concepts are shown as nodes, which are 

colored by ontology. Both mappings between ontologies (dashed gray 

edges) and relationships within one ontology (solid blue edges) are 

displayed. Users can expand mappings and other relationships on each 

node.  Different layouts (e.g. force-directed, circle, tree) can be applied. 

3 CONCLUSION 

The BioMixer tool was designed to support the 

visualization of mappings across multiple ontologies. It 

uniquely visualizes mappings in a variety of ways that has 

not been previously supported by other ontology mapping 

visualization tools. Early feedback indicates these views 

will be useful for exploring, analyzing and editing mappings 

across multiple ontologies.  Future work involves evaluating 

these views within the NCBO BioPortal website, and 

developing future views based on user feedback. 
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