ANN-SoLo: EXTREMELY FAST AND ACCURATE OPEN MODIFICATION SPECTRAL LIBRARY SEARCHING
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Introduction
Open modiﬁcation searching is a powerful strategy to identify modiﬁed spectra. By using a very wide
precursor mass window modiﬁed query spectra are compared to their unmodiﬁed counterpart, implicitly
considering any modiﬁcation.
However, this results in a drastically increased search space and an excessive computational cost.

Results
● High-resolution spectra are converted to low-dimensional vectors while tightly capturing their high
2
mass resolution using feature hashing.
○ Convert a spectrum to a sparse vector using small mass bins to tightly capture fragment masses.
○ Hash the sparse, high-dimensional vector to a low-dimensional vector by using a hash function to
map the mass bins to a limited number of hash bins.
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ANN-SoLo was evaluated against SpectraST and MSFragger on a HEK293 data set.
● For open modiﬁcation searching ANN-SoLo is orders of magnitude faster than SpectraST.
● ANN-SoLo identiﬁes the highest number of modiﬁed peptides.
Search engine

Time (min)

# SSMs

# Peptides

MSFragger

0.7

344,998

104,672

SpectraST

8.6

513,488

126,827

ANN-SoLo

13.8

475,987

130,639

MSFragger

34.7

526,027

126,364

SpectraST

2049.2

619,237

132,589

ANN-SoLo

21.7

782,003

168,115

Standard search

Methods
The ANN-SoLo tool is optimized for fast and accurate open modiﬁcation spectral library searching.
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● The cascade search strategy maximally identiﬁes both unmodiﬁed and modiﬁed spectra while strictly
controlling the false discovery rate.
○ Level 1: Standard search using a small precursor mass window to identify unmodiﬁed spectra.
○ Level 2: Open search on spectra not conﬁdently assigned in the ﬁrst search, using a wide precursor
mass window to identify modiﬁed spectra.

● The shifted dot product considers peaks that are shifted according to the precursor mass difference
between two spectra to correctly identify modiﬁed spectra.

Open search

● GPU-powered approximate nearest neighbor indexing3 is used to efﬁciently retrieve a limited number
of library candidates and speed up open modiﬁcation searching.
○ The library spectra are vectorized and a representative set of vectors is selected using the centroids of
a k-means clustering operation.
○ An inverted index is built by linking each of the centroids to the library spectra that are closest to it.
○ A query spectrum only needs to be compared to the few centroids in the inverted index to retrieve its
closest library candidates.

The computational efﬁciency of ANN-SoLo makes it possible to perform untargeted PTM proﬁling via open
searches at an unprecedented scale.
● Draft human proteome data set:7 25 million spectra in 2212 raw ﬁles.
● MassIVE repository-wide spectral library:8 4.2 million spectra (target & decoy).
● Over 14 million spectra were identiﬁed, including 4.3 million modiﬁed spectra. Likely modiﬁcations can
be derived from the frequent precursor mass differences.
● Total search time was 281 hours, corresponding to only 8 minutes of processing time per raw ﬁle on
average.
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