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Executive Summary This document describes the second set of prototypes of the PAL user modeling algorithms and action selection that have
been developed during the third year of the project in PAL’s work package 3 (WP3). The overall objective of WP3 is to adapt the behavior of
the PAL system to each of its users. This adaptation is necessary to ensure 1) engagement of the user and 2) increased effectiveness in personal
goal achievement. To reach these objectives, the PAL system leverages user
models and action selection architectures. The users models are built from
the data and the interactions of the users, which provide useful information
on their preferences or specificities.
This document starts with an evaluation of the action selection architecture over the two first experiments that have taken place in Italy and
Netherlands during the summers 2016 and 2017. The experiments have
lasted 1 and 4 months respectively. The evaluation highlights that the implementation of the HAMMER architecture that has been designed during
the first year of the project has been able to manage the increase of the
number of possible actions, and that it has become a central module in the
PAL System with the number of requests having increased by 663% between
the two first experiments.
This document also describes (1) improvements made on the knowledge
level tracker; (2) context awareness module that models user’s gaze behaviours to predict their knowledgeability during the interactions with the
PAL Quiz Game; (3) virtual children module that creates a model of the
interactions from the real users in order to simulate their behavior during
testing and tunning phases.
Knowledge Level Tracker. An important aspect of the PAL system is to
provide ”serious games” that enable the users to increase their knowledge
about their condition. Therefore, it is crucial to monitor the current knowledge level of the different users to be able to provide the most appropriate
exercises. In the PAL system, this is achieved with the Knowledge Level
tracking module, which uses the responses of the users in the quiz game to
infer their knowledge level on the different topics covered by the game. This
module has been introduced in the Deliverable 3.2, where we showed that
the combination of Collaborative filtering with Gaussian processes enable
rapid and accurate inference of the knowledge level. In this deliverable we
present improvements that have been developed for this module.
The main new feature is the ability for this module to track the change
of the knowledge level over time. This new feature enables to monitor improvements of the users. Another new feature of the knowledge level tracker
introduced in this deliverable is the ability to automatically define abstract
knowledge components. This features analyses the covariance between the
knowledge level of the users on the different topics and outline clusters of
topics that are linked with respect to the knowledge level variations: making
progress on one topic often means making progress on the other topics of
EU H2020 PAL (PHC-643783)
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the same cluster. These clusters form abstract knowledge components that
can be used personalize the PAL system or to enrich the persona.
Context Awareness. What people look at during a visual task reflects
an interplay between ocular motor functions and cognitive processes. This
deliverable investigates whether eye movements reveal information about a
user’s level of knowledge when interacting with the PAL application. To
the best of our knowledge, this is the first attempt to predict user’s knowledgeability from eye movements using a noninvasive eye tracking method,
namely, we perform eye tracking using front-facing camera of mobile devices
in contrast to using specialised eye tracking devices. We focus on the quiz
game where the user and the robot avatar alternately ask and answer general
knowledge questions. First, we introduce the gaze tracking method based
on Convolutional Neural Networks, and define eye gaze features for inferring
user’s knowledgeability. Next, we train a model to predict users’ knowledgeability in the course of responding to a question. We achieve results that
surpass chance using eye gaze features only, which has implications for (1)
adapting behaviours of the virtual avatar to user’s needs (e.g., the robot
avatar can be made to give a hint); (2) selecting personalised quiz questions
based on the user’s observable knowledge.
Virtual Children. We introduce in this deliverable the Virtual Child
module, which uses the data collected from the user during the two first
experiments to create of model of their interaction with the PAL System.
This model is then used to simulate the interactions of the users with the
PAL System. In particular, this new module has been instrumental in the
design of the experiment that will take place this summer and is intended
to last for 9 months in Italy (one hospital) and Netherlands (two hospitals).
It has been used to stress test the system by simulating 20 users interacting
with the system simultaneously. The results of these tests also enabled us
to debug and fine tune the PAL System.
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Tasks, Objectives, Results

1.1

Planned Work

The objectives of this deliverable in the Work Package 3 were to deliver a
second set of prototypes of user model and action selection. To reach this
objective, our goals have been:
• To evaluate the ability of the HAMMER architecture [10, 8, 9] to deal
with large number of possible actions, requests, and topic selections
for the quiz game.
• To integrate contextual information from the user into the PAL system. We introduce a novel user model based on gaze tracking data
for the PAL Quiz Game. This user model aims to inform the system about the knowledgeability of the user before the user takes any
action, beyond just clicks.
• To improve the knowledge level tracker introduced in the previous deliverable, to grant it the ability to track changes over time and provide
abstract representations of the knowledge components.
• To design a module to simulate large number of interaction with the
system for rapid debugging and fine tunning. This module, named
Virtual Child, leverages the data collected during the first two experiments to produce realistic interactions.
The following sections will detail the work and the results that have been
achieved.

2
2.1

Actual Work Performed
First Evaluation

The user models and the action selection module (HAMMER) have been
extensively used over the experiments of the last two years. In particular, the HAMMER architecture has been called 18,610 [Netherlands: 11963;
Italy: 6647] times to select actions (or activities) during the last (Y2) experiment. Compared to the first experiment, only 2,807 [NL: 2128; IT: 679]
action selections have been requested. This represents a 663% increase of
the number of request over a single year. The total number of possible actions has also significantly increase between the two first experiments: 21
actions or activities in 2016 (Y1) and 32 in 2017 (Y2). Interestingly, the total number of sessions (i.e., instantiation of the HAMMER module) has not
followed the same increase: 875 [615; 260] in Y1 the experiment compared
to 726 [421; 305] in the Y2 experiment. This indicates that the average
EU H2020 PAL (PHC-643783)
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number of request per session has increased by 800% (3.2 in Y1 versus 25.6
in Y2), meaning that HAMMER (and the user models) are more frequently
requested by the PAL system.
In addition to select actions and activities, the HAMMER architecture
is also involved in the selection of the topics of the quiz questions based
on the current goals of the users (starting from the Y2 experiment). Over
the 576 [NL: 341;IT: 235] quiz sessions offered to the users during the Y2
experiment, HAMMER has selected 4,477 [NL:2918; IT:1559] topics.
These numbers demonstrate that the action selection module and the
user modules have been able to manage the increase of workload, without
significant change in the architecture and the different modules. Based on
these observations, we are confident that the designed systems will be able
to manage additional users, potential actions, and sources of information
during the next experiment.
It is important to recall that during the first period of the project, a
large amount of effort has been devoted to make the HAMMER architecture as computationally efficient pas possible. In particular, we have demonstrated that the HAMMER architecture can easily handle several hundreds
of different actions and models without requiring more than 100 milliseconds to generate a selected action. The evaluation above reconfirms these
numbers and underlines that the proposed architecture will continue to be
high-performing during the next experiment.

2.2

User Modelling from Eye Movements

In interactive intelligent systems like PAL, effective modelling of human
behaviours and cognition is one of the primary challenges in building user
modelling, adaptation and personalisation mechanisms. Interaction logs or
verbal protocol are generally not adequate for genuinely modelling human
behaviours and inferring internal states. For example, tasks such as problem
solving, reading are hard to be assessed based on verbal protocols [19, 3]. In
addition, the more information exchanged between the user and the system
through multiple modalities, the more versatile, efficient and natural the
interaction becomes [19].
Eye gaze has been frequently studied in interactive intelligent systems
as a cue for inferring user’s internal states. Eye movements directly reflects
what is at the centre of an individual’s visual attention, and are linked to
cognitive processes in the mind [22]. A significant body of work has investigated the relationships between eye movements and cognitive processes
to provide an understanding into decision making [5], memory recall [6],
cognitive load [21], interest [15], level of domain knowledge [7], problem
solving [3, 13], desire to learn [2], and strategy use in reasoning [25]. However, so far relatively little research [15] has focused on the interpretation of
eye tracking data captured from a camera enabled mobile device.
EU H2020 PAL (PHC-643783)
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Figure 1: Automatic inference of user’s knowledgeability during the PAL
Quiz Game: We focus on the PAL Quiz Game where we record interactions
between a user and the robot avatar using the front facing camera of the
tablet. We then train a deep convolutional neural network to estimate user’s
gaze fixations on the tablet screen. From estimated gaze fixations, we then
define a set of eye movement features to discriminate users knowing the
correct answer and users not knowing the correct answer. Finally, we train a
binary Support Vector Machines classifier to predict users’ knowledgeability
from eye movement features.
Accurate eye tracking, namely measuring eye movements precisely to
estimate where the participant is looking at on the screen, requires the use
of invasive devices that are not practical to use in everyday life. Although not
as precise as the eye tracking devices, recent deep-learning based approaches
such as iTracker [14] provide us with a positive outlook for reliably predicting
user’s gaze fixations from a mobile device’s front-facing camera in a nonobstructive manner. Building upon the deep-learning based approaches, we
focus on the inference of user’s knowledgeability from noisy and temporally
sparse eye gaze predictions in a natural interaction setting. The PAL system
can significantly benefit from incorporating such a reasoning mechanism to
improve system adaptation and enhance learning outcomes.
As illustrated in Fig. 1, we focus on predicting user’s knowledgeability
during interactions with the PAL Home setting, where a user plays the
Quiz Game with the robot avatar while being recorded by the front-facing
camera of the tablet. There is a strong correlation between the correctness
of a person’s answer and their Feeling of Knowing (FoK) [4]. FoK is a metacognitive state where people assess their knowledge of a subject when being
posed a question. During this state, people exhibit certain nonverbal cues
through face and voice such as smiles, gaze acts, which are indicator of their
knowledgeability [4]. In addition, humans can predict the performance of
others solving a multi-choice relational reasoning task by looking at their eye
movements only [24]. Humans make use of high distinctive gaze patterns
and gaze dynamics to judge whether a person knows the correct answer
or not. Motivated from [4, 24], we first make a simplifying assumption
that the user’s knowledgeability is binary, i.e. either the user knows correct
answer to a question or not. Next, we propose a representation from eye
movements such that eye movements of a user knowing the answer and a
EU H2020 PAL (PHC-643783)

7

Deliverable 3.3

A. Cully, O. Celiktutan, Y. Demiris

user not knowing the answer appear dissimilar by our classification scheme.
This section is organised as follows. We first introduce our evaluation
dataset comprising interactions between different users and the robot avatar
when playing the PAL Quiz Game on the tablet (Section 2.2.1). We then
describe the technical details of the gaze tracking method, which is based
on Convolutional Neural Networks (Section 2.2.2). Finally, we describe features extracted from eye movements (Section 2.2.3), and present an automatic system that can predict the user’s knowledgeability from these features
(Section 2.2.4).
2.2.1

Dataset Collection for Evaluation

There are a few publicly available gaze tracking datasets that were collected
using mobile devices. However, we are not aware of an existing dataset that
supports research in predicting user’s internal states from eye movements
in mobile devices, in an educational setting. In this section, we therefore
introduce our in-house dataset that comprises audio-visual recordings of a
total of 32 users playing the Quiz Game with the robot avatar. Prior to
the interaction session, we collected gaze tracking data by showing users
dots on the screen at random locations and recording their gaze using the
front-facing camera. We used the gaze tracking data to adapt the developed
gaze tracking method to Lenovo TB2-X30F tablets that are used by children
during PAL experiments.
Data Collection. We designed an experiment using the PAL Quiz Game
with the goal of developing an automatic method for inferring user’s internal
states. In the PAL Quiz Game, a user and the robot avatar ask each other
multi-choice questions about diabetes. In the course of system evaluation,
since our participants were healthy adults, we replaced the diabetes related
quiz questions with general knowledge questions. We generated a database
of 45 random questions at different levels of difficulty (i.e., easy, medium,
hard) from a trivia question database, called Open Trivia Database [16].
There is a total of 24 question categories in the Open Trivia Database [16].
Since our goal is to observe different states of the user (e.g., confident vs.
uncertain), we conducted a preliminary study where we asked a total of 16
participants to assess whether they find each question category difficult or
easy, and whether they find them interesting or boring. Using the results of
the preliminary study, we hand-picked 9 question categories that are shown
in Fig. 2.
32 PhD students and postdoctoral researchers (of which were 10 females)
in our department participated in the study. Each participant was guided
into the experimental room that had natural lighting. The participants were
asked to sit on a chair, and hold the tablet in landscape orientation as they
felt comfortable. Apart from these, no further instructions were given to
the participants. The experiment was divided into two sessions. In the first
EU H2020 PAL (PHC-643783)
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Figure 2: Left: selected question categories to elicit different states from
the user. Right: gaze estimation space for different mobile devices, namely
iPhones/iPads (in blue) and Lenove tablets (in red).

Figure 3: Simultaneous snapshots from the front facing camera of the tablet
and the screen of the tablet during gaze tracking data collection.
session, we collected gaze tracking data by asking each participant to look at
dots being shown on the tablet screen. The dots were appeared at 35 fixed
locations and 25 random locations on the tablet screen, each for a duration of
3 s. Following [12], the fixed locations were equally distributed on the tablet
screen, arranged in 5 rows and 7 columns and spaced 2.71 cm vertically and
3.10 cm horizontally. Example snapshots from the first session are shown
in Fig. 3. This procedure resulted in gaze tracking data for a duration
of 3 mins per participant. In the second session, we collected interaction
videos by asking each participant to play the PAL Quiz Game. PAL Quiz
Game involves a participant and the robot avatar asking and responding to
questions alternately. Each interaction with the robot avatar was recorded
for a duration of 12 mins such that each video contained the participant
and the robot avatar asking each other 10 questions (i.e., 20 questions in
total). These questions were randomly selected from the question database
generated as explained above. Before we started to record the interaction,
we allowed the participants to play the Quiz Game for a couple of questions
to familiarise themselves with the MyPAL App. This is a common practice
widely used to reduce the novelty effect of a new technology.
In both sessions, we recorded the participant on video using an in-house
Android App, called MyPAL Data Collection App, which works in the back-
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ground together with other applications, and records the user from the frontfacing camera of the tablet at a rate of 30 fps with an image resolution of
1280 × 800 pixels. In order to finetune the gaze tracking method (see Section 2.2.2), we segmented the gaze tracking data into a set of short clips
(called PAL Tablet Gaze dataset, hereafter), where each clip contained a
participant looking at a fixation point for 2 s (i.e., we removed the first 0.5 s
and the last 0.5 s). Similarly, we automatically segmented each interaction
video into a set of short clips (called PAL Tablet Interaction dataset, hereafter), where each clip contained either the participant or the robot asking a
question and the other one responding. This was performed by synchronising the interaction logs with the video recordings. A short clip started when
a quiz question appeared on the tablet screen, and finished when a response
was given by the participant / the robot avatar. For the participant, we
took into account the time instant when the participant clicked on one of
the four responses. For automatic analysis, we focused on the clips where
the robot was asking a question and the participant was answering.
Dataset Summary and Characteristics. PAL Tablet Gaze dataset is composed of 103, 911 images captured from 31 participants (images from one of
the participants was not usable), of which 6 were wearing eye glasses. In
Fig. 2, we illustrate the dots displayed with respect to the camera location for
different brands, namely iPhone/iPads [14] vs. Lenovo tablet (ours). This
stems from the fact that iPhone/iPads and Lenovo tablets have different
camera-screen configurations. Therefore, a gaze tracking method trained on
the images captured from iPhone/iPads will not work on the Lenovo tablets
reliably. We further explain how we used the PAL Tablet Gaze dataset to
finetune the gaze tracking method in [14] in Section 2.2.2.
We removed 6 participants and some of the clips from the dataset as
they were not usable, for example, the participant’s eyes were not visible.
The resulting PAL Interaction dataset consists of 26 participants and a total
of 238 clips, on average 9 short clips per participant. Each clip has a duration ranging from 9.5 s to 53.85 s. For predicting user’s knowledgeability,
we further annotated each clip based on the participant’s response. If the
participant’s response to a question is correct, we annotate the corresponding clip with “correct”. Otherwise, we annotated the clip with “incorrect”.
This resulted in 134 incorrect clips and 104 correct clips, which were used
to train a binary classifier (see Section 2.2.4).
2.2.2

Gaze Estimation

Deep learning has proven to be successful in many end-to-end learning tasks,
yielding previously unattainable performances in various challenging computer problems. We therefore adopted a Convolutional Neural Network
based method for gaze estimation in mobile devices [14], which is called
iTracker. The overall architecture of iTracker is given in Fig. 4. iTracker
EU H2020 PAL (PHC-643783)
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Figure 4: The overall architecture of iTracker. Inputs include the images
of the eyes and the face (all of size 224 × 224) and the face grid (of size
25 × 25). CONV represents convolutional layers (with filter size/number of
kernels: CONV-E1,CONV-F1: 11×11/96, CONV-E2,CONV-F2: 5×5/256,
CONV-E3,CONV-F3: 3 × 3/384, CONV-E4,CONV-F4: 1 × 1/64) while FC
represents fully-connected layers (with sizes: FC-E1: 128, FC-F1: 128, FCF2: 64, FC-FG1: 256, FC-FG2: 128, FC1: 128, FC2: 2).
takes as an input (1) the image of the eyes; (2) the image of the face; and (3)
a binary mask indicating the location of the face in the image (namely, face
grid), and outputs estimated horizontal and vertical locations of a gaze fixation on the device screen. Different from the traditional deep gaze tracking
approaches such as [26], the face grid is provided as an input into the network to infer the head pose relative to camera without explicitly estimating
it. Similar to the traditional deep gaze tracking approaches [26], in addition
to face, the eyes are included as individual inputs into the network to allow
the network to identify subtle changes.
In order to train such a deep network, we used a large-scale gaze tracking
dataset, called Gaze Capture dataset [14]. Following a similar procedure
as described in Section 2.2.1, Gaze Capture dataset was collected from a
total of 1474 participants using 15 different mobile devices (iPhones and
iPads only), at four different orientations, namely, portrait, upside-down
portrait, landscape with home button on the left and landscape with home
button on the right. This resulted in a total of 2,445,504 images together
with corresponding gaze fixation locations. Gaze Capture dataset features
EU H2020 PAL (PHC-643783)
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Table 1: Experimental Results on the Gaze Capture dataset.

Model
Baseline
iTracker TF
iTracker∗ TF

Mobile Phone
error dot error
2.99
2.40
2.91
2.33
2.37
1.97

error
5.13
4.40
3.86

Tablet
dot error
4.54
3.95
3.55

a large variability in pose, appearance and illumination, which is essential
in learning a robust gaze tracking model for our purpose.
Implementation Details. In our experiments, as in [14], we selected the
images where both the eyes and the face were detected by Apple’s built-in
method, which resulted in 1,490,959 images in total. Since our ultimate
goal is real-time gaze estimation on a mobile device, we implemented the
model from scratch using TensorFlow [20]. We used 1,251,983 images for
training, 59,480 images for validation and 179,496 images for testing. Firstly,
we followed the original implementation described in [14], which trains the
model for 150,000 iterations with an initial learning rate of 0.001 and a
reduced learning rate of 0.0001 after 75,000 iterations, with a batch size
of 256. Similar to [14], we used stochastic gradient descent optimisation
method with a momentum of 0.9. We call our first trained model as iTracker
TF. Secondly, we repeated a similar training procedure by (1) applying batch
normalisation and (2) using ADAM optimizer with an initial learning rate of
0.001 for 50,000 iterations and a reduced learning rate of 0.0001 for another
50,000 iterations. We call our second trained model as iTracker∗ TF.
Experimental Results on the Gaze Capture Dataset. Similar to [14], we
evaluated the estimation error in terms of Euclidean distance (in centimeters) between the estimated location and the location of the true gaze fixation. We also computed dot error, where we took average of gaze estimations
of the model for all the consecutive images corresponding to the same gaze
fixation at a certain location. We compared our gaze estimation results
with a baseline method that applies support vector regression on features
extracted from a pre-trained ImageNet network (called baseline, hereafter).
Our gaze estimation results are presented in Table 1. iTracker∗ TF outperforms both baseline and iTracker TF by a margin of 0.62 cm and 0.54 cm
in mobile devices and 1.27 cm and 0.54 cm in tablets, respectively.
Finetuning iTracker TF with the PAL Tablet Gaze Dataset. As mentioned in Section 2.2.1, the Gaze Capture dataset was captured using iPhones
and iPads only, whereas in the PAL experiments we used a Lenovo tablet
that has different camera-screen configuration from an iPad. In addition,
out of 1249 subjects, only 225 subjects used iPads during the data collec-
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tion, resulting in unbalanced data distribution between mobile phones and
tablets. We therefore finetuned the network using the PAL Tablet Gaze
Dataset. We used OpenFace [1], an open source toolbox for face analysis,
to detect faces and eyes in the PAL Tablet Gaze dataset. Using the cropped
faces and eyes as inputs, we only updated the weights in the original-datasetspecific layers, namely, in the last two layers (FC1 and FC2 in Fig. 4). We
finetuned the network with a learning rate of 0.0001 for 10,000 iterations in
a subject-independent manner. More explicitly, we divided the dataset into
3 sets: train (20 subjects), validation (6 subjects) and test (5 subjects), and
retrained the network 6 times, using a non-overlapping set of test subjects
each time. This resulted in 6 finetuned networks, which were further used for
gaze estimation on the PAL Tablet Interaction dataset (see Section 2.2.3).
We reported our preliminary gaze estimation results on the PAL Tablet
Gaze dataset for iTracker TF in this deliverable. While the generic iTracker
TF model yields an error of 6.66 cm, finetuning reduced the error to 3.66
cm for the PAL Tablet Gaze dataset.
Real-time Inference on Mobile Devices. As a next step, we optimised the
trained model for deployment in mobile devices, and integrated it into an
Andorid App. Without face and eye detection, inference using the trained
model on a GPU enabled mobile device takes approximately 320 ms per
frame. We aim to further accelerate the inference by training a smaller
version of the network. For example, we plan to reduce the size of the input
images from 224 × 224 to 80 × 80.
2.2.3

Feature Extraction

In order to evaluate the gaze tracking method for knowledgeability classification, we defined a set of simple features to model gaze behaviour. Prior to
feature extraction, we used OpenFace [1] to detect faces and eyes, and applied the finetuned iTracker TF model to estimate gaze fixations in each clip
in the PAL Tablet Interaction dataset. Since we do not have ground-truth
for the true locations of the gaze fixations in the PAL Tablet Interaction
dataset, we manually inspected the results. Our manual inspection showed
that eye blinking results in spurious gaze estimations. As a post-processing
step, we therefore detected eye blinks using OpenFace [1], and removed the
corresponding gaze estimations where an eye blink occurred.
Given gaze fixations estimated in a clip, we extracted three types of
features: (1) attention metrics; (2) heat map; and (3) gaze history images.
For computing the attention metrics, we divided the stimulus into seven
regions of interest (ROIs) including the region enclosing the robot avatar,
the region showing who is turn to ask a question, the regions enclosing
the quiz question and the four options as shown in Fig. 5. We computed
two attention metrics, namely, gaze dwell time and frequency of attention
shifts. For computing gaze dwell time, we took into account the time spent
EU H2020 PAL (PHC-643783)
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Figure 5: Seven regions of interest (ROIs) including the region enclosing the
robot avatar, the region showing who is turn to ask a question, the regions
enclosing the quiz question and the four options. Green dots correspond to
estimated gaze fixation locations.
looking at the robot avatar, the quiz question, the correct answer and the
answer selected by the participant. Similarly, we computed the frequency of
attention shifts between these selected four ROIs. This resulted in 5 features
in total.
Heat map is one of the most widely used representations to analyse eye
movements, which shows how looking is distributed over the stimulus. For
each clip, we generated a 54 × 40 heat map as illustrated in Fig. 6 (left-hand
side). We first vectorised the resulting heat map and then applied Principal
Component Analysis (PCA) to reduce its dimension from 2160 to 100.
2.2.4

Inference of User’s Knowledgeability

As a proof of concept, we used conventional Support Vector Machines (SVM)
as the classification scheme, where we trained a nonlinear SVM with a Radial Basis Function (RBF) kernel to discriminate correct and incorrect samples. We optimised the parameters in a subject-independent fashion. More
explicitly, we evaluated the classification performance using a double leaveone-subject-out cross validation approach: each time we used all the data
from one participant for testing, and all the data from the remaining 25 participants for training and validation, and selected the best parameters on
the training and validation sets using leave-one-subject-out cross validation.
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Figure 6: Left: a sample heat map; right: a sample gaze history image
computed from estimated gaze fixation locations.
Table 2: Knowledgeability classification results.
Method
All features
Attention metrics only
Visual features [4]

Accuracy (%)
53.40
55.36
56.10

This is a common practice to ensure better generalizability of the trained
models to the unseen subjects.
In Table 2, we presented our preliminary classification results using both
all the features and the attention metrics only. As mentioned before, this
is the first attempt to predict human knowledgeability from eye movements
without using any specialised gaze tracking device. We are aware of only
one work that proposed an automatic method for predicting human knowledgeability from observable visual cues [4]. However, their work differs from
our work along two aspects: (1) they focused on clips recorded from a static,
third person vision camera; and (2) they extracted visual features from facial
action units. Nevertheless, we compared our classification accuracy with the
proposed method in [4]. Looking at Table 2, using attention metrics only
yielded classification accuracy on a par with the state-of-the-art method,
encouraging us to further investigate this novel problem.

2.3

Improved knowledge level model

The user model introduced and implemented in PAL last year (see Fig. 7)
leverages information acquired about previous users to rapidly make accurate estimations of the knowledge level of new users. These accurate
predictions are used to personalize the selection of the quiz topics that will
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Figure 8: The general structure of the knowledge level tracker.
then be asked to the users. Moreover, the proposed model is able to track
the changes of the user’s knowledge level over time and is robust to noisy
information.
The general structure of the user model is composed of two components:
(1) a model (Gaussian Process) based only on data collected from the new
student, and (2) an automatically determined combination of the models
from the previous students, which is included in the mean term of the Gaussian Process. The first component encodes the local changes of that are
specific to the new student, while the second component describes the general tendency of the knowledge level over similar students. For instance, in
the example depicted in Fig. 8, the proposed model is able to predict that
the knowledge level of the student will increase near the end of the graph,
which is not captured by the first part of the model.

EU H2020 PAL (PHC-643783)

16

Deliverable 3.3

2.3.1

A. Cully, O. Celiktutan, Y. Demiris

Improved prediction and online tracking

During the last year, we have worked to improve two aspect of this user
model: 1) improve the overall quality of the predictions, and 2) enable
online tracking of the knowledge level to capture its variations over time.
For quantitative evaluation, we used data collected from 27 children who
interacted with the quiz game of PAL during the Y1 experiment. Among the
participating children, we have selected the 27 ones who answered more than
10 questions per topic on average. With the collected data, we computed the
success rate of each child on the different knowledge components of the quiz
game. In order to obtain a ground truth measurement, we simulate children
interacting with the system based on the success rates of the real children
(as suggested by [23]). These virtual children respond to the quiz questions
with the same success rate as the real children. Furthermore, the evolution
of the knowledge level of these virtual users over time is simulated by using a logistic function with randomly generated parameters for each of the
knowledge components. The parameters are defined so that the evolution
converges towards the success rates recorded with the real children, while
the initial performance of the virtual child is defined as a random fraction
of the final success rate (between 10% and 75%).
For the evaluation, one of the 27 virtual children is used as the ”new
student” and is considered as unknown, while the 26 others represent the
previous students that have extensively interacted. The goal of our model
is to make an accurate prediction of the actual success rate of the new user
by taking advantage of the data coming from the previous students. At
each time step, a question from a randomly selected knowledge component
is asked to the virtual child. Its response is recorded and used to update the
student model. The experiments are replicated 27 times in order to gather
statistics about the quality of the predictions. Each of the replications uses
a different virtual child and the 26 remaining ones as the previous students.
This ”leave one out” approach to replicate the experiment is often used as
a cross validation method.
We compared the results of our model against three other approaches.
1. Data-only: This approach uses the data collected from the new user
to compute the average success rate on each topic. For the topics in
which no data has been collected, the predicted success rate is 50%,
otherwise the success rate is the number of correct answers divided by
the number of questions asked.
2. CF-only: This approach is ”Collaborative filtering-only”. It searches
for the previous user with the nearest success rate compared to the
predictions made by the Data-only method, and uses the success rate
of this previous student as prediction of the success rate for the new
user.
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Figure 9: Evolution of the estimation error according to the number of
interactions when the knowledge level of the user does not change over time.
The estimation error is Root Mean Square (RMS) difference between the
predictions made by the different models and the actual success rates of
the virtual child. For each approach, the experiment has been replicated 27
times. Each of the replications considers the data recorded from a different
(real) child. The middle solid lines represent the median value of the different
replications, while the shaded areas extend to the first and third quartiles
of the data. The two colored bars, at the bottom of the graph, denote
when the difference between the proposed model and the approach with the
corresponding color is statistically significant (using rank-sum test) with a
p-value< 0.05. (Best viewed in color).
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3. Glicko: This approach originate from [17] which uses the Glicko rating
system [11] (an improved variant of the famous ELO rating system
often used in chess player rankings) to assess the level of the user
compared to the difficulty of the topics. The difference in terms of level
is used to define a probability of success (i.e., responding correctly to
the question). The main advantage of Glicko algorithm compared to
the ELO raking is that it measures the ”ratings reliability” and adjust
its predictions (and confidence) according to the lack or abundance of
data.
Figure 9 shows the evolution of the estimation error according to the
number of interactions when the knowledge level of the user does not change
over time. The results show that the proposed method always perform better than the compared approaches. At the beginning of the interaction, the
difference between Glicko and our approach is not statistically significant,
and the performance is in general close to the CF-only approach. However,
rapidly our approach manages to take advantage of the incoming data to refine its predictions. We can also observe that the Data-only method performs
significantly worse than the other approaches, while progressively improve
as the amount of collected data increases. These results demonstrate that
the proposed model combines the quickness of the CF-only approach with
the long-term accuracy of the Data-only method.
In particular, the proposed model reach a prediction error lower than
0.15, significantly faster than the other approaches: 9.5 faster than the
data-only approach and 3.8 times faster than the Glicko approach. It is also
interesting to note that the CF-only never reached this level of accuracy.
We can also observe that while this experiment uses only data from real
children (the random parameters that govern the evolution of the virtual
children being not used in this experiment), the CF-only approach and the
proposed student model manage to find similarities between the students
and to leverage them to make more accurate predictions.
2.3.2

Tracking the knowledge level over time

A significant improvement compared to the previous deliverable is that the
model can track changes of the knowledge level over time. For the evaluation, the knowledge level of the virtual children varies according to the
logistic function described above. The main challenge in this experimental
context are that (1) data recorded a long time ago are not relevant to predict future knowledge levels, and (2) the success rate may change rapidly
making the tracking particularly difficult, as the amount of relevant data
becomes relatively small. For this experiment, the parameters of the fusion
operator are updated every 25 interactions, while the total duration of the
experiment has been multiplied by 5.
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Figure 10: Evolution of the estimation error when the knowledge level of the
user changes over time. This figure uses the same notation as the figure 9.
(Best viewed in color).
Figure 10 shows the evolution of the estimation error over time. The
proposed student model is able to both rapidly make accurate predictions
and to track changes of the students’ knowledge level over time. In the figure,
the prediction error of the proposed approach is constantly lower or similar
than all the compared approaches, with the difference being statistically
significant in most of the experiment duration. There is only one short
period where the difference between the predictions the proposed model
and the Glicko approach is not statically significant. During the rest of the
interactions, the proposed approach is significantly more accurate than all
the compared approaches. At the end of the experiment, the predictions
made by the proposed approach are several times more accurate than the
compared approaches despite that the users’ knowledge level changes of
the over time: the median root mean square error is equal to 5.84% for
the proposed user model, 11.25% for the moving window, 14.35% for the
Data-only approach, 22.33% for CF-only approach, and 9.01% for the Glicko
approach. We can also observed from the results that the proposed approach
and the Glicko one are the only two approaches that reach a prediction error
lower than 10%. However, the proposed approach reaches this quality of
prediction 4.3 times faster than Glicko.
2.3.3

Automatic definition of abstract knowledge components

A second main improvement of the knowledge level tracker implemented this
year is the ability to automatically generate abstract knowledge components
(or topics). This is achieved by using a Automatic Relevance Determination
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Figure 11: A) Average Hyper-parameters found for the kernel function. B)
The eigen value analysis demonstrates that the 10 knowledge components
form 3 distinct clusters in the 3 mains dimensions of the latent space. C)
Distance matrix between the hyper-parameters found for the different students.
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technique to find the parameters of the covariance matrix of the kernel
function used in the Gaussian Process. This Covariance matrix defines the
relationships between the different knowledge components (or topics), which
can be used to define abstract ones.
For the evaluation of this feature, we used the ”Algebra 2005-2006”
dataset from [18]. This dataset contains 813,661 interactions from 575 students who used an Intelligent Tutoring System (ITS) for math lessons. We
filtered the dataset to keep the 20 students who interacted the most with
the ITS and we conserved only the interactions related to the 10 knowledge components (topics) the most present in the database. After filtering,
the dataset contains for each student a list of their responses to the math
questions which states whether the student replied correctly (in a first attempt) to the question and to which knowledge component this question is
associated.
We analyzed the covariance matrix of the kernel function found by the
automatic relevance determination for each of the 20 students. Three observations can be drawn from this analysis. First, the hyper-parameters
independently found for each students are similar for the 17 of the 20 students, as shown by the distance matrix between between the different hyperparameters (fig. 11 C). The distance has been computed with the Frobenius
norm of the squared difference of the two matrices.
Second, by using an average value (over the different students) for the
hyper-parameters (fig. 11 A), we can observe that the produced covariance
matrix forms three distinct clusters among the 10 knowledge components.
Figure 11 B shows the projection of the 10 knowledge components in a
latent space formed by the 3 main Eigen-vectors of the obtained covariance
matrix. The ellipses around each marker are defined by the Eigen-values
of the corresponding dimensions, which define the scale factor of the kernel
function in this dimension.
Finally, if we consider the label of the knowledge components, we can see
that the student model manages to extract a meaningful abstract representation of the different knowledge components. The cluster in the top-right
of fig. 11 B contains the following four components: (1) Using small numbers, (2) Using simple numbers, (3) Using difficult numbers, and (4) Using
large numbers. Similarly, the cluster in the top-left contains the following
components: (1) Removing coefficient, (2) Removing constant, and (3) Removing positive coefficient. While it is easy for us to see the links between
these components given their labels, the proposed student model managed
to find these relationships directly from the (binary) responses of the students. Indeed, the labels are unknown to the student model (the knowledge
components are simply numbered from 0 to 9). Moreover, it is important
to recall that the 10 knowledge components used in this experiment have
been selected because they are the 10 most present components. They have
not been selected based on the similarity of their labels. This result demonEU H2020 PAL (PHC-643783)
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Figure 12: Concept of the Virtual Child module. This module processes
the data from the real users in order to simulate virtual ones. This enables
automated stress testing, and rapid debugging.
strates a very promising ability of the student model to determine the main
abstract knowledge components for the students. For example, in this experiment, the latent representation created by the student model can be used
to defined 3 abstract knowledge components (as the center of each cluster).

2.4

Virtual user model for rapid debugging and stress-testing

The last model that we have designed for this deliverable is the Virtual
Child module. This module uses the data collected from the users of the
PAL System during the two first experiments, in order to create a model
of their interactions with the system (see Fig. 12). This model is then
used to simulate users interacting with the system in a realistic manner.
For instance, we can use the distribution of the users’ answers to the quiz
questions to generate a virtual child with the same average knowledge level
than the real users of the system.
The model is built by parsing and filtering the messages exchanged between the MyPAL application and the different modules of the PAL System.
From these messages, we extract the causality between the different types of
message. For example, we determine that after a ”quiz question” message,
a user replies with a ”quiz response” with various content. Similarly, after
quiting an activity, a user often starts a new one. These causality mapping
is then used to determine the behavior of the Virtual Child module: When
a ”quiz question” is received, the Virtual Child has to reply with a ”quiz
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answer” message, and can use the recorded responses from the real users to
respond with the same success rate (or knowledge level).
We used this user model to prepare the second experiment (Y2) and in
particular to stress test our servers. We evaluate how the deployed severs
react when 20 users simultaneously connect and start using the PAL System.
The results have demonstrated that with the current configuration of the
servers (4 cores and 16GB of memory) the system managed to accept all the
incoming users without difficulty and using in average half of its capacity.
This allows us to be particularly confident that the current system can
handle more users in the future experiments.
This user model has also been instrumental in the debugging of the PAL
System in general. Indeed, the PAL System offers a very diverse experience
for each of the users. The goal is that every session is different and personalized to the user. It is therefore particularly difficult to thoroughly test all
the features of the system, as some of them will not be presented during one
session. To overcome this situation, we used the Virtual Child model to execute a large number of sessions in order to cover as much as possible all the
different experiences that the PAL System can offer. This enables statistic
to be collected and check that, for instance, enough dialogue sequences are
executed, or that the average quiz session has the right duration. We used
this procedure to fine tune the different algorithms of the PAL System. In
general, the Virtual Child module is an instrumental tool for debugging and
testing that is extensively used by most of the partners of the project.

3

Conclusions

Effective user modelling is crucial for the personalization of the users’ learning experience. However, it also represents a challenge as the information
sources are often temporally sparse, and measured observations are noisy.
For example, the inference of the knowledge level usually requires aggregating a significant amount of data. The method for
Overall, the WP3-tasks provided several major outcomes:
• An analysis of the usage of the action selection architecture during
the two first experiments, demonstrating the ability of our HAMMER
architecture to cope with the demands of the experimental setups.
• An automatic method to predict human knowledgeability from eye
movements.
• An improved implementation of the user model for knowledge level
estimation based on interaction mining.
• An additional feature for the tracking of knowledge level variation over
time.
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• The capability to extract abstract representations for knowledge components from interaction data.
• An extensive evaluation of the developed user model based on real
data that demonstrates that our approach for knowledge level tracking provides faster more accurate estimation than all the compared
approaches.
• An implementation of a user model to simulate users interacting with
the PAL System.
• A method for automatically stress testing and debugging the deployed
architecture using the virtual child model.
We achieve knowledgeability classification results that surpass chance using attention metrics only, and are on a par with a state-of-the-art approach.
Motivated from our preliminary results, we plan to improve our proposed
approach along several avenues. First, we will design a novel architecture
for the deep neural network to enable end-to-end learning, namely, the novel
network will take as an input a frame (without face and eye detection), and
will output the estimated location of a gaze fixation. We believe that this
will boost the performance while minimizing the running time per frame.
Secondly, we will use a probability classification method for knowledgeability
classification.
Finally, we plan to fuse the predictions from the Knowledge level tracker
and the user model based on eye movements, in order to improve the overall
tracking of the user’s knowledge. In particular, the gaze tracking module
can inform the knowledge level tracker that the user is confident or not (e.g.
hesitating between two answer), which can be used to weight the importance
of the collected data. For instance, a wrong answer given by the user will
be more significant if he/she is fully confident. Conversely, if the user gives
a wrong answer after hesitating between two answers, including the correct
one, this wrong answer will be judge less severely.
We will also investigate the possibility to provide personalized explanations given the hesitations of the user. Indeed, the gaze patterns and the
knowledge level tracker can inform the PAL System on the specific concepts
that are not mastered by the user. This information can be used by the action selection module to provide a personalized learning experience to each
of the users.
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