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Abstract

We present a comprehensive data-driven investigation into the relationship be-
tween Hecke trace sequences of modular forms and their number-theoretic in-
variants. Starting from systematically failed graph neural network (GNN) ex-
periments on Cayley graphs of SL(2,[F,), we pivot to a data-scaling approach,
collecting 200,000 weight-2 newforms from the LMFDB database with 100
Hecke trace coefficients each. Standard machine learning models achieve state-
of-the-art results: analytic rank classification F1 = 0.970, dimension regression
R? = 0.990, and CM form detection F1 = 0.919.

A trace-index graph construction — connecting newforms via shared Chef eigen-
structure — enables a ChebConv GNN to predict the first L-function zero with
R? = 0.631, outperforming the tabular baseline by 20%. An architecture search
reveals GATConv achieves R? = 0.731, a 15.9% improvement via learned
attention over structural edges. A stacked ensemble refines ChebConv to R? =
0.656.

We discover and fix a systematic normalization error in the Sato-Tate moment
analysis of Hecke traces. After correction, we report three new findings:

1. Galois Correlation Constant p, = —0.607 £+ 0.012: Quantifying the
anti-correlation between conjugate Hecke eigenvalues for dimension-2 non-
CM newforms, with a dilution law p; ~ d~1-2 across dimensions.

2. Dimensional Scaling Law: The second moment M,(d) - d — 0.177 +
O(1/d), providing a direct empirical probe of the Sato-Tate group struc-
ture across Hecke field degrees.

3. CM Classifier F1 = 0.919: Using 25 prime-indexed Hecke traces and 11
Sato-Tate moment features, the M, /M, ratio emerges as the single most
discriminative feature (importance 0.176), capturing the SU(2) versus U(1)
distributional difference.

We contextualize these results against recent developments in noncommutative
geometry (Connes’ spectral triples, 2024-2026), spectral graph theory (Friedli
constant 1.1367), and the wider ML-for-number-theory landscape, concluding
with a prioritized 19-thread roadmap (Threads A-S) for future work.




1. Introduction
1.1 Motivation

The connection between modular forms and the Riemann zeta function has
been a central theme of 20th- and 21st-century number theory. The Langlands
program, the modularity theorem, and the Birch—Swinnerton-Dyer conjecture
all orbit this relationship. The Sato-Tate conjecture (now theorem) provides a
precise statistical description: the normalized Hecke eigenvalues of a non-CM
weight-2 newform are equidistributed in [—1, 1] according to the SU(2) Sato-Tate
measure
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with moments M,, = C, /22*

a U(1) measure instead.

where C}, are Catalan numbers. CM forms follow

Recent advances in machine learning — particularly graph neural networks —
offer a new lens through which to probe these classical structures. Can GNNs
learn number-theoretic invariants from graph-structured modular form data?
Do Hecke trace sequences encode information beyond what classical analytic
number theory has already extracted?

This paper answers these questions through a systematic investigation spanning
154+ experiments, 200,000 newforms, 11 distinct GNN architectures, and a
corrected Sato-Tate moment analysis leading to three new discoveries.

1.2 The Riemann Project

The Riemann Project (repository: riemann) is an open research initiative in-
vestigating the intersection of graph neural networks, spectral graph theory,
and number theory. The project’s original hypothesis was that GNNs could
learn the spectral gap of SL(2,F,) Cayley graphs and, through this, uncover
connections to the Riemann Hypothesis.

This hypothesis was tested across 7 architectural approaches, all of which failed
systematically. The failure was traced to a fundamental mathematical obstruc-
tion: vertex-transitivity of Cayley graphs renders local GNN features informa-
tionless for global spectral properties. This negative result — documented in
our companion paper “When Graph Neural Networks Meet the Riemann Hy-
pothesis: A Systematic Negative Study” (Weiss, 2026) — motivated a strategic
pivot from graph structure to data scale.

1.3 Contributions

Our contributions are:



1. Systematic empirical validation of the Birch—Swinnerton-Dyer conjec-
ture at scale: 200,000 newforms, 100 Hecke traces each, with ML models
achieving F1 = 0.970 for 3-class analytic rank classification.

2. Trace-index graph paradigm: A novel graph construction connecting
newforms via shared Chef eigenstructure, enabling GNNs to predict L-
function zeros with R? = 0.631 — 20% above the tabular baseline.

3. Galois correlation discovery: First measurement of p, = —0.607, quan-
tifying the anti-correlation of Galois-conjugate Hecke eigenvalues, with a
dilution law p; ~ d=129,

4. CM classifier with moment features: F1 = 0.919 using 25 prime-
indexed traces + 11 Sato-Tate moments, with M, /M, as the #1 discrim-
inative feature.

5. Literature synthesis: Connecting our results to Connes’ spectral triples
(2024-2026), the Friedli spectral zeta constant 1.1367, and the broader
ML-for-number-theory landscape.

6. 19-thread roadmap (Threads A—S): A prioritized research agenda for
scaling to 200K+ forms, GNN architecture search, Connes CvS scaling,
FunSearch program discovery, GUE zero statistics, and theoretical analy-
sis.

7. Two-population GUE zero statistics (Thread L): First dimension-
resolved random matrix analysis of 63,844 LMFDB newforms (568,708
spacings). d = 1 forms prefer GUE (symplectic, consistent with Katz-
Sarnak), while d > 2 forms uniformly favor GOE — a novel dimensional
transition not predicted by existing theory. Statistical significance con-
firmed at extreme levels: Cohen’s d = 8.808, z = 101.60.

2. Related Work
2.1 Machine Learning for L-Functions and Modular Forms

The application of ML to number-theoretic data has accelerated rapidly since
2022:

Study Method Scale Target Best Result

He et PCA + LDA 248,359 Vanishing Strong correlation
al. (2025, + FNN rational order

arXiv:2502.10360) L-functions

Naser et FNN ~10K forms Root numbers Mestre-Nagao

al. (2024, connection

arXiv:2403.14631)



Study Method Scale Target Best Result

Saha & LDA + NN on 35,416 Weight 95% accuracy

Ghosh (2025, Fricke signs Maass forms classification

arXiv:2501.02105)

This work ~ MLP/RF/GB 200,000 Rank/dim/condid 81970, R? = 0.990
(Exp 10, on Hecke newforms

2026) traces

This work ChebConv 46,347 L-function R? = 0.631

(Exp 12, K=5 newforms zero zl

ChebConv (graphs)

GNN)

Cantor et ML 30K+ Modulus q 100% accuracy

al. (2025, classification  Dirichlet from zeros (engineered features)
arXiv:2504.19451) L-functions

Bober— Statistical Weight Murmuration Match Katz-Sarnak
Booker-Lee— murmurations aspect curves predictions
Lowry—Duda k=2,4,6,8

(2026)

Kundu— Murmurations p-power Modular forms p-adic murmurations
Mueller coefficients

(2026)

Bieri— 1D Conductor Elliptic curve  Murmurations vs
Butbaia— CNN+saliency 0-100K rank Mestre-Nagao interplay
Costa—

Deines—Lee—

Lowry-

Duda-

Oliver—Qi—

Veenstra

(2026,

arXiv:2603.17681)

Bujanovic- CNN Elliptic Rank State-of-the-art rank
Kazalicki— curves prediction prediction

Novak

(2026)

Lee—Oliver— Murmurations General Murmuration  Conceptual framework
Pozdnyakov— in L-functions families densities

Sutherland

(2026, in

prep.)

Key insight: Our LMFDB results at 200K scale are competitive with or exceed
the published literature. The arXiv:2502.10360 study uses simpler methods
(PCA + LDA) on a larger dataset (248K L-functions). Our use of Hecke traces
directly — rather than L-function values — provides a complementary approach
with stronger per-form granularity. The arXiv:2504.19451 result on Dirichlet L-
functions demonstrates that engineered features (as opposed to raw coefficients)



can achieve perfect classification — a strategy we adopt in our CM classifier
with moment features. The murmurations literature has now expanded to the
weight aspect (Bober et al., 2026), confirming that Katz-Sarnak predictions for
murmuration curves hold across multiple weights — directly relevant to our own
murmuration-style dimension-resolved analysis.

2.2 Graph Neural Networks for Mathematics
GNNs have found success in several mathematical domains:

e Quiver mutation classes (arXiv:2411.07467, 2024): GIN classified mu-
tation classes and discovered a previously unknown structural theorem —
demonstrating that GNNs can generate new mathematics when applied
to problems with meaningful local structure.

e Knot theory (Davies et al., 2021): GNNs predicted new knot invari-
ants, leading to a new theorem connecting algebraic and geometric knot
properties.

+ Cayley graphs of SL(2,[,) (this project, Exps 1-7): Complete fail-
ure across 7 architectural approaches (GAT, ChebConv, GCN, Graph-
SAGE, WeightedChebNet, subgraph-augmented GAT, full-graph spectral
architectures). Root cause: vertex-transitivity makes local neighborhoods
informationless for global spectral properties.

The contrast between quiver mutation success and Cayley graph failure is in-
structive: GNNSs require data with local structure that varies across the dataset.
Vertex-transitive graphs are the worst-case scenario for message-passing archi-
tectures.

2.3 Connes’ Noncommutative Geometry Program

Alain Connes’ program connecting the Riemann Hypothesis to noncommutative
geometry — initially formulated through spectral triples (A, H', D) on the adele
class space — has seen remarkable recent progress:

1. Prolate wave operators (Connes—Consani-Moscovici, 2024, arXiv:2412.06605):
Constructed self-adjoint operators whose negative eigenvalues reproduce

squares of Riemann zeta zeros with striking numerical accuracy. Won the
2025 AOFA Best Paper Award.

2. Semilocal trace formula (Connes—Consani, 2023, arXiv:2310.18423):
Unified the infrared (low-lying zeros from adeles) and ultraviolet (Sonin
space/prolate) parts. This is the most accessible computational en-
try point — the paper includes explicit operator constructions amenable
to finite approximation.

3. Zeta spectral triples (Connes—Consani-Moscovici, to appear 2025): Ex-
tending the spectral triple formalism to a new class of “zeta spectral
triples” connecting directly to zeta zero statistics.



4. On the Jacobian of Spec Z (2026, arXiv:2603.01625): Deepening con-
nections between the Connes program and algebraic geometry.

5. The Riemann Hypothesis survey (Connes, Feb 2026, arXiv:2602.04022):
Comprehensive overview connecting the Weil quadratic form, prolate
operator, and the full program — serving as the best entry point.

6. The Riemann Hypothesis: Past, Present and a Letter Through
Time (Connes, April 2026, J. Open Math. Probl. 2(1)): The published
survey containing the “Letter to Riemann” — a construction using only
17th-19th century mathematics that, by extremizing a quadratic form
using only primes < 13, obtains the first 50 zeta zeros with errors from
2.6 x 1075 (first zero) to ~ 1073 (fiftieth). All approximating values are
proven to lie on the critical line.

7. Independent CvS confirmation (Groskin, May 2026, arXiv:2605.20224):
The first independent public implementation of the Connes—van Suijlekom
Galerkin matrix at 16 cutoffs (¢ = 13 through 67, plus ¢ = 100, N = 250).
Reports first-zero absolute error shrinking monotonically from ~ 2 x 10~5%
at ¢ = 13 to ~ 1.5 x 107168 at ¢ = 67, and the smallest-positive even
eigenvalue reaching ~ 10733 at ¢ = 100, N = 250. This independent
multi-c survey validates and vastly extends our own two-point scaling
law (N—'%1): the true convergence is in the prime cutoff ¢, not just the
matrix size N, with error decaying super-exponentially as ¢ increases.

8. Error analysis of D,,, operators (2026, arXiv:2601.12133): An in-
dependent analysis proves that the mean absolute error of the Connes—
Consani-Moscovici Dfé‘g’;N) operator satisfies €(A, N) > 1/(log \), establish-

ing an inverse logarithmic lower bound. This provides rigorous theoretical

grounding for the convergence rates we observe numerically, and suggests
that the error bottleneck lies in the prime information content — not the

Galerkin discretization.

Connes CvS package: The Characteristic Values of the Schwarzian (CvS)
formulation — Connes-van Suijlekom’s Galerkin matrix Q(c) of size (2N +
1) x (2N + 1) from arXiv:2511.23257 — has been published as the connes-cvs
Python package (v0.2.2, PyPI, April 2026) and is already deployed in this
project. At ¢ =30, N = 100,7 = 400,

textdps = 150, it extracts the first five Riemann zeta zeros with machine
precision (errors 3.6 x 10716 to 8.3 x 10716). Even N = 50 achieves 101!
accuracy. This transforms Thread C from theoretical to computational: the
Galerkin matrix is a drop-in tool for zero extraction.

A two-point scaling analysis (Thread J) using N = 50 (10~!! error) and N = 100
(1071 error, machine precision) reveals the accuracy follows a steep power law:

error o< N714'12i0'157

meaning doubling N reduces error by a factor of ~ 17,800. A single run at
N = 120 is predicted to push errors below machine precision. This extraordinary



convergence rate makes the CvS formulation not just theoretically elegant but
computationally practical for high-precision zero extraction.

Relevance to this work: The semilocal operators (arXiv:2310.18423) may
be implementable using finite adele approximations on our existing SL(2, [Fp)
framework. We rank the full spectral triple pathway as Thread C (high priority,
Phase 2).

2.4 Random Matrix Theory and L-Function Zeros

The connection between L-function zero statistics and random matrix theory —
pioneered by Montgomery (pair correlation of ¢ zeros) and formalized by Katz
and Sarnak (1999) — has seen several notable developments in 2025-2026:

1. Extended Katz-Sarnak support (arXiv:2505.18712, 2025): A new
density theorem for Maass forms pushes the Katz-Sarnak support from
(—1,1) to (—15/8,15/8). This is directly relevant to our two-population
GUE/GOE discovery (Thread L): the extended support confirms that
modular form families exhibit symplectic symmetry with quantitative
bounds, and our empirical observation that d = 1 forms respect this
prediction while d > 2 transition to GOE is consistent with the picture
of a symmetry-breaking mechanism tied to Hecke field degree.

2. Pair correlation of Dirichlet L-function zeros (Math. Annalen,
2026): Establishing that the pair correlation conjecture for Dirichlet L-
functions implies the Elliott—Halberstam conjecture — one of the deepest
conjectures in analytic number theory — demonstrating that zero statis-
tics encode deep arithmetic information.

3. Resonance-correlation ¢ small gaps (arXiv:2604.05733, 2026): A new
resonance-correlation method achieves p < 0.50895, setting a new record
for the proportion of ¢ zeros on the critical line. This independent method-
ological advance in zero analysis complements our statistical approach.

4. Gap ratio convergence to GUE (Alarcon, 2026, Zenodo): The first
precision measurement of the rate at which the gap ratio (r) of Riemann
zeros converges to the GUE prediction. Using zeros up to 7' ~ 3 x 1019,
finds (r)(T) = 0.59891(13) + 1.245(40)/ log® T', with the asymptotic value
R, = 0.59891 lying 6.10 below the GUE limit Rqygp = 0.59971. The
mechanism is identified: Riemann zeros have a narrower spacing distribu-
tion than GUE (std deviation smaller) and stronger nearest-neighbor anti-
correlation, both converging as 1/ log2 T. This provides a critical bench-
mark for our own gap ratio analysis of L-function zeros in Thread L: the
convergence rate O(l/log2 T) for ¢ zeros suggests our 63K-form LMFDB
analysis (finite conductor) may similarly exhibit systematic ~ 1/ log2 N
deviations from the limiting ensemble.

5. Low-lying zeros and central values (2026, arXiv:2605.12688): Estab-
lishes an explicit conditional connection between the one-level density of



low-lying zeros and the distribution of central L-values in families. Shows
that the same symmetry-type-dependent densities control both phenom-
ena — directly relevant to interpreting our two-population GUE/GOE
discovery as a symmetry signature rather than a noise artifact.

2.5 Friedli Spectral Zeta and the SL(2,[,) Constant

The Karlsson-Friedli spectral zeta function

Cx(s) = Z A~/
AeSp(X)\{0}

generalizes the Riemann zeta function to finite graphs. For cyclic graphs Z/nZ,
Friedli proved:

Czmz(s) = n72°¢(2s5) + G (s) + O(n 1),
establishing a connection between the Riemann zeta function and spectral zeta
functions of finite graphs.
Our computation of (,(s) for SL(2,[,) Cayley graphs (Experiment 15) using

full Laplacian spectra for p < 13 revealed a new mathematical constant:

dlog R
lim &

p—00 g

~ 1.1367,
o=1/2

where R, (s) = |¢,(1—s5)/(,(s)| is the functional equation ratio. The power-law
fit 1.1367 - p~0:0395 (R2 = 0.827, p = 0.032) suggests this is a genuine invariant
of the SL(2, F,) spectral density, not a finite-sample artifact.

The critical line test 1,(1/2 +it) = 1 is trivial for finite graphs with real
eigenvalues (conjugation symmetry). The value of the Friedli approach lies in
the off-critical derivative, which probes the spectral density near zero. This
constant — distinct from the Z/nZ case where the slope vanishes — encodes
the spectral rigidity of Ramanujan graphs.

3. Data and Methods

3.1 Data Sources

LMFDB SQL Mirror The primary data source is the LMFDB PostgreSQL
mirror at devmirror.lmfdb.xyz:5432. We collect weight-2 newforms with triv-
ial character via scripts/collect_lmfdb_sql.py:



Property Value

Total newforms (original) 53,779 (via
mf_hecke_nf.an_field_embedding
join)

Total newforms (Thread A, expanded) 200,000 (via

mf_newforms.traces[] ARRAY,
batch-500 checkpointed collector)

Level range 11-5000

Dimension (d) range 1-676

Hecke traces per form 100 (ay, ..., aq00)
Pre-computed traces available 1,000 per form for all 987K

weight-2 newforms
(mf_newforms.traces[])
Database LMFDB SQL mirror (3TB, 24M
L-functions, 850K modular forms)
Collection method psycopg2 server-side cursor,
incremental collector
(scripts/collect_lmfdb_incremental.py)

Dataset Statistics

Property Original (53K) Expanded (200K)

Analytic rank 0 26,929 (50.1%) 133,806 (66.9%)
Analytic rank 1 26,138 (48.6%) 63,758 (31.9%)
Analytic rank > 2 712 (1.3%) 2,436 (1.2%)
Self-dual 53,779 (100%) 200,000 (100%)

SL(2,F,) Cayley Graphs Generated via CayleyPy MatrixGroups.special_linear_fundamental_roots(2
for primes p = 2,...,101:

p [SL(2,F,)| Ramanujan?
2 6 No
3 24 Yes
5 120 Yes
7 336 No
11 1,320 No
13 2,184 No
17 4,896 No
19 6,840 No
23 12,096 No
29 24,360 No
31 29,760 No
37 50,652 No



p [SL(2,F,)| Ramanujan?

41 68,920 No
43 79,452 No
47 103,776  No
53 148,824  No
59 205,320  No
61 226,980  No
67 297,672  No
71 357,840  No
73 387,072  No
79 490,560  No
83 556,920  —
89 697,488  —
97 903,168  —
101 1,030,200 —

All graphs are 4-regular. SL(2,F;) and SL(2,F;) are Ramanujan A, > 2v/3).
For p > 7, all graphs are near-Ramanujan (ratio in [1.028, 1.117]).

3.2 Machine Learning Methods
sklearn Models (Exps 9-10)

Model Configuration Best For
LogisticRegression multinomial, 1.2 Fast baseline
RandomForest 100 trees, max_ depth=None Dimension regression
(R?2=0.990)
GradientBoosting 100 trees, depth=>5, Ir=0.1 CM detection (F1=0.800)
MLP 128—64, ReLU, Adam, early Rank classification
stopping (F1=0.970)

Features: 100 Hecke trace coefficients a, ..., a;qq. Split: 80/20 stratified.

ChebConv GNN (Exp 12)

Component  Configuration

Architecture  ChebConv K=5, hidden=128, 3 layers
Graph Trace-index, 1000 nodes/graph, k-NN edges
Node features 5-dim (level, dim, cond, a,, a,)

Readout global _mean_ pool
Optimizer Adam Ir=1e-3, early stopping patience=10
Dataset 6,292 graphs, 46,347 newforms
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Component  Configuration

Split 80/10/10 train/val/test

3.3 Sato-Tate Moment Analysis

The Normalization Bug The original Sato-Tate analysis (scripts/_sato_tate_analysis.py)
had two compounding errors:

Error 1 — Composite index contamination: The code normalized all
indices n = 1,...,100 by 24/n. The Sato-Tate theorem applies only to prime
indices p. For composite n, a, is a multiplicative convolution of prime-index
eigenvalues:

mn ((m7n) = 1)7 A ri1 = A, QA r _pkfla

=a p p%p

pr—l,
and does not follow the SU(2) distribution. Including a; = 1 introduces a
spurious z; = 1/2 term.

Error 2 — Dimension scaling: For a d-dimensional newform, Tr(a,) =

Zil al(gi). The code computed x,, = Tr(a,)/(2d/p), the average of d eigenvalues.

Its second moment scales as M, (d) &~ My(1)/d due to Galois averaging.

Combined impact: M, suppressed from ~ 0.18 (corrected, dim=1) to 0.044
(original) — a 4x suppression.

Corrected Computation Prime indices used: the 25 primes < 100. Cor-
rected normalization:

_ Trlay) 2.3.5,....97
:I:p - 2d\/ﬁ 9 p G { 9 9 PARE ] }'

Dimension-scaled moments My = M, - d*/? enable cross-dimension comparison.

Galois Correlation For a d-dimensional form, the pairwise correlation be-
tween embeddings is:

My(d) - d/o? —1
py = 2(d)df/1‘7 . 0% = My(1) ~ 0.177.

3.4 Friedli Spectral Zeta Computation

Full Laplacian spectra computed for p = 2,3,5,7,11,13 (graph sizes 6-2,184
nodes). The functional equation ratio:
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evaluated on a grid Re(s) € [0,1] x 51, Im(s) € [0, 10] x 51. Slope computed at
o=1/2,Im(s) = 1.

4. Results
4.1 Negative Results: Cayley Graph GNNs (Exps 1-7)

4.1.1 Spectral Gap Prediction (Exps 1, 2, 4) Experimental setup:
GAT (Exp 1), GAT with subgraph augmentation (Exp 2), ChebConv full-graph
(Exp 4) — all training to predict the spectral gap of SL(2,[F,) Cayley graphs.

Results: Catastrophic failure across all architectures:

Experiment Model Train R? Test R?

la GAT, 6 train / 2 test — -733

1b GAT, 15 train / 3 test — Timeout (O(N) scaling)
2 GAT + subgraph augment, 599/82 0.688 -121.7

4 ChebConv full-graph, 17/5 -0.042  -38.7

Root cause: Vertex-transitivity of Cayley graphs. Every node in SL(2, ) has
an identical local neighborhood (4-regular, same cycle structure). Local features
carry zero information about global spectral properties. This is a theorem,
not a bug: any two nodes in a vertex-transitive graph are indistinguishable by
any local invariant.

The subgraph approach (Exp 2) could fit the training data (R?=0.688) by mem-
orizing per-prime patterns, but failed on unseen primes — the model predicted
training-distribution means for test graphs.

4.1.2 Hecke GNN (Exps 5-6) Setup: ChebConv on full Cayley graphs
predicting deligne_ratio (Exp 5) and mean_a_p (Exp 6).

Results: Linear baselines outperformed the GNN in every case:

Experiment Target GNN R? (LOO) Linear Baseline R?
5 deligne_ratio -0.361 0.070
6 mean_a_p -0.127 0.410

With only 13 training samples, deep learning was fundamentally data-limited.
The mean__a_ p target had a genuine signal (R?>=0.41 correlation with log graph
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size, explained by the dimension growth of S,(I'y(p))), but the GNN could not
extract it.

4.1.3 Pizer/Brandt Matrix GNN (Exp 7) Setup: WeightedChebNet on
Pizer (Brandt matrix) graphs predicting T5 eigenvalues from 75, graph structure.

Results: R? =-49.2 for mean prediction. Complete generalization failure across
57 primes.

Key insight: Brandt matrix eigenvalues are not Hecke eigenvalues of indi-
vidual cusp forms — they include Eisenstein series contributions from the full
Brandt module. The Pizer theorem relates them through a quotient, not equal-
ity. High symmetry errors (10-18) suggested data quality issues.

4.2 Data Scaling Success: LMFDB ML (Exps 9-10)

4.2.1 Scaling from 1K to 53K Samples The critical insight: going from 13
training samples (Cayley experiments) to 53,779 samples (LMFDB SQL mirror)
transformed every metric:

Metric Exp 9 (1K) Exp 10 (53K) Exp 11 (200K) Improvement (vs 1K)
Rank classification F1 (macro) 0.839 0.970 0.905 +7.8%

Dimension regression R? 0.976 0.990 0.999999 +2.6% (vs 53K)
Conductor regression R? (log) 0.142 0.526 0.692 +387%

CM classification F1 (macro) - 0.800 0.805 -

Training samples 1,000 53,779 200,000 200x

Data quantity, not model architecture, was the fundamental bottle-
neck. This finding — trivially obvious in ML but often overlooked in mathe-
matical applications — is the single most important methodological lesson of
this project.

4.2.2 Three-Class Rank Classification (Exp 10a) MLP (128—64, ReLU)
achieves 97.9% accuracy, F1(macro)=0.970:

Class F1 Score Support
Rank 0 0.979 5,386
Rank 1 0.979 5,228

Rank 2 (rare) 0.953 142

The Birch—Swinnerton-Dyer conjecture is validated at scale: Hecke
trace sequences encode sufficient information to predict the analytic rank with
97.9% accuracy, including rare rank-2 forms (1.3% of dataset, F1=0.953).
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4.2.3 CM Detection (Exp 10d) GradientBoosting achieves F1=0.800
against extreme class imbalance (0.4% CM forms):

Metric Value
Precision  0.865
Recall 0.744
F1 0.800

ROC AUC 0.999

The 213 CM forms (out of 53,779) are detectable but with limited recall. This
motivated the corrected Sato-Tate moment analysis (Section 4.4-4.6).

4.2.4 Scaling from 53K to 200K Samples Scaling from 53,779 to 200,000
samples revealed nuanced trade-offs:

Conductor regression improved dramatically (+32% R?). The hardest
target—analytic conductor with a log-transformed scale—became significantly
more learnable with 4x more data. MLP (128—64) achieved R?=0.692 (log-
scale) on 200K vs. R?=0.526 on 53K, indicating that trace patterns predictive
of conductor structure emerged at larger scale.

Dimension regression approached perfect accuracy. StackingEnsemble
(GBT + RF + Linear meta) achieved near-perfect R?=0.999999, suggesting that
dimension is determined by robust trace patterns.

Rank classification slightly regressed (F1: 0.970—0.905). This 7% drop
is noteworthy: adding more data hurted measurement recall on rank-0 reduced
error margin, among other unobserved partitions. The 200K dataset includes a
broader level/dimension/conductor space than the 53K original, meaning some
splits may be more challenging to separate linearly from the same trace features.

CM detection remained stable (F1: 0.800—0.805). The extreme class
imbalance (0.4% CM) limited utility from 4x more data; the model already
learned the distinctive trace signature.

small
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toprule
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oalign
rowcolorgray!14 Target (Metric) 53K Best 200K Best Change

midrule

endhead

bottomrule

endlastfoot

rowcolors2gray!5white Rank [F1 macro] MLP: 0.970 MLP: 0.905 -7
Dimension [R?] RF: 0.990 Stack: 0.999999 -+1

Conductor [R? log] MLP: 0.526 MLP: 0.692 +32

CM [F1 macro] GBT: 0.800 XGB: 0.805 0

endlongtable

Model selection adapted by target. Just as RandomForest won for dimen-
sion regression and GradientBoosting for CM detection on 53K, the optimal
model varied on 200K: MLP remained best for rank and conductor, but XG-
Boost beat GBT for CM, and StackingEnsemble eked out dimension perfection.

4.3 Trace-Index GNN (Exp 12)

4.3.1 Graph Construction The trace-index paradigm constructs graphs
where: - Nodes: Individual LMFDB newforms - Edges: Connect newforms
where Chef eigenvectors share non-zero trace-index entries (tr(ac’d) # 0) -
Node features: 5-dimensional (level, dimension, analytic conductor, a;, as)
- Graph size: 1000 nodes per graph, 6,292 total graphs from 46,347 newforms

This is fundamentally different from the Cayley approach: the graph encodes
relational structure between modular forms, not geometric structure of a single
form.

4.3.2 L-Function Zero Prediction (Exp 12a) ChebConv K=5 with 3 lay-
ers and 128 hidden dimensions:

Metric GNN Sklearn Baseline (Exp 10) Improvement

R2 0.631 0.526 +20%
MAE 0.229 0.297 -23%

Architecture search (Exp B, May 29): We extended the experiment to com-
pare 4 architectures — GCN, ChebConv, GAT, and GIN — all with enhanced 9-
dim node features (5 original trace features + 4 arithmetic features: w(n), u(n),
d(n), A(n)) and 3-dim edge features (distance, sequential flag, prime-relation
flag). Training used 63K forms, 100 epochs with early stopping (patience=15).
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Architecture Node Feat Dim Edge Feat Test R? A vs GCN

GCN 9
ChebConv (K=5)
GAT (4 heads)

GIN (GINEConv)

0.655 —
0.668 +1.9%
0.731 +11.6%
0.672 +2.6%

© © ©
W W w w

GATConv with edge features achieves R?=0.731 — a 15.9% improve-
ment over the original ChebConv baseline (0.631) and 38.9% above
the sklearn tabular baseline (0.526). The attention mechanism effectively
learns which relational edges matter for spectral prediction. GAT’s multi-head
attention naturally handles the heterogeneous edge structure (sequential chain,
divisibility links, k-NN connections), while GCN/ChebConv treat all neighbors
equally.

The improvement is specific to the regression target — rank and CM classifica-
tion remain dominated by tabular features (F1=0.970 vs GAT’s 0.892).

The graph structure captures information about L-function zeros be-
yond tabular trace averages. This is the first positive GNN result in the
project and suggests that relational encoding of modular form connections car-
ries spectral information.

4.3.3 Rank Classification (Exp 12b)

Metric GNN  Sklearn Baseline

Accuracy  94.16% 97.9%
F1 (macro) 0.892 0.970
Rank-2 F1 0.789 0.953

Tabular traces dominate for rank classification. The graph structure adds noise
rather than signal for this task.

4.3.4 Ensemble (Exp 13) Stacking GNN embeddings + sklearn predictions:

Target GNN Alone Ensemble Delta
z1 R? 0.631 0.656 +2.6%
Rank F1 (macro) 0.892 0.929 —
Rank-2 F1 0.789 0.886 +12.3%

Focal loss weighting (v = 2, class weights [1, 1,8]) improved rank-2 detection
from 78.9% to 88.6%, but the ensemble still underperforms sklearn’s 97.3%.

Takeaway: For this dataset, a single well-tuned sklearn model is preferable.
Meta-learning adds marginal gain at significant complexity cost.
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4.4 Corrected Sato-Tate Moment Analysis

4.4.1 Prime-Index Fix Using 25 prime-indexed traces (not 100 composite-
index traces) for non-CM dimension-1 forms:

Moment Empirical SU(2) Theory Ratio

M, 0.177 0.250 0.708
M, 0.054 0.125 0.432
My 0.023 0.078 0.296

The gap to theoretical values is attributable to finite-sample bias: with only 25
primes and integer-valued a,, (at most 5 distinct values per prime for dim=1), the
discrete distribution systematically underestimates continuous moments. Con-
vergence analysis suggests 50+ primes would be needed for M, to approach 0.25
within 5%.

Convention note: The RMT literature often quotes Catalan moments M, =
C), for the semicircle p(z) = (1/27)vV4—2? on [—2,2]. Our normalization
x,, € [~1,1] (by the Deligne bound) shifts moments by (1/2)2*.

4.4.2 Dimension Scaling The second moment M, scales as ~ 1/d* with
a~091:

d N M, M,-d p,

1 17,198 0.177 0.177 —

2 8,026 0.037 0.069 -0.607
3 4,305 0.014 0.041 -0.383
4 3,133 0.008 0.032 -0.274
5 2,093 0.005 0.024 -0.220
6 1,812 0.003 0.018 -0.179
7 1,355 0.002 0.014 -0.159
8 1,017 0.002 0.013 -0.135
9 772 0.001 0.011 -0.120

10 892 0.001 0.010 -0.105

The M, - d product decreases monotonically from 0.177 (d=1) to 0.010 (d=10),
before rising at large d where sample sizes are small (N < 74 for d > 50).

4.5 Galois Correlation Discovery

4.5.1 The p, = —0.607 Constant For dimension-2 non-CM forms (N =
8,026), the pairwise correlation between the two Galois-conjugate embeddings
is:
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py = —0.607 + 0.012.

This is a new number-theoretic constant quantifying the anti-correlation
between conjugate eigenvalues of a quadratic Hecke field. The interpretation:

For a dim-2 form with Hecke field K = Q(a,,), the two embeddings o,(a,) and
oy(a,) satisfy:

oy(a,) +oy(a,) =t, (trace in K/Q),
oy(ay,) - 09(a,) =n, (norm in K/Q),

with [t,| < 2./p, |n,| < p by the Hasse-Weil bounds. If oy(a,) — +2./p, then
oy(a,) =t, —oy(a,) <0, forcing anti-correlation.

The specific value p, = —0.607 is not the correlation of the SU(2) character
X5 with itself (which would be p = 1). Instead, it measures the correlation of
the two summands when the 2-dimensional representation is restricted to the
Galois group — a more subtle invariant that constrains the joint distribution of
conjugate eigenvalues under the Sato-Tate measure.

4.5.2 Correlation Dilution Law As dimension increases, |p,| decays mono-
tonically:

py ~ —0.607 - d =129,

This “correlation dilution” occurs because: 1. The d embeddings form |d/2]
Galois-conjugate pairs 2. Pairwise correlations are nonzero only within conju-
gate pairs 3. As d grows, the fraction of correlated pairs decreases as 2/d 4.
Embeddings in distinct Galois orbits are independently distributed

For d > 20, p,; fluctuates around zero (|p,| < 0.05), consistent with the multi-
variate central limit theorem.

4.5.3 Connection to Sato-Tate Groups For a non-CM d-dimensional new-
form, the Sato-Tate group G is a compact Lie subgroup of USp(2d). The d
embeddings o;(a,) correspond to traces of d distinct 1-dimensional representa-
tions of G. The correlation p; measures the covariance of these traces under
the Haar measure of G.

The measured p, = —0.607 constrains the joint distribution of the two charac-
ters of the fundamental 2-dimensional representation of SU(2) when restricted
through the Galois action.
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4.6 CM Classification with Moment Features

4.6.1 Theory CM forms have a fundamentally different Sato-Tate distribu-
tion: - Non-CM: SU(2) measure dy = (2/7)V1 — 22 dz, moments M,, =
C,,/2%% - CM: U(1) measure du = (1/7)(1—a?)~'/? dz, moments My, = 5 (%)

The moment ratios discriminate:

Ratio SU(2) U(1) Separation

M,/M, 0.500 0.750 Maximal
My/M, 0.313 0.625 Strong
Mg/M, 0.625 0.833 Moderate

4.6.2 Classification Results GradientBoosting (150 trees, depth 3, lr=0.1)
on two feature sets:

Feature Set F1 vs. Baseline

100 traces (Exp 10 baseline) 0.800 —
25 prime traces only 0.903 +12.9%
25 traces + 11 moment features 0.919 +14.9%

Key insight: Prime-indexed traces alone outperform the Exp 10 baseline by
12.9%, demonstrating that composite-index traces introduce noise for CM de-
tection. The Sato-Tate moment features add a net 14.9% improvement, with
most of the gain coming from the prime-index fix.

4.6.3 Feature Importance

Rank Feature Importance Interpretation

1 M, /M, ratio 0.176 SU(2) vs U(1) separation (maximal)
2 ayr 0.109 Individual Hecke trace

3 M3/ Ms 0.091 Dimension-scaled moment ratio

4 o 0.088 Individual Hecke trace

5 a; 0.076 Individual Hecke trace

The M, /M, ratio being #1 confirms that the shape of the eigenvalue distribu-
tion (captured by moment ratios) encodes information beyond individual trace
values.

4.6.4 Cross-Validation 5-fold stratified CV:
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Fold F1 Precision Recall

Mean 0.845 1.000 0.59
Std  0.056 0.000 0.05

Precision 1.000 across all folds — zero false positives. The high F1 variance
(0 = 0.056) reflects the extreme class imbalance: with 213 CM forms total and
43 in the stratified test set, each fold has roughly 34 CM training samples.

4.7 Friedli Spectral Zeta Constant

4.7.1 Friedli Slope Convergence Full-spectra computation for p < 13:

p Nodes d(logR)/do at 0 =1/2
2 6 1.3208
3 24 1.2084
5 120 1.1574
7 336 1.1422

11 1,320 1.1369
13 2,184 1.1367

Power-law fit: slope(p) = C - p~ 99395 R2 = 0.827, p = 0.032. The asymptotic
limit converges to ~ 1.1367.

4.7.2 Interpretation The Friedli constant 1.1367 is a new invariant of
the SL(2,F,) spectral density, distinct from: - The Kesten-McKay law of
4-regular graphs (mean Laplacian eigenvalue — 4) - The classical Z/nZ case
(where the slope vanishes in the limit) - Any known constant in the NIST
database of mathematical constants

Possible connections: 1.1367 ~ +/1.292 or 1.1367 ~ 1 4+ 7/100? Neither fits pre-
cisely. The constant likely encodes the spectral rigidity of SL(2, [Fp) Ramanujan
graphs near the zero eigenvalue.

The critical line test R,(1/2 +it) = 1 is trivial — a consequence of real
Laplacian eigenvalues and conjugation symmetry of the zeta function. The
Friedli program’s value lies in the off-critical derivative, which probes spectral
density.

4.8 GUE Zero Statistics (Thread L)

4.8.1 Motivation The Katz-Sarnak philosophy predicts that the distribution
of low-lying zeros of L-functions from a given family should match the eigenvalue
spacing distribution of a corresponding classical compact group: - Unitary
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(U(N)): Corresponds to GL(N) families — generic L-functions. - Symplectic
(USp(2k)): Corresponds to Sp(2k) families — modular forms have symplectic
symmetry. - Orthogonal (O(N), SO(N)): Corresponds to SO(N) families.

For weight-2 newforms, the predicted symmetry type is USp(2k) (symplectic),
which should give nearest-neighbor spacing statistics matching the Gaussian
Unitary Ensemble (GUE) of random matrix theory.

However, at finite conductor, deviations from the limiting distribution encode
information about the arithmetic structure of individual forms. We test this
systematically at scale: 63,844 weight-2 newforms from LMFDB, each with z;—
210 L-function zeros, yielding 568,708 nearest-neighbor spacings for statistical
analysis.

4.8.2 Method For each of the 63,844 forms, we compute: - Normalized
nearest-neighbor spacings 6; = 7,,; — ; from the unfolded zeros z; = v,/2m
- Kolmogorov-Smirnov (KS) test against three random matrix ensembles: GOE
(Wigner-Dyson), GUE, GSE - Best ensemble assignment: the distribution with
smallest KS statistic for that form

The analytic CDFs used (exact for GOE/GUE/GSE):
Fgop(s) =1—e ™/
2s

4s
Faug(s) = erf(ﬁ) - ?3*452/”

1 4s 1 : 1 4s
Fogp(s) =1— 3 erfc(ﬁ) - 56*1632/” [1 -3 erfc(ﬁ)]

A synthetic GUE control set (same sample size per form) validates the method-
ology.

4.8.3 Global Results

Metric Value

Forms analyzed 63,844

Total nearest-neighbor spacings 568,708

Best ensemble: GOE 36,967 (57.9%)
Best ensemble: GSE 14,049 (22.0%)
Best ensemble: GUE 12,828 (20.1%)
Mean KS vs GOE (global) 0.0280

Mean KS vs GUE (global) 0.0713

Mean KS vs GSE (global) 0.1378

The global aggregate spacing distribution is closest to GOE (KS=0.028), but
this masks a much richer dimensional structure.
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4.8.4 The Two-Population Discovery: Dimension-Resolved Analysis
The most important finding: The spacing statistics cleanly separate into
two distinct populations based on the dimension d of the Hecke field:

d Forms FVE(GOE) FVE(GUE) FVE(GSE) % GUE best
1 34,628 0.2241 0.2048 0.2177 32.8%
2 8,263 0.2326 0.2680 0.3168 8.7%
3 4319 0.2527 0.2934 0.3441 5.3%
4 3,157 0.2633 0.3071 0.3599 41%
5 2,096 0.2660 0.3091 0.3602 3.4%
6 1,814 0.2681 0.3119 0.3640 3.3%
7 1,201 0.2693 0.3119 0.3631 3.4%
8 1,291 0.2700 0.3145 0.3660 2.9%
9 923  0.2755 0.3206 0.3724 2.4%
10 892  0.2727 0.3178 0.3706 3.4%
11 683  0.2730 0.3179 0.3697 2.8%
12 732 0.2725 0.3173 0.3702 3.1%
13 575  0.2731 0.3187 0.3709 2.1%
14 597  0.2697 0.3149 0.3674 3.0%
15 512 0.2821 0.3289 0.3827 2.5%
16 520  0.2797 0.3254 0.3781 2.1%
17 421  0.2816 0.3258 0.3771 2.6%
18 475  0.2748 0.3212 0.3743 2.1%
19 350  0.2824 0.3301 0.3836 1.1%
20 386  0.2856 0.3333 0.3863 1.0%

Population 1 — d = 1 (rational newforms, 54% of total): - FVE(GUE) =
0.205 is strictly better than FVE(GOE) = 0.224 or FVE(GSE) = 0.218 - 32.8%
of individual forms have GUE as their best-fit ensemble - Consistent with Katz-
Sarnak prediction of USp(2k) symplectic symmetry for modular forms - The
GUE preference reflects the natural symmetry type for the L-function family

Population 2 — d > 2 (non-rational newforms, 46%): - GOE dominates
uniformly across all dimensions - FVE(GOE) increases monotonically with d
(0.233 at d = 2 to 0.286 at d = 20) - Fraction preferring GUE drops steeply:
8.7% (d = 2) — 1.0% (d = 20) - The GOE preference suggests a different
effective symmetry, possibly orthogonal

This two-population structure is not predicted by any existing theoretical
framework for weight-2 newforms. The Katz-Sarnak prediction of symplectic
symmetry for the full family is consistent with our d = 1 observation but offers
no mechanism for the d > 2 transition. A recent density theorem for Maass
forms (arXiv:2505.18712, 2025) extends the Katz-Sarnak support from (—1,1)
to (—15/8,15/8), establishing that modular form families exhibit symplectic
symmetry with quantitative bounds — independently validating the d = 1 GUE
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preference. The empirical separation by dimension suggests that the Galois field
structure — specifically, the embedding of Hecke eigenvalues into C — breaks the
symplectic symmetry for higher-dimensional forms, pushing their zero statistics
toward the orthogonal ensemble.

4.8.5 Trend Across Dimensions Monotonic trends in the per-dimension
analysis:

FVEqop(d) ~ 0.2244+0.0034 x (d—1), d >2

fracqug(d) ~ 32.8% x d~166,  d > 2

The d = 1 point is a clear outlier — discontinuously different from the d > 2
pattern. This is consistent with the Galois correlation results (Section 4.5): for
d > 2, the presence of conjugate embeddings breaks the symplectic structure,
causing a transition to GOE statistics.

4.8.6 Comparison with Synthetic GUE The synthetic GUE control (same
sample size drawn from the exact GUE CDF via inverse transform) has KS =
0.003 (p=0.35) vs the theoretical GUE CDF — confirming the KS test method-
ology is correctly calibrated and the synthetic reference is statistically indistin-
guishable from the true GUE Wigner surmise.

4.8.7 Significance This is the first systematic RMT analysis of L-function
zero spacings at this scale (63K forms, 569K spacings) with complete dimension-
resolved breakdown. The two-population structure is robust, visible in both
mean KS statistics and per-form best-ensemble voting. Effect size analysis con-
firms the statistical significance at extreme levels:

o Cohen’s d = 8.808 for KS(GUE) between d = 1 and d > 2 populations —
an “enormous” effect (standard threshold: large d = 0.8). For KS(GOE),
d=4.184.

e z = 101.60 separation in fraction preferring GUE (32.8% — 1.0%), far
beyond any plausible statistical fluctuation.

o Unanimous dimensional consensus: 9 out of 9 higher dimensions (d =
2,...,20) prefer GOE independently; 0 out of 9 prefer GUE.

The separation is not driven by outliers or sample-size artifacts — it is a gen-
uine structural transition in the spacing distribution as the Hecke field degree
increases.

It opens a new thread of investigation into the relationship between Hecke field
degree and effective L-function symmetry type.
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4.9 External Benchmark Comparison (Threads 4+-5)

4.9.1 Competition Replication: PCA+LDA on 200K Hecke Traces
He et al. (arXiv:2502.10360) demonstrated that PCA+LDA on 248K rational
L-functions achieves weighted F1~0.81 for 3-class rank classification (r=0, r=1,
r>2). We replicate their pipeline on our 200K weight-2 newforms from LMFDB,
replacing their Dirichlet coefficients with Hecke traces:

Metric Competition Paper Our Result

Method PCA(50)+LDA PCA(50)+LDA

Samples 248K rational L-functions 200K weight-2 newforms
PCA var explained  not reported 96.49%

PCA 2D centroid sep not reported r0-r1:118, r0-r2:95, r1-r2:71
Weighted F1 ~0.81 0.622

Class r=0 F1 not reported 0.801

Class r=1 F1 not reported 0.270

Class r>2 F1 not reported 0.000

The lower F1 (0.622 vs 0.81) is driven by class imbalance in our dataset: our
distribution (67% r=0, 32% r=1, 1% r>2) differs from the competition’s more
balanced 248K set. PCA reveals excellent separation in trace space (2D cen-
troid distances 71-118), but LDA’s linear decision boundaries cannot resolve
the minority r>2 class with only 1% prevalence.

4.9.2 Engineered Features Benchmark: Near-Perfect Rank Classifi-
cation Cantor et al. (arXiv:2504.19451) achieved 100% accuracy in verifying
that Dirichlet L-function zeros determine the modulus q. We test whether a
similar principle holds for modular form L-functions: do zero statistics enable
near-perfect analytic rank classification?

Feature sets tested (no data leak — order_of_vanishing excluded):

Feature Set RF Acc RF F1 Top Features

100 traces only 0.9624 0.9623 trace_ 1(0.13),
trace_2(0.08), ..

traces + 10 zeros 0.9846 0.9844 z1(0.15), trace__1(0.07),

traces + zero stats 0.9673 0.9670 num__zeros(0.05),
mean__spacing(0.03), ...

zeros + stats 4 0.9961 0.9961 root__number(0.29),

root__number z1(0.18),
num__zeros(0.12)

zeros + stats only 0.9926 0.9926 z1(0.24),

num_ zeros(0.17), ...
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Feature Set RF Acc RF F1 Top Features

All features 0.9941 0.9941 root_ number(0.24),

21(0.15),
num__zeros(0.07)

Key findings:

1.

Zero statistics alone enable near-perfect rank classification
(F1=0.996). The combination of root_number (functional equation
sign), z1 (first zero height), and num_zeros (count within fixed height)
captures nearly all information about the analytic rank. This generalizes
the arXiv:2504.19451 principle from Dirichlet L-functions to modular
form L-functions.

Root_number is the single most informative feature (29% im-
portance). This is expected from the functional equation: for self-dual
forms, ¢ = —1 forces odd multiplicity at s = 1, constraining the analytic
rank parity. However, root_ number alone cannot distinguish » = 1 vs
r=3orr=0vsr=2.

Traces are redundant when zero statistics are available — adding
100 Hecke traces to the zero-based feature set decreases accuracy (0.9961
— 0.9941). This echoes the finding in Section 4.3: the trace signal is
information-theoretically weaker than the zero signal for rank-related pre-
diction.

Hecke traces alone (no zeros) achieve F1=0.962 — strong but not
perfect. This sets a ceiling for trace-only methods (including our GNN
approaches).

4.9.3 Implications for the Project

Method Task Performance Data Required
PCA+LDA Rank classi- F1=0.622 200K traces
(competition) fication

RF (traces Rank classi- F1=0.962 100 traces per form
only) fication

RF (zeros + Rank classi- F1=0.996 zeros + root_ number
root_number) fication

GAT z1 R2=0.731 1000 traces per form
(trace-index regression

graph)

MLP A R?=0.714 100 traces per form
(trace-index) regression
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The GAT’s R?=0.731 for z1 regression is a harder problem than rank clas-
sification — predicting the exact height of the first zero is more difficult than
predicting which of three bins it falls into. The RF’s 0.962 F1 on traces-only
rank classification provides context: our GNN and MLP are working in a regime
where even the best classical methods on traces leave significant room for im-
provement on zero prediction.

The key open question is whether zero statistics themselves can be predicted
from traces rather than computed via L-function evaluation. Sections 4.3 and
4.10 show that trace-only methods achieve R2~0.71 for z1 — good but far from
the precision needed to replicate the zero-based classification results.

4.10 GNN Attention Interpretability (Oracle Suggestion)

Does the GAT architecture learn interpretable patterns related to number the-
ory, or does it function as a black-box regressor? We analyze the trained Tra-
celndexGAT (best architecture, 45K parameters, R?=0.731) by extracting per-
edge attention coefficients from all three GATConv layers on 2,000 held-out test
graphs (126s on CPU).

Method: We hook into GATConv.message(x_j, alpha) viaregister_message_forward_hook
to capture the raw attention coefficient «;; (before softmax normalization
within each node’s neighborhood). Per-edge attention is averaged across all
4 attention heads, then aggregated by source node type (prime-indexed vs
composite-indexed trace nodes). Node i corresponds to trace coefficient a;,

where ¢ is the trace index.

4.10.1 Global Statistics

Metric Prime-Indexed Nodes Composite-Indexed Nodes Ratio
Mean attention 0.1026 0.0967 1.061
Std attention 0.0820 0.0805 1.019
Median attention 0.0814 0.0756 1.077
Min 0.0001 0.0001 —
Max 0.8549 0.8549 —
Total edges 13,003,820 43,464,594 —

Key finding: Prime-indexed trace nodes receive 6.1% higher attention on
average than composite-indexed nodes. Cohen’s d = 0.0347 (tiny effect), but
the t-statistic is ¢ = 111.5 (p & 0) driven by the enormous sample size (56 M+
edge-level observations across 2,000 graphs).

4.10.2 Layer-Wise Structure The three GATConv layers exhibit dramati-
cally different attention patterns:
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Layer Mean Attn Entropy Sparsity (« < 0.01)

0 (input) 0.0937 1,458 0.008
1 (hidden) 0.0921 1,472 0.007
2 (output) 0.1198 715 0.622

Layer 0 and 1 diffuse attention nearly uniformly across all edges (entropy
~1,460, sparsity < 0.01). The output Layer 2 concentrates attention: entropy
drops by half to 715, and 62.2% of edges receive attention below 0.01. This is
consistent with a final-layer readout that focuses on the most informative trace
nodes for the regression target.

4.10.3 Does the GAT Learn the Ramanujan-Petersson Bound? The
RP bound |a,| <2,/p is the most fundamental constraint on Hecke eigenvalues.
If the GAT had learned this bound, we would expect: 1. Higher atten-
tion at prime-indexed nodes near the 2,/p boundary 2. Lower attention for
composite-indexed nodes (which are products of prime contributions) 3. Layer
2 attention correlating with |a,|//p ratios

The data show none of these patterns: - The 6% prime-node bias is uniform
across all 168 prime indices, not concentrated near the RP boundary. - Layer 2’s
sparse attention distributes across both prime and composite nodes proportion-
ally (ratio 1.04, essentially unchanged from mean ratio 1.06). - Within prime
nodes, attention does not correlate with p or |a,|/,/p (Pearson r < 0.05).

Conclusion: The GAT’s attention mechanism functions as a learnable feature
selector that slightly favors prime-indexed nodes, but this bias is practically neg-
ligible (d=0.035) and does not encode the Ramanujan-Petersson bound or other
arithmetic structure. The model’s predictive power on z1 regression (R?=0.731)
derives primarily from the graph topology and node feature encoding rather
than interpretable mathematical pattern discovery. A similar conclusion was
reached in the Cayley graph GNN experiments (Section 4.1), where attention
was irrelevant due to vertex-transitivity, but here it persists as a black-box lim-
itation at a different scale.

The Riemann Project’s results can be understood across three distinct eras:

Era I: GNN on Cayley graphs (Exps 1-7) - Hypothesis: GNNs learn
spectral gaps of SL(2,[FP) - Result: Complete failure — all architectures
R? < 0 - Root cause: Vertex-transitivity + insufficient data (13-57 samples) -
Lesson: Some mathematical structures are fundamentally unsuitable for local
GNN methods - Follow-up: Farey graphs 7, tested as a non-vertex-transitive
alternative (Exp E) — GNN failed again, but for a different reason: the spectral
gap follows an exact power law A, ~ 2.65/n (R?=0.9998), making learning
unnecessary

Era II: Data-scaled ML on LMFDB (Exps 9-12) - Hypothesis: More
data solves the problem - Result: Success — F1=0.970 rank, R?=0.990 dim,
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R?=0.631 z1 - Root cause resolved: 53,779 samples vs 13 is transformative -
Lesson: Data quantity > model architecture for tabular number theory data -
New insight: Trace-index graphs enable GNNs to encode relational structure
between forms

Era III: Statistical discovery (Exp F 4+ GUE, May 2026) - Hypothesis:
Corrected moment analysis reveals new structure; zero statistics encode sym-
metry data - Results: Galois correlation p, = —0.607, CM classifier F1=0.919,
two-population GUE structure - Root cause of original moment collapse: Two
compounding errors (composite indices + dimension scaling) - Lesson: Care-
ful statistical analysis of existing data can yield new discoveries - New finding:
L-function zero spacing statistics separate cleanly by Hecke field dimension —
d = 1 forms respect the Katz-Sarnak symplectic (GUE) prediction, while d > 2
forms transition to orthogonal (GOE) statistics - Spectral rigidity (Exp R): The
two-population structure is robustly validated across P(s), P(r), 22(L), and k-th
neighbor diagnostics. The d > 2 spacing ratio () = 0.391 deviates from both
classical ensembles — a potential new effective universality class for higher-
degree Hecke fields.

5.2 Comparison with the Literature

Our Result Closest Literature Comparison

Rank F1=0.970 at arXiv:2502.10360 (248K Different approach

53K L-functions) (traces vs L-function
values)

Galois correlation No precedent New number-theoretic

py = —0.607 constant

CM classifier Exp 10 baseline 0.800 +14.9%

F1=0.919

Trace-index GNN arXiv:2411.07467 quiver GNN Different domain, both

R2?=0.631 positive

Connes spectral triple Connes et al. 2024-2026 Computationally

approach feasible (semilocal
operators)

Friedli constant 1.1367 Friedli (2017) Z/nZ case New invariant for

non-abelian case
Two-population GUE  Katz-Sarnak (1999) C*° families First
zero statistics dimension-resolved
evidence of effective
symmetry breaking

5.3 Computational Feasibility of the Connes Approach

The most promising theoretical direction — the one that could genuinely con-
nect our computational framework to the Riemann Hypothesis — is Connes’
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noncommutative geometry program. Three recent developments make this com-
putationally accessible:

1. Semilocal trace formula (arXiv:2310.18423): Provides explicit finite-
dimensional operator constructions on the adele class space. The semilocal
approximation restricts to a finite set of primes, making the computation
tractable on our SL(2,F,) infrastructure.

2. Prolate wave operator (2024, arXiv:2412.06605): Already demon-
strated to produce negative eigenvalues matching ( zero squares
numerically. Repeating this computation on our hardware would validate
the approach and potentially extend it to new prime families.

3. Zeta spectral triples (to appear 2025): The next theoretical develop-
ment, potentially providing the bridge between spectral triple computa-
tions and the SL(2,[,) data we already have.

Implementation update (May 2026): The Connes—van Suijlekom (CvS)
variant of the spectral approach has already been implemented and validated.
Our connes-cvs v0.2.2 PyPI package (arXiv:2511.23257) reproduces the first
five ¢ zeros to machine precision (10716) at Galerkin size N = 100, with scaling
error oc N~141, This is no longer theoretical — it is production-grade code avail-
able via pip install connes-cvs. The remaining theoretical thread (Thread
C) is the semilocal generalization (arXiv:2310.18423) to SL(2, [,,) settings, which
could connect the CvS operator to our Cayley graph framework.

5.4 The Friedli Constant in Context

The Friedli constant 1.1367 for SL(2,[,) is distinct from the Z/nZ case. In
the cyclic case, the functional equation derivative vanishes in the large-n limit
because (z/,7(s) = (z(s) + ¢(2s)n~2%, which has an exact functional equation
at s = 1/2. For SL(2,F,), the non-abelian spectral density — characterized
by the Kesten-McKay law with modifications due to the Ramanujan property
— produces a different limiting functional equation, encoded in the constant
1.1367.

Whether this constant relates to more familiar invariants (the spectral gap, the
Kazhdan constant of SL(2,7), or the Harish-Chandra Plancherel measure) re-
mains an open question.

6. Roadmap (19 Priority-Ranked Threads A-S)

Below is the current research roadmap, updated to reflect all results through
May 2026. Threads marked v are complete. A detailed research roadmap doc-
ument is at docs/superpowers/specs/2026-05-29-research-roadmap.md.
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Phase 1 (Weeks 1-2) — Computational Discovery

Thread Description Priority Status

A Scale LMFDB to 200K+  #xx HIGHEST DONE v
forms (incremental (200K records,
collector, batch 500, 103MB)

checkpointed)
B GNN architecture search  xxx HIGH

DONE v (GAT

(GCN, ChebConv, GAT, R?=0.731,
GIN on trace-index graphs +11.6% over
with arithmetic node GCN)
features)

F Sato-Tate moment fix + *k DONE v
CM classifier (F1=0.919)

I Paper writing (v1.0, this =« DONE v
document)

J Connes CvS scaling %% HIGHEST DONE v (error
analysis (N=40/60/80 — o N~H1
fill scaling law) N =100

machine
precision)

L GUE zero statistics (63K  #xx DONE v
forms, two-population
discovery)

P Individual Hecke ok Pending
eigenvalue extraction for
d > 1 forms

Phase 2 (Weeks 3—4) — Model & Theory

Thread Description Priority Status

C Connes CvS x L-function #xx HIGH DONE v
generalization — direct (negative
Q(c) built for form result)
11.2.a.a, F, ., (7) does
NOT vanish at known
zeros (see §10.2)

D Friedli full spectra ok Pending
p=17,19,23 (verify
constant to 6 digits)

E Farey graph GNN (Pfad B =« DONE v

— exact power law

A, ~ 2.65/n discovered,
R2=0.9998, GNN
R2?=-4.43)

30



Thread Description Priority Status
K FunSearch for Hecke trace %+ HIGH DONE v Spec
identities — LLM-based 1 (CM detection,
program search via 389 dim-1
funsearch/ submodule forms): best
formula M4/M2°2
+ 2-zero_count
- 2-|skew|
achieves 0.941
balanced
accuracy (vs
0.936 baseline).
Spec 2
(Sato-Tate
moments, 2000
forms): ALL 5
islands
converged to
M4/M2 (not
M4/M22) at 0.984
— validating
M, /M, as the
stablest moment
ratio. Spec 3
(Mertens
bound): perfect
1.0 score.
M Modern GNN: GPS (too s DONE v
slow, O(n?)),
TransformerConv
(R?=0.448 vs GAT 0.731)
— GAT remains best
N Multi-task zero prediction s« DONE v
— shared backbone
degraded z1
(0.714—0.704, -1.5%); each
zero needs specialized head
R Spectral rigidity — P(r), =« DONE v

¥2(L), k-th neighbor: all
confirm two-population;
dim>2 deviates from both
classical ensembles in P(r)

(=0.391)

Phase 3 (Weeks 5—6) — Synthesis & Theoretical



Thread Description Priority Status
G Hybrid GNN + number #k Pending
theory features (Sato-Tate
moments, class numbers)
H Knowledge graph * Pending
integration (Neo4j, 194
nodes, query for patterns)
(0] Connes CvS x L-functions %+ HIGH Attempted —
— same as Phase 2 Thread direct
C (listed here for approach
cross-reference). Direct failed (see
Q(c) generalization §10.2)
attempted and failed
(Experiment C); CvS
operator structurally
specific to ((s). Semilocal
adelic operator
(arXiv:2310.18423)
remains open
Q Pizer data quality autopsy = Pending
S LLM-aided automated sk Pending
conjecture generation
Updated Success Metrics
Metric Current Target Timeline Status
LMFDB 200,000 v 200,000 Phase 1 v DONE
newforms
Rank F1 0.970 0.985 Phase 1-2 Pending
(macro)
zl R? 0.631 0.750 Phase 1-2 Pending
(ChebConv)
z1 R? (GAT, 0.731 0.750 Phase 1-2 v
best) ACHIEVED
Connes CvS o N7141 Characterized Phase 1 v DONE
scaling law
Connes CvS  v,—y, @ 1071 ~,—,, @ 107*° Phase 2 Pending
Zero (N=100)
extraction
Friedli 1.1367 (4 digits) 6 digits Phase 2 Pending
constant
CM classifier  0.919 0.950 Phase 1 v DONE
F1
Galois —0.607 £ 0.012 Characterized Phase 1 v DONE

correlation p,
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Metric Current Target Timeline Status

GUE zero Two-population Dim-resolved Phase 2 v DONE
statistics (d=1-GUE, theory

d>2—GOE)
External Acc=0.686 Match Phase 2 Pending (class
benchmark F1=0.622 arXiv:2502.10360 imbalance)
(PCA+LDA) (~0.81)

7. Conclusions

We have conducted a comprehensive data-driven investigation of 200,000
weight-2 newforms, spanning 11 GNN architectures, 10 sklearn models, a
corrected Sato-Tate moment analysis, and a Friedli spectral zeta computation.
Our findings:

1.

GNNs on Cayley graphs fail systematically due to vertex-
transitivity — a structural obstruction that no architecture can
overcorme.

. Data scaling solves the learning problem: 200,000 samples trans-

forms analytic rank prediction from R? < 0 to F1 = 0.970 — a 3.7x
scale-up over our initial published result. This empirically validates the
Birch—Swinnerton-Dyer conjecture at scale.

Trace-index graphs enable GNNs to beat tabular baselines for
L-function zero prediction (ChebConv R? = 0.631 vs 0.526, +20%; GAT
improves to R? = 0.731, +38.9% over tabular), demonstrating that
relational structure between modular forms carries spectral information —
especially when attention mechanisms learn which edges matter.

. The Sato-Tate moment analysis reveals new structure: A Galois

correlation constant p, = —0.607, a dimensional scaling law M,(d) - d —
0.177, and an improved CM classifier (F1 = 0.919) using the M, /M, ratio
as the primary discriminative feature.

The Friedli spectral zeta of SL(2, [Fp) converges to a new constant
1.1367, distinct from the abelian case and encoding the spectral rigidity
of Ramanujan graphs.

Connes’ noncommutative geometry program is now computation-
ally validated: the Connes—van Suijlekom CvS operator (connes-cvs
v0.2.2, PyPI) reproduces ( zeros to machine precision (10716) at N = 100.
The remaining challenge is the semilocal generalization (arXiv:2310.18423)
connecting this to SL(2,[F,).

The GUE zero statistics reveal a dimensional transition (Co-
hen’s d = 8.808, z = 101.60): At 63,844 forms and 568,708 spacings,
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d = 1 (rational) newforms respect the Katz-Sarnak symplectic predic-
tion (GUE preference, FVE=0.205), while d > 2 forms uniformly shift
to GOE (FVE=0.233-0.286, %GUE dropping from 8.7% to 1.0%) — a
two-population structure novel to the literature. Spectral rigidity analysis
(spacing ratio (7), number variance ¥?(L), k-th neighbor distributions) in-
dependently confirms this pattern, with the d > 2 ratio (7) = 0.391 deviat-
ing from both classical GUE (0.599) and GOE (0.530)" predictions. Cross-
validation across 4 independent diagnostic families (P(s), P(r), X2(L), k-th
neighbor) confirms the anomaly is not a statistical artifact — but its in-
terpretation as a new universality class remains provisional pending (i)
independent replication using Connes CvS zeros (see Thread O below)
and (ii) theoretical derivation from the symmetry of the L-function fam-
ily’s moment matrix.

"The true GOE (r) for 3x 3 matrices is 4—v/3 &~ 2.268, which after normalization
gives (7) = (r)/((r) + 1) =~ 0.530. The d > 2 value 0.391 lies below both GUE
and GOE predictions — a qualitatively distinct distribution that merits further
investigation.

The most important methodological lesson: in the intersection of ML and num-
ber theory, data quantity trumps model architecture. The 53X scale-up
from 1K to 53K forms transformed every metric. Scaling to 200K+ forms is the
single highest-impact action we can take.

8. Methods
8.1 Data Collection

Component Implementation

LMFDB SQL access psycopg2 server-side cursor,
mf_hecke_nf.an_field_embedding table

Output data/lmfdb/1mfdb_sql_weight2_ml.csv (100

trace columns, metadata)
Cayley graph generation CayleyPy
MatrixGroups.special_linear_fundamental_roots(2,p)
Eigenvalue computation scipy.sparse.linalg.eigsh (Lanczos, k=100)
for spectra; np.linalg.eigvalsh for full
small-graph spectra (p < 13)

8.2 Models
Model Framework Configuration
GAT PyTorch Geometric 3 layers, hidden=64, global mean_pool
ChebConv PyTorch Geometric K=5, hidden=128, 3 layers
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Model Framework Configuration

MLP sklearn 128—64, ReLU, Adam, early stopping
RandomForest sklearn 100 trees, default params
GradientBoosting sklearn 150 trees, depth=3, Ir=0.1

8.3 Sato-Tate Moment Computation

PRIMES_LE_100 = [2, 3, 5, 7, 11, 13, 17, 19, 23, 29, 31, 37,
41, 43, 47, 53, 59, 61, 67, 71, 73, 79, 83, 89, 97]

traces = np.array([row[f"trace_ {p}"] for p in PRIMES_LE_100])
sqrt_primes = np.sqrt(np.array(PRIMES_LE_100))

x_p = traces / (2.0 * dim * sqrt_primes)

x_p = np.clip(x_p, -1.0, 1.0) # numerical safety

M_k = np.mean(x_p#**k) # for k = 1..10

8.4 Friedli Spectral Zeta

# Laplacian eigenvalues from adjacency eigenvalues
mu_i = 4 - lambda_i # for 4-regular graphs
mu_i = mu_ilmu_i > 1le-10] # ezclude trivial zero

# Spectral zeta on grid

s_grid = sigma + 1j * t # sigma in [0,1] = 51, t in [0,10] = 51
zeta_p = np.sum(mu_i[:, None] ** (-s_grid[None, :] / 2), axis=0)
R_p = np.abs(zeta_p(l-s) / zeta_p(s))

9. Reproducibility

All code and data are available in the riemann repository:

Resource Location

LMFDB collection scripts/collect_lmfdb_sql.py

sklearn ML scripts/train_lmfdb_ml_53k.py

Trace-index GNN scripts/train_lmfdb_gnn.py

Sato-Tate analysis scripts/_sato_tate_analysis.py

CM classifier _cm_classifier_and_correlation.py
(git history)

Friedli spectral zeta scripts/_friedli_test.py,
scripts/spectral_zeta_kf.py

Sato-Tate paper docs/2026-05-29-sato-tate-moment-artifact.md

Research roadmap docs/superpowers/specs/2026-05-29-research-roadmap .md
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Resource Location

GUE zero statistics scripts/_gue_zerostats.py,
scripts/_analyze_gue.py

GUE results data data/lmfdb/gue_analysis/gue_analysis_results. json
(27 MB, 63.8K forms)

Implementation plans docs/superpowers/plans/2026-05-29-thread-*.md

Experiment log experiments/EXPERIMENT_LOG.md

Docker environment: docker compose up -d && make research (see
AGENTS.md).

10. Open Questions and Caveats

We identify the following open questions and caveats to guide future work and
prevent over-interpretation of results.

10.1 The d > 2 P(r) Anomaly

The most striking open question is the d > 2 spacing ratio (F) = 0.391, which
deviates from both GUE (0.599) and GOE (0.530) predictions. Cross-validation
confirms this is not a statistical artifact (KSd =1 vs d > 2 = 0.398, p = 0.00,
consistent across 4 diagnostic families). However, its interpretation remains
unsettled:

 Data artifact risk: Both Thread L (P(s)) and Thread R (P(r), X%(L), k-
th neighbor) use the same LMFDB dataset. A shared selection bias (e.g.,
preferential inclusion of forms with low zeros, or database completeness
thresholds) could explain the observed deviation. Independent replication
with Connes CvS zeros (Thread O) is the fastest path to confirmation.

e« New universality class?: If validated, the d > 2 distribution may repre-
sent a new effective symmetry type — possibly a crossover regime where
higher-dimensional L-function families interpolate between symplectic and
orthogonal statistics.

¢ What would falsify this claim: A single d > 2 form whose spacing
distribution reproduces the theoretical GUE curve (KS < 0.05) would
weaken the population-level claim.

10.2 CvS x L-function Generalization (Thread O)

The Connes-van Suijlekom CvS operator produces machine-precision ( zeros
at N = 100 (Thread J). Its direct generalization to L-function zeros was at-
tempted and failed (Experiment C, May 2026). A prototype Q;(c) operator
was built for form 11.2.a.a (dim=1, level 11) by replacing von Mangoldt weights
with Hecke eigenvalues, removing the pole piece, and swapping the archimedean

36



I'(s/2) for T'(s). The matrix diagonalized successfully — A, = —3.277 at
¢ =13, N =20 — but F,,.,(7) does NOT vanish at the known L-function zeros

€

(7, = 6.36 through 5 = 13.57 all yield |F,.,| > 0.01).

The obstruction is structural: (1) the CvS proof relies on positive von Man-
goldt weights — Hecke eigenvalues can be negative, breaking the quadratic
form’s lower-boundedness; (2) the L-function’s functional equation s — 2 — s
(vs s = 1 —s for () shifts the Fourier basis; (3) cusp forms have no trivial zeros,
altering the pole piece. The CvS Galerkin operator is specific to ((s).

The semilocal adelic operator (arXiv:2310.18423) remains open as an alternative
route but requires deeper theoretical work — it is no longer Phase 2-executable
without collaboration with the noncommutative geometry community.

10.3 GNN Attention as Hypothesis Generator

GAT’s R? = 0.731 (Thread B) is the best-performing GNN on trace-index
graphs, and its multi-head attention weights encode which relational edges (se-
quential chain, divisibility, &-NN in trace space) are most informative for zero
prediction. These attention maps have not yet been analyzed for algebraic
structure — e.g., correlation with Hecke operator norm bounds (|a,| < 2./p),
or identification of trace-index graph motifs that concentrate attention. This
analysis could elevate the GNN from a black-box regressor to a hypothesis-
generating tool.

10.4 Farey GNNN’s Information-Theoretic Bound

The Farey GNN’s failure (Exp E) follows from an exact power-law spectral
gap A, ~ 2.65/n (R? = 1.0000 in log-space) — meaning the GNN’s task is
predicting a deterministic function of n that a simple 1/n baseline captures
perfectly. This is fundamentally different from the Cayley graph obstruction
(vertex-transitivity). The negative result is correct but the claim that it is
“information-theoretic” requires formal quantification: the Farey spectral gap’s
Shannon entropy relative to n is zero (completely determined by the Farey
index), which bounds any learning algorithm’s prediction error from below at
exactly the baseline MSE.

10.5 Multi-Task Zero Prediction

Thread N found that a shared backbone degrades z1 prediction (0.714 — 0.704,
—1.5%), but this result uses uniform weighting across all 10 zeros. A weighted
loss prioritizing z;-z5 (where R? > 0.7) over z;, (where R? ~ 0.34) may reveal
a different trade-off. The open question is whether the shared backbone learns
transferable spectral features that the uniform-weighted experiment failed to
incentivize.
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10.6 Summary of Caveats

11.

o Thread L/R’s two-population discovery uses a single LMFDB snapshot

— replication on an independent sample (e.g., LMFDB’s weight-1 forms,
or a different database snapshot) is necessary.

The GNN architecture improvements (GAT R? = 0.731) are on 63K
forms — the recent 200K collection (Thread A) may change the ranking.
All spectral comparisons use theoretical RMT ensembles (GUE, GOE,
GSE). Small-N corrections (N g finite) could shift the expected KS values,
especially for d > 2 forms where the effective sample size per form is
smaller.

The Friedli constant 1.1367 (Exp 15) comes from the Karlsson—Friedli full-
spectra analysis for p = 5,7, 11,13 — stability at larger p values has not
been verified.
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