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ABSTRACT

Evaluating music recommender systems is a highly repet-
itive, yet non-trivial, task. But it has the advantage over
other domains that recommended songs can be evaluated
immediately by just listening to them.

In this paper, we present MUSE – a music recommen-
dation management system – for solving the typical tasks
of an in vivo evaluation. MUSE provides the typical off-
the-shelf evaluation algorithms, offers an online evaluation
system with automatic reporting, and by integrating on-
line streaming services also a legal possibility to evaluate
the quality of recommended songs in real time. Finally, it
has a built-in user management system that conforms with
state-of-the-art privacy standards. New recommender al-
gorithms can be plugged in comfortably and evaluations
can be configured and managed online.

1. INTRODUCTION

One of the hallmarks of a good recommender system is a
thorough and significant evaluation of the proposed algo-
rithm(s) [6]. One way to do this is to use an offline dataset
like The Million Song Dataset [1] and split some part of
the data set as training data and run the evaluation on top
of the remainder of the data. This approach is meaning-
ful for features that are already available for the dataset,
such as e.g. tag prediction for new songs. However, some
aspects of recommending songs are inherently subjective,
such as serendipity [12], and thus the evaluation of such
algorithms can only be done in vivo, i.e. with real users
not in an artificial environment.

When conducting an in vivo evaluation, there are some
typical issues that need to be considered:
User management. While registering for evaluations, users
should be able to provide some context information about
them to guide the assignment in groups for A/B testing.
Privacy & Security. User data is highly sensitive, and
high standards have to be met wrt. who is allowed to access
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the data. Also, an evaluation framework needs to ensure
that user data cannot be compromised.
Group selection. Users are divided into groups for A/B
testing, e.g. based on demographic criteria like age or gen-
der. Then, recommendations for group A are provided by a
baseline algorithm, and for group B by the new algorithm.
Playing songs. Unlike other domains, e.g. books, users
can give informed decisions by just listening to a song.
Thus, to assess a recommended song, it should be possi-
ble to play the song directly during the evaluation.
Evaluation monitoring. During an evaluation, it is impor-
tant to have an overview of how each algorithm performs
so far, and how many and how often users participate.
Evaluation metrics. Evaluation results are put into graphs
that contain information about the participants and the per-
formance of the evaluated new recommendation algorithm.
Baseline algorithms. Results of an evaluation are often
judged by improvements over a baseline algorithm, e.g. a
collaborative filtering algorithm [10].

In this paper, we present MUSE – a music recommen-
dation management system – that takes care of all the reg-
ular tasks that are involved in conducting an in vivo eval-
uation. Please note that MUSE can be used to perform in
vivo evaluations of arbitrary music recommendation algo-
rithms. An instance of MUSE that conforms with state-of-
the-art privacy standards is accessible by using the link be-
low, a documentation is available on the MUSE website 2 .

muse.informatik.uni-freiburg.de
The remainder of the paper is structured as follows: Af-

ter a discussion of related work in Section 2, we give an
overview of our proposed music recommendation manage-
ment system in Section 3 with some insights in our evalu-
ation framework in Section 4. Included recommenders are
presented in Section 5, and we conclude with an outlook
on future work in Section 6.

2. RELATED WORK

The related work is divided in three parts: (1) music based
frameworks for recommendations, (2) recommenders’ eval-
uation, (3) libraries and platforms for developing and plu-
gin recommenders.

Music recommendation has attracted a lot of interest
from the scientific community since it has many real life
applications and bears multiple challenges. An overview

2 MUSE - Music Sensing in a Social Context:
dbis.informatik.uni-freiburg.de/MuSe
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of factors affecting music recommender systems and chal-
lenges that emerge both for the users’ and the recommend-
ers side are highlighted in [17]. Improving music rec-
ommendations has attracted equal attention. In [7, 12],
we built and evaluated a weighted hybrid recommender
prototype that incorporates different techniques for mu-
sic recommendations. We used Youtube for playing songs
but due to a complex process of identifying and matching
songs, together with some legal issues, such an approach
is no longer feasible. Music platforms are often combined
with social media where users can interact with objects
maintaining relationships. Authors in [2] leverage this rich
information to improve music recommendations by view-
ing recommendations as a ranking problem.

The next class of related work concerns evaluation of
recommenders. An overview of existing systems and meth-
ods can be found in [16]. In this study, recommenders are
evaluated based on a set of properties relevant for differ-
ent applications and evaluation metrics are introduced to
compare algorithms. Both offline and online evaluation
with real users are conducted, discussing how to draw valu-
able conclusion. A second review on collaborative recom-
mender systems specifically can be found in [10]. It con-
sists the first attempt to compare and evaluate user tasks,
types of analysis, datasets, recommendation quality and
attributes. Empirical studies along with classification of
existing evaluation metrics and introduction of new ones
provide insights into the suitability and biases of such met-
rics in different settings. In the same context, researchers
value the importance of user experience in the evaluation
of recommender systems. In [14] a model is developed
for assessing the perceived recommenders quality of users
leading to more effective and satisfying systems. Similar
approaches are followed in [3, 4] where authors highlight
the need for user-centric systems and high involvement of
users in the evaluation process. Relevant to our study is
the work in [9] which recognizes the importance for on-
line user evaluation, while implementing such evaluations
simultaneously by the same user in different systems.

The last class of related work refers to platforms and
libraries for developing and selecting recommenders. The
authors of [6] proposed LensKit, an open-source library
that offers a set of baseline recommendation algorithms
including an evaluation framework. MyMediaLite [8] is
a library that offers state of the art algorithms for collabo-
rative filtering in particular. The API offers the possibility
for new recommender algorithm’s development and meth-
ods for importing already trained models. Both provide a
good foundation for comparing different research results,
but without a focus on in vivo evaluations of music rec-
ommenders, thus they don’t offer e.g. capabilities to play
and rate songs or manage users. A patent in [13] describes
a portal extension with recommendation engines via inter-
faces, where results are retrieved by a common recommen-
dation manager. A more general purpose recommenders
framework [5] which is close to our system, allows using
and comparing different recommendation methods on pro-
vided datasets. An API offers the possibility to develop and

incorporate algorithms in the framework, integrate plugins,
make configurations and visualize the results. However,
our system offers additionally real-time online evaluations
of different recommenders, while incorporating end users
in the evaluation process. A case study of using Apache
Mahout, a library for distributed recommenders based on
MapReduce can be found in [15]. Their study provides in-
sights into the development and evaluation of distributed
algorithms based on Mahout.

To the best of our knowledge, this is the first system
that incorporates such a variety of characteristics and offers
a full solution for music recommenders development and
evaluation, while highly involving the end users.

3. MUSE OVERVIEW

We propose MUSE: a web-based music recommendation
management system, built around the idea of recommend-
ers that can be plugged in. With this in mind, MUSE is
based on three main system design pillars:
Extensibility. The whole infrastructure is highly extensi-
ble, thus new recommendation techniques but also other
functionalities can be added as modular components.
Reusability. Typical tasks required for evaluating music
recommendations (e.g. managing user accounts, playing
and rating songs) are already provided by MUSE in ac-
cordance with current privacy standards.
Comparability. By offering one common evaluation frame-
work we aim to reduce side-effects of different systems
that might influence user ratings, improving both compa-
rability and validity of in-vivo experiments.

A schematic overview of the whole system is depicted
in Fig. 1. The MUSE Server is the core of our music rec-
ommendation management system enabling the communi-
cation between all components. It coordinates the inter-
action with pluggable recommenders, maintains the data
in three different repositories and serves the requests from
multiple MUSE clients. Next, we will give some insights
in the architecture of MUSE by explaining the most rele-
vant components and their functionalities.

3.1 Web-based User Interface

Unlike traditional recommender domains like e-commerce,
where the process of consuming and rating items takes up
to several weeks, recommending music exhibits a highly
dynamic nature raising new challenges and opportunities
for recommender systems. Ratings can be given on the fly
and incorporated immediately into the recommending pro-
cess, just by listening to a song. However, this requires
a reliable and legal solution for playing a large variety of
songs. MUSE benefits from a tight integration of Spotify 3 ,
a music streaming provider that allows listening to millions
of songs for free. Thus, recommended songs can be em-
bedded directly into the user interface, allowing to listen
and rate them in a user-friendly way as shown in Fig. 2.

3 A Spotify account is needed to play songs
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Figure 1. Muse – Music Recommendation Management System Overview

Figure 2. Songs can be played & rated

In order to make sure that users can obtain recommen-
dations without having to be long-time MUSE users, we
ask for some contextual information during the registra-
tion process. Each user has to provide coarse-grained de-
mographic and preference information, namely the user’s
spoken languages, year of birth, and optionally a Last.fm
user name. In Section 5, we will present five different
approaches that utilize those information to overcome the
cold start problem. Beyond that, these information is also
exploited for dividing users into groups for A/B testing.

Fig. 3 shows the settings pane of a user. Note, that this
window is available only for those users, who are not par-
ticipating in an evaluation. It allows to browse all available
recommenders and compare them based on meta data pro-
vided with each recommender. Moreover, it is also pos-
sible to control how recommendations from different rec-
ommenders are amalgamated to one list. To this end, a
summary is shown that illustrates the interplay of novelty,
accuracy, serendipity and diversity. Changes are applied
and reflected in the list of recommendations directly.

3.2 Data Repositories

Although recommenders in MUSE work independently of
each other and may even have their own recommendation
model with additional data, all music recommenders have
access to three global data structures.

The first one is the Music Repository that stores songs
with their meta data. Only songs in this database can be
recommended, played and rated. The Music Retrieval En-
gine periodically collects new songs and meta data from
Web Services, e.g. chart lists or Last.fm. It can be easily
extended by new sources of information like audio analy-
sis features from the Million Song Dataset [1], that can be
requested periodically or dynamically. Each recommender
can access all data stored in the Music Repository.

The second repository stores the User Profile, hence
it also contains personal data. In order to comply with
German data privacy requirements only restricted access is
granted for both, recommenders and evaluation analyses.

The last repository collects the User Context, e.g. which
songs a user has listened to with the corresponding rating
for the respective recommender.

Access with anonymized user IDs is granted for all rec-
ommenders and evaluation analyses. Finally, both user-
related repositories can be enriched by the User Profile
Engine that fetches data from other sources like social net-
works. Currently, the retrieval of listening profiles of pub-
licly available data from Last.fm and Facebook is supported.

3.3 Recommender Manager

The Recommender Manager has to coordinate the interac-
tion of recommenders with users and the access to the data.
This process can be summarized as follows:

• It coordinates access to the repositories, forwards
user request for new recommendations, and receives
generated recommendations.

• It composes a list of recommendations by amalga-
mating recommendations from different recommend-
ers into one list based on individual user settings.
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Figure 3. Users can choose from available recommenders

• A panel for administrative users allows enabling, dis-
abling and adding of recommenders that implement
the interface described in Section 3.4. Moreover,
even composing hybrid recommenders is supported.

3.4 Pluggable Recommender

A cornerstone of MUSE is its support for plugging in rec-
ommenders easily. The goal was to design a rather simple
and compact interface enabling other developers to imple-
ment new recommenders with enough flexibility to incor-
porate existing approaches as well. This is achieved by
a predefined Java interface that has to be implemented for
any new recommender. It defines the interplay between the
MUSE Recommender Manager and its pluggable recom-
menders by (1) providing methods to access all three data
repositories, (2) forwarding requests for recommendations
and (3) receiving recommended items. Hence, new rec-
ommenders do not have to be implemented within MUSE

in order to be evaluated, it suffices to use the interface to
provide a mapping of inputs and outputs 4 .

4. EVALUATION FRAMEWORK

There are two types of experiments to measure the per-
formance of recommenders: (1) offline evaluations based
on historical data and (2) in vivo evaluations where users
can evaluate recommendations online. Since music is of
highly subjective nature with many yet unknown correla-
tions, we believe that in vivo evaluations have the advan-
tage of also capturing subtle effects on the user during the
evaluation. Since new songs can be rated within seconds
by a user, such evaluations are a good fit for the music do-
main. MUSE addresses the typical issues that are involved
in conducting an in-vivo evaluation and thus allows re-
searches to focus on the actual recommendation algorithm.

This section gives a brief overview of how evaluations
are created, monitored and analyzed.

4 More details can be found on our project website.

4.1 Evaluation Setup

The configuration of an evaluation consists of three steps
(cf. Fig. 4): (1) A new evaluation has to be scheduled,
i.e. a start and end date for the evaluation period has to
be specified. (2) The number and setup of groups for A/B
testing has to be defined, where up to six different groups
are supported. For each group an available recommender
can be associated with the possibility of hybrid combina-
tions of recommenders if desired. (3) The group placement
strategy based on e.g. age, gender and spoken languages is
required. As new participants might join the evaluation
over time, an online algorithm maintains a uniform distri-
bution with respect to the specified criteria. After the setup
is completed, a preview illustrates how group distributions
would resemble based on a sample of registered users.

Figure 4. Evaluation setup via Web interface

While an evaluation is running, both registered users
and new ones are asked to participate after they login to
MUSE. If a user joins an evaluation, he will be assigned to
a group based on the placement strategy defined during the
setup and all ratings are considered for the evaluation. So
far, the following types of ratings can be discerned:
Song rating. The user can provide three ratings for the
quality of the recommended song (“love”, “like”, and “dis-
like”). Each of these three rating options is mapped to a
numerical score internally, which is then used as basis for
the analysis of each recommender.
List rating. The user can also provide ratings for the entire
list of recommendations that is shown to him on a five-
point Likert scale, visualized by stars.
Question. To measure other important aspects of a rec-
ommendation like its novelty or serendipity, an additional
field with a question can be configured that contains either
a yes/no button or a five-point Likert scale.

The user may also decide not to rate some of the rec-
ommendations. In order to reduce the number of non-rated
recommendations in evaluations, the rating results can only
be submitted when at least 50% of the recommendations
are rated. Upon submitting the rating results, the user gets
a new list with recommended songs.

4.2 Monitoring Evaluations

Running in vivo evaluations as a black box is undesirable,
since potential issues might be discovered only after the
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evaluation is finished. Also, it is favorable to have an over-
view of the current state, e.g. if there are enough partici-
pants, and how the recommenders perform so far. MUSE

provides comprehensive insights via an administrative ac-
count into running evaluations as it offers an easy acces-
sible visualization of the current state with plots. Thus,
adjustments like adding a group or changing the runtime
of the evaluation can be made while the evaluation is still
running.

Figure 5. Evaluation results are visualized dynamically

4.3 Analyzing Evaluations

For all evaluations, including running and finished ones,
a result overview can be accessed that shows results in a
graphical way to make them easier and quicker to grasp
(c.f. Fig. 5). The plots are implemented in a dynamic fash-
ion allowing to adjust, e.g., the zoom-level or the displayed
information as desired. They include a wide range of met-
rics like group distribution, number of participants over
time, averaged ratings, mean absolute error, accuracy per
recommender, etc. Additionally, the complete dataset or
particular plotting data can be downloaded in CSV format.

5. RECOMMENDATION TECHNIQUES

MUSE comes with two types of recommenders out-of-the-
box. The first type includes traditional algorithms, i.e. Con-
tend Based and Collaborative Filtering [10] that can be
used as baseline for comparison. The next type of recom-
menders is geared towards overcoming the cold start prob-
lem by (a) exploiting information provided during regis-
tration (Annual, Country, and City Charts recommender),
or (b) leveraging knowledge from social networks (Social
Neighborhood and Social Tags recommender).
Annual Charts Recommender. Studies have shown, that
the apex of evolving music taste is reached between the

age of 14 and 20 [11]. The Annual Charts Recommender
exploits this insight and recommends those songs, which
were popular during this time. This means, when a user
indicates 1975 as his year of birth, he will be assigned to
the music context of years 1989 to 1995, and obtain recom-
mendations from that context. The recommendation rank-
ing is defined by the charts position in the corresponding
annual charts, where the following function is used to map
the charts position to a score, with cs as the position of
song s in charts c and n is the maximum rank of charts c:

score(s) = −log( 1
n
cs) (1)

Country Charts Recommender. Although music taste
is subject to diversification across countries, songs that a
user has started to listen to and appreciate oftentimes have
peaked in others countries months before. This latency as-
pect as well as an inter-country view on songs provide a
good foundation for serendipity and diversity. The source
of information for this recommender is the spoken lan-
guages, provided during registration, which are mapped to
a set of countries for which we collect the current charts.
Suppose there is a user a with only one country A assigned
to his spoken languages, and CA the set of charts songs for
A. Then, the set CR of possible recommendations for a is
defined as follows, where L is the set of all countries:

CR = (
⋃
X∈L

CX) \ CA

The score for a song s ∈ CR is defined by the average
charts position across all countries, where Function (1) is
used for mapping the charts position into a score.
City Charts Recommender. While music tastes differ
across countries, they may likewise differ across cities in
the same country. We exploit this idea by the City Charts
Recommender, hence it can be seen as a more granular
variant of the Country Charts Recommender. The set of
recommendations CR is now composed based on the city
charts from those countries a user was assigned to. Hereby,
the ranking of songs in that set is not only defined by the
average charts position, but also by the number of cities
where the song occurs in the charts: The fewer cities a
song appears in, the more “exceptional” and thus relevant
it is.
Social Neighborhood Recommender. Social Networks
are, due to their growing rates, an excellent source for con-
textual knowledge about users, which in turn can be uti-
lized for better recommendations. In this approach, we use
the underlying social graph of Last.fm to generate recom-
mendations based on user’s Last.fm neighborhood which
can be retrieved by our User Profile Engine. To compute
recommendations for a user a, we select his five closest
neighbors, an information that is estimated by Last.fm in-
ternally. Next, for each of them, we retrieve its recent top
20 songs and thus get five sets of songs, namely N1...N5.
Since that alone would provide already known songs in
general, we define the set NR of possible recommenda-
tions as follows, where Na is the set of at most 25 songs a
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user a recently listened to and appreciated:

NR = (
⋃

1≤i≤5

Ni) \Na

Social Tags Recommender. Social Networks collect an
enormous variety of data describing not only users but also
items. One common way of characterising songs is based
on tags that are assigned to them in a collaborative man-
ner. Our Social Tag Recommender utilizes such tags to
discover new genres which are related to songs a user liked
in the past. At first, we determine his recent top ten songs
including their tags from Last.fm. We merge all those tags
and filter out the most popular ones like “rock” or “pop” to
avoid getting only obvious recommendations. By count-
ing the frequency of the remaining tags, we determine the
three most common thus relevant ones. For the three se-
lected tags, we use again Last.fm to retrieve songs where
the selected tags were assigned to most frequently.

To test our evaluation framework as well as to assess the
performance of our five recommenders we conducted an in
vivo evaluation with MUSE. As a result 48 registered users
rated a total of 1567 song recommendations confirming the
applicability of our system for in vivo evaluations. Due
to space limitations, we decided to omit a more detailed
discussion of the results.

6. CONCLUSION

MUSE puts the fun back in developing new algorithms for
music recommendations by taking the burden from the re-
searcher to spent cumbersome time on programming yet
another evaluation tool. The module-based architecture of-
fers the flexibility to immediately test novel approaches,
whereas the web-based user-interface gives control and in-
sight into running in vivo evaluations. We tested MUSE

with a case study confirming the applicability and stability
of our proposed music recommendation management sys-
tem. As future work, we envision to increase the flexibility
of setting up evaluations, add more metrics to the result
overview, and to develop further connectors for social net-
works and other web services to enrich the user’s context
while preserving data privacy.
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