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welcome message
On behalf of the Communication & Internet Studies Department of Cyprus University of Technology, we would like to
warmly welcome you to the 15th SMC2018. It has been a great pleasure to organise this multidisciplinary, promising
and, at times challenging, conference, in an institution that despite the absence of music-related studies, has done its
best to accommodate the high demands of SMC2018.
Academic and artistic everyday rhythms in Cyprus, an island in close proximity to war, but also to values of peace,
present challenges raising issues related to the theme of this year’s edition: ‘Sonic Crossings’. For this reason, it is a
great honour for the Department to be hosting this small, yet invaluable, event, contributing to a fruitful, resonant
dialogue.
We would like to thank the Academic and Music Chairs for their devoted work, spanning more than a year, as well as
to Rialto Theatre, Old Vinegar Factory and Neme Arts Center for hosting the music works. Moreover, we would like
to thank the Keynote Speakers, Claude Cadoz, Rebecca Fiebrink and Trevor Wishart, as well as pianist Anna D’ Errico,
ARTéfacts Ensemble and Chronos Orchestra.
On behalf of the Organising Committee, we would also like to thank you for your academic and/or artistic contribution to this year’s edition, which has significantly enabled the successful organisation of yet another conference.

Dr. Nicolas Tsapatsoulis
Conference Chair & SMC 2018 Liaison
Dr. Yiannis Christidis
SMC 2018 Technical Director

welcome message
On behalf of the conference paper selection chairs it is our great pleasure to welcome you to the 15th Sound and
Music Computing Conference 2018, at the marvelous historical city of Limassol at Cyprus, the southernmost country
member of the European Union, which has always been a crossroad of civilizations between east and west. Thus, the
special theme of this conference is “Sonic Crossings” as sound and music cross boundaries and eliminate borderlines.
Since the first Sound and Music Computing Conference held in IRCAM/Paris in 2004, this conference series is now
a well established international conference in the world of music informatics and technology, as well as in computer
music, and has been held in more than 12 European countries.
This year, SMC2018 has received research papers from 30 different countries in all continents and each submission
was reviewed by two members of the Scientific Program Committee consisted by 80 internationally recognized experts. We would like to warmly thank the authors for their contribution and also the reviewers, for their precious
work.
Research papers have been distributed in ten different sessions for oral papers which deal with special issues in the
fields of Music Acoustics, Signal Processing, Auditory Display, Music Interfaces, Computational Musicology and Interactive Performance, as also in 3 session of poster presentations.
We are also delighted to host a workshop from one of the well known Institutes all over the world in the area of Sound
and Music Computing, IRCAM (Paris), entitled “Music Composition and creative interaction with Machine learning”.
We wish you to enjoy your stay in Cyprus and discover its rich cultural history.

Dr Anastasia Georgaki & Dr. Areti Andreopoulou
Paper Selection Chairs, SMC 2018

welcome message
We take great pleasure in welcoming you to Limassol, Cyprus and the 15th Sound and Music Computing Conference (SMC
2018). We hope you find the conference to be engaging, inspiring and informative and that you will find the time to take a
quick swim at some of the picturesque local beaches. We are very pleased to present superb keynote speakers, exceptional
performers and great performance environments, culminating in no less than eight concerts in beautiful Limassol.
We also hope you find our theme of ‘Sonic Crossings’ both timely and relevant. As a country situated close to Syria,
from where thousands of refugees flee, Cyprus becomes a unique space of distinctive dynamics in which to discuss
the festival’s notions and to use them as metaphors for even more thought provoking explorations. We hope that
this event will open new paths for Computer Music and Sound and Music Computing whilst embedding the notion of
crossings and raise more awareness of the connection between crossing and sound.
We would like to thank the composers for their excellent music and all the reviewers for their hard work in reviewing
submissions carefully and rigorously.
We look forward to meeting you all in Limassol, and we hope you will have a productive and enjoyable time.

Dr. Evis Sammoutis & Dr. Panayiotis Kokoras,
Music Selection Chairs, SMC 2018
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Concepts and Technologies for Multisensory
and Interactive Simulation of Physical Objects
Application to Helios, a musical and visual artwork for the
Helicanthe Platform of the ACROE
Claude CADOZ
ACROE – Grenoble – France
Claude.Cadoz@grenoble-inp.fr
http://www.acroe-ica.org/fr

Abstract
This presentation, in a first part, summarizes the genesis and the concepts that
underlie the paradigm of "multisensory and interactive simulation of physical objects"
introduced and developed by ACROE, as well as their implementation in a technology
which is fully mature today, especially the Hélicanthe platform. In a second part,
explanations are given on an artwork of the author, Helios, entirely realized with these
technologies.

Introduction
The ACROE is a center for research and creation created in 1976 in Grenoble to carry out
fundamental research and developments in the field of digital technologies for artistic creation,
especially for sound, music and animated images.
The "Multisensory and Interactive Simulation of Physical Objects" is a qualifier, adopted by the
ACROE to point out the concepts and the technologies whose development is at the heart of its
program.
This program started with the Digital Sound Synthesis introduced by Max Mathews
[Mat63][Mat69] in close collaboration with Jean-Claude Risset, who was the author's thesis
director and who was also the President of ACROE until he leaves us in November 2016.
We introduced at this moment the first techniques for sound synthesis by physical modelling
with the mass-interaction paradigm CORDIS that we invented in 1979 [Cad79]. We also
developed at the same time a similar approach using the physical modelling to create animated
images, through the ANIMA formalism [Luc85]. Then, we integrated CORDIS and ANIMA in a
single and unified formalism, CORDIS-ANIMA, working as well for the sound, the animated
image, as for the haptic or multisensory digital artefacts [Cad93].
From there, we developed a global and complete program concerning the general question of
using digital technologies for artistic creation, in the fields of sound, music, animated image,
multisensory and interactive arts.
The overall goal was to understand what fundamental changes following the advent of
computer science could be expected and stimulated in this domain. Thus, from there, we began
to define the basic functionalities of a general concept of "tool for creation" in the perspectives of
digital technology.
This was an ambitious program, but we proceeded by defining steps that associated
permanently theoretical works, technological elaboration, artistic validation in a permanent
loop, each pole being stimulation and a support for the others.
This program has grown over 40 years, welcoming students from the Grenoble Institute of
Technology, as well as other universities in France and abroad. More than 40 theses have been
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prepared and supported by the ACROE on this program. Many composers and artists have been
welcomed and many artworks have been created with the tools and concepts that have been
developed.
The ACROE is at the moment coordinator of a European network that is at the heart of digital
technologies for artistic creation: the European Art-Science-Technology Network (EASTN).
I will report synthetically here this history, proceeding in two parts.
In the first part, I will present the main theoretical aspects and concepts that underlie the
paradigm of "multisensory and interactive simulation of physical objects" as well as their
implementation in a fully mature technology today, in particualr with the Hélicanthe platform.
In the second part, I will illustrate this with explanations about my piece Hélios, entirely made
with the technologies we developed at ACROE and involved in Hélicanthe.

I. Concepts and Technologies for Multisensory and interactive
simulation of physical objects
Everyone knows well the double origin of the Computer Music, with Hiller and Issacson in
1956 for the Automatic Composition [Hil56], and Max Mathews in 1957 for the Digital Sound
Synthesis [Mat63][Mat69]. The initial question for the computer music was "how to make music
with a computer?". This question can be understood in many ways but there is one that is very
radical: how to make music with a computer, and exclusively with a computer? In this case, we
can say that it is necessary to start with the sound synthesis. So it is the attitude I adopted in this
work, not because I consider that the other has no interest, on the contrary, but as a method I
want to assume in full.
So, to start this presentation, I will focus on the sound synthesis and then I will try to show
how what I call "multisensory and interactive simulation of physical objects" can be proposed
in fact as a natural way to go to its generalization. It is not absurd to start things in this order,
even if, historically, the "CAO" and the sound synthesis are born almost at the same time,
because the first one can today apply just as well to the second. But I will not discuss this point
in this presentation.

1. The digital synthesis of the sound
The question is now "how to make a sound with a computer?".
The sound in the real world always results from the vibrations of certain material objects
composed of solid, fluid or gaseous components. The sound that participates in a musical
situation can be simply perceived, no matter what makes it exist. It is enough, indeed, that the
people who perceive it decide to consider it as possibly "musical", that it is pleasant or not, for
all or for some only.
But let us limit ourselves to those that result from human action.
We can then say without risk, that to make sound, possibly musical, with a computer, it takes
at least 2 first functional components:
- something that turns digital phenomena into acoustic phenomena - everyone knows that we
have for that to add a DAC, amplifiers and Speakers.
- It is also necessary to provide interfaces where human actions can be carried out according
to their different modalities. Leave aside for the moment the actions which involves the voice, so
as to concentrate exclusively on those which are produced by the hands and the body.
Usually, it is the alphanumeric keyboard that responds almost exclusively to this function.
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The next problem is what we have to place between these two borders, in what way and for
what purpose?
An irreducible fact is the difference between the flow of information that we can produce by
our physical actions, whatever the modality (writing, symbolic gesture, instrumental gesture ...),
below some kHz, and the flow of information necessary for our hearing (a few tens of kHz). Let's
call "R" the ratio between the output and input streams. The first task assigned to a sound
synthesis program is then to produce (more or less) "R" times more output data than what it
receives as input. The function is actually a function of "generation".
Music V, which carries the paradigm of the synthesis of sound created by Max Mathews in
1957 [Mat63][Mat69], responds to this first objective, even if, at the beginning it was no
question of real time, with the Wavetable Scanning Oscillator. This fundamental component of
the Music V formalism can produce an indefinite sequence from a finite number of given
samples, and with slow rate variations of parameters.
A fundamental invention was added to the previous one, in Music V, which is the principle of
the functional blocks. The output of a block can be used as input of a next block. Very quickly,
with a coherent set of complementary and small numbers of functionnal blocks, it became
possible to create an unlimited variety of sound synthesis processes.
Other approaches, which we do not need to recall here, developed on the same principle, in
the 70s and 80s. But of all, a common problem emerged which gave rise to a discipline in itself:
Psychoacoustics, linking Science and Technology on the one hand, and the Cognitive Sciences on
the other.
Psychoacoustics is what allows, given a sound production process characterized according to
structural specifications (a "patch” for example) and parametric data, to predict what it is
necessary to do to obtain a predefined perceptive result, or, conversely, what will happen if one
changes this or that (structural or parametric) specification.
Jean-Claude Risset was a pioneer in this field, developing his paradigm of Analysis by
Synthesis; and you all know his work on sounds imitating the trumpet, the gongs, the bells, etc.
as well as his famous paradoxical sounds [Ris82].

2. Paradigm shift
2.1. The sound object - (“l’Objet Sonore”)
The work of Max Mathews, Jean-Claude Risset, John Chowning and many others that I cannot
all mention here, gave the sound, through the principle of its computer reconstruction, the
possibility of its "composition", as Jean-Claude Risset said to "compose the sound" [Ris89]
[Ris14]). Sound has become itself an actual dimension of the Music; The Music known, by that, in
the second half of the XXth century, a fundamental revolution.
This revolution follows the one that Pierre Schaeffer introduced in 1948 with the Musique
Concrète [Sch66]. The sound recording technology had indeed solved a crucial question: the
possibility of keeping an objective and (almost) absolute, indefinitely reproducible trace of the
sound itself. Until the advent of the technologies of its recording, the sound phenomenon,
fugitive by essence, and yet ultimate of the musical act, could enter into the duration only by
indirect strategies such as the minetism (supposing also the preservation of the instrument),
notation by tablature, and, of course, music notation on score.
But it must be observed - while sound recording allowed this absolute preservation of sound
that traditional technologies could not accomplish - that notation, then composition in the sense
of musical construction using musical writing, became very difficult only with recording.
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With the Music V paradigm, it has been possible to enter in a new situation as illustrated by
the publication of his “Sound Catalog” [Ris69], in 1969 by Jean-Claude Risset. This gave a way of
an absolute preservation and possible re-construction of the sound thanks to the information
embedded in the Music V “score”.
But in both cases, one can say that, indeed, the object of interest, the one that focuses all the
attention and develops all the operations of representation, analysis, transformation and
recreation is the sound. The one that Schaeffer had aptly named “l’Objet Sonore” [Sch66].

2.2. The physical object
Pierre Schaeffer considered that, for a deep understanding of the qualities of an Objet
Sonore. allowing him to enter into a musical construction, it was necessary to completely
abstract him from what could be its cause.
Paradoxically, one of the conclusions of the Psychoacoustics, in a context where the physical
causes are precisely completely evacuated, like that of the digital synthesis, - where, as said JeanClaude Risset, “[when one hears a sound of percussion made by a computer] in the computer,
nothing do not hit anything " [Ris92] - the problem arises quite differently. In fact, we soon
discover the strategies of the ear, which seeks, in a context where artifice dominates, to identify
any trace that could bind to a possible physical cause of what is submitted to its perception.
At the beginning of the 90s, I introduced the theoretical point of view which bases the
question of the relation between the properties of the sound such as our perception receives
them and the causality of these [Cad91], thus joining the questioning by McAdams and Bregman
[McA94].
It is therefore possible to pose the problem of sound creation in a totally different way, while
preserving the principle of functional block construction, but applying it to the physical causes of
sound rather than to the sound signal itself. This is the first aspect of the paradigm developed by
the ACROE at the origin of its work.
I will introduce it now.

3. Interactive and multisensory simulation of physical objects
3.1. CORDIS-ANIMA
If we refer to the real situation, playing a musical instrument for example, but more generally
each time that a physical action is applied to a material thing, there are always two combined
categories of physical causes: the gesture and the material object on which it applies. Of course,
the object must be special in the sense that it must be able to produce a sound as a result of our
gestural actions. This is actually the primary function of any musical instrument. And our
perception is capable in many cases (but not always) to distinguish what is due to the object and
its properties, and what is due to the actions we apply to it.
This seemingly trivial circumstance is precisely that which lays the foundation for the
paradigm of multisensory and interactive simulation of physical objects.
It would be tempting to treat the gesture and the object on which it applies as two separable
entities. But the gestures we apply to a physical object depend on its physical properties and,
inseparably, our own physical properties - which are complex and, moreover, variable in the
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course of our action. This leads us to consider the interaction itself inseparably from what is
interacting.
The dualism of physical interactions results in the fact that two related variables are needed
to describe them, and that's what introduces a break with the paradigm of the input-output
functional blocks of Music V (and its derivatives).
In CORDIS-ANIMA [Cad93], which is a formalism to model and simulate the physical objects
and their interactions, the exchanges between the modules are then by principle double. They
always associate, at the same point of communication, an input bearing a position and an output
carrying a force or vice versa. And the basic formalism encapsulates this by implementing two
categories of modules, called respectively "material" and "links", <MAT> and <LIA> in the
CORDIS-ANIMA language (Fig. 1).
With the CORDIS-ANIMA formalism, as a consequence of these premises, a model is not of the
form of an oriented diagram, but of a network where the nodes and the links are, respectively,
<MAT> and <LIA> elements.

Figure 1.
a) Flow oriented block diagram (Music V)
b) Bidirectional paired input / output (CORDIS-ANIMA)
The basic algorithms of the CORDIS-ANIMA formalism for the <MAT> category (MAS and
CEL), on one hand, and of <LIA> type (RES, FRO and REF) in the other, do not result from
arbitrary choices or decisions. They are the result of an absolute algorithmic optimization, at the
level of the elementary digital operators and memory resources. They thus constitute a kind of
axiomatic system.
The sound synthesis by physical model is then one of the facets of this approach. Indeed, the
principle stated above has the natural consequence that the same algorithms, without adding
anything, makes it possible to produce also movements for animated images as well as the
forces for the systems used as gestural interfaces, in particular the force-feedback devices. Note
in addition that the CORDIS-ANIMA allows, even if sometimes it will be with less algorithmic
efficiency, to emulate all the functions of the modules of the signal modelling and signal
processing methods.
The CORDIS-ANIMA paradigm, created as a formalism for "modelling and simulating
instrumental physical objects" [Cad79] has not explicitly been introduced as a system for
"physical modelling". The term did not exist yet, in any case in the field of computer music. It
was not until the beginning of the 1980s that an explicit distinction was made between two
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categories of methods of synthesis, known as "signal modelling" methods (which corresponds
to Music V and all its descendants or derivatives) and "physical modelling" methods.
And indeed, several approaches related to the second, have developed in a close period. Let's
mention the "Modal Synthesis", with Modalys [Adr91], Waveguide Synthesis [Kar83][Jaf83].
Let’s also mention works, among a lot of others, on plucked-strings and wind instruments like
those of P. Cook [Coo92][ Coo97] and various approaches based on the mathematical modelling
of vibratory phenomena in physical structures. The latter have generally the aim, using
synthesis, to better understand the physic of real musical instruments, in order to perfect them
[Gui03].

3.2. Force Feedback Gestural devices
A force feedback system is nothing more than a <MAT> (or <LIA>) module that produces a
position (or force) signal in response to the force (or position) we impose on it. However, there
is a difference: it does not realize this relation through the numerical simulation of a physical
object, but ... with a physical object. Of course, this one is not quite in its natural state, because it
is equipped with two technological components:
- One to convert its current physical position (or the force it receives from our gesture) into a
digital signal which represents it and which then serves as input to the module of type <LIA>
(respectively <MAT>) to which it is connected in the model; A sensor.
- The other to convert the signal of force (or position) produced by this same part of the
model, into a force (or position) applied to our hand (or our fingers); An effector (a motor).
Let's say that such a device, which inherently combines the two, is a "Retroactive Gestural
Transducer", a RGT (TGR in French) [Cad88]. In general, we say a "haptic system".
But an important part of this system is the "kinematic converter", which is the mechanical
part that puts under the fingers the axes of the motors and sensors according to several degrees
of freedom, with different trajectories and shapes depending on the application.
All these concepts and systems have been already presented in numerous occasions
[Cad88][Cad90][Flo04][IDM08][Leo4].

Figure 2.
Force-feedback devices from ACROE
Slice motor end-effector modularity and morphologies
1988 - 2014

SMC2018 - 23

In fact, the domain of the force-feedback (haptic) devices is quite wide. The first haptic arm
was developed for molecular simulation in the GROPE Project [Brooks, University of Chapel Hill,
1971]. It uses the first famous electrical teleoperators from Argone Labs [R.Goertz 1954], or
from CEA-France [MA23 project, Vertut 1976]. From them, lot of new devices have been
developed more recently, such as the 6D Virtuose device commercialized by Haption (France) or
the devices commercialized by SensAble (USA) [Sen].
Several different family were developed, with different principles: those that mime the
human arm morphology, mainly for robotics tele-operation (Fig. 3), those, more generic,
adopting mechanical principles, called « parallel mechanical transmittors » which allow to adapt
more flexible end-effectors (i.e. the part of the device put in hand), as in the first famous device
published by James D. Foley [Fol87], which inspired lot of haptics devices (such as the Spidar
systems [Ish94], or the 6D Delta device marketed by Force Dimension [For], or also the very
cheap Novint device.
We can also mention the family of “exosquelttons” like the Fuchs (France) [Ras98], forcefeedback glove, the PERCRO (Italy) exoskeleton, or the Immersion (USA) Immersive force
feedback system (Fig. 3).

Figure 3. First Force-feedback devices
Argone labs - R.Goertz 1954 - Electric tele-operators
GROPE Project - Brooks 1971 - Chapel Hill University
CEA - MA23 project - Vertut 1976
Note, to conclude this chapter, that force-feedback is not always necessary in instrumental
gestural interactions. We have drawn in the past a "typology" of the instrumental gesture
[Cad94][Cad99][Cad00] which puts it well in evidence, and which allows to determine when it is
actually necessary in gestural interfaces if we want to emphasize the richness of the gesture and
the crucial role it plays in the expressiveness of the sound. When it is not necessary, of course,
the technology is simpler.
Many experiments carried out in our lab with our systems as well as with many others
[Flo02][Gil94][Gio10][Nic00][Sin11] confirm these analyzes.
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3.3. Interactive and multisensory simulation of physical objects
As we already said, the simulation of physical objects using the CORDIS-ANIMA massinteraction formalism, find direct application in the sound synthesis. The combination with the
Retroactive Gestural Transduction (TGR) allows to extend this remark, but, as we noticed also,
there is no necessity to add any other technical functionality to address movements of visible
objects or forces for haptic devices; so thanks to these two technical components, we are able to
achieve what can be named "interactive and multisensory simulation of physical objects"; that is
to say, a simulation of physical objects in such a way that we can interact physically (by our
gestures) with their simulacra and perceive them, during this interaction, by the hearing, the
vision and the haptic sense.

4. ERGON, GENESIS, MIMESIS, TELLURIS and Hélicante, the platform for multisensori-motor creation and multichannel audio and visual projection
CORDIS-ANIMA is associated with a language, the Physical Network Simulation Language
(PNSL) developed by ACROE [Luc06]. It is used to load a "Simulator" that performs a fully
optimized simulation protocol according to the CORDIS-ANIMA specifications.
• Real-Time / Deffered-Time
The computation time needed by the simulation is directly dependant of the complexity of
the model, that is to say the number of modules it contains. A critical point here is then whether
this complexity allows or not that the complete computation loop, including input data
acquisition and output data delivery, can be performed during the sampling period. This
determinate the possibility that the simulation can be done in real-time or not.
Today, using quite standard computers, it is possible to access to the real-time for about 6 to
8 thousands of components.
If we accept to process in two phases: i) the design of the model, followed by ii) its simulation
in deferred time (finalized by the listening once the computation achieved), there is not so strict
limitation. For example, we simulated recently structures containing until 300,000 components.
The main question here is obviously of a new nature: independently of real or deffered time,
how to handle such huge amount of specifications? with which practical tool? and according to
which method?

4.1 GENESIS
GENESIS [Cas02], the user interface for CORDIS-ANIMA physical modelling responds to the
first point for the case of musical creation. It has been presented on numerous occasions since
its first version (inaugurated for workshops and musical projects at the ZKM centre in Karlsruhe
in 1996). It is always in evolution, being a central activity of ACROE lab.
We now have a very powerful and comprehensive tool, used for intensive research projects
and artistic creations. I will give more details and some examples in the second part of my
presentation dedicated to my audiovisual artwork Hélios. I will show what kind of method can
be implemented and how the physical metaphor can also be used in a totally surreal way, with
incredible and absolutely scandalous transgressions of the official reality.
For now I'm just going to remind you about its appearance, basic features and some
ergonomics features with a small example showing how to build a string.
The GENESIS user interface makes it possible to build models according to CORDIS-ANIMA
formalism by arranging their components on a workbench. The components are basic
algorithms according to the two categories <MAT> and <LIA>, corresponding to punctual
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masses (MAS), elastic interactions (RES) viscous interactions (FRO) as well as some elementary
and optimized combinations of these (Fig. 4).

Figure 4.a - GENESIS workbench - Simple example - a Vibrating String

Figure 4.b - GENESIS Simulation window – « Gaea » - Cadoz 2007, 2015
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4.2. MIMESIS
MIMESIS is the user interface for CORDIS-ANIMA physical modelling responding also to the
first point of the previous question for the creation of animated images. It has been developed by
Annie Luciani and her team in ACROE and also presented on numerous occasions. [Evr06].

Figure 5. The MIMESIS modelling Bench

Figure 6. The MIMESIS modelling BenchPhysical CORDIS-ANIMA and MIMESIS models for
computer animation : Sand, Crowd, deformable objects, Puppet. From A. Luciani
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4.3. TELLURIS
Let's take a closer look at the technical features and functionalities that need to be
implemented in a complete platform for multisensory interactive creation.
• Real-Time simulation for the Gestural Channel – The ERGON base

A TGR consists of a (real and tangible) mechanical
device supplemented, as mentioned above, by a sensor
(for example a position sensor) and an effector (for
example an electromagnetic motor).
Then we have, as for the audio channels, the
converters as well as the electronic conditioners.
Note simply that for each degree of mechanical
freedom, there must be an “electronique function”
composed both of a conditioner-CAD chain and of a
DAC-amplifier chain.
Then, the digital signals to and from the electronic
modules (the “communication signals”) can be
respectively the input and output signals of the
simulator, which is,then, necessarily a real-time
simulator.
Figure 7 – ERGON TGR base
As for the simulation, it must at least acquire the digital signals produced by the electronic
module, and provide input signals of the power amplifier (included in the electronic module)
which supplies the motor of the TGR.
We call “ERGON” this set of three coordinated functionalities.
The simulation algorithm can be reduced to its simplest expression, whatever the principle
used, in relation or not with the CORDIS-ANIMA formalism.
Note, at this stage, that what we call above the "communication signals" are directly available
for any external applications. Note also that the simulator itself can be omitted, that the
electronic module can be constituted of only a conditioner or only an amplifier. In both cases, we
can of course no longer speak of TGR, but of simple TG, or simple motor; which may continue to
get meaning and uses. This shows in fact that the concept and technology of ERGON are inclusive
and modular. It is up to the user to adapt it to his application.
But the simulation program can also be very sophisticated, solely limited by the power of the
computer we have at our disposal.
The global framework for the Real-Time Simulator is easy to characterize: to produce from
direct or recorded input, any kind of output to be recorded for a further use, or directly send to
gestural, audio or visual interfaces, individually, separately or in a "multisensory" combination.
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Then we can propose the following functional diagram, including storage devices, "multisensori-motor" display and digital communication network streaming (Fig. 8).

Figure 8 – Global framework for the Real-Time Multisensory and Interactive Simulation

• Multifrequency Real-Time simulation for the Gestural Channel
Let's place here a remark echoing the one we made in the 1st chapter, which is that there is a
ratio "R", between the flow of information that is necessary for our hearing and the one that we
can produce by our gestures. In the context of real-time simulation, we introduced a new way to
optimize the calculation: the multi-frequency simulation technique, which takes support on this
fact.
For this, we may separate the model into several parts that will be simulated at different
rates, adapted to the bandwidth of their physical behaviours. For example, this division can be in
two parts, one simulated at a low sampling rate, corresponding to the bandwidth of the gestural
phenomena, the other at a high sampling rate corresponding to the audio phenomena.
Technically, this raises two questions: i) how to determine the frontier between low and high
parts, ii) How to make correct correspondences between the low frequency digital signal and the
high ones, given that the two categories of physical variables - the forces and the displacements must be treated on two different ways?
We solved this at the ACROE, with the works of James Leonard, Nicolas Castagné, Claude
Cadoz and Annie Luciani as part of James Leonard's thesis, [Leo18]. The results are quite
satisfactory, allowing increasing significantly the complexity of models that can be simulated in
real-time.
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• The TELLURIS platform

Figure 9 – The TELLURIS platform
The CORDIS-ANIMA formalism (precisely because it has been specifically designed for this) is
particularly suited to the design of simulation programs that meet these needs in terms of paired
inputs and outputs, computational optimality (especially by multi-frequency simulation) and
modularity.
This brings us to consider the combination of ERGON technology, on the one hand, and
modelling interfaces - GENESIS for sound, and MIMESIS for moving image - on the other, as
constituting a coherent and comprehensive tool for the sound and music, the visual, the
multisensory and interactive creation. This is what we call the TELLURIS platform.

4.4. Hélicanthe
Any <MAT> module moving, as well as any <LIA> bearing an interaction force during the
simulation of a CORDIS-ANIMA network can be used for output. Two complementary dedicated
modules, respectively of <LIA> and of <MAT> type play this role. The first, called "SOX",
connected to a <MAT> gives a displacement signal; The second, called "SOF", gives a force signal,
both being ready in a digital audio format for recording or for output on an audio channel.
• Sound spatialization - Sound Dome
In fact, any <MAT> or <LIA> element in a simulation can feed an audio channel, so that there
is no other limit for the number of outputs than the actual audio channels we have at our
disposal, and, for the real-time situations, the power of the computer.
In fact, any <MAT> or <LIA> element in a simulation can feed an audio channel, so that there
is no other limit for the number of outputs than the actual audio channels we have at our
disposal, and, for the real-time situations, the power of the computer.
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The Hélicanthe platform uses, for audio display, a multichannel system, a "Sound Dome",
according to the technology developed by Ramakrishnan, Gossmann, and Brümmer, in the ZKM
centre of Karlsruhe (Germany) [Ram06].
I will only give an example of use of CORDIS-ANIMA for sound spatialization, in this technical
context. Within Hélios again, the sources of the audio outputs can be points distributed at the
surface of a "big gong" and connected to the 24 loudspeakers of the Sound Dome. Doing that, you
can listen the scene as if you were a Lilliputian under the Gong placed horizontally (or as if you
were a normal human, with a huge Gong above you head), hearing then the impact positions at
the various places on the vault.
A similar approach can be developed for the visual outputs, but it would be necessary to
enter in more details to understand what is specific to each case.
What we call the Hélicanthe platform, then, corresponds to the assemblage of these
functionalities, going from the very core of this "supra-instrumental" [Cad09] situation, with the
force feedback devices, to the multi-spatial audio and video projection.

Figure 10 – Hélicanthe
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• The Interactive Multisensory AGORA
Let's finish this chapter with yet a name.
Of course, it is possible to put together several installations in the same place, with several
computers connected to the same outputs audio and visual devices, and also with several TGR,
dispatched in the room. More, it is possible to place it in a "hyper communication network"
(Internet) comprising several interconnected platforms of this nature.
It is very interesting to consider this, but it is even more interesting to notice what are the
real, unsurpassable limits of the “Electromagnetic Hyper-Communication Network”.
All the experiments made by researchers who have worked on instrumental interaction show
that actions and gestural perceptions in our interactions with the real physical world, to be
restored with all the finesse of which we are capable, must be taken into account with
bandwidths of several kHz.
Below these conditions, the material world under our fingers is poor and sad.
This is one of the reasons why, in order to bring its full interest, the technologies of the force
feedback systems must be approached with a high performance requirement.
If now we put all this in a context of communication and interaction by electromagnetic
waves, then, recalling that they move at best at the speed of light, it follows that an
"instrumental" type contact - that is, in the bandwidth conditions necessary for the interaction
with force feedback - can be established remotely. But the maximum distance cannot exceed a
few hundred kilometers.
Consequently, it appears that a truly instrumental interaction is definitely impossible on the
Internet and that it is better to immediately abandon such utopia.
On the other hand, it is important today to focus, in complementarity with "the
electromagnetic hyper-communication networks", to enrich the local platforms with all that
constitutes the multisensory and interactive environment as we have defined it.
This does not prevent, on the contrary, to plunge such environments in interconnected
networks, but without forgetting that what corresponds to the fine expressive gestural purposes
cannot be transmitted.
This gives its total legitimacy and necessity to the "real life" in the “real world”, which is not
exclusive to "connected life".
Let’s call that the Interactive Multisensory AGORA.
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II. Hélios in Hélicanthe
Hélicanthe is now like a toy universe in which we can discover strange and poetic regions.
Some years ago, I discover a kind of planet, I thought it was a memory of the Earth, but I was not
sure. However I called him Gaea. I sat there and watched for a long time, from beginning to end
of the light. Perhaps it was a reminiscence of the ancient Sun. I called that moment Hélios.
Hélios is a multisensory artwork entirely created within the Hélicanthe platform. It was
presented publicly for the first time in Grenoble, in November 2015, as part of the closing
concert of the European project EASTN (European Art Science and Technology Network)
(#AST2015). The architecture of the Hélicanthe platform used for the design of this artwork as
well as for its first public presentation was as described above, with a 8 DOF1 TELLURIS station,
a Sound Dome with 24 loudspeakers distributed on an hemisphere of 10m of diameter, and two
large screens, one for the large scale visual scene, the other, semi-transparent, placed in front of
the ERGON station and its performer, to display the visual scene of the real-time simulation
made with TELLURIS. The complete work is made of two big CORDIS-ANIMA models, both
created with GENESIS. One is for the live part to be played with ERGON. It comprises about
8,000 modules (Fig. 11b), and the other for the master scene, calculated in deferred time,
comprises 120,000 modules (Fig. 11a).

Figure 11 – Hélios – a) Deffered-time part (120,000 modules) b) Real-time part (8,000 modules)

Figure 12 - The ACROE-TGR in Hélios –
1

DOF: Degrees of freedom
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The time-deferred part is pre-calculated. All the sounds are recorded in the suitable number
of audio channels, and all the movements of all the particles are recorded in a 3D virtual space in
which we can navigate while the particles are moving in it, during the final displaying, in
synchronism with the live and real-time performance.
The main scene is made up of about 40 independent "instruments", i.e. sets of modules each
producing sounds with their own characters and that do not interact with each other.
You can notice that the instrument in the real-time part (Fig.11 above) is also present in the
master. This is done to allow a duet between the pre-calculated part in the master and the live
part played in real time.
I will describe now some subparts of this work, illustrating some of the original techniques
allowed by the CORDIS-ANIMA paradigm, as well for the creation of the sound as for the musical
macro-temporal structuring.

1. Vibrating Supra-structures
1.1. Gongs
• Big Gong
In Hélios there is a very big gong made of about 20,000 modules arranged on a circular plate
according a triangular meshroom topology (Fig. 13).
To stimulate its vibrations, it suffices to project a particle, at a given speed, towards one of the
points of its surface. The intensity of the vibrations will depend directly on the speed with which
the particle has been launched. And the various vibrating modes characterizing the plate
(according to its shape and to the parameters of its components) will depend on the place of the
impact in the surface.

Figure 13 - a) Big Gong in Hélios (23,632 modules), b) Modal shape of Big Gong in Hélios
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• Torn gong
We can see it in the upper right corner of the scene (page 17). Some parts were removed, as if
they had been devoured by mites. This strange process, difficult to obtain in the real world
(because mites do not usually eat metal), leads to amazing results: A lot of the modal
components of the initial Gong are preserved, but some are modified in there spectral
placement, giving an interesting modulation, particularly attracting when we play with the fine
relative temporal occurrence of these cousin Gong.

Figure 14 – « Cousin » gongs – integrated and eaten by the mites
• Gong burst (Fig.15a)
Continuing this disintegrative approach, we can also break the Gong into several pieces. Its
fundamental integrity (as well as its fundamental vibratory mode) is then broken. But there are
still some relations, due in particular to the most acute modes, found in the small pieces.
• Gong powder (Fig.15b)
Let's continue this metaphor to its ultimate limit, where the gong is decomposed into its
smallest parts: the elementary vibrating particles (they correspond, in GENESIS, to what are
called cells, which carry a single vibratory mode).
It must be confessed here that for this last stage of decomposition, the method is no longer
"metaphorical" since it consists in performing a complete modal analysis of the initial Gong (an
operation that can be very easily performed with GENESIS), and then creating as many of cells
that there are modes and, finally, to tune all these cells to the frequencies resulting from the
analysis. The frequency tuning of a structure is indeed an operation as easy to do in GENESIS, as
its analysis (provided that it is linear). I would like to humbly dedidate to Jean-Claude Risset
these processes that are symetrical, and transposed in the physical modelling context, of the
mutation from the melodic to harmonic assembly of frequencies in his piece “Mutation” (1969).
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Figure 15 – a) Gong burst – b) Gong powder
• Riemann gong (Fig.16)
Let's go now in the opposite direction.
The “Gong of Riemann”, named after this famous mathematician, is no longer produced by
decomposition, but by over-composition.
Two gongs such as the previous, are superimposed. Both are split along a radius and then one
of the resulting edges of this slot on the first is "sewn" with the opposite edge on the other gong.
Conversely, the two edges left free, are sewn in their turn.
The acoustic properties of this impossible object (also reminiscent of the Moebius band) are
astonishing because they both retain those of the original gong and introduce a doubling of these
to an octave below, giving a kind of "thickness" to the sound.

Figure 16 – Very low Fundamental mode of the Riemann Gong -
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1.3. Resonances
As for the "resonances", by the way, each of these objects can be played by vibrating them
with a simple percussion using a particle trapped in a cavity, launched at an initial speed such
that it makes quick trips back and forth between the limits of the cavity. This particle adopts a
"triangular" movement, spectrally rich. By changing the size of the cavity, the frequency of this
triangular oscillation is changed.
Helios implements such processes, applied to objects that have rich modal properties, such as
those we have just seen. The resonances of these objects emerge and disappear, or combine in a
rich way.

2. Supra-Gestural structures
We call “supra-gestural structures” CORDIS-ANIMA structures with dynamic low frequency
properties; more precisely whose frequencies are lower than the acoustic frequencies, and
which may in particular have continuous motion components.
Such movements are of the same nature as our gestures.
The idea then comes to consider CORDIS-ANIMA as a means of modelling ... the
instrumentalist himself (in all modesty and, not to offend the instrumentalists, really without to
pretend replace them with models, even built with CORDIS-ANIMA).
In order to completely reassure the instrumentalists, but also to show a new field of
possibilities, there are here after two simple examples (there could be many others).

1.3. Cosmic Snakes

Figure 17 – Cosmic Snakes
They are simple sets of particles, like the ones we mentioned before to strike the gongs, but
which have altitudes according to a precise law, taking the precaution that they all have the
same initial velocity.
By this means, it is very easily and very explicitly generated percussive events, for example at
regular intervals, if these particles have been placed on a regular altitude scale.
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But we can also make sure that these particles impact a normal vibrating structure, for
example the previous gongs, at certain points, also judiciously chosen.
Everything happens then as if we made a gesture following this form, on our instrument

1.7. Stratospheric Waves
Let's go down a little, at the level of the stratosphere (it's just for the poetry of the name) and
build a structure in the form of a chain of masses connected by elements of visco-elastic
interaction.
Built with normal parameters, it produces sounds that easily evoke those of a string.
But with parameters conferring vibratory modes of low frequency, it will behave like a slow
wave.
It is not certain that one can find such an equivalent in reality, at least on our immediate
scale.
However, having constructed such an object, one can attach to each of its material
components a device like a plectrum or a small percussion stick and make this huge string,
slowly propagating its wave, comes to play on all the series of "instruments" that we present to
his action.
This is done in the very last sequence of Helios, where such a wave plays a melody emerging
from the series of instruments arranged under its reach.

Figure 18 – Stratospheric Waves
As a conclusion, all that remains is to listen to this piece.
The best is during a concert, but it is possible to ask the author for a video extract.
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ABSTRACT
In this paper we present a pilot study carried out within
the project SONAO. The SONAO project aims to compensate for limitations in robot communicative channels with
an increased clarity of Non-Verbal Communication (NVC)
through expressive gestures and non-verbal sounds. More
specifically, the purpose of the project is to use movement sonification of expressive robot gestures to improve
Human-Robot Interaction (HRI). The pilot study described
in this paper focuses on mechanical robot sounds, i.e.
sounds that have not been specifically designed for HRI but
are inherent to robot movement. Results indicated a low
correspondence between perceptual ratings of mechanical
robot sounds and emotions communicated through gestures. In general, the mechanical sounds themselves appeared not to carry much emotional information compared
to video stimuli of expressive gestures. However, some
mechanical sounds did communicate certain emotions, e.g.
frustration. In general, the sounds appeared to communicate arousal more effectively than valence. We discuss
potential issues and possibilities for the sonification of expressive robot gestures and the role of mechanical sounds
in such a context. Emphasis is put on the need to mask or
alter sounds inherent to robot movement, using for example blended sonification.
1. INTRODUCTION
The work presented in this paper was carried out in the
context of the SONAO (Robust non-verbal expression in
artificial agents: Identification and modeling of stylized
gesture and sound cues) research project. The SONAO
project aims to improve the comprehensibility of robot
non-verbal communication (NVC) using data-driven methods and physical acting styles. In other words, the purpose
is to compensate for limitations in robot communicative
channels with an increased clarity of NVC through expressive gestures and non-verbal sounds.
In the current paper we briefly introduce the SONAO
project by outlining the background and problem domain
of transferring expressive human gestures to a humanoid
Copyright: c 2018 Emma Frid et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

Simon Alexanderson
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robot. We present a pilot study focusing on sounds inherent to movement of the humanoid robot NAO 1 (see Figure 1) and discuss implications for the sonification of these
movements.
2. BACKGROUND
Robots are not quiet; they often rely on for example servo
motors in order to move, and thus their movements produce sounds. Sounds generated by robot movement could
potentially have an effect on Human-Robot Interaction
(HRI), as certain sounds may alter interpretation of the
message that the robot is trying to convey. For example,
mechanical sounds could influence interpretation of the
robot’s emotional reactions. Despite the fact that sounds
inherent to robot movement could implicitly convey meaning and affect social interaction, sound design is often an
overlooked aspect in the field of HRI. As for all consumer
products, sound plays a role in our aesthetic, quality, and
emotional experience [1]. Of course, this also applies for
robots that we interact with. There are several examples
of projects in which the sound design has been neglected,
resulting in significant effects for the HRI. For example,
motor sounds of the pet robot Pari negatively interfered
with interactions [2] and the Boston Dynamics LS3 packmule robot was found to be “too loud” to be integrated in
military patrols [3].
In [1], Langeveld et al. make a distinction between
sounds that are generated by the operating of the product itself (consequential sounds), and sounds that are intentionally added to a product (intentional sounds). In the context
of HRI, we have to consider both the sounds that have been
specifically designed for communication of a robot’s functions and emotional reactions (intentional sounds) and the
sounds that are produced by the robot’s movements (consequential sounds). Unfortunately, little work in the field
of HRI has focused on consequential sounds. The fact
that robot’s active motion makes motor noise has been discussed mainly in research focusing on robots with audition,
since motor noises makes auditory processing more difficult (see e.g. [4]). Few studies have focused specifically
on sounds inherent to robot movement. In [5], authors
investigated perception of sounds generated by a robotic
arm, concluding that the presence and quality of the sound
shaped subjective perception. In another study by Moore
1 https://www.ald.softbankrobotics.com/en/
robots/nao
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Figure 1: Two humanoid NAO robots.

et al. [6], aural impressions associated with servo motors
commonly used in robotic motion were investigated. Participants made subjective ratings of motor sounds. Results
suggested both anthropomorphic associations with sounds
and negative impressions of the sounds overall.
Interestingly, numerous previous studies have focused on
affective communication through expressive movements of
the humanoid robot NAO (e.g. [7–9]. Apart from defining
expressive and affective gestures, research in social HRI
has also focused on how to achieve effective communication through intentional sounds. An extensive review
of semantic-free utterances in social HRI was carried out
by Yilmazyildiz et al. [10]. Several studies have focused
on affective sounds for humanoid robots [11, 12], some of
which have specifically dealt with affective sounds for the
NAO robot [13, 14]. However, little work has been done
on sonification in the context of social HRI (see e.g. [15]).
In particular, little research has focused on augmenting expressive robotic movement with sound (see e.g. [16, 17]).
The SONAO project aims to fill this gap by incorporating
movement sonification in the robot’s non-verbal communication. The following section describes the project in
detail.

3. THE SONAO PROJECT
The aim of the SONAO project is to establish new methods for achieving robust interaction between users and humanoid robots and virtual agents, based on sonification of
expressive gestures. This is done by combining competences of research team members in the fields of social
robotics, sound and music computing, affective computing and body motion analysis. Focus is put on Non-Verbal
Communication (NVC), i.e. communication that does not
involve semantics in natural spoken language but can still
facilitate rich communication and expression. The aim
is to move from a discrete identification scheme, based
merely on detecting a particular emotion (i.e. the robot
is sad/happy), to a continuous scheme where a set of emotions could be viewed on a continuum. The main objectives
of the SONAO project are to:
• Develop representations of a humanoid robot’s or
virtual agent’s internal states based on gestures and
sounds.

Figure 2: Motion capture setup with mime actor.
• Develop methods for clear multisensory communication of intentions, including emotions, with regard
to limitations in facial, verbal and bodily expression
of a humanoid robot or virtual agent.
• Contribute with new knowledge and methods for
supporting feedback to, and understanding of, body
motion qualities by means of sound.
This will be achieved through:
1. The creation of a database of expressive (stylized)
gestures.
2. Mapping of (human) gestures to humanoid robots
and virtual agents.
3. Sonification of gestures of humanoid robots and virtual agents.
An important aspect of the SONAO project is to use expressive gestures and sonifications to compensate for the
reduced degrees of freedom 2 in which a robot can express
her/himself, resulting in increased clarity of robot NVC.
The work presented in the current paper is based on previous research conducted by Alexanderson et al. [18], focusing on mapping human motion to virtual agents. The study
by Alexanderson et al. connects mainly to point 1 and 2
of the list presented above. It focused on full body motion capture of a mime actor (see Figure 2) interacting in
short dialogues, varying the intensity level (from low, i.e.
level 1, to high, i.e. level 5) of the non-verbal expression
along five different dimensions (e.g. frustration, attention,
joy). Findings suggested that the mapping of body movements from human movements to a virtual agent tended
to preserve the recognition of emotional renderings originally performed by the mime actor. Other work within
the SONAO project includes developing re-targeting techniques for the NAO robot grounded on virtual character
animation research [19]. In [19], focus was put on motion
sequences that addressed constraints such as joint angle
and angular velocities. The work connects mainly to item
2 of the above presented list. Moreover, a vocal sketching experiment (see [20] for definition of vocal sketching
methodology) with the mime actor participating in [18]
was carried out. In this experiment, the actor was shown
2 Robots have fewer degrees of freedom than humans, as they do not
have the same number of movable joints, etc.
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Figure 3: Screenshot of video stimulus of the NAO robot
performing a joyful gesture.
muted videos of his own movements, and asked to vocalize
sounds that expressed particular emotions. The work was
done as a prestudy intended to inform sonification design
in the SONAO project, and connects to item 3 of the above
presented list.
4. PILOT STUDY
The purpose of the pilot study described in this paper was
to perceptually evaluate a set of sounds produced by mechanical movement of a NAO robot performing expressive gestures. The term mechanical sounds in this context refers not only to sounds produced by motors but
also to friction sounds and contact sounds produced by
robot movement. The main aim of the pilot study was
to investigate if these sounds could communicate affective
states or induce emotions. Depending on how these sounds
are perceived, future implementations, as well as sonifications of expressive robot movements, could focus on either enhancing or masking mechanical robot sounds, using
blended sonification techniques [21]. Blended sonification
describes “the process of manipulating physical interaction sounds or environmental sounds in such a way that the
resulting sound signal carries additional information of interest while the formed auditory gestalt is still perceived as
coherent auditory event” [21].
4.1 Method
We carried out an online perceptual rating experiment 3 in
which participants were asked to rate emotions in the interactions presented in different stimuli on a set of five-step
scales (sad, joyful, frustrated, relaxed), ranging from not
at all (0) to very much (4), with an annotated step size of
1. The survey was distributed to students and colleagues at
KTH Royal Institute of Technology, Stockholm, and Uppsala University. In addition, the survey was shared on
music and audio-related mailing lists in the research community. Participants were also allowed to re-distribute the
survey to anyone they believed would be interested in participating in the study.
3 The
entire
survey
can
be
accessed
//www.surveygizmo.com/s3/3852959/
DM2350-Robot-Motor-Sounds.

at

http:

Figure 4: The Circumplex Model of Affect.

The survey was based on three types of stimuli: audio,
audio-video and video, with 4 stimuli per respective stimuli category, giving a total of 12 stimuli 4 . Presentation
order was randomized for each participant. The stimuli
were expressive gestures performed by a NAO robot and/or
sounds produced thereof. The gestures originated from
human movements performed by the mime actor in [18].
These movements were translated into a robot gestural representation, as described in [19]. The sounds produced by
the robot’s movements were recorded using a Brüel Kjær
BK 4003 microphone connected to a Brüel Kjær 2812 preamplifier, which in turn was connected to a RME BabyFace soundcard. Sound files were normalized and synchronized to video recordings. A screen shot of a video
stimulus is seen in Figure 3.
The gestures used to generate stimuli expressed the following affective states: 1) frustration, 2) relaxation and
3), 4) joy (two different gestures). These particular affective states were chosen as they are opposites on the crossdiagonal of the circumplex model of affect [22], see Figure
4. The same categories have previously been used by robot
researchers in [23]. Sadness was not included as stimuli in
the current study as no such movement was available from
the re-targeted gestures presented in [19]. Due to the difference in dialogue for respective affective state, the stimuli
differed somewhat in length (from 4.0 to 7.6 seconds). The
two joyful gestures also differed in terms of variation of
the nonverbal expression along the joyful axis, as described
in [18] (one gesture was more joyful than the other). These
joyful stimuli are here referred to as joyful clip 1 (level 5,
i.e. the most joyful of the two clips) and joyful 2 (level 4,
i.e. joyful, one level less joyful than the other clip).
As previously mentioned, participants rated emotions for
each stimulus along four different scales (sad, joyful, frustrated, relaxed). By adding additional ratings along the
non-intended dimensions (all scales were present for all
stimuli) we could investigate the intensity of the emotion
displayed not only along the intended dimension, but also
4 Stimuli can be accessed from https://kth.box.com/v/
sonao2018.
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Table 1: Most frequently used words to describe the emotional reaction in respective gesture of original videos of
the mime actor. Number of occurrences is given in parenthesis.

Joyful1
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Frequency (Hz)

Clip
Word Frequency
Frustrated fear (5), nervousness (3), panic (2), frustration
(2), hesitance (2), annoyance (2), anxiousness
(2)
Relaxed
frustrated (5), annoyed (4), confused (4), apathy (3), carelessness (2), exasperation (2), fed
up (2)
Joyful 1
annoyance (3), acceptance (2), calm (2), carefree (2), friendly (2), forgiveness (2), helpfulness (2), indifference (2)
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the perceived emotion towards complementary axes in the
circumplex model.
In order to discuss potential acoustic differences between
respective sound stimuli, we analyzed all audio clips using MIR Toolbox 5 and the function iosr.dsp.ltas
from IoSR Matlab Toolbox 6 . A detailed description of
MIR features for respective sound clip is presented in
Section 4.2.
Prior to the pilot study described in this paper, the original motion capture recordings (which were translated into
expressive gestures of the NAO robot) were evaluated in
a free-labeling experiment with 23 participants (10 M, 13
F) (see [18]). Results are summarized in Table 1 7 . These
labels were for full body movements of the mime actor
wearing a mask. Subtitles of respective dialogue were also
shown (e.g. mime actor: “Sorry I broke this glass”, interlocutor: “No problem I’ll fix it”).
4.2 RESULTS
4.2.1 Acoustic Properties
Acoustic features for respective audio clip are presented in
Table 2. A waveform (time domain) and spectrogram (frequency domain) of the first joyful sound stimulus is depicted in Figure 5. Long Time Average Spectrums (LTAS)
of the sounds are displayed in Figure 6. The LTAS was
calculated from the average power spectral density (PSD)
obtained from a series of overlapping FFTs, with an FFT
length of 4096 and hop size is 2048, with Hann-windowed
segments. The average PSD was Gaussian-smoothed to
1/3-octave resolution.
In terms of acoustic features, the sounds did not differ
much in terms of Root-Mean-Square Energy (RMS). The
lowest value was obtained for the relaxed clip. The ZeroCrossing Rate (ZCR), which is an indicator of noisiness,
was highest for the joyful 1 clip, followed by the relaxed
clip, the joyful 2 clip, and lastly the frustrated clip, suggesting that the joyful 1 clip was the noisiest one, while
the frustrated clip was the least noisy. For spectral roll5 1https://www.jyu.fi/hum/laitokset/musiikki/
en/research/coe/materials/mirtoolbox
6 https://github.com/IoSR-Surrey/MatlabToolbox
7 For the relaxed stimulus, there was a one step difference between the
stimulus used in the free-labeling experiment and the stimuli used in our
pilot study; the free labeling experiment used level 1, i.e. very relaxed,
whereas the stimuli used in our current study used level 2, i.e. relaxed.

Figure 5: Waveform and spectrogram of the first joyful
sound stimulus. For the spectrogram, window size was set
to 256 sample points, 50% overlap.

off, which estimates the amount of high frequencies in the
signal by finding the frequency that the majority of the total energy is contained below, the highest frequency was
also observed for the joyful 1 clip, and the lowest for the
frustrated clip. For the flatness feature, which indicates
whether the distribution is smooth or spiky (this provides
a way of quantifying how noise-like or tone-like a sound
is), lowest value was obtained for the frustrated clip (more
tone-like) and highest for the joyful 2 clip (more noisy).
The brightness feature is calculated based on measuring
the amount of energy above the frequency of 1500 Hz. Results indicated highest brightness for the joyful clips, and
lowest for the frustrated. The spectral spread, accounting
for the standard deviation of the spectrum, was highest for
the joyful 1 clip, and lowest for the frustrated clip. For
spectral flux, calculated as the distance between the spectrum of each successive frame, thereby being a measure of
the amount of spectral change in a signal, highest rate of
change was observed for the joyful 1 clip, and lowest for
the relaxed. Moreover, for the roughness feature, which is
an estimation of the sensory dissonance, values were notably higher for the two joyful clips than for the relaxed
and frustrated clips.

Clip
RMS
ZCR
RollOff
Flatness
Brightness
Spread
Flux
Roughness

Frustrated
0.07
1051.95
12836.65
0.51
0.71
5522.7
58.57
356.29

Relaxed
0.06
1785.14
13082.09
0.54
0.77
5531.96
48.86
422.99

Joyful 1
0.08
1972.65
13893.88
0.58
0.80
5643.86
66.78
843.05

Joyful 2
0.09
1712.61
13785.54
0.59
0.80
5618.22
73.40
812.23

Table 2: MIR Features. For Zero-Crossing-Rate (ZCR),
spectral roll-off and spectral spread, results are reported in
Hertz (Hz).
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Figure 6: Long Time Average Spectrum for sound stimuli,
separated by color.

4.2.2 Perceptual Ratings
A total of 40 participants took part in the experiment
(M=24, F=16, average age=33.9 years). The collected
data is readily available online 8 . In total, 15 participants
(37.5%) were students at KTH. Most of the participants
stated that they had no (17.5%), little (40%) or some (35%)
experience from dance or similar motor activities. More
than half of the participants (65%) had some musical experience, mainly in terms of playing a musical instrument,
singing and/or composing music.
Descriptive statistics for each stimulus category (frustrated, relaxed, joyful 1 and 2), separated by condition (audio, audio-video or video) for respective emotional scale
(sad, joyful, frustrated, relaxed) are shown in Figures 7a
- 7d. As the data was collected on scales that displayed
numeric values of equal distance, we proceeded with statistical analysis using parametric methods. With more than
30 observations per category, data should be approximately
normally distributed according to the central limit theorem.
Initially, we conducted a Three-Way Repeated Measures
ANOVA with the within-subjects factors stimuli category
(frustrated, relaxed, joyful 1 respective 2), condition (audio, audio-video, video) and emotional scale (frustrated,
joyful, relaxed, sad) to compare main effects of stimuli type, condition and scale (as well as interactions between these parameters) on perceptual ratings. Results
indicated a significant main effect of emotional scale,
F (2.16, 84.39) = 31.62, p < 0.001. There was also a
significant interaction between emotional scale and stimuli category, F (9, 351) = 16.76, p < 0.001, and emotional scale and condition, F (3.23, 125.83) = 3.32, p =
0.019. Furthermore, a significant interaction between emotional scale, stimuli category and condition was found
F (9.48, 369.72) = 6.42, p < 0.001. Mauchly’s test of
sphericity was significant for all of the above-discussed
within-subjects effect but the interaction between emotional scale and condition, hence degrees of freedom were
8 Data can be accessed from https://kth.box.com/v/
sonao2018

corrected using Greenhouse-Geisser estimates of sphericity. Results suggest that perceptual ratings across stimuli
categories were different for different scales and conditions.
For the purpose of our current project, analyzing perceptual ratings separately for different stimuli categories
makes more sense for interpretation, as behavior may differ between different expressive gestures. In the sections
below, we present figures based on a detailed analysis of
ratings within each stimulus category (frustrated, relaxed,
joyful 1 and 2), through separate Two-Way Repeated Measures ANOVAs with the following within-subjects factors:
emotional scale (frustrated, joyful, relaxed, sad) and condition (audio, audio-video, video). The purpose of these
tests was to investigate if there was an interaction effect
between emotional scale and condition.
Frustrated Stimuli
For the frustrated stimuli, a Two-Way Repeated Measures
ANOVA indicated a significant main effect of emotional
scale, F (2.17, 84.49) = 39.21, p < 0.001. There was also
a significant interaction between emotional scale and condition, F (3.70, 144.32) = 7.49, p < 0.001. Mauchly’s
test of sphericity was significant for both measures; therefore degrees of freedom were corrected using GreenhouseGeisser estimates of sphericity. The significant interaction
effect indicates that ratings across emotional scales were
different for the audio, audio-video respective video conditions. Pairwise comparisons based on estimated marginal
means (with applied Bonferroni corrections) indicated that
the frustrated scale was rated as significantly higher than
all other scales (p < 0.001 for all comparisons). Since we
are mainly interested in differences between conditions for
the frustrated scale in this context, post-hoc paired t-tests
comparing these ratings were also conducted (with Bonferroni corrections accounting for 3 comparisons). There
was a significant difference in ratings for the audio (M =
1.30, SD = 1.34) and video (M = 2.60, SD = 1.41)
conditions; t(39) = −4.24, p < 0.001. There was also
a significant difference in ratings for the audio (M =
1.30, SD = 1.34) and audio-video (M = 2.45, SD =
1.40) conditions; t(39) = −3.88, p = 0.001. In other
words, higher ratings were obtained for the frustrated scale
in conditions involving a video representation.
Relaxed Stimuli
For the relaxed stimuli, the Repeated Measures
ANOVA indicated a significant main effect of condition
F (2, 78) = 4.89, p = 0.010. There was also a significant interaction between emotional scale and condition,
F (5.33, 207.85) = 7.24, p < 0.001 (degrees of corrected
using Huynh-Feldt estimates of sphericity). Pairwise
comparisons based on estimated marginal means (with
Bonferroni corrections) indicated a significant difference
in ratings for audio (M = 1.00, SD = 0.09) and video
(M = 1.21, SD = 0.08) conditions, p = 0.013. Post-hoc
paired t-tests comparing ratings specifically for the relaxed
emotional scale (with Bonferroni corrections accounting
for 3 comparisons) indicated a significant difference
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Figure 7: Mean perceptual ratings for respective stimuli category. Error bars represent Standard Error of the Mean (SEM).
Medians represented with diamonds.
in ratings for the audio (M = 0.53, SD = 0.88)
and video (M = 1.95, SD = 1.48) conditions;
t(39) = −6.01, p < 0.001. There was also a significant
difference in ratings for the audio (M = 0.53, SD = 0.88)
and audio-video (M = 1.36, SD = 1.31) conditions;
t(39) = −3.98, p = 0.001. To conclude, relaxed ratings
were significantly higher when video was presented.
Joyful Stimuli
For the first joyful stimuli (level 5, i.e. the most joyful of the two clips), the Repeated Measures ANOVA
indicated a significant main effect of emotional scale
F (2.20, 85.89) = 20.22, p < 0.001 (degrees of corrected
using Greenhouse-Geisser estimates of sphericity). A significant interaction between emotional scale and condition was also observed, F (3.77, 147.68) = 3.97, p =
0.005 (df corrected using Greenhouse-Geisser correction).
Pairwise comparisons based on estimated marginal means
(with Bonferroni corrections) between emotional scales indicated significantly higher values for the frustrated scale,
compared to relaxed and sad scales (all with p < 0.001).
Moreover, significantly higher values were obtained for the
joyful scale than for the relaxed and sad scale (p < 0.001).
Post-hoc paired t-tests comparing ratings specifically for
the joyful emotional scale (with Bonferroni corrections accounting for 3 comparisons) indicated significantly lower
ratings for the audio (M = 1.13, SD = 1.30) than for
the video (M = 1.86, SD = 1.64) condition; t(39) =
−2.64, p = 0.035. Interestingly, rather high ratings were
obtained for the frustrated scale for these stimuli (as well as
for the joyful 2 stimuli), despite the fact that the originally
intended emotion was joy. However, no significant dif-

ferences were observed between conditions for frustrated
ratings.
Also for the second joyful stimuli category (level 4, i.e.
joyful, one level less joyful than the other joyful clip), the
repeated measures ANOVA indicated a significant main
effect of emotional scale F (2.49, 90.99) = 39.76, p <
0.001 (degrees of corrected using Huynh-Feldt estimates
of sphericity). Pairwise comparisons based on estimated
marginal means (with Bonferroni corrections) indicated
significantly higher values for frustrated ratings, compared
to the other emotional scales (all had p < 0.001). The joyful ratings were significantly higher than for the sad ratings
(p < 0.001), but significantly lower than the frustrated ratings (p < 0.001).
5. DISCUSSION
It is evident that a lot of information is lost when the mechanical robot sounds were presented without a video representation of respective expressive gesture. Pairwise comparisons for three out of the four stimuli categories (frustrated, relaxed, joyful 1 and 2) indicated significantly lower
values for the intended emotional scale (e.g. frustrated rating for the frustrated category) in audio conditions than in
video conditions. The mechanical sounds themselves appeared to contribute to emotional coloring only to a small
extent. An emotional coloring effect, indicated by high
perceptual ratings of emotional scales, was mainly present
for the joyful stimuli group. A detailed discussion on perceptual ratings of e.g. frustration for the joyful stimuli is
presented below.
Since significant interaction effects were observed for all
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stimuli categories but the joyful 2 stimuli, interpretation
of main effects should be done with caution, as there may
be carryover effects. Generally, the frustrated stimuli appeared to be the most successful category in terms of communication of emotions, at least for the video and audiovideo conditions. There was a significant interaction between emotional scale and condition, suggesting that ratings across emotional scales were different for the audio,
audio-video respective video conditions. Even if ratings of
video and audio-video stimuli received rather high ratings,
the mechanical robot sound in isolation did not appear to
communicate much frustration (M = 1.30, SD = 1.34).
Results for the relaxed stimuli category were not as strong
as for the frustrated one. Also for this category a significant interaction between emotional scale and condition
was observed, however, as seen in Figure 7b, ratings for
the relaxed scale were generally rather low. Interestingly,
the audio condition had significantly lower ratings than the
audio-video and video conditions. In fact, the sound stimulus was not rated as relaxed at all, with a mean value of
0.53 (SD = 0.88). From these results we can conclude that
the presence of sound appeared to counteract the perception of the video in this case; ratings were lower when the
relaxed sound was added.
Perhaps the most interesting results were obtained for the
joyful stimuli categories. For these stimuli, there appear
to have been some confusion between the frustrated and
joyful scales. As can be seen in Figure 7c and 7d, frustrated ratings were rather high. Interestingly, there were
some differences between the two joyful clips. For example, for the first joyful stimuli (joyful 1) there was a significant interaction between emotional scale and condition,
but no significant interaction was observed for the second
joyful stimuli (joyful 2, one level less joyful than joyful 1).
For the second stimuli, pairwise tests based on estimated
marginal means indicated significantly higher values for
the frustrated scale than for the joy scale. In general, it
appears as though the communication of valence (positive
versus negative) was somewhat ambiguous for the joyful
stimuli. The arousal dimension (excited versus calm), on
the other hand, appeared to be easier to interpret. Participants appear to have identified that communicated emotion
was not relaxation or sadness for these stimuli (emotions
characterized by low valence, as indicated in the circumplex model of affect, see Figure 4). Instead, rather high
ratings were obtained for the frustrated and joyful scales
(emotions characterized by high arousal). The confusion
between frustration and joy suggests that the distinction
between positive and negative valence is not clear in this
context.
Possibly, the reason why the joyful sounds were generally rated as frustrated might be explained by their spectral properties and overall amplitude envelope characteristics. As mentioned in Section 4.2.1, the joyful stimuli
had high spectral roll-off, i.e. a large amount of high frequency energy. They also had higher values on spectral
flatness and somewhat higher brightness values, compared
to other audio clips. Moreover, both joyful clips had somewhat higher spectral spread and spectral flux than other au-

dio clips. Finally, both of the joyful audio clips had notably
higher roughness. In the context of emotion recognition in
speech, spectral and F0 features have been found to produce the most accurate predictions of valence (i.e. positive versus negative) [24]. Interestingly, angry and happy
sentences have been found to share similar acoustic patterns [25]. In other words, these emotions are similar in
the activation domain but different in the valence domain,
at least for speech sounds.
The premise of the pilot study discussed in this paper
was that perception of mechanical sounds produced by the
NAO robot can affect the overall perception of the robot’s
affective communication. Depending on how the mechanical sounds are perceived, they could be processed and
blended with movement sonification, in order to further
emphasize or attenuate emotional coloring. In other words,
the consequential sounds could be used as input for other
intentional sounds, e.g. as sound source in carefully designed movement sonification. Our results suggest that
there was a low correspondence between perceptual ratings of sounds and the originally intended emotion of respective stimuli category (compare e.g. frustrated ratings
for the frustrated stimuli category or relaxed ratings for relaxed stimuli categories). The mechanical sounds inherent
to the NAO’s movements appear not to be clearly linked
to the emotional scales used in the current study (sad, joyful, frustrated and relaxed). However, the sounds appear
to have some emotional content. For example, the joyful
sounds were rated as being somewhat frustrated.
Considering that certain mechanical sounds produced by
the NAO robot can communicate other affective states than
those originally intended to be expressed through stylized
gestures, one should perhaps consider whether the mechanical sounds should be completely masked, or altered
to a rather large extent, when sonifying movements. Possibly, sounds produced by the NAO’s movements could be
processed in order to minimize particular audio features associated with certain affective states. In particular, the valence dimension could be emphasized and clarified through
the use of certain sounds. Perhaps the confusion between
the frustrated and joyful scales for the joyful stimuli might
be explained by the fact that the joyful sound did not express any evident positive valence. This is something that
could easily be corrected through the use of e.g. a major mode. In any case, it is important to take consequential sounds into consideration when designing movement
sonifications for robots, so that mechanical sounds do not
interfere with the interpretation of the sonification.
After our study, some subjects gave verbal accounts of
their experience of participating in the experiment. Several subjects emphasized that it was difficult to interpret the
NAO robot, as it did not show any facial expressions. Some
participants stated that the motor sounds were rather disturbing to listen to and did in fact not communicate much
emotion at all. Our results can be compared to previous
findings presented in [6], indicating that participants had
overall negative impressions of motor sounds. However,
some of our participants stated that the sounds indeed communicated certain emotional properties and did not mind
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listening to the mechanical sounds. The authors suspect
that the overall experience of listening to these sounds
might be affected by level of musical experience. Some
participants may be very accustomed to listening to noise
and abstract sounds as they are familiar with e.g. contemporary music, whereas others have never before been exposed to such sounds in an active-listening context.
The movement sequences that were used in the study described in this paper were restricted by the fact that they
had to be optimized to subset of videos selected for [19],
taken from the original dataset presented in [18]. The conclusions that can be drawn from the free-labeling results
shown in Table 1 are that communication through merely
body movements (without facial expressions) could be ambiguous and very context specific. A lot of information
is lost when no facial expression is shown. Moreover, it
should be noted that labeling of emotions, or ratings of
such, is easier if you first present a reference to what is
actually a “neutral” emotion in the particular context (as in
e.g. [26]). Not presenting such an example stimulus may
result in large inter-subject variability.
One may suggest that robotic consequential sounds produced by humanoids should ideally function similar to
sounds produced by humans; the audible sounds should
primarily be frictional sounds produced by interacting with
external objects, rather than sounds produced by gears in
servo motors. Technologies such as non-geared brushless
motors that operate silently 9 may enable development of
more quiet robots, thereby reducing the need to compensate for undesired motor sounds in future HRI research.
6. CONCLUSIONS AND FUTURE WORK
In this paper we have presented the project SONAO and a
pilot study performed within this project. The study focused on perceptual ratings of sounds produced by expressive movement of the NAO robot. Participants rated emotions communicated through NAO’s movements and/or
sounds on a a set of scales (frustrated, relaxed, sad, joyful) in three different conditions (audio, audio-video and
video). The following conclusions could be drawn:
• The mechanical sounds inherent to the robot NAO’s
movement appear not to be clearly linked to the
emotional scales used in the current study (sad, joyful, frustrated and relaxed). For example, the sound
of a relaxed movement did not necessarily sound
very relaxed.
• Ratings were generally lower for audio-only conditions than for video conditions, suggesting that a lot
of information is lost when transitioning to the auditory domain.
• Certain mechanical sounds might communicate
emotional properties. For example, findings suggest that audio clips originally intended to express
joy were perceived as frustrated.
9

See e.g. https://odriverobotics.com/.

• The mechanical sounds appear to communicate
arousal more effectively than valence.
We suggest that future work on sonifications of expressive robot gestures should consider that sounds inherent
to robot movement can communicate other affective states
than those originally intended to be expressed through respective gesture. Such mechanical sounds should therefore
be either masked or altered, before being incorporated into
the sound design and movement sonification of a humanoid
robot.
Future experiments within the SONAO project should involve more detailed evaluations of sounds inherent to robot
movement, using on a free-labeling descriptor methodology. Evaluations of larger datasets, including also some
sad stimuli, should also be done. Moreover, large-scale
studies focusing on correlations between perceptual ratings
and acoustic features could be performed.
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ABSTRACT
The sonification of line charts, from which auditory line
charts are produced is a common sonification strategy used
today. This paper examines timbre as a potentially useful sonic dimension for relaying information in sonified
line charts. A user-study is presented in which 43 participants were tasked with identifying particular trends among
multiple distractor trends using sonified data. These sonified data comprised frequency-mapped trends isolated with
the gradual enrichment of harmonic content, using a sawtooth wave as a guideline for the overall harmonic structure. Correlations between harmonic content and identification success rates were examined. Results from the study
indicate that the majority of participants consistently chose
the sample with the most harmonics when deciding which
sonified trend best represented the visual equivalent. However, this confidence decreased with each harmonic addition to the point of complete uncertainty when choosing
between a sample with 3 harmonics and a sample with 4
harmonics.
1. INTRODUCTION
Sonification today is a familiar tool used to reinforce or
replace a visual representation of data. However, despite
significant development and successful application across
a variety of different fields [1–3], there remains a certain
degree of skepticism in its suitability for relaying precise
chunks of information accurately within scientific contexts
[4]. Such skepticism is often justified, as many sonification projects are implemented with little theoretical discussion, particularly in how sonified elements are precisely
processed by an intricate human auditory system. A significant percentage of robust sonification techniques result
in publications that support findings based on results, of
which include little theoretical discussion beforehand in
relation to the human auditory system. It is commonplace
that various sonification projects require specific and often entirely unique techniques be applied [5]. It is the
opinion of the authors that justifications for choosing such
techniques can often be based on ‘common-sense’, without reference to important aspects of the auditory system,
for example stream segregation and temporal resolution.
Copyright: c 2018 Joe Fitzpatrick et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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In recent years, there have been impressive projects tackling real-time processing and accessibility features within
applications [6, 7]. However, there are few publications
that reference known phenomena occurring within human
auditory perception addressed by Auditory Scene Analysis (ASA). Stream segregation, illusory continuity, fusion
and decomposition of complex sounds are just a few of the
fundamental principles presented in Bregman’s ASA treatise [8]. Since its inception, this system has been expanded
and adopted in various systematic approaches to modeling auditory perception, as well as being applied in other
‘directions’ as Bregman himself explains in “Three directions in research on auditory scene analysis” [9]. Given the
compelling evidence that ASA is the basis of how we understand and perceive complex sounds in our environment,
it stands to reason that it should play an equally important
and fundamental role when designing complex sounds for
the purpose of communicating information from machine
to human user. This paper aims to show how long-existing
research into stream segregation can support even the most
basic models of sonification; more specifically how the
perceptual ‘grouping’ of tones based on complexity or purity can be used to segregate sonified streams of data [10].
The idea here is that where multiple auditory streams playing concurrently is required or preferable, timbre can be
used to focus or isolate a particular stream. In this context,
timbre refers to the harmonic density or complexity of the
tones used for each stream.
2. STREAM SEGREGATION
2.1 Factors of Stream Segregation
Stream segregation is a major branch of Auditory Scene
Analysis and refers to the perceptual grouping of tones, resulting in the ‘streaming effect’ [11]. Since its inception,
it has been considered vital in understanding the Cocktail
Party Effect and key to replicating the human auditory systems ability to segregate blended sound streams. Preceding and contemporary research suggests that frequency distance, tone complexity, temporal distance, temporal coherence, and spatial location all play a critical role in stream
segregation.
The role of frequency difference in stream segregation
has been well-researched. Studies originating from early
ASA research concluded that pure tones that were close
in frequency were far more likely to group perceptually
and form one ‘stream’ [12]. These findings have been
supported by many other publications in the field to date
and have been further expanded on [13]. The same con-
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sensus is true for our understanding of temporal distance,
where the rate of presentation (the interval between alternating sounds) has a direct influence on the threshold
of which the segregating of streams occurs [14]. Where
temporal distance generally refers to the alternating or sequential playback of tones, temporal coherence looks at
temporally overlapping tones, and how the phase and synchronicity of various tones play a role in streaming. Despite a relative lack of publications addressing temporal
coherence, arguments behind its importance in conjunction with (and even above) tonotopic models are well documented [15–17]. Spatial stream segregation (SSS) is another element of SS that has received less attention. Although it is clear spatial location is a key factor in segregating sound sources, there has been relatively little focus
on spatial acuity. Researchers on the topic have suggested
that spatial cues such as inter-aural level difference (ILD)
and inter-aural time difference (ITD) play a crucial role
in permitting high-acuity SS, particularly in the horizontal
plane [18, 19].
The primary goal of ASA is to determine how, and when,
these factors interact with each other to construct our perception of sound. What complicates this problem further
is deciding what role attention plays in SS. Evidence to
date suggests that while SS does occur involuntary, there
are also attention-dependent mechanisms within the human auditory system that are more perceptive [20]. More
specifically, this increased ‘sensitivity’ appears to only occur after a certain amount of time, as evidenced in eventrelated potential (ERP) studies [21] corresponding to the
generally accepted conclusion that ‘streaming’ takes time
to build up [22]. Interestingly, attention is also suggested to
have a developmental role in how humans segregate streams
[23]. This, in turn, suggests that auditory processing mechanisms develop as we age, and that schema-based SS might
play a larger role than the SS that occurs during ‘bottomup’ processing.
While various conclusions and models mentioned in this
section appear to have somewhat conflicting conclusions
(tonotopy vs periodotopy and bottom-up vs top-down), it
is clear that to some degree each play a role in building
our perception of the sounds around us. The next section
focuses on the different ways in which timbre is examined
and utilized for the purpose of sonification.
3. TIMBRE IN SONIFICATION
3.1 Examples of Applications
The way in which timbre is utilized to represent data is
generally unique to each sonification application, and in
some cases, involve synthesis techniques such as amplitude modulation [24]. Another example whereby timbre
was uniquely implemented is in the Monte-Carlo sampling
of probability distributions, in which granular synthesis
was employed to provide a felicitous auditory display of
these data. This method for approximating probability densities accumulates large numbers of discrete samples that
can be directly mapped to ‘grain’ samples taken from an
audio waveform [25]. The resulting audio feedback inher-

ently varies in timbre, and when exaggerated with additional predictions of a users future state, alerts the user to
correct their technique.
An example of timbre being used in parameter mapping
sonification can also be found in an application that uses
a form of differential sonification, which contrasts EEG
data streams across varying conditions. Although its role
in this example is somewhat minimal (the center frequencies providing most of the contrast), Hermann et al. propose adding more complexity to the timbre of the tones to
enrich the sonification method further [26].
3.2 Analyzing Approaches
Despite a considerable amount of studies and publications
about tonality in stream segregation, the implementation
of timbre in sonification applications is rarely justified using such research. There has, however, been considerable
discussion about musical timbre perception. Using multidimensional scaling (MDS), distance models have been
used to organize sounds of differing timbres into a ‘timbre space’ [27]. In such models, dissimilarity ratings are
applied to various sounds of differing timbre so that they
may be placed accordingly into a timbre space. McAdams
et al. also discuss the different perceptual weights individuals place on different dimensions, seemingly unrelated to
musical training. Contrasting pitch and timbre, Krumhansl
and Iverson found that in tone sequences timbre perception was weak and only apparent when pitch remained constant [28]. This tendency to focus on pitch variation over
timbre variation is worth noting when designing a sonification application. It suggests that in an application where
pitch is acting as the primary mapping, timbre might be
used to relay additional information (e.g. variable relationships within a dataset) without distracting from the key
data being relayed by pitch.
In relation to harmonic content, there has been a general
consensus that the harmonic number of a complex tone
corresponds to how well humans perceive pitch [29, 30].
However, the exact cause of this is less transparent. Researchers appear to agree that harmonic resolvability - the
perceptual segregation of individual harmonics that occurs
less between higher harmonics - is not the sole reason behind the poor frequency selectivity of complex tones with
a high harmonic number [31,32]. Researchers suggest that
temporal envelopes are the alternative or concurrent cause
behind this problem, which again raises the question to
what extent is the auditory cortex tonotopically versus periodotopically persuaded [33].
Other interesting research looks at temporal limitations
of recognizing timbral cues [34], and indicated that identifying sounds using timbre could occur at indeed very small
duration samples (a few milliseconds for some). While
this is theoretically good news for sonification through timbre in general, there is still the matter of a build-up time
being required for stream segregation to occur. Overall,
despite being somewhat niche, there is research occurring
that looks at methods of using timbre specifically for sonification, although it is generally very specific.
These methods of dissecting timbre and utilizing it effi-
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ciently in sonification vary from very simple to complex.
There has been intriguing research into using models prevalent in speech recognition, to determine a ‘timbre space’:
a suggested model for discerning the connection between
the physical attributes of timbre versus our perception of
it [35]. Terasawa et al. contrasted using Mel-frequency
Cepstrum Coefficient (MFCC) vs Linear Frequency Coefficients (LFC) to model perception of timbre, and found the
more complex MFCC model was the better tool for representing their orthogonal perceptual model. This presents
us with an intelligent approach to modulating or even creating timbral cues compatible with our own auditory perception.
This paper looks specifically at auditory line charts, and
seeks to examine how incrementing harmonics, following
that of a sawtooth wave, affects the participants ability to
isolate sonified trends from distractor trends. The study
also tests participant ability to discriminate samples that
differ by only one additional harmonic.

4. EXPERIMENT

4.2 The Study and Stimuli
The user study consisted of 43 participants between the
ages of 20-40 years old, male and female. The participants came from various years of a Music and Technology programme, and as a result have a basic understanding
of harmonics, and their role in timbre. It is worth noting
that sonification is not something included in any learning
module within the programme, and needed to be explained
to all participants. The data used in this study is EMG data
sourced from the UCI Machine Learning Repository [38],
and was originally compiled in the University of Essex.
More specifically, within the ‘Physical Action’ dataset participant 1 subfolder, the following samples were used: walking, standing, bowing, clapping, waving, and hand-shaking.
Although not entirely relevant to this experiment, each dataset
consists of 8 EMG channels of which the following 5 were
used:
Channel 1
Channel 2
Channel 3
Channel 4
Channel 5

Right bicep
Right tricep
Left bicep
Left tricep
Right thigh

4.1 Auditory Graphs
Table 1. EMG physical action dataset contents.
An auditory line chart or auditory graph is a sequential representation of quantitative data points mapped to pitch, and
is a simple and effective way of presenting a dataset, typically one dimensional. These auditory graphs can be used
on their own or to complement a visual display in a multimodal application. There have been interesting studies that
test various encoding strategies given to participants to aid
in the identifying and tracking of auditory graphs. Qualitative data have given researchers an idea of how participants instinctively approach identifying trends [36], which
include the use of verbal labels; imagined visuospatial constructs; counting (mentally or foot tapping i.e. motor);
and pitch memory. Further research sought to test these
strategies in conjunction with distractor tasks that theoretically shared the same cognitive ‘workload’ (the visuospatial strategy was paired concurrently with a secondary spatial task) [37]. Results found these ‘distractor’ tasks were
less disruptive than anticipated, but also showed that the visuospatial and verbal labelling strategies had no significant
difference in performance.
The main focus of the experiment shown in this paper is
to specifically look at how adjusting the harmonic content
of certain streams might provide a means of temporarily
isolating (or grouping) particular ’trends’ of an auditory
graph. While the overall aim is to show how auditory scene
analysis is a valuable tool for sonification, an immediate
practical benefit for auditory graphs would be the ability to
provide an overview and/or contextual information using
concurrent auditory streams when imparting associations
between data columns that are relative to each other. One
such example is a previous sonification application implemented by Pauletto et al. [24], where EMG (electromyography) channels were concurrently sonified.

The first phase of the user study introduced the 43 participants to the concept of auditory graphs, and asked them
to simply listen to a sonified example of a single line chart
‘trend’, and then link it to one of four visual trends. This
test acted only to introduce the participants to auditory
graphs and did not disqualify them from the rest of the
study. The frequency range typically used in sonification
is between 200-5000Hz [39], the range in which humans
are the most sensitive. In this application, the range was
set to 400-1400Hz which corresponds to the flattest range
present in the contemporary equal-loudness-level contours
[40]. This allows for the first number of harmonics present
to extend into the more sensitive 2-5Khz range. After phase
one, participants were presented with four A/B listening
tests in random order, in which they were asked to listen to
two samples and choose the one that most accurately represented the visually-presented trend. Participants were also
given the option to choose ‘Neither’ or ‘Both’ in addition
to ‘A’ or ‘B’, when answering the question: With which
sample can you ‘hear’ the above trend best? Also included
in each test was a question to determine how difficult the
participant found choosing between A and B, answered using a 7-point Likert scale.
Each A/B sample contained five sonified trends i.e. the
five channels of the EMG dataset mentioned in table 1.
To maintain a consistent variability in each test, the first
channel of the ‘walking’ sample was used in all four tests.
However, to avoid participants then learning to listen for
that trend, this first column was transformed so that it differed in each test, yet retained a consistent variability. This
was achieved by mirroring these data for the second test,
inverting it for the third, and mirroring and inverting it for
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the fourth. The four remaining ‘distractor’ channels then
differed for each test.
For each of these four tests, participants were presented
with two samples: A and B, and were asked to choose the
one that best represented the visual trend shown. The trend
that was visually displayed for each test was the first column of each dataset. This trend acted as our target/focused
trend (T). In Test 1, this first column in sample A was left
unaltered in that it comprised only the fundamental (f). In
sample B, however, the first harmonic (h1) was added to
the fundamental, following that of a sawtooth wave (even
and odd harmonics with an amplitude equal to the inverse
of its harmonic number). The overall amplitude of each
sonified channel was limited to ensure participants didnt
simply identify the trend over another because of its loudness.
In Test 2, the first column/trend of the ‘walking’ dataset
was mirrored and again visually displayed for the participants to match either sample A or B with (depending which
best represented the visualized trend). This time, sample
A ‘focused’ the trend using the fundamental and first harmonic, while sample B sonified the trend using the fundamental (f), the first harmonic (h1), and the second harmonic (h2). This continued on subsequently in each test as
seen in table 2.
Test
1
2
3
4

Trend ‘T’
Original (0)
Mirrored (M)
Inverted (I)
(M) and (I)

Sample A
f
f+h1
f+h1+h2
f+h1+h2+h3

5. RESULTS
The first phase of the study asked participants to link a
sonified trend to one of four visual trends and resulted in
77 percent of the 43 participants getting it correct. While
this part of the study was intended only to introduce the
participants to the concept of auditory graphs, it helps put
the rest of results into context. When asked which sample
best represented the visualized focused trend (T) for each
test, the participants answered the following:

Figure 1. Test 1 chosen samples.

Sample B
f+h1
f+h1+h2
f+h1+h2+h3
f+h1+h2+h3+h4

Table 2. Breakdown of Tests 1-4.
By Test 4, the focused trend (T) in both sample A and B
sounded far richer in texture than those in Test 1 and 2. It
is also worth noting that the labelling of sample A and B
were also randomized in each test to prevent participants
basing their answers on those of the previous tests.
Two more tests - perhaps more tangential to the initial focus of the study - were included in the randomly ordered
test pool, and contrasted slightly different A/B samples.
Both tests again asked participants to choose the sample
that best represented the visualized trend. In test 5, however, the focused trend (T) of sample A was sonified using the fundamental (f) and the first harmonic (h1), while
sample B did so using the fundamental (f) and the fourth
harmonic (f4). This was to gauge participant response to a
starker change in harmonics. Test 6, again asked the same
question using the same A/B format as above. In test 6,
however, the focused trend (T) of sample A was sonified
using the first 3 even harmonics, while sample B did so
with the first 3 odd harmonics. This test was to determine if
participants found that trends segregated more effectively
when comprising either even or odd harmonics. While the
research mentioned in section 3.2 suggests frequency selectivity tends to suffer in complex tones with a high number of harmonics, it is less clear as to how it fares with the
addition of each lower harmonic in a sonification context.

Figure 2. Test 1 Likert response to choice difficulty.
In Test 1, participants found the trend that was sonified
using the fundamental and first harmonic better than the
trend that was sonified using just the fundamental, suggesting a slightly richer timbre is preferable when trying
to isolate trends from other concurrently playing trends. In
answer to the question of how difficult participants found
choosing which sample best represented the visualized trend
(T) in Test 1, most participants found the choice difficult.

Figure 3. Test 2 chosen samples.
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Figure 4. Test 2 Likert response to choice difficulty.

Figure 7. Test 4 chosen samples.

In Test 2, participants still found the trend sonified with
the more complex tone better at representing the focused
trend (T), however there was over double the number of
participants who found no significant difference between
sample A and B, suggesting an arising lack in confidence
in distinguishing harmonic variance. This is not, however,
reflected as clearly by the answers on difficulty where less
participants found the choice hard, although the difference
is somewhat negligible.

Figure 8. Test 4 Likert response to choice difficulty.

Figure 5. Test 3 chosen samples.

In Test 4, where the harmonics present increased from
three in sample A to four in sample B, participants were
split in their choice in deciding which better represented
the visualized trend. The majority found both samples adequately represented the trend equally. This suggests a clear
lack of confidence among the collective participants in regard to distinguishing preference between a trend sonified
with 3 harmonics vs 4 harmonics. Interestingly, the Likert
responses suggests that participants were actually slightly
more confident in their decision, relative to the other tests.

Figure 6. Test 3 Likert response to choice difficulty.

The results of Test 3 vary little from Test 2 as participants
still find the sonified trend with the richer texture preferable in representing the visualized trend.

Figure 9. Test 5 chosen samples.
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of A and B were randomized, however, in the context of
understanding these results; A represents the sample with
the least harmonic content, while B represents the sample
with more harmonic content:
Test
1
2
3
4
Figure 10. Test 5 Likert response to choice difficulty.
The results from Test 5 indicate a clear preference for
trends sonified with a tone consisting of the fundamental
and 4th harmonic over the tone with the fundamental and
first harmonic. The majority of participants also found this
choice the easiest to discern out of all the tests presented.

AMdn
2.5
2
2
2

BMdn
2.5
2.5
2
3

UVal
83
80
66
62

PVal
.406
.389
.395
.825

An
8
10
8
11

Bn
26
20
21
12

S Diff
No
No
No
No

Table 3. Results of Mann-Whitney U Test for significance
between choice difficulty for those that answered A versus
B.
It is worth noting the accuracy of these results will be
adversely affected by the imbalanced sample size for each,
except where the result was split more evenly between A
and B. The overall result suggests, however, that there was
no significant difference in any of Tests 1-4. Those who
chose A and those who chose B both found their decision
equally difficult.
6. DISCUSSION

Figure 11. Test 6 chosen samples.

Figure 12. Test 6 Likert response to choice difficulty.
The final test examined how participants chose between
a complex tone made up of the fundamental and the first
three even harmonics versus a fundamental and three odd
harmonics, for the purpose of representing the visual trend.
Similar to Test 4, participants were split, with the slight
majority deciding that both samples equally portrayed the
visual trend.
After separating those who chose A and B and their Likert answers for each test, a Mann-Whitney U was performed
to check for any significant difference between how difficult each side found making their decision (P < 0.05, twotailed). As previously mentioned, the true sample identities

It appears that participants were most confident in Test 1
when choosing the sonified sample that they considered
best represented the visual trend. This was expected as Test
1 had a more pronounced effect of contrasting the focused
trend (T) using no added harmonic to segregate it from the
others, versus the fundamental and first harmonic. This result confirms trends can be segregated from concurrently
playing trends with reasonable efficiency by just adding
the first harmonic with an amplitude equal to its inverse
harmonic number i.e. half of the fundamental in this case.
This is the case even when the overall trend amplitude is
limited and remains equal to its distractor trend counterparts.
While incrementing harmonics still resulted in participants choosing the sample with the trend richest in texture
for representing the visual trend, the results show a stark
drop in choice confidence as the number of participants
choosing ‘Both’ doubled after the addition of the second
harmonic. By the addition of the fourth harmonic, participants were unable to collectively agree on a preferred
sample. These results suggest that adding the first three
harmonics to a sonified trends fundamental will significantly increase a users ability to segregate it from concurrently playing sonified trends without additional harmonics. However, adding a fourth harmonic results in diminished returns and does not improve on the benefit elicited
by the use of three harmonics.
Skipping the first three harmonics and including just the
fourth harmonic has also been proven superior over adding
just the first harmonic in segregating a sonified trend. This
could potentially allow for a more subtle approach to ‘focusing’ a sonified trend among other sonified trends, without overpowering the overall blend of sounds should that
be preferable. Participant inability to agree on a majority
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choice for Test 6 clearly indicates that even and odd harmonics act equally in their ability to segregate streams.
7. FURTHER WORK
Sonification is a prevalent tool used today across wideranging fields of research, and as such must be maintained
and improved upon where possible. Research in human auditory perception, and Auditory Scene Analysis in particular, provide robust support frameworks for designing efficient and pragmatic sonification applications. Parametermapping sonification is just one branch of that tool, and
timbre just one parameter within that. Furthermore, in this
study, timbre was utilized only in terms of harmonic enrichment using additive synthesis. Other approaches might
include mapping information to the audio descriptors outlined by McAdams et al. [27]. These include spectral centroid; spectral flux; and the logarithm of attack time (this
might apply to scatterplots, for example). In future work,
the authors of this paper aim to examine other parameters within this branch of sonification, using findings from
ASA research to improve on sonification design strategies.
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ABSTRACT
Music performance databases that can be referred to
as numerical values play important roles in the research
of music interpretation, analysis of expressive performances, automatic transcription, and performance rendering technology. We are creating and will publicly release a new version of the CrestMuse Performance Expression Database (PEDB), which is a performance expression database of more than two hundred virtuoso classical piano performances of scores from the Baroque period
through the early 20th century, including music by Bach,
Mozart, Beethoven, and Chopin. The CrestMusePEDB has
been used by more than 50 research institutions around the
world. It has especially contributed to research on performance rendering systems as training data. Responding to
the demand to increase the database, we started a threeyear project in 2016 to develop a second edition of the
CrestMusePEDB. In this second edition, 443 performances
that contain quantitative data and phrase information about
what the pianists had in mind while playing the performance are also included. We further report on the final
stage of the project, which will end next winter.
1. INTRODUCTION
The importance of music databases has been recognized
through the progress of music information retrieval technologies and benchmarks. Since 2000, some large-scale
music databases have been created and have strongly impacted the global research arena [1–4]. Metatext information, such as the names of composers and musicians, has
been attached to large-scale digital databases and used in
the analysis of music styles, structures, and performance
expressions, from the viewpoint of social filtering in MIR
fields.
Performance expression data plays an important role in
formulating impressions of music [5–8]. Providing a music
performance expression database, especially for describing
deviations from a neutral expression, can be regarded as research in the sound and music community (SMC). In spite
of there being a lot of music research using music performance data, few projects have dealt with creating a music
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performance database that is open to the public.
In musicological analysis, some researchers constructed
a database for the transition data of pitch and loudness, and
then used the database in statistical processing. Widmer et
al. analyzed deviations in the tempi and dynamics of each
beat from Horowitz’s piano performances [9]. Sapp et al.,
working on the Mazurka Project [10], collected as many
recordings of Chopin’s mazurka performances as possible
to analyze deviations in tempi and dynamics by each beat
in a similar manner as [9].
We are creating and will publicly release a Performance
Expression Database (CrestMusePEDB), which consists of
more than 200 virtuoso piano performances of classical
music from the Baroque period through the early twentieth century, including music by Bach, Mozart, Beethoven,
and Chopin [11]. The first edition of the CrestMusePEDB
(ver.1.0-3.1) has been used as musical data by more than
50 research institutions throughout the world. In particular, it has contributed to research on performance rendering
systems, which are use it as training data [12, 13].
The database is unique in providing a set of detailed data
about expressive performances, including the local tempo
for each beat, and the dynamics, onset time deviation, and
duration for every note. For example, the performance
elements provided in the Mazurka Projects data [10] are
only beat-wise local tempi and dynamics. In the MAPS
database [14], which is widely used for polyphonic pitch
analysis and piano transcription, performance data does
not include any temporal deviations, and thus cannot be
thought of as realistic performance data in terms of musical expression. Such detailed performance expression data
is crucial for constructing performance rendering systems,
and is used as realistic performance models for analysis
and transcription.
The CrestMusePEDB 1st edition is not large enough,
compared with other databases for computer science. Demand for this kind of database has been increasing in recent years, particularly in studies using machine learning
techniques. In addition, data that explicitly describes the
relationship between a performance and the musical structure intended by the performer has been required 1 . Responding to these demands, we started a three-year project
in 2016 to enhance the CrestMusePEDB in a second edition [15]. We report on the final stage of our project which
will be finished by next winter.
1 In many cases, the apex (the most important) note in a phrase is selected by the performer, and there may be a case where phrase sections
are analyzed based on the performers own interpretation.
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2. PROJECT OVERVIEW
The first edition of the CrestMusePEDB has contributed to
the SMC field, especially for performance rendering studies. Current mainstream performance systems refer to the
existing performance data. Above all, systems based on
recent machine learning techniques require larger corpora.
The size of the first edition CrestMusePEDB is not necessarily large compared with other databases publicly for
researching natural language processing or speech recognition. Demand for enhancing this database has been recently increasing.
Another expectation imposed on the performance
database is the handling of musical structure information.
Although virtuoso performances remain in the form of an
acoustic signal, it is hard to find material that shows the
relationship between a performance and its intended musical structure by the performer. In many cases, we have
no choice but to estimate the performers intention from
recorded performances.
Responding to these demands, we started a three-year
project in 2016 to enhance the database in a second edition with the goals of increasing the data size and providing structural information. One of the major problems
with making the first edition was the workload required for
manually transcribing performances in an acoustic signal
format. To solve this, we re-recorded the performance data
using a Yamaha Disklavier with the cooperation of skillful pianists, who have won prizes in piano competitions.
This enabled us to obtain music performance control data
(MIDI) and acoustic data simultaneously.
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Figure 1. Outline of the database generation. Blue denotes
data included in the database.
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3. PROCEDURE FOR MAKING THE DATABASE
3.1 Overview
The main goals of the CrestMusePEDB 2nd edition were
to enhance the performance data and provide structural information paired with the performance data. The outline
of database generation is shown in Fig. 1. This edition
provides: (1) recording files (MIDI and WAV), (2) score
files (MusicXML and MIDI), (3) information regarding
phrase structure and “apex note” that each of the pianist
predicts the ideal listeners would conceive as the most significant note in each phrase, in PDFs and plain text (Fig. 2),
and (4) alignment information from the original file format
(matching file format).
Musical structures differ depending on pianists’ interpretations and depending on the score version. Some musical
works, e.g., Mozart’s famous piano sonata in A Major K.
331, have multiple versions of the scores such as the Henle
Verlag, and the Peters Edition.
Before recording, the pianists were asked to prepare to
play their most natural interpretation of the score. Further,
they were requested to prepare an additional interpretation,
such as by a different score edition, as a professional conductor suggests, or by over-expressing the pianists’ interpretation. Pianists were requested to express the difference
of these multiple interpretations regarding the phrase structure.

(b)
Figure 2. Sample of phrase data: a) PDF data. Square
brackets and star marks denote phrase/sub-phrase and apex
(marked with star), respectively; b) Representation of PDF
data in plain text format.

After recording, the pianists listened to their recorded
performance, and we interviewed them on how they tried
to express the intended structure of the piece.
Through these steps, source materials for the database
were obtained. Then, the materials were analyzed and converted to data to be referenced in the database. The main
procedure in this stage was note-to-note matching between
score data and the performance. To improve efficiency for
further analysis and utilization of the database, each note in
the performance data was given information for the corresponding note in its musical score. For this, a matching file
was generated using our original score-performance alignment tool based on an HMM [16] and a visualization tool
called Alignment Editor (Fig. 3).
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Missing note

Score

(velocity)

Performance

Extra note
Pitch error

(sustain)

(a) Performance data of pianist A
Figure 3. Visualization tool used to obtain the alignment
information (see text).

(velocity)

YAMAHA Disklavier

XLR x 2
MIDI

audio (stereo)

audio (stereo)

(sustain)

Audio-MIDI I/F
(Roland US-200 & US-366)
USB
Mac (Pro Tools)

Figure 4. Technical setup for the recording

(b) Performance data of pianist B
Figure 5. Two pianists’ interpretation (phrase structure)
and performance data (piano-roll) for part of Chopin’s
Nocturne in E-flat Major, Op. 9, No. 2.
played with a Yamaha Disklavier were recorded as both
audio signals and MIDI data including controls of pedals
via Pro Tools. We also recorded video of the interviews
afterward.
4. PUBLISHING THE DATABASE

3.2 Recording
The key feature in the creation of the 2nd edition CrestMusePEDB is that we could talk with the pianists directly about their performances. Before recording, we confirmed with each pianist that the recorded performance
should clarify its phrase structure (phrase or sub-phrase)
and “apex note”, as the “interpretation” of the performance.
Pianists were asked to: (1) play based on their own interpretation for all pieces, and (2) play with exaggerated
expressions retaining the phrase structure for some pieces.
In addition, for some pieces, pianists were asked to (3) play
with the intention of accompanying a soloist or dancers. If
there were different interpretations or score editions of one
piece, they played both versions. For Mozarts piano sonata
in A Major K. 331 and Beethoven’s “Pathetique” Sonata,
the 2nd movement, different versions of the scores were
provided to the pianists.
Recordings were done in several music laboratories or
recording studios. As shown in Fig. 4, performances

We will have finished recording all the performances by
the end of May, 2018. We plan to release the 2nd edition CrestMusePEDB consisting of 443 performances of
24 pieces by 12 professional or contest-winning pianists at
the end of September, 2018.
Table 1 shows a list of the scores (35 pieces, some pieces
were played with more than one expression or interpretations), which were played by 12 pianists. In this category, nine performances were not able to be recorded due
to some pianists preferences in the interpretations. Therefore, there are 411 performances in this category.
In addition, we collected another 32 performances to increase the number of different scores by asking one pianist
to play the list shown in Table 2.
Figure 5 shows a sample of performance data for different interpretations by two pianists for part of Chopin’s
Nocturne in E-flat Major, Op. 9, No. 2. First, we can
see that the two pianists interpretations differ in phrase
structure: boundary of upper phrases and the positions of
apices. From the piano rolls, we can see that pianist A
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played faster than pianist B. Regarding the expression of
the apex notes (of a higher phrase), pianist A seemed to
express the apex notes more saliently than pianist B.
Figure 6 shows another sample of performance data by
three pianists for part of Chopin’s Etude in E Major, Op.
10, No. 3. Each player marked a different note (x, y, z) as
the ‘apex’ note in the same phrase shown in a bracket. This
figure looks like that three pianists expressed crescendo
from the beginning part toward note (x). Compared with
note (x), pianists C and D maintained the intensity of note
(y), and pianist E reduced the intensity of note (y). Major difference of these performances is expression regarding prolongation of the notes (tempo expression). Pianist
C and E played their apex note (x) or (z) longer. Pianist
C, somewhat, prolonged one 16th note of the accompaniment part, just prior to her/his apex note (x). Pianist D
and E prolonged plural 16th notes of the accompaniment
part, just prior to her/his apex note (y) or (z). To sum up,
this example suggests three pianists played in a same manner; crescendo toward an important note (x) prior or corresponding to each apex note, and prolongation of prior
adjacent note(s) to each apex note.
These observations suggested that some part of each control of the expressive performances may be explained from
the viewpoint of phrase structure. It was impossible to understand the difference of those performances based only
on the identical score. Differences of interpretation by
each of pianists intention may be considered evidence to
explain the differences in performances. We expect the
phrase data will be used to produce more rational performances for systems-based machine learning techniques.
5. CONCLUDING REMARKS
We have introduced our latest attempt to enhance the
CrestMusePEDB and provided an overview of the CrestMusePEDB 2nd Edition, which consists of 443 piano performances.
There is no other machine-readable performance
database associated with musical structures. We hope
that the database will be used for research in many
research fields related to music performances. As future
work, we would like to conduct performance rendering
contests “Rencon” by letting contestants use this enhanced
database as a reference dataset for their systems.
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Table 1. List of performances included in the 2nd Edition. self : the pianist’s expression, over: over expression, accomp.:
played as an accompaniment for solo instruments or a chorus, waltz: focused on leading a dance, Hoshina: played in
accordance with a professional conductor’s interpretation, Henle and Peters: used the score of the Henle and Peters Editions,
and others: extra expressions via discussion with the authors and the pianist.
No.

Composer

1
F. Chopin
2
F. Chopin
3
F. Chopin
4
F. Chopin
5
F. Chopin
6
F. Chopin
7
F. Chopin
8
F. Chopin
9
F. Chopin
10
F. Chopin
11
F. Chopin
12
F. Chopin
13
F. Chopin
14
F. Chopin
15
F. Chopin
16
F. Chopin
17
J. S. Bach
18
J. S. Bach
19
J. S. Bach
20
J. S. Bach
21
J. S. Bach
22
J. S. Bach
23
J. S. Bach
24
L. v. Beethoven
25
L. v. Beethoven
26
L. v. Beethoven
27
L. v. Beethoven
28
L. v. Beethoven
29
L. v. Beethoven
30
L. v. Beethoven
31
R. Schumann
32
W. A. Mozart
33
W. A. Mozart
34 Japanese folk song
35 Japanese folk song

Title
Étude Op. 10, No. 3 Tristesse
Étude Op. 10, No. 3 Tristesse
Fantaisie-Impromptu in C-sharp minor, Op. posth. 66
Fantaisie-Impromptu in C-sharp minor, Op. posth. 66
Nocturne in E-flat major, Op. 9, No. 2
Prelude in C major Op. 28, No. 1
Prelude in E minor Op. 28, No. 4
Prelude in A major Op. 28, No. 7
Prelude in D-flat major Op. 28, No. 15 "Raindrop"
Waltz No. 1 (Grande valse brillante in E-flat major, Op. 18)
Waltz No. 1 (Grande valse brillante in E-flat major, Op. 18)
Waltz No. 3 in A minor, Op. 34-2
Waltz No. 7 in C-sharp minor, Op. 64-2
Waltz No. 7 in C-sharp minor, Op. 64-2
Waltz No. 9 in A-flat major, Op. 69-1
Waltz No. 10 in B minor, Op. 69-2
Invention No. 1
Invention No. 1
Invention No. 2
Invention No. 2
Invention No. 8
Invention No. 15
Invention No. 15
Piano Sonata No. 14 "Moonlight", 1st Mov.
Piano Sonata No. 8 "Pathetique", 1st Mov.
Piano Sonata No. 8 "Pathetique", 2nd Mov.
Piano Sonata No. 8 "Pathetique", 2nd Mov.
Piano Sonata No. 8 "Pathetique", 3rd Mov.
Bagatelle No. 25 in A minor "Für Elise"
Bagatelle No. 25 in A minor "Für Elise"
Kinderszenen Op. 15 No. 7 "Träumerei"
Piano Sonata K. 331 Mov. 1
Piano Sonata K. 331 Mov. 1
Furusato
Furusato
Total:

Players

Expression Type
[s: self, o: more expressive]
s
o
s
o
s
s
s
s
s
s
as dance accompaniment
s
s
as dance accompaniment
s
s
s
o
s
o
s
s
o
s
s
s
based on Hoshina's method
s
s
o
s
Henle Edition
Peters Edition
s
as accompaniment
411

P1
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
33

P2
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
30

P3
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
35

P4
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
35

P5
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
35

P6
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
35

P7
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
35

P8
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
33

P9
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
35

P10
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
35

P11
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
35

P12
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
x
35

Table 2. List of extra performances played by one pianist
No.

Composer

36
37
38
39
40
41
42
43
44
45
46
47
48
49
50
51
52
53
54
55
56
57
58
59
60
61
62
63
64
65
66
67

J. S. Bach
J. S. Bach
L. v. Beethoven
F. Chopin
F. Chopin
F. Chopin
F. Chopin
F. Chopin
F. Chopin
F. Chopin
C. Debussy
C. Debussy
C. Debussy
E. Elgar
E. Elgar
G. Händel
G. Händel
Japanese folk song
Japanese folk song
F. Liszt
F. Mompou
W. A. Mozart
W. A. Mozart
W. A. Mozart
S. Rachmaninov
S. Rachmaninov
M. Ravel
E. Satie
E. Satie
R. Schumann
P. I. Tchaikovsky
P. I. Tchaikovsky

Expression Type
[s: self, o: more expressive]
Wohltemperierte Klavier 1-1
s
Wohltemperierte Klavier 1-1
as accompaniment
Piano Sonata No. 14 "Moonlight", 1st Mov.
o
Mazurka No. 5 in B-flat major, Op. 7-1
s
Mazurka No. 13 in A minor, Op. 17-4
s
Mazurka No. 13 in A minor, Op. 17-4
o
Mazurka No. 19 in B minor Op. 30-2
s
Mazurka No. 19 in B minor Op. 30-2
o
Nocturne in E-flat major, Op. 9, No. 2
o
Prelude in C minor Op. 28, No. 20 "Funeral March"
s
Prelude Book 1, No. 8 "La fille aux cheveux de lin"
s
Prelude Book 1, No. 8 "La fille aux cheveux de lin"
o
"Rêverie" L. 68
s
Salut d'amour Op. 12
s
Salut d'amour Op. 12
as accompaniment
Ombra mai fù / Largo
s
Ombra mai fù / Largo
as accompaniment
Oboro-zuki-yo
s
Oboro-zuki-yo
as accompaniment
Liebestraum No. 3
s
Impresiones intimas No. 5 "Pajaro triste"
s
Piano Sonata K. 331 Mov. 1
s
Twelve Variations on "Ah vous dirai-je, Maman", K. 265/300e, Theme
s
Twelve Variations on "Ah vous dirai-je, Maman", K. 265/300e, Theme
o
Prelude in C-sharp minor Op. 3, No. 2
s
Prelude in C-sharp minor Op. 3, No. 2
moderately
Pavane pour une infante défunte
s
Gymnopédies No. 2
s
Gymnopédies No. 2
moderately
Kinderszenen Op. 15 No. 7 "Träumerei"
moderately
The Seasons Op. 37b No. 6 "June: Barcarolle"
s
The Seasons Op. 37b No. 6 "June: Barcarolle"
o
Total:
32
Title
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Figure 6. Three pianists’ interpretation (phrase structure) and performance data (piano-roll) for part of Chopin’s Etude in
E Major, Op. 10, No. 3.

SMC2018 - 65

CROSSING PHRASE BOUNDARIES IN MUSIC
Zuzana Cenkerová
Slovak Academy of Sciences

Martín Hartmann
University of Jyväskylä

Petri Toiviainen
University of Jyväskylä

zuzana.cenkerova@savba.sk

martin.hartmann@jyu.fi

petri.toiviainen@jyu.fi

ABSTRACT
This paper presents a new model for segmenting symbolic music data into phrases. It is based on the idea that
melodic phrases tend to consist of notes, which increase
rather than decrease in length towards the phrase end.
Previous research implies that the timing of note events
might be a stronger predictor of both theoretical and
perceived segmentation than pitch information. Our approach therefore relies only on temporal information
about note onsets. Phrase boundaries are predicted at
those points in a melody where the difference between
subsequent note-to-note intervals reaches minimal values.
On its own, the proposed model is parameter-free, does
not require adjustments to fit a particular dataset, and is
not biased towards metrical music. We have tested the
model on a set of 6226 songs and compared it with existing rule-based segmentation algorithms that had been
previously identified as good performers: LBDM and
Grouper. Next, we investigated two additional predictors:
meter and the presence of pauses. Finally, we integrated
all approaches into a meta-classifier, which yielded a
significantly better performance than each of the individual models.

1. INTRODUCTION
Melodic segmentation refers to the subdivision of melodies into smaller meaningful groups. When hearing a
piece of music, listeners - whether musically trained or
not - will perceive stronger or weaker points of closure in
the melody. Experts in music theory are able to identify
these points by analyzing the score. Researchers in Music
Information Retrieval (MIR) have attempted to automatically identify and reliably predict points in melody indicated as group borders by either listeners or music theorists. The quality of any proposed model is therefore
established as the degree of agreement with human ratings. In MIR, segmentation has been mostly investigated
at phrase level, rather than at lower levels in the structural
hierarchy, such as motifs. What complicates the task is
the fact that the task does not have a single "correct"
solution. The perception of boundaries between phrases is
subjective, especially where the border is weak or ambiguous. Musicians, as well as musically untrained listeners,
have been shown to display differences (between groups
and within groups) when indicating phrase boundaries
(e.g. Deliège, 1987, Peretz, 1989, Thom et al., 2002;
Bozkurt et al., 2014, Hartmann et al., 2017). In this sense,
Copyright: © 2018 Cenkerová, Z., et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.

no model can predict human judgments infallibly.
The formal definition of the criteria used by listeners for
melodic segmentation laid out by Lerdahl and Jackendoff
(1983) in A Generative Theory of Tonal Music (GTTM)
has been frequently used as a point of departure for the
MIR segmentation task. GTTM derives from the rules
defined by Gestalt psychology, such as proximity and
similarity. The Grouping Preference Rules of Lerdahl and
Jackendoff postulate that listeners cluster tones into
groups on the basis of a set of rules, including temporal
proximity (slur/rest - GPR 2a; inter-onset-interval - GPR
2b); degree of change in register (GPR 3a), dynamics
(GPR 3b), articulation (GPR 3c) or length (GPR 3d);
symmetry (GPR 5), and motivic similarity (GPR 6). A
boundary is perceived in places where the temporal proximity, or the change in the individual properties mentioned above, is greater than that of the neighbouring
transitions. The last two rules describe listeners' preference for group shapes that are symmetrical (GPR 5), and
the tendency to place parallel shapes into parallel groups
(GPR 6). While the authors of GTTM separated grouping
from meter and treated them as independent entities, they
emphasized that grouping and meter interact, and structures are perceived most clearly where they are in mutual
accordance.
The validity of GPRs was largely supported in listening
experiments; the effects of long inter-onset-intervals
(IOI) and rests (GPR 2b and 2a) were typically found
stronger than those of pitch changes (e. g. Deliège, 1987;
Frankland and Cohen, 2004; Peretz, 1989). Of course, the
durational proportions of events in music scores are not
the same as in live music. Yet, the use of long notes at
phrase ends is frequently further accented in performance
practice, in that performers lengthen the last note of the
phrase, and insert a micropause (Friberg et al. 1998);
although Cambouropoulos (2001) suggests that it is not
always the last note that is lengthened, but, in some cases,
the penultimate note, resulting in the delay of the phrasefinal note onset. Pauses are salient dividers between consecutive phrases, as they often precede phrase starts
(Temperley, 2001). In vocal music at least, singers need a
pause to breathe in, and this is usually reflected in the
music score. Bruderer's (2008) results show that in Western popular music, IOIs, pauses, and timbre change contribute most to the perception of boundaries. Repetition
and motivic similarity also provide the listener with cues
about phrase boundaries. While the identification of pattern similarity is a non-trivial task, there are indications
that metrical context plays a strong role in similarity
perception: repetitions often begin at phrase starts (Temperley, 2001), and patterns sharing the same meter are
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In this model, boundaries are selected by calculating
differences between successive IOIs (ΔIOI), or, in other
words, second-order differences between note onset
times. OOIs are not considered; any note followed by a
pause is treated as if it was lengthened by the duration of
the pause. Boundary candidates are chosen only from
negative IOI differences, that is, from transitions where a
longer IOI is followed by a shorter IOI.

0.75

The Local Boundary Detection Model (LBDM) introduced by Cambouropoulos (2001) operates on local
changes in pitch, IOIs, and rests. The Change Rule places
a phrase border between any two consecutive intervals
that are not identical with respect to these three parameters. The border strength is proportional to the degree of
change between the two intervals. The Proximity Rule
assigns a higher border strength on the larger interval out
of any two consecutive, non-identical intervals. The default settings for the relative weights of pitch, IOI, and
rest intervals are set to .25, .5, and .25, respectively.
LBDM results in a profile of border strengths, and uses
thresholding for separating borders from non-borders.

3. NEW MODEL: IOI DIFFERENCES

0.25

2.1 LBDM

The Grouper Program proposed by Temperley (2001)
relies only on temporal information (note-to-note intervals and meter) and analyses the score as a whole, performing all possible analyses and selecting the favourites
using three criteria. The Gap Score is the sum of IOI and
OOI (offset-to-onset interval) of two consecutive notes;
phrases are assigned a bonus based on the Gap Score
between the notes at the border. Secondly, phrases receive a logarithmic penalty for deviating from an optimal
phrase length, set by default to 8. As a third step, Grouper
penalizes phrases that are not metrically "in phase" with
the preceding phrase, meaning that they do not start on
the same beat on the highest and second-highest metrical
levels. For example, a phrase starting on the first beat
should be preferably followed by a phrase that also starts
on the first beat. The list of beats is provided by the Meter Program, which calculates a metrical structure for a
given melody using a division of timepoints into small
units called pips. The experimental test of Grouper computed by Thom et al. (2002) gave a mean F-measure of
.62; Pearce et al. (2010) obtained an average F-score of
.66 with their data.

0

Several algorithms have been proposed to deal with segmentation of both symbolic and audio music data. Existing models for automatic segmentation of melodies in the
symbolic form are largely limited to monophonic data
and can be roughly divided into two groups. Rule-based
models derive from expert knowledge and intuitions of
music theorists, and are usually based on the principles of
Gestalt psychology. The second group of models is driven by computational rather than musical knowledge,
using supervised and unsupervised machine learning. In
the first case, algorithms are trained on a portion of the
data (or another music corpus), and the collected information serves to make predictions on the remaining data.
With unsupervised learning, phrases are predicted based
on statistical regularities of note-to-note relationships (for
a recent review, see Rodríguez Lopez, 2016).
The model we propose belongs to the Gestalt tradition.
Tenney and Polansky (1980) are commonly credited as
authors of one of the earliest Gestalt-based models, but
the ones that we will review here in more detail are
LBDM and Grouper, as they have been consistently reported as best-performing when tested on larger datasets.

2.2 Grouper

0.75

2. COMPUTATIONAL SEGMENTATION

Studies that have tested LBDM on larger amounts of data
include Thom et al. (2002), whose dataset comprised over
2600 songs from the Essen collection. The authors performed an optimization for their dataset by trying out
different combinations from a predefined grid of parameter values, and with the best-performing setting obtained
in this way reported a mean F-score of .50. Pearce et al.
(2010) used a smaller Essen subset (1705 songs); their
implementation using the default weights and a threshold
of .05 yielded a mean F of .63.

-0.5

more often rated as similar (Gabrielsson, 1973). Ahlbäck
(2007) shows that listeners might not recognize even
exact repetitions if the repeated fragments start at different points in the metrical hierarchy.
We introduce a model based on the assumption that interonset-intervals (IOI) within music phrases tend to get
longer as the phrase progresses, and longest towards the
phrase end. This pattern is best seen on simple recitative
songs, such as Gregorian chant. Our aim is to create a
parsimonious, general, parameter-free model which does
not require additional changes to reflect the specifics of
the music data. Previous research suggests that temporal
information provides more salient grouping cues than
pitch information; our model is therefore based solely on
the timing of note events.
We are interested in comparing the predictive power of
this approach with that offered by other kinds of temporal
information, such as offset-to-onset intervals (rests) and
metrical symmetry, and with existing rule-based, Gestaltderived models.

Figure 1. Rhythmic representation of "Happy Birthday":
on = note onset (in beats), IOI = inter-onset-intervals (in
beats), ΔIOI = difference in successive inter-onsetintervals (in beats).
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In the example in Figure 1, there are three occurrences of
a negative ΔIOI: we could theoretically place a boundary
after the first dotted note, after the pause, and after the
second dotted note.It is obvious that due to rhythmic
variability within phrases, creating boundaries at all negative ΔIOIs would lead to oversegmentation. In this way,
we would perhaps detect many true boundaries, but at the
same time, too many of the identified boundaries would
be false. Because we expect the largest negative IOIs to
occur at phrase ends, we considered only the lowest value
of ΔIOI in each song. In the example above, a boundary
would be placed before the second dotted note where
ΔIOI = -1.25, splitting the music sample into two equal
groups. Any other ΔIOI equal to -1.25 occurring earlier
or later in the same melody would also be chosen as a
boundary.

4. METHOD
4.1 Dataset
The Essen Folksong Collection (Schaffrath, 1995) is a set
of 6,236 mostly Germanic folksongs in symbolic format,
with phrases annotated by music experts. It comprises
simple diatonic melodies with a clear metrical structure.
Because large collections of symbolic music data with
annotated phrase borders are not readily available, the
Essen corpus has been widely used in testing segmentation models. The obvious disadvantage of using the same
dataset repeatedly is that findings cannot be generalized
to other music styles and traditions. Its advantage, however, is that it presents a convenient basis against which
different models can be tested and their performances
compared.
4.2 Models and Implementation
For comparison of performance, we chose models based
on Gestalt-like rules coming from musical knowledge.
LBDM, Grouper, and a simplified version of GPR 2a
(Pause). To account for symmetry, we added two models
based on metrical structure: Temperley's Meter, and Meter Finder. To make outputs comparable, all models were
set up to return a binary vector of ones (boundaries) and
zeros (non-boundaries). We assumed there was always a
boundary before the first note onset of every song. As a
final step, we combined all models to make a compound
model.
4.2.1 Previous Models
1. LBDM was implemented in the version offered by
MIDI Toolbox (Eerola and Toiviainen, 2004). Instead of
using default settings, LBDM was optimized for the Essen dataset, and computed with weights w1(pitch) = .10,
w2(IOI) = .23, w3(rest) = .67, and a threshold of .20.
Rather than choosing predefined values for these parameters, we used a Genetic Algorithm search heuristic (single-objective optimization with bound constraints) to find
optimal parameter values. An objective function was used

to calculate the F-measure of each song for a given set of
weight and threshold values, and to finally obtain the
negative of the mean F-measure across songs. The algorithm converged to an optimal solution, that is, a set of
parameter values that would minimize the negative of the
mean F-measure across songs. It is worth noting that the
optimal combination of parameters assigned the lowest
weight to the pitch rule, compared to the other two rules.
2. Grouper was computed using original code by Temperley (2001). While its author does not recommend it, it
is possible to run Grouper without metrical information
provided by the Meter Program. This variant uses just the
first two of its three rules, that is, it bases the analysis
only on IOIs, OOIs, and a preferred phrase length. We
considered it instructive to include Grouper in both versions - with (2a) and without (2b) the beat list output
from Meter - to see how much the metrical information
adds to its performance.
3. Meter is a program which generates a beat list to be
used by Grouper (Temperley, 2001). We decided to use it
on its own to obtain a segmentation based on metrical
regularity itself. Meter returns a hierarchy of beats on five
different metrical levels, with 0 as the lowest and 4 as the
highest level. Most commonly, the downbeat comes with
the first note onset. Some songs, however, start with an
anacrusis, and the downbeat comes with a later note onset. For the purposes of segmentation, we are interested
in a regular distribution of strong beats on the highest
metrical level, starting with the first note onset. The reason for this is that if a phrase starts on a particular beat, it
is likely that the next phrase will start on the same-level
beat, as seen in the example in Figure 1. Our implementation therefore shifts the beat list given by Meter cyclically, so that the first strong (level 4) beat occurs at the first
onset, and phrase boundaries are then placed at every
note with a level 4 onset.
4. Pause. To test for the importance of pauses in segmenting melodies, we have included a simple all-ornothing rest rule reminiscent of GPR 2a. With this rule, a
boundary is placed after any pause, irrespective of its
length.
4.2.2 New Approaches
5. ΔIOI is the implementation of our segmentation model
as described earlier (see 3 above).
6. Meter Finder is an algorithm proposed by Toiviainen
and Eerola (2005). The authors used autocorrelation to
classify melodies into "double meter" or "triple meter"
categories, and reported a correct classification rate of
over 90% for the Essen corpus. This straightforward
classification approach lends itself well for comparison
with Meter. Based on the Meter Finder categorization, a
simple metrical grid has been constructed for every piece.
Melodies in double meter had a boundary placed every 8
beats from the first note onset; melodies in triple meter,
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every 6 beats. If a predicted boundary did not coincide
with a note onset, it was left out.
7. ΔIOI OR Meter Finder OR Pause. Based on preliminary results we decided to incorporate a model that uses
evidence from three aspects of note events timing: IOIs,
rests, and metrical information. This rule generates a
phrase border at any timepoint where either of the three
models, 5, 6, or 4, assumes a phrase break. Each of these
models has a relatively low recall rate on its own; taking
a disjunction of their prediction sets was expected to
enhance recall.
8. Compound Model is based on a different approach
from all the other models, in that it uses a machine learning component. We performed logistic regression to
make a meta-classifier with all the models from the previous analysis to see if their combination would result in
improved results. In addition to the binary outputs generated by models 1, 2a, 2b, 3, 4, 5, and 6, we also included
probabilistic
model
versions
where
possible.
LBDM(prob) is the profile of boundary strengths returned
by LBDM before thresholding. The weights used are
identical to the binary version. Meter(prob) is a modification of the original output of the Meter Program. As explained earlier, Meter returns a profile of beats with assigned metrical hierarchy values (0 to 4). We took the
exponential of these values and shifted them cyclically in
the same way as in the binary version, so that the first
note onset of any song had the highest hierarchical level
(4). Meter Finder(prob) returns a metrical hierarchy profile on three levels. For songs in double meter, the
boundary on every 16th beat is the strongest, with a
weight of 1. A weaker boundary (w = .66) coincides with
every eighth beat, the weakest (w = .33) with every fourth
beat. Melodies in triple meter get a similar hierarchy
profile, with decreasing weights placed on every 12th,
6th, and 3rd beat. Boundaries are only considered (and
weighted) if they coincide with a note onset. Δ IOI(prob)
calculates all ΔIOI values of the piece and replaces the
positive ΔIOI values with zeros. Our model selection
approach consisted of an exhaustive search for the best fit
out of each possible combination of the 14 models (7
binary, 4 probabilistic, 3 interactions) based on its log
likelihood and then, using the Akaike and Bayesian information criterion (AIC and BIC) estimators, penalizing
its log likelihood according to the number of predictor
variables of the model. The lowest AIC was obtained
combining all models except the binary version of ΔIOI.
The combination with the lowest BIC excluded the binary
versions of LBDM and ΔIOI. We report the results of the
latter model with the lowest BIC, as it uses less elements.
Possible overfitting was investigated by computing 10
times 10-fold cross-validation on the compound model.
The mean F-measure across 10 folds and 10 iterations
was very similar to the one reported (mean F = .76; min =
.75, max = .78). Note that this cross-validation analysis,
as well as the AIC/BIC calculations, was computed for
concatenated data from all songs.

5. RESULTS
5.1 Preliminary phrase analysis

Figure 2. IOI relative to phrase length for all phrases of
the dataset, interpolated by 100. The dark line denotes the
median (percentile 50). The various degrees of shading
(darker near the centre of the range, fainter towards the
edge of the range) depict the dispersion of the middle
20%, 40%, 60%, and 80% of the observed values.
As a first step, we performed an analysis of all phrases of
the Essen collection to see if the assumption that notes
tend to lengthen towards the phrase endings has any merit. The number of note-onset events in the annotated
phrases range from 2 to 49, with a median of 8, suggesting that the songs have sometimes been segmented on
different hierarchical levels. To estimate changes in IOI
for different temporal positions within phrases, we first
computed IOI vectors for all individual phrases. Each
vector included the last IOI in the phrase: to do this, we
added an extra note to the end of each phrase. This added
note corresponded either to the first note onset of the
following phrase or, if it was the final phrase of the song,
to a phantom note at the end of the song. All IOI vectors
obtained in this way were divided by the number of note
onsets within the phrase, excluding the added note onset
at the end of the phrase. Subsequently, to compare the
IOI vectors across all phrases from all songs, each vector
of within-phrase IOIs was interpolated to a length of 100
points. As a result, all vectors were scaled to have the
same length, regardless of their absolute phrase length
(Figure 2). The IOIs displayed an ascending tendency at
the ends of phrases.
5.2 Model comparison
The results are summarized in Table 1, with the highest
values obtained for each of the three measures marked in
bold. Paired two-sample sign tests between the F-scores
obtained for each song of the 7 binary models (LBDM,
Grouper with Meter, Grouper without Meter, Meter,
Pause, ΔIOI, and Meter Finder) show that out of the 21
possible model pairs, there are three cases where the
differences between models do not reach significance at
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an alpha of .001: LBDM - Meter Finder, Meter - Pause,
and Grouper - Meter Finder. The Compound performed
significantly better than any other model, based on the
sign test results.
Model
Grouper with Meter
Grouper without Meter
LBDM
Meter
Pause (GPR 2a)
Compound (BIC)
ΔIOI OR Meter Finder
OR Pause
Meter Finder
ΔIOI

Precision
.77
.68
.81
.59
.98
.92
.64

Recall
.73
.66
.60
.70
.48
.68
.81

F
.74
.66
.65
.61
.60
.75
.68

.70
.79

.64
.54

.64
.58

Table 1. Mean Precision, Recall, and F-scores of existing
models (top) and new approaches (bottom). Both groups
are sorted in order of their F-scores.

6. DISCUSSION
There are several points that we would like to highlight in
the discussion.
1. The approach based on minimal IOI differences does
not on its own reach the performance of LBDM and
Grouper. Its lower predictive power is partially compensated by its simplicity and versatility. The finding that the
optimal LBDM setting assigns a minimal weight to the
Pitch rule supports the importance of timing over pitch in
melodic segmentation. Also, LBDM was outperformed
by Grouper, which does not use pitch information.

investigation of the congruence of folk song performances and their transcriptions. One possibility is to use the
method employed by Bruderer (2008) with Western popular songs, a style in which scores are also created by
transcribing performances. Bruderer manually timealligned MIDI data with recordings; this approach leads
to a more realistic time representation of both pauses and
note onsets.
4. For the songs of the Essen collection, metrical symmetry was a relevant predictor of their phrase layout.
Meter Finder outperformed Meter, which is remarkable
considering that it predicts phrase boundaries at regular
intervals starting with the first onset, without any further
information about how the melody progresses. At the
same time, Meter Finder presumably misses a portion of
true boundaries in cases where the prediction does not
fall on a note onset. Modifying the model to include imperfectly aligned note onsets resulted in improved recall,
but lower precision, with similar F-scores.
5. The model integrating three temporal predictors - minimum IOI differences, pauses, and meter - performed
better than all the other individual models, except Grouper with Meter, and yielded the highest recall score. This is
an encouraging result, warranting further investigation.
Instead of a union (OR) operation, the three temporal
criteria could perhaps be combined in a different manner,
leading to further performance enhancement.
6. The Compound ensemble classifier generated the best
mean F-score, and performed significantly better than
each of the other models. Compared to the second-best
Grouper with Meter, its slightly lower recall is balanced
out by a considerable improvement in precision.

2. It is interesting to compare our results for LBDM and
Grouper with other studies. LBDM with optimized parameters found by the Genetic Algorithm generated better
results than those reported by Pearce et al. (2010) on their
set of 1705 songs, and the improvement was even more
pronounced compared to the results computed by Thom
et al. (2002) on a set of over 2600 songs. Grouper, implemented in the original version as designed by its author, obtained an F of .74 on our dataset, which is considerably higher than the .62 and .66 reported in the abovementioned studies.

7. Our main focus was on state-of-the-art techniques for
rule-based boundary detection; we also tried to address
the problem of dimensionality by finding an optimal
model based upon AIC/BIC values. However, the selected model is still relatively high-dimensional and thus
difficult to interpret. In the future, we will utilize feature
selection and dimensionality reduction techniques to
assess the relative contribution of predictor variables to
the model and reduce the risk of multicollinearity.

3. As noted before e.g. by Pearce et al. (2010), pauses
constitute highly reliable indicators of phrase borders in
the Essen corpus. The Pause rule obtained the highest
precision score, implying that almost all rests in the corpus occur between rather than within phrases. As discussed earlier, pauses present an important cognitive
divider for music listeners, but there is some debate as to
their relevance in symbolic data. It has been argued that
with folk tunes, pauses marked in music scores are sometimes only a convention used by transcribers to visually
mark segment borders or "breathing points" which the
singer may and may not use in their actual performance
(Rodríguez Lopez, 2016). This question requires a deeper

We conclude that basing melodic segmentation on temporal information alone is a valid approach, and that
different elements of timing - the preference for negative
IOIs, the presence of rests, and metrical symmetry, converge to an optimal task solution. At this time, our findings are limited to European ethnomusicological material.
Studies investigating non-Western music, such as
Bozkurt et al. (2014), suggest that models performing
well on European folk music do not necessarily give
good segmentations of melodies coming from different
traditions. The need for corroboration on more diverse
music samples applies to computational models of melodic segmentation in general.

7. CONCLUSIONS
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ABSTRACT
We present the first implementation of a new framework
for sound and music computing, which allows humans to
explore musical environments by communicating feedback
to an artificial agent. It is based on an interactive reinforcement learning workflow, which enables agents to incrementally learn how to act on an environment by balancing exploitation of human feedback knowledge and exploration of new musical content. In a controlled experiment, participants successfully interacted with these agents
to reach a sonic goal in two cases of different complexities. Subjective evaluations suggest that the exploration
path taken by agents, rather than the fact of reaching a goal,
may be critical to how agents are perceived as collaborative. We discuss such quantitative and qualitative results
and identify future research directions toward deploying
our “co-exploration” approach in real-world contexts.
1. INTRODUCTION
When creating music, musicians make use of various forms
of exploration to achieve their musical goals. Such exploration is essential to facilitate expression and discovery along their creative process [1]. In the specific case
of music computing, exploration generally consist in probing some parameter space—for example to grasp a synthesizer’s sonic abilities.
To facilitate exploration, system designers must find a
compromise between the system’s complexity and its musical expressiveness. This is often a difficult design constraint. As high expressiveness tends toward high complexity—and reversely, low complexity tends toward low expressiveness [2]—, music computing systems often result
in complex interfaces which require expert knowledge to
be explored. The standard VST constitutes the typical example of such a design approach, usually featuring tens of
ad hoc knobs and thousands of potential combinations.
In the last decade, interactive supervised learning approaches
have enabled to overcome this difficulty, by combining powerful computational abilities (such as autonomous learning, recognition or prediction) with human-centred interaction (such as generating new content from direct user
Copyright: c 2018 Hugo Scurto et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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examples) [3]. Several systems have since been designed,
with successful applications in music composition, performance, and pedagogy [4–7]. Interestingly, many musicians
reported that these interactive systems offered space for
exploration [8], often personifying them as collaborative
partners because of their ability to learn implicit musical
properties similarly to a human musical collaborator [3, 9].
We are interested in designing a framework enabling exploration through interactive machine learning, in order to
reinforce this sense of collaborative partnership. For this,
we propose to provide musicians with the possibility to explore musical environments by communicating feedback
to the system. Such an approach could be useful in cases
where giving high-level feedback would be preferred over
parameterizing a given system at a low-level. For example, users could progressively shape musical contents and
processes using subjective evaluations.
In this paper, we describe first steps toward such a feedbackbased interactive learning system for exploration. We propose to investigate interactive reinforcement learning as a
new paradigm to interaction with musical environments.
Reinforcement learning algorithms (also called agents) differ from supervised learning algorithms in the sense that
they are capable of learning incrementally from acting on
their environment. In the prototype that we implemented,
any parameter space can be jointly explored by an agent
(that directly acts at a parameter level) and a human (that
gives positive or negative feedback to the agent regarding its current action). By iteratively giving feedback to
the agent, users should be able to progressively shape the
parameter space according to their subjective evaluations,
thus potentially paving the way for collaboration.
We have led a controlled experiment with human participants interacting with such agents. Our approach differs
from other reinforcement learning works in the sense that
we aim at studying the exploration path taken by agents in
an interactive setup, rather than their ability to learn a good
behaviour. We found that agents are able to reach a goal in
parameter spaces of varying complexities by balancing exploitation of human feedback knowledge and exploration
of new musical content. Quantitative analysis of subjective
evaluations suggest that the path taken by agents, rather
than the fact of reaching a goal, may be critical to perceiving collaboration during exploration. These results provide a baseline understanding for future implementations
and real-world investigations of interactive reinforcement
learning for collaborative exploration.
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Figure 1. A standard reinforcement learning, where an
agent learns from its environments by directly acting on
it.

2. BACKGROUND AND RELATED WORK
Machine learning algorithms have long been used in the
context of sound and music computing. In the following
section, we review research where user interaction is central to the design of such algorithms.

2.1 Standard Interactive Learning Setups
2.1.1 Interactive Supervised Learning
Supervised learning have been investigated for interactively
designing motion-sound mappings [7,10]. User interaction
with supervised learning consists in demonstrating example gestures to the learning algorithm so that it can learn to
recognize them on the fly. Exploration within supervised
learning either takes place during the training phase (where
users can experiment with several examples of different
gestures), or during the running phase (where they can explore interpolations between given examples) [8]. This
two-phase workflow has been shown useful for a number of tasks; however, it has been shown limiting in some
cases, for example when users want to slightly modify a
given design [11]. Also, it does not support sequential
adaptation to how users explore the system, which may be
critical for our use case.

2.1.2 Online Learning Agents
Sequential adaptation have been investigated for interacting with autonomous agents [12]. User interaction with
autonomous agents consists in generating example musical
content for guiding agents’ musical behavior. Exploration
within autonomous agents mainly consists in continuous
musical improvization with the agent (through sound [13]
or motion [14]). This online learning workflow has been
shown useful for performance cases (which require continuous generation and reactivity) [9,15] but may not be fully
adapted to more general, “offline” design cases. Crucially,
it still coerces users into demonstrating musical examples
to explore new behaviors, which might be limiting in cases
where users may not have an initial idea in mind [11], and
which might prevent users from communicating more general, high-level feedback to the system on how it should
behave.

Environment
St+1

Rt+1

User

Figure 2. Our interactive reinforcement learning workflow,
where the user is responsible for giving a reward to the
agent as a consequence of its actions.
2.2 Other Interactive Learning Setups
2.2.1 “Creative” Machine Learning
Recently, new interactions with supervised learning algorithms have been explored in the context of motion-sound
mapping design. Scurto et al. implemented a machine
learning tool able to generate many alternative user-adapted
mappings from only one motion stream [11]. This workflow avoided users to reflect on what examples they should
demonstrate for reaching a goal: rather, it enabled them to
focus only on subjective, evaluative exploration of many
prototypes. Users valued the space for exploration offered
by such autonomous generation abilities. However, they
expressed a lack of control over the system, as generation
remained fully autonomous and not adaptive—neither sequentially, nor subjectively.
2.2.2 Interactive Reinforcement Learning
There is still relatively few works investigating the interactive uses of reinforcement learning in the field of music
computing [3]. Derbinsky et al. [16] proposed to use reinforcement learning to model rhythms played by human
performers, but do not integrate user interaction so as to
learn subjective evaluations.
In parallel, research in other fields such as robotics [17]
and computer science [18, 19] have made huge progress
toward the development of interactive agents capable of
learning from human feedback. These agents support sequential adaptation without needing example demonstrations, but only by receiving human feedback as subjective
evaluations of the autonomously-generated behaviors. We
believe such interactive reinforcement learning workflow
should enable the creation of novel collaborative partners
in musical exploration, and foster new creative applications in sound and music computing.
3. SYSTEM AND WORKFLOW DESCRIPTION
In this section, we describe our interactive reinforcement
learning framework, from the standard reinforcement learning algorithms (see Figure 1) to its implementation adding
user interaction (see Figure 2 and 3). We finally describe
the prototype that we implemented for our experiment.

SMC2018 - 73

Agent Exploration

Human Exploration

Co-Exploration

Figure 3. Our “co-exploration” workflow, standing for collaborative human exploration of musical content and agent
exploration of parameter space.
3.1 System and Workflow
3.1.1 Reinforcement Learning and Exploration
Reinforcement learning defines a family of algorithms—
called “agents”—able to learn from interacting with their
environment (see Figure 1) [20]. More formally, at each
time step t, the agent receives some representation of the
environment’s state, St ∈ S, and on that basis selects an
action At ∈ A(St ). One time step later, in part as a consequence of its action, the agent receives a numerical reward
from the environment, Rt+1 , and finds itself in a new state,
St+1 . At each time step, based on the reward it received,
the agent updates a policy that maps each state to probabilities of selecting each possible action. This update is
computed so as to maximize the total amount of reward
expected to be received over the long run.
Importantly, reinforcement learning agents must keep on
trying new actions to discover which ones yield the most
reward. In this kind of situation, the agent is said to be exploring the environment. When the agent takes the action
that maximizes future reward from a given state, the agent
is said to exploit what it has learned. By taking such exploratory path—balancing between exploitation and exploration—, reinforcement learning agents are able to progressively learn an optimal policy toward their environment, and converge to an optimal interactive behavior. Several methods for environment exploration and policy updating have been studied, and constitute the core of current
reinforcement learning research [20].
3.1.2 User Interaction and Co-Exploration
To implement interaction with such agents, we must modify the formal framework defined above. We propose, along
with previous works [17–19], that a human would be responsible for giving reward to the agent (see Figure 2). Our
hypotheses are that the numerical reward may constitute
a feedback channel from the human to the agent (respectively giving positive, zero, or negative reward for positive,
neutral, or negative feedback), and that interactively communicating feedback toward the environment following the
agent’s exploration path may support human exploration.

Importantly, as previously said, we would like to provide
musicians with tools to explore digital environments. In
our implementation, users would be allowed to do so by
giving feedback to the agent—at a subjective, high level.
Parallel to users, the agent would also be exploring the
musical environment—at a parameter, low level. Therefore, we propose to call “co-exploration” such an approach
of collaborative human exploration of musical content and
agent exploration of parameter space (see Figure 3). This
is a non-trivial problem, and our aim is to provide a first
understanding of the challenges at stake through our case
study and discussion (in Sections 4 and 5).

3.2 Implementation
3.2.1 Current Prototype
We are currently implementing coax, a Python software
library for collaborative human-agent exploration. It allows to connect agents to any kind of musical environment
that sends and receives OSC messages. The current prototype implements the Sarsa learning algorithm [20]. It is a
state-action, one-step, model-free, tabular method, which
respectively means that (1) it learns which actions to take
in a given state, (2) it updates the agent’s policy at each
time step, (3) it learns for state-actions that it has visited,
and (4) it works for discrete, finite state-action spaces. Action selection is performed using the ε-greedy method [20],
which is selecting a random action (exploration) with probability ε, and selecting the action that has highest value (exploitation) with probability 1 − ε. We will discuss further
implementation improvements in Section 5.
3.2.2 Use Case Formalization
The following use case focuses on one common type of
digital musical environment: VST instruments. We propose the following formalization in the frame of interactive
reinforcement learning. The environment’s state consists
of a vector of VST parameters; the agent’s actions consists
of moving one of these parameters up or down (except for
VST boundary values, that the agent cannot exceed). At
each time step, the agent generates a sound by acting on
the VST: then, the human communicates feedback to the
agent regarding its subjective evaluation of the generated
sound. The more the agent receives feedback information,
the more it should converge to the human’s goal. Many
other formalizations could be considered—we will discuss
them in Section 5.

4. CASE STUDY: EVALUATING HUMAN
PERCEPTION OF AGENTS
As a first step toward co-exploration, we led a controlled
experiment with human participants. Our aim is to study
how the path taken by agents during exploration may be
perceived and influenced by humans in an interactive setup.
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We recruited 12 participants (average of 26.9 years old,
σ = 7.44, 5 Female and 7 Male). Half of them were music computing practitioners. All of them reported normal
hearing.
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4.1 Method

4.1.2 Task

4.1.3 Agents
Three types of agents were evaluated: “random”, “balance”, and “exploit”. These correspond to three different
degrees of exploration (ε = 0: the agent only takes random
actions; ε = 0.5: the agent balances random action selection with feedback-based best action selection with probability 0.5; ε = 1: the agent only selects the best actions as
indicated by user feedback). Other agent parameters were
fixed so that exploration would be the sole varying factor.
4.1.4 Musical Environments
Sounds were generated through a FM synthesis engine (implemented in Max/MSP), with two discretized parameters.
The first parameter, called modulation index, could take
ten values ranging from 3 to 70; the second parameter,
called harmonicity ratio, could take three values ranging
from 0.98 to 1.02. The resulting VST thus had 30 possible
states, corresponding to 30 static sounds. As previously
explained, the agent’s possible actions consist in moving
up or down one of the two parameters. For the sake of
the experiment, we normalized sound loudness empirically
so they perceptually appear of equal intensity, and we set
sound duration to 500 ms.
Based on this VST, we designed two environment models
in close relationship with the task’s goal: “unobstrucked”,
and “obstrucked” (see Figure 4). In the unobstrucked environment, brightness increases linearly with modulation

Actions

Goal States

Obstrucked Environment
Start State

The basic task of the study was to guide an agent through a
VST, from the lowest to the brightest sound. At each step
of the task, the agent would generate a new sound. If the
new sound was brighter than the previously generated one,
participants had to give positive feedback to the agent. In
any other cases (lower or similar brightness), participants
had to give negative feedback to the agent. The task automatically ended in two cases: either the brightest sound
was reached, or it was not reached after a maximum number of steps (we set it to 150).
At the end of the task, participants were asked to rate
their perception of the agent according to three aspects related to collaboration. The first aspect was the degree of
agency provided by the agent through feedback (“did the
agent seem to take into account your feedback in a reactive
manner, or did it seem to act completely independently?”).
The second aspect was the degree of assistance provided
by the agent throughout the task (“did the agent seem to
generate sounds that were brighter, or did it seem not to be
of any help in going in this direction?”). The third and last
aspect was the degree of easiness of the task (“overall, did
the task seem to be very easy, or very difficult?”).

Figure 4. The two environment models designed for
our experiment. Top: Unobstrucked environment, where
brightness varies linearly. Bottom: Obstrucked environment, where brightness varies nonlinearly.
index: highest brightness thus corresponds to highest index value. We expect “balance” and “exploit” agents to
be more collaborative than “random” agents through their
ability to learn and select the best actions.
In the obstrucked environment, brightness varies nonlinearly with modulation index: highest brightness still corresponds to highest index value, but a local maximum lives
at one third of the scale. Our hypothesis is that “exploit”
agents would remain stuck in this local maximum, whereas
“balance” agents would overcome it through their ability to
explore. We thus expect “balance” agents to be more collaborative than “random” and “exploit” agents.
4.1.5 Procedure
The experimental session consisted of a familiarization phase
and an experimental phase.
Participants first had to read the task’s instruction and
could ask the experimenter for clarification if necessary.
Then, they had two test tasks in the unobstrucked environment with two types of agents (one “exploit”, then one
“random”) to familiarize with the range of sounds and agent
behaviors at stake. Sounds were presented as pairs to participants (using headphones), so as to facilitate brightness
comparison between the previously-generated sound and
the new one. Participants could listen to a pair of sounds
as many time as they wanted to (using a keyboard key)
before giving positive or negative feedback to the agent
(using left or right arrow keys). Once a task was over, participants had to rate the agent’s behavior for each of the
three previously-described aspects on 9-point Likert scales
(using the mouse and interactive sliders). We asked participants to use the full scales as much as they could.
Once this phase was over, participants could start the experimental phase. The first stage only concerned the unobstrucked environment: participants were asked to guide
and evaluate each of the three types of agents within it. For
improving consistency, participants made three trials with
each of the three agents. A stage thus consisted in nine
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We programmed synthetic feedback users of same number as participants to generate a benchmark on how agents
should ideally behave in our two environment models. This
case corresponds to participants giving perfectly consistent
feedback.
We measured the percentage of successful trials (which
reflects the probability of reaching the goal), as well as
the mean number of steps taken in a trial (which reflects
a trial’s duration), for each type of agent and in each of the
two environments (see Figure 5). For each environment,
we submitted each measure to a one-way ANOVA with
agent exploration as the within-subject factor. In the unobstrucked environment, the effect of exploration was significant for both percentage of successful trials [F (2, 22) =
8.83, p < 0.001] and mean number of steps [F (2, 22) =
91.3, p < 0.001]. Planned contrasts showed that both
measures significantly differed for “balance” and “exploit”
agents compared to “random” agents.
Likewise, in the obstrucked environment, the effect of
exploration was significant for number of successful trials [F (2, 22) = 44.7, p < 0.001] and mean number of
steps [F (2, 22) = 26.3, p < 0.001]. Planned contrasts
showed that both measures significantly differed for “balance” agents compared to “random” and “exploit” agents.
4.2.2 Participants’ Trial Data
We first measured participants’ feedback behavior. In the
unobstrucked environment, participants gave a mean of 393
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For each participant, we recorded step-by-step data (time,
states, actions, feedback and ratings), as well as audiovisual data of users. Prior to analysing them, we report on
synthetic data generated before the actual experiment.

Balance

Figure 6. Participants’ trial data.

Figure 5. Synthetic trial data.
tasks that were randomized in order. Finally, the second
stage only concerned the obstrucked environment: similarly, participants guided and evaluated the three types of
agents three times each, in a random order. Participants
were allowed to take a break at any time during the session, which lasted one hour on average.
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Figure 7. Participants’ evaluation data. In blue: agency. In
orange: assistance. In green: easiness.

feedback every 1.91 s, with 96.3% being correct. In the
obstrucked environment, participants gave a mean of 879
feedback every 1.84 s, with 98.0% being correct.
Similarly to synthetic users, we measured the percentage of successful trials, as well as the mean number of
steps taken by each of the three agent types, in each of
the two environments (see Figure 6). We used the mean
of all trials in each condition for each participant. For
both environments, we submitted both measures to a oneway ANOVA with agent exploration as the within-subject
factor. In the unobstrucked environment, the effect of exploration was significant for percentage of successful trials
[F (2, 22) = 6.49, p < 0.005] and mean number of steps
[F (2, 22) = 130.3, p < 0.001]. Planned contrasts showed
that both measures significantly differed for “balance” and
“exploit” agents compared to “random” agents.
Likewise, in the obstrucked environment, the effect of exploration was significant for percentage of successful trials [F (2, 22) = 8.16, p < 0.002] and mean number of
steps [F (2, 22) = 3.62, p < 0.03]. Planned contrasts
showed that both measures significantly differed for “balance” agents compared to “random” and “exploit” agents.
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Figure 8. Participants’ ratings versus task parameters.
4.2.3 Participants’ Evaluation Data
We computed the standard score (also called z-score) for
each evaluation ratings in each environment to compare
participants on the same scale (see Figure 7).
For each environment, we submitted each z-score to a
one-way ANOVA with agent exploration as the withinsubject factor. In the unobstrucked environment, the effect
of exploration was significant for all three perceptual aspects ([F (2, 22) = 429.3, p < 0.001] for agency; [F (2, 22) =
767.3, p < 0.001] for assistance; and [F (2, 22) = 335.2, p <
0.001] for easiness). Planned contrasts showed that all
three perceptual ratings were significantly higher for “balance” and “exploit” agents than for “random” agents.
Likewise, in the obstrucked environment, the effect of exploration was significant for for all three perceptual aspects
([F (2, 22) = 8.32, p < 0.002] for agency; [F (2, 22) =
4.53, p < 0.02] for assistance; and [F (2, 22) = 5.26, p <
0.02] for easiness). Planned contrasts showed that all three
perceptual ratings were significantly higher for “balance”
agents than for “random” and “exploit” agents.
Finally and as shown in Figure 8, we measured that participants’ perception of task easiness was correlated with
the total number of steps taken by all types of agents, in
both environments.
5. DISCUSSION AND FUTURE DEVELOPMENTS
In this section, we discuss our experiment’s results and extract implications for our system’s future developments.
5.1 The usefulness of balancing exploitation with
exploration
5.1.1 Synthetic trial data
We first look at synthetic trial data to analyse agents’ ability to reach a goal in a non-interactive setup. In the unobstrucked environment, as expected, all agents that took into
account feedback (“balance” and “exploit”) always succeeded in reaching the goal, with “exploit” agents being
the fastests as they took the best action at each step; “random” agents reported the worst performance, succeeding

only two thirds of the time with lower speed. In the obstrucked environment, conversely, “exploit” agents never
succeeded in reaching the goal. As expected, they remained
stuck in the local maximum that we designed. In this case
where an obstacle blocks the way to the goal, “balance”
agents remarkably outperformed other agents in both speed
and number of success. This proves that agents’ balance
between exploitation and exploration may be useful for
reaching a goal in environments of varying complexities.
5.1.2 Participants’ trial data
Participants’ trial data differ from synthetic trial data because of imperfect feedback occasionally given by users.
Despite this difference, agents took exploration paths that
were similar to those generated with synthetic users in five
out of six agent-environment cases, as shown in Figure 6.
In the remaining case of “exploit” agents exploring the
obstrucked environment, one third of the trials were successful, which means that agents unexpectedly managed to
overcome the obstacle that we designed to reach the goal.
This proves that agents can take different paths in an interactive setup where users make feedback mistakes.
5.2 The influence of exploration path on user
perception
5.2.1 Perceiving collaboration
We now analyse participants’ subjective evaluations to better understand how exploration might be perceived by users.
First, we observe that participants’ ratings had more variability in the obstrucked environment than in the unobstrucked environment. This suggests that an environment’s
complexity may strongly influence how humans perceive
agent exploration. Second, we noticed that participants
rated down “exploit” agents in the obstrucked environment,
even if one third of them succeeded in reaching the goal,
as we previously discussed. This proves that the path taken
by agents during exploration may be more critical to how
collaborative agents are perceived by users than the actual
fact of reaching the goal.
Looking more in detail to participants’ ratings, we can
see that “balance” agents were the only type of agents that
were perceived as being the most assistive in both environments, thus reflecting their quantitative usefulness. As
expected, “random” agents were perceived as providing
the less agency in the unobstrucked environment: this suggests that participants may be able to perceive when an
agent learns along its path—in other words, there was no
“placebo effect” toward agents’ artificial intelligence. Finally, even if “exploit” agents formally take the best action at every step as defined by participants’ feedback, this
may not be perceived by participants, as their ratings of
agency shows (see Figure 7, bottom). This confirms that
an agent’s internal functioning may not be properly perceived by humans, whose perception might be more influenced by the path taken by agents in a given environment.
Results shown on Figure 8 seem to confirm this statement,
as one of the evaluation ratings correlates with one of the
task parameters, regardless of the type of agent at stake.
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5.2.2 Personifying agents
Interestingly, audiovisual recordings shows that all participants personified agents depending on their perceived collaboration. For example, agents that took relatively direct
paths to the goal provoked positive reactions (such as “it
understood right away”) and adjectives (e.g., “nice”, or
“careful”). On the other hand, agents that took more complex paths—such as “random” agents, or “exploit” agents
that remained stuck in the obstacle—inherited depreciative reactions (e.g., “it doesn’t listen to me”, or “it seems
light-headed”) and adjectives (e.g., “idiot”). This might
be a first clue—to some extent—for stating that feedbackbased interaction may encourage users to perceive agents
as human-like partners—in some cases able to act as collaborators.
5.3 Towards co-exploration
5.3.1 The issue of human moving goals
In our experiment, we forced participants to follow a fixed
feedback strategy: this might limit the reach of our experiment’s results. Indeed, such feedback constraint might
not be realistic in real-world exploration, mainly for two
points: (1) users might change their feedback strategy, and
(2) their goals might evolve over time. These situations
are typical of real-world scenarios, where users may push
agents in limit conditions [2], or may want to explore several alternative strategies [8]. Investigating these points
constitute next steps toward turning our interactive reinforcement learning system (where the goal to be learned
was fixed) into a co-exploration system (where the goal to
be learned might evolve as the human uses the system).
5.3.2 Improving algorithms or interactions?
We identify two main directions for addressing these points—
stressing that these directions could be complementary. The
first option corresponds to investigate other reinforcement
learning algorithms. As said, our current prototype implements the Sarsa algorithm, which is a standard method
for reinforcement learning. Other approaches to learning
may be better adapted to our co-exploration use case. For
example, one may investigate methods that are robust to
non-stationary feedback [18]. Alternatively, one may also
investigate approximate policy learning algorithms [19,20]
for learning relevant representations of an environment without having to explore it in its entirety.
The second option corresponds to design new interactions
that may better fit interactive uses of reinforcement learning algorithms. As shown in our study, humans may not always perceive how a learning system internally works. In
order to give more control to the human, one could imagine
allowing humans to modify agent parameters during interaction, for example by actively choosing the degree of exploration they may need. Also, one could allow humans to
go backwards in the agent’s learning process, or to restart
learning at any time, so as to give space for iterative, flexible exploration patterns [1]. Again, all these developments
are not contradictory, and we believe that both directions
should be considered in future research.

5.3.3 Connecting agents to real-world systems and
situations
Finally, our experiment focused on models of musical environments whose dimensionalities may not fully reflect
those of standard music computing systems to be explored
by users. Yet, we argue that investigating such models have
provided useful insights on how agents would take exploration paths in real-world music systems. We are currently
leading several studies connecting our current system with
other VSTs as well as motion-sound mapping models, hoping to harvest complementary insights on our use case and
pushing further the formalization of environments at stake
in our co-exploration agents.
Such studies might also be an opportunity for investigating other qualitative methods for evaluating agents. Indeed, our experiment’s results suggested that participants
did not really differentiate each of the three perceptual aspects they had to rate, which in turn suggest that they may
have a much global appreciation of how an agent interact with them. Borrowing approaches and methods from
the field of Human-Computer Interaction (such as usercentered design through case studies and workshops) [1,5]
might be essential for grasping such experiential aspects
among humans and for leading such situated studies with
agents.
6. CONCLUSION
This paper presented first steps toward investigating interactive reinforcement learning agents for collaborative musical exploration. Its first contribution is a new interactive learning framework focusing on human exploration,
where users would be allowed to guide an agent’s learning
process by communicating subjective feedback. A working implementation allowed the running of an experiment
led with human participants, which constitutes the second
contribution of this work. Results suggest that interactive
reinforcement learning agents may be able to reach a goal
by balancing exploitation of human feedback knowledge
and exploration of new musical content, and that the path
taken by agents during exploration may be critical to how
collaborative agents are perceived by users.
Based on these results, we identified several directions
to iterate the design of our system. Other reinforcement
learning models may be investigated to provide agents with
learning strategies better adapted to users. Other interactions with agents may be designed so as to put more control
in the hands of humans. Finally, new musical case studies
in real-world situations may be led to explore all such design alternatives. We believe iterating through these steps
will enable to progressively converge to an optimal design of our interactive reinforcement learning framework,
and may help better understand what makes an interactive
learning agent a great musical co-explorer.
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ABSTRACT
In a previous experiment we have measured the subjective
perception of auditory lateralization in listeners who were
exposed to binaural piano tone reproductions, under different conditions (normal and reversed-channel listening,
manual or automatic tone production by a Disklavier, and
disclosure or hiding of the same keys when they were autonomously moving during the automatic production of a
tone.) This way, participants were engaged in a localization task under conditions also involving visual as well as
proprioceptive (that is, relative to the position and muscular effort of their body parts) identification of the audio
source with the moving key, even when the binaural feedback was reversed. Their answers, however, were clustered
on a limited region of the keyboard when the channels were
not reversed. The same region became especially narrow if
the channels were reversed. In this paper we report about
an acoustic analysis of the localization cues conducted on
the stimuli that have been used in the aforementioned experiment. This new analysis employs a computational auditory model of sound localization cues in the horizontal
plane. Results suggest that listeners used interaural level
difference cues to localize the sound source, and that the
contribution of visual and proprioceptive cues in the localization task was limited especially when the channels were
reversed.
1. INTRODUCTION
The assumption that performing pianists can localize a note
around the position of the key generating the corresponding tone looks convincing, to the point that the industry of
digital pianos has sometimes relied on it [1, 2]. This assumption, however, has no explanation if only the sound
coming from the vibrating strings that have been struck by
the hammer is taken into account. This mechanical energy,
in fact, is almost entirely transmitted from the strings to
the soundboard which, in its turn, dissipates acoustic energy into the air through radiation patterns depending on
c
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the modal characteristics of the soundboard shape and material [3]. Different soundboard regions are associated to
specific frequency components that can be radiated; the net
result is that, once a key is pressed, the pianist is enveloped
by a soundfield that does not propagate from any definite
position in the keyboard.
There is, however, a possible explanation for the localization of a piano tone in the proximity of the corresponding key. This explanation does not consider the sound diffusion from the soundboard, but rather the initial acoustic transient produced by a keystroke before the respective
strings start to vibrate. If this transient would be the result
of sound onsets originating from the key position, furthermore having enough intensity and temporal extension to
activate the auditory precedence effect [4], then sufficient
conditions could hold for perceptually locking the entire
sound around the same position.
A detailed study on the mechanical origin of piano transients [5] remains noncommittal about whether such transients can enable the auditory precedence effect. This study
considers the first 20-25 ms of sound coming from the
instrument before the hammer hits the string, containing
in particular the “thump” originating when a key bottom
bumps against the keybed at the end of its fly. This bump
has the characteristic of a point-wise impact against a rigid
part of the piano, so in principle it could enable the precedence effect. However, the mechanical wavefront radiating
from the impact point propagates much faster along the
keybed than does the companion airborne pressure wave
originating from the same point. The outcome of this race
between mechanical and pressure waves is uncertain, hence
it is reasonable to assume that the acoustic energy radiating
from the impact point arrives at the listener’s ears as part
of a beam of wave transients propagating from the whole
keybed, thus being unable to bring precise cues of key localization to a pianist.
2. PREMISE TO THE ACOUSTIC ANALYSIS
Multi-channel measurements made in a silent room over
the keyboard of a Seiler 1849 playing a note C4 suggest
that the precedence effect cannot be enabled by that piano [6]. Those measurements in fact show too little relative
delays among channel onsets for assuming the existence
of significantly different intensity transients at the pianist’s
ears. From these measurements one should conclude that
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piano tones cannot be localized precisely, since they bring
related spatial cues neither during the initial transient nor
when the soundboard resonates during tone decay. In favor
of this conclusion talks also a test, in which scrambled versions of multi-channel reproductions of piano tones were
presented to pianists via a loudspeaker array [6]. In this
test, only the stimuli obtained from random scrambling
or from swapping half of the channels of the reproduced
soundfield were judged as being of lower quality. Conversely, less disruptive channel reconfigurations led to tone
reproductions which were reported to preserve the quality
of both the instrument and the acoustic scene.
On the other hand pianists are exposed to a causal invariance occurring each time they play, as every tone inevitably
follows from the action of their fingers at a specific keyboard position. Furthermore, pianists can see the (again
invariant) position in space of the key(s) they are pressing.
Is this proprioceptive and/or visual invariance alternative
or supplementary to any auditory localization process? In
a previous study [7] we have experimented on this hypothesis, achieving results that are summarized in Fig. 1 and
Fig. 2. Both figures report for sound source positions estimated by pianists, while listening through headphones respectively to non-reversed and reversed reproductions of
binaural recordings of five A notes—the source was a DC3
M4 grand Yamaha Disklavier, and the dummy listener was
a KEMAR mannequin. In both cases such tones were passively listened to while in front of the same piano with its
fall board closed (auditory localization), listened to while
observing the Disklavier moving the corresponding key
through its electro-mechanical actuators, or finally actively
listened to while pressing the same key.
An ANOVA analysis among conditions suggested two
facts, which can both be appreciated from visual inspection of Fig. 1 and Fig. 2.
1. When the audio channels were not reversed, the auditory system had no reason to get confused while
processing possible localization cues existing in the
notes: in this case, participants were progressively
supported by visual and then somatosensory cues in
localizing a tone toward the corresponding key.
2. On the contrary, when the audio channels were reversed the auditory localization process (if any) had
to be contradictory. In this case participants to a
good extent reversed the sound source location, by
keeping the five note positions almost constant across
the keyboard and furthermore with no apparent role
of vision and the somatosensory system.
It must be noted that the experiment suffered from several limitations, and for this reason it must be considered
a pilot study: headphones prevented listeners to reinforce
the localization process through head movement [8]; besides this, suspicion existed about a possible learning effect affecting the participants who first attended the active
playing task and later localized the tones through passive
listening with and without visual feedback.
In spite of these limits, Fig. 1 and Fig. 2 suggest that
some form of auditory localization may have taken place

\
\

\
\
\

Figure 1. Key vs. perceived note position with nonreversed audio channels on a grand Disklavier. Right
to left boxplots for each note localization: auditory (fall
board closed); auditory-visual (fall board open, key selfmoving); auditory-visual-proprioceptive (key pressed by
pianist). Note positions are normalized in the range [3,3] and marked with ‘X’: A0=-3; A1=-2; A3=-0.5; A6=2;
A7=3.

\
\
\
\
\

Figure 2. Key vs. perceived note position with reversed audio channels on a grand Disklavier. Right to
left boxplots for each note localization: auditory (fall
board closed); auditory-visual (fall board open, key selfmoving); auditory-visual-proprioceptive (key pressed by
pianist). Note positions are normalized in the range [-3,3]
and marked with ‘X’: A0=3; A1=2; A3=0.5; A6=-2; A7=3.
during the trials, especially when the sound channels were
not reversed. Holding doubts about the existence of sufficient time delays between channels capable of eliciting the
precedence effect, we decided to analyze intensity differences in the auditory stimuli used in the experiment, in an
aim to uncover the existence of lateralization cues.
3. ANALYSIS OF PIANO TONES
The analysis has been conducted by borrowing tools from
computational psychoacoustics. In particular, a decoder
of temporally fluctuating interaural disparities [9] and a
known binaural cross-correlation model [10] have been employed. These models process binaural sounds in sub-bands,
and then yield a measure of lateralization as a function
of time. Both are implemented, along with other models,
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in the Auditory Modeling Toolbox, a free software library
distributed for the Octave and Matlab simulation environments [11].
Figure 3 shows Interaural Level Differences (ILD) in dB
decoded by the interaural disparity model [9] during the
first 0.5 s of each sound. Both pianos had the lid semiopen during the recording session. Sounds producing the
left column consist of the stimuli A0, A1, A3, A6, A7 for
the experiment reported in Sec. 2. Sounds producing the
right column have been included for comparison, and were
selected from binaural recordings of a Disklavier upright
piano model DU1A. Each plot contains the ILD encoded in
the gammatone sub-band available from the model, which
was nearest to the fundamental frequency of the tone (thin
black line, see also the box inside each plot), along with the
ILD obtained by summing 1 the outputs coming out from
all gammatone filters (bold gray line). The sums, hence,
provide an estimate of the running ILD experienced broadband by the participants during the experiment.
4. DISCUSSION
In all notes occupying the left column, the sub-band ILD
initially wanders and then stabilizes around the mid point.
Stabilization, if any, occurs within the first tens of milliseconds, which are most responsible for the localization process. Each plot, however, shows a longer temporal window
to give also account of subsequent changes in the localization cues brought by the sub-bands.
This behavior is caused by the changing pressure field
radiated by the soundboard within that band. The corresponding plots in the right column exhibit slightly less ripple. Such reduced dynamics can be ascribed to the smaller
soundboard of the upright piano, and consequent minor intensity of the sound radiated from it in the low frequency.
Furthermore the grand piano was recorded in a room having higher reverberation than the upright piano room and,
hence, more prominent reflections from the wall increasing
the unpredictability of the ILD. Tests made on other subbands confirm the erratic behavior of the ILD also outside
the fundamental frequency range of each tone.
Besides ripple, the sub-band ILD of the upright piano exhibits a generalized offset toward the left direction, which
generally decreases with increasing octave and hence with
the frequency. This offset might have been caused by the
cornered position the upright piano was located inside the
room which, in spite of its low reverberation, certainly
gave rise to standing waves during the recording sessions.
The broadband ILD of the upright piano is definitely positioned to the left. In absence of anechoic measurements
of the same piano, this ILD can be explained once again
by its positioning inside the room. Besides this offset,
the comparison between the two datasets adds reliability
to the ILD values extracted by the measurements of the
grand piano, confirming that the latter produces a similar
meanwhile more dynamic soundfield. The greater dynamics is testified by an analysis of the tones using the binaural cross-correlation model, centered around a center fre1 This requires to linearize all outputs, record their sign, and then convert their sum back to dB.

quency of interest (fc = 26 in both plots) [10]. Fig. 4 and
Fig. 5 in fact confirm the larger variability of the ITD in
the grand piano for instance during the first 0.5 s on note
A6.
The broadband ILD encoded in the grand piano sounds
also points to the left direction, however with ripples that
become generally more evident with increasing frequency.
In note A3, such ripples almost immediately reverse the
ILD. One main responsibility for the polarization of the
ILD around the left part of the grand piano may be ascribed
to the peculiar shape of its soundboard, which is asymmetric toward the same part: this asymmetry implies that more
energy is radiated from the left, especially concerning the
lower modes which can resonate only across larger regions
of the soundboard surface. On the other hand we have no
anechoic measurements of the grand piano either, hence
it cannot be excluded that the offset toward the left of the
ILD was the result of room effects, too.

4.1 Comparison with subjective data
A similarity between the objective data and perceived lateralization certainly exists on all notes, with the exception
of tone A3 that according to the computed ILD should have
been localized rightmost by the participants. In particular,
visual and proprioceptive cues seem to have played a role
in the localization of the tones, whose key positions fell
into the region where the sound came from.
In other words, participants may have refined the localization using visual and proprioceptive information only
when the tone approximately came from the same direction where the moving key was located, otherwise disregarding the visual and proprioceptive cues. In favor of this
possibility plays also the fact that participants located all
tones approximately on the same position when the audio
channels were reversed. In fact, according to the computational analysis we made on the tones, the auditory localization of the channel-reversed sounds was substantially
as accurate as the localization participants made when the
channels were not reversed.
We conclude that the perceived direction of piano tones
may be affected by the ventriloquism effect. This effect
normally occurs in individuals who, while they are listening to speech in presence of a speaker, tend to identify
the sound source with the speaker herself [13]. Furthermore, experiments have concluded that this effect is enabled within reasonably limited angles between the speaker
and sound source position.
It is generally accepted that the “results [of multisensory
experiments] generalize to real life only when they reflect
automatic perceptual processes, and not response strategies adopted to satisfy the particular demands of laboratory tasks” [14]. In our experiment, it is reasonable to think
that listeners integrated the positional information coming
from different modalities only when the auditory channels
were not reversed. As soon as the ecological validity of the
listening scenario disappeared, then the visual and proprioceptive information lost their perceptual significance.
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Figure 3. Left: Interaural Level Differences decoded from the stimuli leading to Fig. 1 and Fig. 2 [7], lid semi-open on
a grand Disklavier. Right: Interaural Level Differences decoded from companion test stimuli [12], lid semi-open on an
upright Disklavier. Each plot shows in thin black line the ILD decoded from the gammatone sub-band which is nearest to
the tone fundamental frequency; in bold gray line the ILD summed across all gammatone sub-bands.
5. CONCLUSIONS
In this paper a computational psychoacoustic analysis has
been made over data that had been previously used in a
multisensory localization experiment, in which listeners
were asked to localize piano tones also in presence of vi-

sual and somatosensory cues. The analysis suggests that
listeners processed the multisensory information only when
the different modalities could be coherently integrated: in
this case the visual and proprioceptive cues contributed to
refine the localization even if the sound source position did
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Figure 5. Binaural cross-correlation during the first 0.5 s
of note A6 in the upright piano.
not match with that of the key. Conversely, the integration
did not take place when the tone and key positions significantly differed.
This result resembles conclusions that have been drawn
in several multisensory experiments involving the auditory
channel, particularly the ventriloquist effect. At this point,
the claim that the ventriloquist effect affects also piano performers should be validated settling pianists in more ecological playing conditions. For this reason we are planning
to repeat the experiment, by avoiding headphone listening
and binaural reproduction of recorded sounds. Also, it is
true that this work certainly needs to be refined by conducting further investigations under an acoustically controlled
environment.
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ABSTRACT
One of the main challenges of spatial audio rendering in
headphones is the crucial work behind the personalization
of the so-called head-related transfer functions (HRTFs).
HRTFs capture the listener’s acoustic effects allowing a
personal perception of immersion in virtual reality context.
This paper aims to investigate the possible benefits of personalized HRTFs that were individually selected based on
anthropometric data (pinnae shapes). Personalized audio
rendering was compared to a generic HRTF and a stereo
sound condition. Two studies were performed; the first
study consisted of a screening test aiming to evaluate the
participants’ localization performance with HRTFs for a
non-visible spatialized audio source. The second experiment allowed the participants to freely explore a VR scene
with five audiovisual sources for two minutes each, with
both HRTF and stereo conditions. A questionnaire with
items for spatial audio quality, presence and attention was
used for the evaluation. Results indicate that audio rendering methods made no difference on responses to the questionnaire in the two minutes of a free exploration.
1. INTRODUCTION
Accurate spatial rendering of sound sources for virtual environments has seen an increased interest lately with the
rising popularity of virtual reality (VR) and augmented reality (AR) technologies. While the topic of headphone
based 3D-audio technology itself has been widely explored
in the past, here we discuss its applications and relevance
in immersive VR experiences [1].
Previous research has shown that spatial sound has a positive influence on performance in wayfinding tasks [2], and
in localization performance in an audio-haptic task [3]. Furthermore, Zhang et al. [4] used audio feedback with headCopyright: c 2018 Erik Sikström et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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related transfer functions (HRTFs) based spatialization in
an assembly task, and found that providing a combination
of visual and auditory cues had a positive effect on efficiency and usability. Concerning the sensation of presence,
Hendrix and Barfield observed that the inclusion of spatial
audio yielded higher presence-questionnaire ratings after
their subjects had explored their virtual environment [5].
However, their study did not find any evidence that the
spatial audio condition had an influence on the perceived
realism of the virtual environment.
Bormann investigated the utility of spatial audio in relation to presence when the audio feedback was both task
relevant or not [6]. In Bormann’s study, the virtual environment was presented on a desktop computer. The participants were asked to search an environment for either an object that also was an audio source (a radio playing music),
or search for another object that was not an audio source.
To this, there were additional audio conditions where the
audio were either spatialized (using the audio features of
the DIVE engine 1 ), or spatialized but with the absence
of distance attenuation. The findings of the study showed
among other things that spatial audio generally had a positive influence on presence scores. However, it was those
that used the audio condition without distance attenuation
who had the largest increase in presence score compared
to the baseline. Also, those participants searching for an
object that was also emitting sounds felt less involved with
the visual aspects, and more involved with the auditory aspects of the environment compared to those who searched
for a non-sounding object.
In this paper, we aim to continue this line of work by investigating the possible contributions of HRTF-based spatialization to perceived spatial audio quality and sensation
of presence and attention within an immersive virtual reality context. In particular, we are interested in comparing
HRTFs that are individually selected based on anthropometric data of the pinna, against a generic dummy-head
HRTF, and a 2D stereo condition. To our knowledge, per1 DIVE, Distributed Virtual Environment, by the Swedish Institute Of
Computer Science (SICS), version 3.3 (1999)
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sonalized HRTFs selection has not been evaluated in studies within immersive VR before, nor native VR engines
support a personalization stage. However, it has been previously shown that individually selected HRTFs result in
improved localization ability for elevation cues within psychophysical tests [7, 8].
It is worthwhile to notice that listening with non-individual
HRTFs exhibits high variability in localization performance
related to differences in acoustic factors due to listener anthropometry, and to perceptual factors, i.e., the individual
ability of encoding directional information [9]. Accordingly, it is necessary to evaluate HRTF-based spatialization
prior to the VR experience, designing a fast pre-experiment
screening test able to to investigate the localization ability
of each subject replacing time- and resource- consuming
psychoacoustic tests.
The remainder of this paper is structured as follows. Section 2 describes previous research concerning HRTF selection procedures. Section 3 describes the technical implementations of the audiovisual virtual reality applications
that were used in the current study. The experiments themselves are described in detail in Section 4, where Study
1 details a screening procedure used for investigating the
localization ability of the participants while using generic
or customized HRTFs. Additionally Study 2 allowed the
participants to explore a virtual environment using generic
and customized HRTFs, as well as with a stereo condition.
The results of both studies are presented in Sec. 5. Section 6 discusses the findings of the experiments, and Sec.
7 summarizes the paper and the final conclusions.
2. RELATED WORKS ON HRTF SELECTION
The measurement of individual HRTFs usually requires a
special measuring apparatus in a time-consuming procedure, leading to unpractical solutions for listeners involved
in every-day applications. Alternative methods for HRTF
personalization are usually preferred looking for a delicate
trade-off between audio quality and handiness of the personalization procedure.
The most common approach for spatial audio rendering
in VR/AR contexts makes use of dummy head HRTFs for
all listeners, avoiding personalization. However, it is well
known that listening through dummy ears causes noticeable distortion in localization cues [10]. However, the increase of available HRTF data during the last decade supports the research process towards novel selection processes
of non-individual HRTFs. 2
Typically, HRTF selection problems are characterized by:
• metric domains: acoustics, anthropometry, and psychoacoustics;
• spatial ranges: a subspace around the listener for
whom the personalization process results in significant improvements for localization performances,
e.g., horizontal or vertical plane only;
• methods: computational steps which allow to infer
the most appropriate non-individual HRTF set for a
2 See, for instance, the official website of the Spatially Oriented Format for Acoustics (SOFA) project, http://sofaconventions.org

listener; pre-processing actions such as data unification, feature extraction (e.g. the frequency scale
factor of Middlebrooks [11]), dataset reduction [12],
and dimensionality reduction [13] can be performed
prior the HRTF selection.
Accordingly, for the desired domains of action and spatial
ranges, one can adopt several approaches such as anthropometric database matching, exploiting linear regression
models between acoustical and anthropometric features,
relying on subjective selection, or minimizing differences
between HRTFs in the acoustic domain [14]. Once one or
a set of best HRTF candidate are identified, listener can
self-tune each HRTF set acting on spectral manipulations
and enhancement [7], and adjusting weights [15]; moreover, a period of adaptation to non-individual HRTFs can
be characterized by multimodal feedback to correct answer
of localization/discrimination tasks [16].
3. MATERIALS AND METHODS
Tests were conducted in an immersive virtual reality environment where participants wore an head mounted display (HMD), headphones, and were equipped with motion
tracking markers that provided the information to animate
a visual avatar according to the subject’s movements.
3.1 Apparatus for immersive virtual reality
The system used for the two studies are presented in Fig. 1.
The graphics rendering, audio and motion tracking software was running on one Windows 7 PC computer (Intel
i7-4470K 3.5GHz CPU, 16 GB RAM and a MSI Gaming
X GeForce GTX 1070 graphics card). The HMD used was
a nVisor SX with a FOV of 60 degrees with a screen resolution 1280x1024 pixel in each eye. The audio feedback
was delivered through a RME Fireface 800 with a pair of
Sennheiser HD600 headphones. The motion-tracking was
done with a Naturalpoint Optitrack motion-tracking system with 12 cameras of the model V100:R2 and with 10
three-point trackables attached on the subjects. Virtual environments was developed with Unity3D v4.6 3 .
3

https://unity3d.com/
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Figure 1. System overview.
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3.2 Spatial audio rendering
3.2.1 HRTF selection tool
We adopted the Matlab tool developed by Geronzzo et.
al [8, 17] that implements the method of mapping anthropometric features into the HRTF domain, following a raytracing modeling of pinna acoustics [14]. The main idea
is to draw pinna contours on an image loaded into the tool
(see Figure 2 for software GUI). Distances from the ear
canal entrance define reflections on pinna borders generating spectral notches in the HRTF. Accordingly, one can use
such anthropometric distances and corresponding notch parameters to choose the best match among available HRTFs
that were considered from the CIPIC database in this study. 4
From [14], we know that one can consider only the first
and most prominent notch associated with the most external pinna contour on the helix border (the “C1 ” contour
hereafter); thus N estimates of C1 and K estimates of the
ear canal entrance have been traces on a 2D picture of the
pinna of a subject (the meaning of N and K is explained
later). One can define the basic notch distance metric in the
form of a mismatch function between the corresponding
notch frequencies, and the notch frequencies of a HRTF:
m(k,n) =
(k,n)

(k,n)
1 X |f0
(ϕ) − F0 (ϕ)|
,
Nϕ ϕ
F0 (ϕ)
(k,n)

(1)

where f0
(ϕ) = c/[2dc (ϕ)] are the frequencies extracted from the image and contours of the subject, and F0
are the notch frequencies extracted from the HRTF with
an ad-hoc algorithm developed; (k, n) with (0 ≤ k <
K) and (0 ≤ n < N ) refers to a one particular pair
of traced C1 contour and ear canal entrance; ϕ spans all
the [−45◦ , +45◦ ] elevation angles for which the notch is
present in the corresponding HRTF; Nϕ is the number of
elevation angles on which the summation is performed.
In this study, we set N = K = 10 and C1 contours and
ear canal entrances were traced manually on the pinna image of each participant by the experimenter that followed
the guidelines in [17]; then the HRTF sets in the CIPIC
database were automatically ranked in order of similarity
with the participant. The final best non-individual HRTF
set was selected taking into account equally the 1st ranking positions of the following three mismatch functions:
• Mismatch: each HRTF is assigned a similarity score
that corresponds exactly to increasing values of the
mismatch function calculated with Eq. (1) (for a single (k, n) pair).
• Ranked position: each HRTF is assigned a similarity score that is an integer corresponding to its
ranked position taken from the previous mismatch
values (for a single (k, n) pair).
• Top-3 appearance: for each HRTF, a similarity score
is assigned according to the number of times (for all
the (k, n) pairs) in which that HRTF ranks in the first
3 positions.

Figure 2. Tool for HRTF selection with pinna anthropometry: main graphical user interface.
3.2.2 HOBA framework
The runtime software environment is distributed into two
loosely connected subsystems. The master subsystem contains the main logics, 3D object models, graphics rendering, and user position/pose tracking. This part was implemented in the Unity3D game engine. Spatial audio rendering was performed in the Firefox web browser. The subsystems are interconnected via a network socket, using the
Open Sound Control (OSC) content format [18] as messaging payload. A simple Node.js hub was additionally
required to bridge the UDP socket and WebSocket compatible endpoints together.
The master subsystem initializes the remote soundscape
with sound objects. It can thereafter dynamically alter the
3D positions of the remote sound objects using OSC. Listener position and pose are controlled in a similar manner. The audio subsystem relies on the HRTFs On-demand
for Binaural Audio (HOBA) rendering framework for web
browsers. HOBA extends W3C Web Audio API with support for i) remote soundscape, ii) spherical coordinate system, and most importantly, iii) custom HRTFs in spatial
audio rendering. An overview of the technical description
of the framework together with git repository information
has been published in [19].
3.2.3 Headphone equalization
Sennheiser HD600 headphones were equalized using their
headphone impulse responses (HpIRs) measured over more
than 100 human subjects from the Acoustic Research Institute of the Austrian Academy of Sciences; 5 data are available in SOFA format [20] helping the computation of compensation filters able to remove the average acoustic headphone contribution, and thus to reduce spectral coloration
while listening with Sennheiser HD600 [21]. Equalization
filters were loaded in Equalizer APO software 6 which is
able to perform low-latency convolution between an arbitrary impulse response (i.e. the FIR equalization filters)
and the streaming audio played back from HOBA framework.
5

4

https://www.ece.ucdavis.edu/cipic/spatial-sound/hrtf-data/

6

http://sofacoustics.org/data/headphones/ari
https://sourceforge.net/projects/equalizerapo/
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4. EXPERIMENTS
4.1 Study 1 - Screening test
The aim of Study 1 was to conduct a screening of the
subject pool’s abilities of accurately locating spatialized
sounds, presented in two audio rendering conditions, either a generic HRTF (a dummy head - CIPIC subject 165,
Generic hereafter) or a customized HRTF selection with
the method described in 3.2.1 (from now on referred to as
Custom).
The main focus of this experimental design was to keep
the execution quick and comfortable for participants (10
minutes maximum) in such a way to be used as screening test before any immersive virtual reality experience. A
first attempt was conducted in a previous study [22] with
non-visual virtual reality environments with the following
experimental approach: a goal-reaching task provided navigation performances that were sensitives to elevation perception with customized HRTFs. In this work, we adopted
a typical sound source localization task and the test was
implemented in an immersive virtual reality environment
consisted of a textured plane on which the subject is standing and the inside of a semi-transparent sphere with a 1m
radius. The sphere was also equipped with lines indicating
the horizontal, median and traversal planes. The implementation is part of the HOBA-VR framework [19].
The auditory stimuli was a train of noise bursts, presented
at 60 dBA level [8] when measured from the earphone cup;
directional filtering through HRTFs rendered all the combinations of the following angles (spherical coordinate system):
• azimuths: -180◦ (behind), -120◦ , -60◦ , 0◦ (straight
ahead), 60◦ , 120◦ ;
• elevation: -28.125◦ , 0◦ (at the horizon), 28.125◦ ,
56.250◦ , 90◦ (above);
These values led to a total of 6 (azimuths) × 4 (elevations) + 1 (elevation 90◦ ) spatial locations; at the start of
each session, subject head was located at the origin of the
coordinate system. The distance of the sound sources was
fixed set to 1m, which corresponds coherently with CIPIC
HRTF measurements in the far-field and to the dimensions
of the sphere in the visual environment. The presentation order of these locations was randomized; test locations
were presented once per audio-rendering condition.
A game controller with a virtual representation of a laser
pointer was implemented allowing participants to point at
the location they perceived the sound was coming from.
By pressing the left button, an ad-hoc software logged the
location of the pointer into a text file. After each condition,
a break was issued and the participant was asked to fill in a
short questionnaire with items related to their performance
in the localization task. The questionnaire items were the
following:
• Q1: Localizability - Estimating the location of the
sound source was (More difficult - Easier)
• Q2: Did you perceive elevation? (Yes - No)
• Q3: Satisfaction - How satisfied were you with your
own performance? (Not at all - Very much)
• Q4: Confidence - How confident were you that you

Type

Behavior

Old transistor
radio

Static - positioned at a table
while playing a static radio
noise
Static - placed at ground
level, playing a looped fire
recording
Static - placed in a tree at
approximately head height,
playing a loop of birdsong
with twittering heard at regular intervals
Irregular - placed high up
on a pole, with a lamp that
is humming and flickering.
Every time the lamp goes
off, the hum pauses. When
the lamp is lit again, a faint
“clink” is heard
Static - positioned at ground
level in a tuft of grass at the
side of the path

Fireplace

Bird

Street lamp
(malfunctioning)

Grasshopper

Level
(dBA)
45.5

35.3

50

36.6

32.7

Table 1. Sound samples and their reference loudness level
at 1 m from the measurement point.
pointed at the correct location of the sound source?
(Not very confident - Very confident)
Q1 was adopted from previous literature [23]. Q2 was
adopted similarly to the screening test conducted in an earlier study [22]; Q1, Q3 and Q4 were provided with sevenpoint rating scales.
4.2 Study 2 - Virtual reality scene
The aim of Study 2 was to evaluate the effect of spatial audio when presented with a slightly more complex virtual
scene when compared to previous studies, using fewer audio sources [5]. A night scene with a partially lit path in
an area of sand dunes was designed to accommodate this
experiment. Motivations behind such a choice were: i) a
plausible setting for an acoustic environment without any
background sounds (at night), and ii) free-field listening
condition, no room reverberation among the sand dunes.
Additionally, it was arbitrarily chosen to include five audiovisual sound sources with distinct features to provide
variation between stimula. These audiovisual sources are
described in table 1.
The area in which the sound sources were placed was surrounded by a stone wall to remind the participants not to
attempt to wander away from the scene. Invisible colliderwalls were also added to prevent this.
Three audio-rendering conditions were tested:
• Stereo: 2D audio condition using Unity3D’s builtin audio engine; head orientation guided stereo panning to synthesize sound sources in lateral directions;
• Generic HRTF: 3D audio with HOBA loading a dummy head generic HRTF set;
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Subj. ID
7
8
9
10
11
13
14
15
16
17
18
19

Azgeneric
72.47, ±42.28
10.15, ±8.65
34.89, ±50.8
7.93, ±7.58
15.77, ±31.34
31.07, ±50.83
10.58, ±12.08
9.12, ±8.73
30.29, ±37.49
19.54, ±21.22
27.32, ±32.91
42.12, ±35.62

Elgeneric
38.61, ±25.38
31.24, ±23.12
39.31, ±28.95
22.39, ±17.01
24.92, ±19.85
27.97, ±25.72
20.87, ±21.93
10.72, ±9.48
31.16, ±22.87
38.67, ±31
33.79, ±23.1
34.33, ±20.6

Slopegeneric
-0.2
0.54
0.38
0.71
0.33
0.43
0.27
0.84
0.004
0.13
0.43
-0.08

Azcustom
26.71, ±26.15
30.77, ±44.12
26.29, ±35.42
10.58, ±19.08
12.86, ±16.69
35.98, ±45.32
20.68, ±38.88
3.67, ±2.97
22.85, ±37.43
6.18, ±4.57
6.26, ±7.61
33, ±34.21

Elcustom
18.72, ±14.86
33.75, ±16.17
33.1, ±28.22
28.22, ±19.87
32.97, ±18.67
25.71, ±23.76
27.76, ±19.2
15.58, ±12.47
32.4, ±22.5
31.15, ±18.75
17.6, ±14.77
30.27, ±17.9

Slopecustom
0.77
0.64
0.59
0.28
0.54
0.32
0.07
0.63
0.005
0.2
0.73
0.01

Table 2. The mean-values, standard deviations for azimuth and elevation errors in degrees and slope-values obtained
during the screening test in Study 1, for the Generic HRTF condition (left side) and the Custom HRTF condition (right
side).
• Custom HRTF: 3D audio with HOBA loading an individually selected HRTF set with the tool described
in 3.2.1.
The distance attenuation in Unity (the Volume Rolloff setting) was set to “Logarithmic”.
The order of the conditions was randomized and placement of the audiovisual sources in the environment were
randomly switched between three pre-defined configurations, where the placement of each audiovisual source were
moved around within the walled area. However, the locations were chosen to be plausible, such that the street
lamp was for example always placed somewhere by the
path leading through the walled area. The subjects were
allowed to freely explore the scene for approximately two
minutes. The interactive locomotion and navigation features was implemented using an walking-in-place locomotion technique, using an algorithm described in [24]. The
choice of a walking-in-place was to provide an ecological
navigation solution, and real walking was not possible as
the area of the scene were larger than what the motion capture system could track. Hence, real walking was not a
possible solution.
The experiment involved three trials in randomized order.
One for each audio condition. After each trail, a break was
issued and the subjects were asked to fill in a questionnaire
with questions regarding the level of experienced presence,
spatial audio quality (adapted from [23]) and attention [6].
The questionnaire items were the following:
• Q1: Externalization - Was the sound source perceived
inside or outside the head? (More internalized - More
externalized)
• Q2: Responsiveness - To what extent did you experience that there were delayed reactions in the sound
reproduction system? (Lower delay - Higher delay)
• Q3: Naturalness - How natural (close to real life)
did you find the sound reproduction? (Lower naturalness - Higher naturalness)
• Q4: Presence - To what degree did you experience a
sense of “being in the space”? (Lower - Higher)
• Q5: Attention audio - How much did the auditory
aspects of the environment involve you? (Very little

Item
Q1 Localizability
Q3 Satisfaction
Q4 Confidence

Global
4.17, ±1.52
3.96, ±1.52
3.83, ±1.58

Table 3. The mean and standard deviation values of the
responses to the questionnaire items from Study 1 (sevenpoint ratings), for both audio conditions (Global).
- Very much)
• Q6: Attention visual - How much did the visual aspects of the environment involve you? (Very little Very much)
• Q7: How realistic did the virtual world seem to you?
(Less realistic - More realistic)
• Q8: Did you perceive elevation? (Yes - No)
Questionnaire items Q1 to Q7 were presented along with
seven-point rating scales.
5. RESULTS
Ninteen subjects participated voluntarily in the study, but
a number of participant data were removed due to technical issues. After that, twelve participants remained. Seven
of the subjects were female and five were male (age M =
32.75, SD = 5.56) and the experiment had a duration of approximately one hour in total. The participants all reported
normal hearing, and all of them were right handed. They
also reported their previous amount of experience with immersive virtual reality. One subject had no experience,
three had little, one was experienced, and seven were very
experienced.
5.1 Study 1 - Screening test
Data acquired from the screening test included error angles in both elevation and azimuth calculated from the actual position of the sound source, and it’s perceived position i.e. the logged coordinates from the virtual laser
pointer. From this information, a linear regression analysis
was performed on the elevation errors only. It is known
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Item
Q1 Externalization
Q2 Responsiveness
Q3 Naturalness
Q4 Presence
Q5 Att. audio
Q6 Att. visuals
Q7 Realistic

Global
5.5, ±1.25
2.42, ±1.48
5.33, ±1.01
5.22, ±1.12
5.31, ±1.69
4.17, ±1.48
4.5, ±1.38

χ2
4.05
2.64
2.26
.41
1.11
4.84
.26

df
2
2
2
2
2
2
2

p
.13
.27
.32
.81
.57
.09
.88

Table 4. The mean and standard deviation values of the
responses to the questionnaire items from the second experiment (seven-point ratings), for all audio conditions
(Global).
from the literature that performances in vertical localization vary remarkably among individuals more than horizontal/azimuthal localization [9].
Along with the screening test, a questionnaire was administered after each pointing task evaluating the perceived localizability, satisfaction with performance, and confidence
with performance. Due to non-normality of data distributions, Wilcoxon signed-rank tests were adopted in order to
investigate if the responses were statistically different between the Generic and the Custom conditions.
No statistically significant differences were found between
the audio rendering conditions in any of the approaches to
grouping the subjects. The mean-values and standard deviations for each questionnaire item are presented in table 3.
Apart from this, two subjects reported that they had not noticed any elevation in Custom condition, and one reported
that they did not notice any elevation in the Generic condition.

Responsiveness

Externalization
7

7

6

6

5

5

4

4

3

3

2

2
1

1
Custom

Generic

Custom

Stereo

Generic

Stereo

Presence

Naturalness
7

7

6

6

5

5

4

4

3

3

2

2
1

1
Custom

Generic

Custom

Stereo

Generic

Stereo

Attention to visual

Attention to audio
7

7

6

6

5

5

4

4

3

3

2

2
1

1
Custom

Generic

Custom

Stereo

Generic

Stereo

Realistic
7
6

5.2 Study 2 - Virtual reality scene

5
4

For the second experiment, which involved free exploration
of a park environment with five audio-visual objects, the
three audio rendering conditions (Generic, Custom, Stereo)
were evaluated using the questionnaire described in Sec.4.2.
Data was analyzed in order to investigate if there were statistically significant differences after experiencing the environment among audio conditions. Due to non-normality
of data distribution, non-parametric tests were performed:
Friedman’s test and repeated Wilcoxon signed-rank tests
with Bonferroni correction. However, no statistically significant differences were found between the audio rendering conditions on the questionnaire items. The mean and
standard deviations from all questionnaire items, grouped
by condition, are presented in Fig. 3, and all the audio conditions combined are presented in Table 4 together with χ2
statistics. Four out of twelve subjects reported that there
were no elevation cues heard while exploring the VR scene
with the Stereo condition, while one subject, reported that
there were no elevation cues when doing the same with the
Custom condition. This subject, subject 14, was one of
those who could be considered bad localizer due to a low
slope-value from the screening tests. Additionally, a statistical analysis using the same tools were conducted with
the two HRTF conditions combined versus the stereo con-

3
2
1
Custom

Generic

Stereo

Figure 3. Responses to questionnaire items grouped by
condition in Study 2.

dition to investigate if there was at all an effect of the 3D
audio rendering. However, also here there were no significant differences found among the questionnaire responses.
6. DISCUSSION
The two HRTF conditions in the screening test were not
rated differently on the performance related questionnaire
items, between the two 3D audio condition and stereo condition. The two HRTF conditions in the screening test
were not rated differently on the performance related questionnaire items, between the two 3D audio condition and
stereo condition. A longer screening procedure including
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repeated evaluations of each position could possibly yield
different results with higher reliability. However, keeping
the screening test short was one of the main motivations in
our study thus we were not surprised at this result.
The results from Study 2 show that there were no perceived difference among the audio rendering conditions,
when evaluated on questionnaire items that were used in
the study. The additional analysis comparing the two HRTF
conditions with the stereo condition also reinforces this.
Reasons for why the participants did not notice any difference between the audio conditions could likely be related to visual dominance in spatial localization (within
the visual field of view) [25, 26], and the division of attention associated with interactive tasks and audio quality evaluations. Previous research on the influence of interactive tasks on audio quality evaluations have involved
subjects either actively playing a computer game, or passively watching it, while the audio tracks were exposed
to degradations (using low-pass filters, drop-outs in multichannel systems, audiovisual asynchrony) [27, 28]. Generally, the outcomes of these studies have found that the
users in the active conditions were more tolerant to degradations. Some of these results goes partly against previous
work, for example Barfield and Hendrix’s study on spatialized audio [5], who did observe higher presence ratings in their spatial audio condition. The same can also
be said when comparing the present results with those of
Bormann [6]. However, there are differences between their
experiments and those of the present study: there were less
interactivity, less immersion and fewer audiovisual sources
without any animations.
6.1 Limitations of the study
The screening test in Study 1 included no repetitions of
each position in the localization task. A longer screening
procedure would provide a more detailed listener characterization at the expense of a lightweight procedure. As for
general limitations of study 2, the short exposure time (2
minutes of VR experience) and the small number of participants are factors that possibly narrowed the applicability of our results to wider VR contexts. Furthermore, in
order to limit acoustical factors, there were no simulation
of room acoustics enabled in this VR experience. A similar experiment conducted in a reverberant virtual space
might yield different results due to additional dynamic localization cues, i.e. early/late reverberations, and direct-toreverberant energy ratio [29].
7. CONCLUSIONS
The studies conducted in this paper aimed to investigate
differences in the experience of HRTF-based spatial audio rendering with headphones. The first experiment used
a screening procedure for assessing user localization performances using either a generic HRTF or a customized
HRTF selection based on the shape of each participant’s
pinnae. The second experiment attempted to study differences in the experience of a virtual reality environment.
A questionnaire was used for this purpose, however there

were no statistically significant differences found between
the audio conditions for any of the questionnaire items probably due to visual dominance.
Future research should further investigate how the auditory side of user characterization influence their experience
of audio in virtual reality contexts; experimental validation with massive participation of human subjects will be
highly relevant for the applicability of our findings to different VR scenarios and HRTF selection procedures. It is
worthwhile to notice that our experimental methodology
and the software implementation of our system which is
based on HOBA and Unity, is technologically-ready for
a widespread application in mobile VR devices, such as
Google Cardboard, Samsung Gear VR, or Oculus Go.
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ABSTRACT
This paper describes the ongoing development of a system
for the creation of a distributed musical space: the MusicBox. The MusicBox has been realized as an open access
point for mobile devices. It provides a musical web application enabling the musician to distribute audio events onto
the connected mobile devices and control synchronous playback of these events.
In order to locate the mobile devices, a microphone array has been developed, allowing to automatically identify sound direction of the connected mobile devices. This
makes it possible to control the position of audio events in
the musical space.
The system has been implemented on a Raspberry Pi,
making it very cheap and robust. No network access is
needed to run the MusicBox, turning it into a versatile tool
to setup interactive distributed music installations.

supports the musician to easily define and setup a distributed
musical space. The underlying concept is based on a client
/ server approach, where standard mobile systems (aka smart
phones) are used to perform the sound synthesis, or simply
the playback of pre recorded sound files. The musician is
defining a digital orchestra built from mobile devices. The
computing power of standard mobile devices has increased
significantly during the last few years, making them feasible for sound reproduction. A limiting factor are the inbuilt
speakers, though. In order to perform the synchronized audio playback on the devices, web technologies are used.
More specifically a web application using the Web Audio
API ( [4]) has been implemented.

1. INTRODUCTION
Modern web technology can be used to create highly interactive, visually appealing, collaborative creative applications. With the development of the Web Audio API, a
promising basis for the creation of distributed audio application has been made available. A number of interesting
projects have shown some progress in bringing musical
application into the web browser: Flocking ( [1]) defines
a framework for declarative music making, Gibber allows
for live coding in the browser ( [2]) and Roberts et.al. ( [3])
show how the web browser could be used as basis for developing synthesizers with innovative interfaces.
In our approach, we would like to use the web technology to create musical spaces, thus distributing the sound
creation onto a number of small mobile devices placed in a
large room. These devices should be synchronized in time
and should be controlled by a central musical system: the
MusicBox.

The development and construction of the MusicBox has
been driven by the idea to create a music system, which
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The setup of the MusicBox on the Raspberry PI took 5
steps:

• configuration of access point software
• installation of node.js
• development of the music system as a web application in node.js and express

unre-

stricted use, distribution, and reproduction in any medium, provided the original
author and source are credited.

3. TECHNICAL SETUP OF THE MUSICBOX

• installation of the standard operating system (Rasperian)

2. MUSICBOX: CREATING AN OPEN MUSICAL
SPACE

Copyright:

Figure 1. The MusicBox runs on a Raspberry Pi B. The
system is configured to work as an open access point. Mobile devices connect to the MusicBox and start the web
application with their browser. Once connected, the timing
between the mobile device and the MusicBox is synchronized. The mobile device is then part of the musical space.

• integration of the microphone array (via USB connected Arduino).
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The first step was to install and setup the standard operating system onto the Raspberry Pi. Rasperian is a Debian
based Linux clone compiled for the underlying hardware
of the Raspberry. In order to make the system more user
friendly, we configured the Raspberry to behave like an
open access point. A pre compiled version of the hostapdemon was installed on the system. This version matched
the used WLAN-dongle. Once the access point demon was
running, connecting to the box was very simple. In order to
make things even simpler, we decided to install dnsmasq.
With this service symbolic names could be used for identifying the MusicBox. In our case we chose http://musicbox.fun
as the address of the system. This even works without any
connection to the internet. The MusicBox thus provides
an independent network, which can be used as a basis for
musical installations even in very unusual places.
The musical web application has been implemented in
node.js. Node.js is targeting the development of modern
web applications. It is well suited for the implementation of JSON-based REST services, supports data streaming and the development of real-time web applications. As
such it is matching the requirements of distributed musical
application very well. On the other hand, it is not powerful enough for heavy real time computation tasks. So
real time audio processing should rather be implemented
in other frameworks.

Figure 2. The system architecture of the MusicBox. The
web application is synchronizing the mobile devices. It
provides a control interface to the musician, that allows to
transmit audio data and control data.
The final configuration of the MusicBox prototype has
been stored as an iso-image. This makes it very easy to
create a running copy of the system, even for beginners
with no technical background. Simply create a copy of the
iso-image on a standard micro sd card and insert the card
into the Raspberry Pi. If the WLAN-hardware matches the
standard configuration, the system will be up and running
in less then a minute.

4. SYNCHRONIZING DEVICES
An essential pre condition for the implementation of a distributed musical environment is establishing a precice time
management for the underlying web application. The basic timing of server (MusicBox) and clients (mobile devices) has to be tightly synchronized. Without this synchronization many musical applications like synthesizers,
sequencers, drum machines, loop boxes or audio samplers
will not work as expected. Audio events need to be synchronously scheduled in order to create a coordinated playback in an distributed environment.
In order to establish this synchronisation, one could be
tempted to use the wireless connection to provide dynamic
synchronisation messages. This turns out to be not very
reliable. The IP protocol stack is not well suited for real
time application communication. It cannot be guaranteed
that an IP package is arriving in time.
As a consequence we have chosen to rely on the internal
clocks of the mobile devices. This simplifies the synchronisation task and at the same time reduces the networks
traffic of the running application.
4.1 Setting the timing offset
Once connected, the mobile devices are synchronizing their
system time with the system time of the central MusicBox.
The temporal difference between the two timers has to be
calculated as precise as possible in order to achieve a high
timing correspondence for the nodes of the distributed system.
The synchronization of the system times is a two step process. At first a simple AJAX request is executed upon loading the application (an html page) onto the client. The requests connects to a central web service on the MusicBox
and transmits it’s system time. The standard resolution is
milli seconds.
In a second step a WebSocket connection is established.
This connection is used to further refine the adjustment
of the time difference between server and client. Our approach follows the solution described in [5]. We adopted
the given implementation to the technology used in our
setup.
All in all the taken synchronization method results in a
quite high precision of the timing adjustments. In our experiments the first phase calculates a temporal difference
in the timers of only 30ms. The faster second phase is able
to decrease this difference to below 4ms.
As a consequence the deviation of the timing in the complete cluster is approximately 8ms. Starting and stopping
audio events on the mobile devices is therefore comparatively synchronous and below the general perceptual threshold.
4.2 Web Audio
The Web Audio API AudioContext allows to access the
current time (the audio clock) using the currentTime property. This property is calculated by accessing the system
hardware and returns an increasing double value denoting
the number of seconds since the AudioContext has been

SMC2018 - 94

established. The internal resolution of a double value is
sufficient to facilitate a very precise timing for the audio
events even over a longer period of time. Within the Web
Audio API a larger number of functions are controlled by
the audio clock. As such it becomes possible to precisely
control the timing of the audio events with this property.
For the current version of the MusicBox we rely on this
relatively simple form of timing control. It is sufficient to
achieve a synchronous start of audio playback across the
mobile devices of the musical space.
A clear drawback of this approach is the strict fixation
of the timing. Once set, it is not possible to dynamically
adjust audio parameters with this simple timing approach.
More elaborate timing control for WebAudio applications
have been discussed by Wilson ( [6]) or Schnell et. al.
( [7]).
5. MICROPHONE ARRAY
As soon as the mobile devices have been registered and
synchronized, the audio playback can be started. At this
point in time no further information about the spacial placement of the mobile devices is available. One could think
about using the GPS sensor to request the current position.
Unfortunately the precision of this sensor is not very high
and quite often the sensor does not work inside buildings.
As a consequence, we developed a simple microphone
array to at least achieve a rough estimation of the relative
position of the mobile devices. This microphone array is
able to detect the relative volume of a mobile device and
assigns this to a sector in space. The microphone array
consists of 6 identical microphones with a pre-amplifier,
that are arranged in a semi circle of 180 degrees with each
microphone being responsible for a sector of 30 degrees. It
can be mounted on a standard tripod.
The analog to digital conversion is performed by an Arduino, that is connected to MusicBox via USB. The interpretation of the measurements is implemented as part of
the web application. Despite of the fact, that the microphone array is definitely a low cost, low tec solution, the
resulting sector assignment works surprisingly good.
6. WEB APPLICATION WITH NODE.JS
The musical web application was developed using Node.js.
The following services have been implemented in the web
application:
• for the initial synchronization a web service has been
implemented providing the current system time in
ms
• a web socket based connection to the client is established for sending timing information and control
data
• a visualization show the attached clients and also
displays status information of the clients
• transmission of audio data to the clients

• transmission of control data as part of the play back
control
The web application is split up into two principle application parts: the client part for the mobile devices and the
control part for the musician.
The graphical user interface for the client part is kept very
simple. It consist of a single colored area displaying the
current system (client) status using a traffic light metaphor.
The area lights up in green when the client is synchronized
and ready to play back audio content. If the area is yellow,
audio data is uploaded to the client. The client is in waiting
state. And if it lights up in red, then synchronization has
failed. The client is not operational.
The control part for the musician is realized by a separate user interface. Once the clients are synchronized, the
musician is able to send commands and audio data.
The play back control is based on the visualization. It
is comparable to a traditional score notation or the instrumental track display that can be found in most of the current digital audio workstations. The audio elements are
assigned to the clients via drag ’n drop (alternatively by a
double click). Each audio element has flexible but fixed
duration, that is determined by the underlying temporal
grid. The musician places the audio element at it’s intended temporal position, while the actual play back of an
audio event is initiated by sending the starting time to the
client.
6.1 Recording sound on the MusicBox
In order to make the MusicBox more flexible and better
suited for live performances, we added a USB audio interface to the system. This allows to record audio synchronously with the ongoing performance. The MusicBox
thus works like simple loop station. In addition, a set of
effects has been implemented (delay, rever, filter etc.).
The recorded audio data can then be streamed to mobile
devices and then be integrated into the ongoing playback.
The musician is therefore able to create audio events on
the fly, distribute them to the mobile devices and integrate
these audio events into the musical space.
7. CONCLUSIONS
The MusicBox provides a simple, yet robust and flexible
environment to easily create a distributed musical space
using standard mobile devices. It synchronizes audio playback across the cluster and simplifies the spacial positioning of the connected audio clients.
The current setup is a good basis for further investigations
into the creation of musical spaces.
Until now, the clients are passive. While it is possible for
multiple musicians to interact with MusicBox simultaneously, no human interaction can be executed by the clients.
It would be interesting to extend the functionality of the
mobile device into this direction.
While we are currently using web technology, the general
approach is not limited to this approach. The MusicBox
could quite as well serve native applications on the various
devices. These could be more powerful audio applications
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like software synthesizers that could considerably expand
the expressiveness of the musical space.
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ABSTRACT
Sonificition is a constantly evolving field, with many
implementations. There is a scientific need to adopt alternative methods of analysis, especially nowadays when
the amount of data and their complexity is growing.
Moreover, contemporary music relies often on algorithms, whereas there is an open discussion about the
nature of algorithmic music. After Xenakis’ works, algorithmic music has gained great reputation. In the contemporary Avant Garde scene more and more composers use
algorithmic structures, getting advantage of the modern
powerful computers. In that project we aim to create music that accompanies time-lapse videos. Our purpose is to
transform the visual informational content into music
structures that enhance the experience and create a more
complete audio-visual experience. For our application we
use digital video processing techniques. Our concern is to
capture the motion in the video and we focus on the arrangement of the dominant colours. We relate the background of the video with a background harmony and the
moving items that stand out against the background with
a melody. The parameters of the music rhythm and video
pace are taken into consideration as well. Finally, we
demonstrate a representative implementation, as a case
study.

1. INTRODUCTION
“Imagine listening to changes in global temperature over
the last thousand years. What does a brain wave sound
like? How can sound be used to facilitate the performance of a pilot in the cockpit?” With these questions,
“Sonification Handbook”, a book of great importance,
introduces the idea of “sonification”. Sonification is “the
technique of rendering sound in response to data and interactions”. [1]
Copyright: © 2018 Karakonstantis X. et al. This is an open-access
article distributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source
are credited.

Despite the scientific essence of the term, it is not used
only for academic purposes. On the contrary, everyday
life offers plenty of examples. Many ‘non-sonic’ events
convey their information through sound. The ‘tic-tac’ of a
simple watch is an acoustic indication of a time pass of
one second, a car alarm of a break-in and the beam of an
ECG of the patient’s heart rate. Information is a useful
key to examine all the steps of a music procedure, from
its creation and its transmission to its perception. [2]
Audition is one of the basic human senses. Therefore, it
is expected to be used as a vehicle which transfers information. Nowadays, people can hear colours [3] and listen
to gravity waves1. “Applications (of sonification) range
from topics such as chaos theory, bio-medicine, and interfaces for visually disabled people, to data mining, seismology, desktop computer interaction, and mobile devices, to name just a few”.
One of the most common fields is that of Image and
Video Sonification. [4] The search for connections between images and sounds lead many scientists, musicians
and artists (Isaac Newton, Herman von Helmholtz, and
Scriabin, to name but a few) to relate certain notes with
colours (Figure 1). A very significant correlation of colours and sounds is related to a neurological phenomenon,
called ‘synaesthesia’. This condition results in merging of
senses that aren’t normally connected. Therefore, some
people, can literally hear colours and see sounds. Many
famous musiciens and composers have been inspired by
their neurological ‘gift’ (from Franz Liszt to Olivier Messiaen). Apart from them, the joined inspiration of image
and music has been met in many cases. Many painters
have attempted to depict music, sounds and noise, or
have been inspired by them, such as Marcel Duchamp,
Wassily Kandinsky, Paul Klee, Henri Matisse, Joan Miro,
Pablo Picasso, Arnold Schoenberg etc. In addition, many
composers have created music from visual stimuli [5].
Tibetan monks used visual motives of nature to create
music [6], Iannis Xenakis developed UPIC, a digitized
tablet that transforms lines into music and Anestis Logothetis invented a novel graphic notation system based on
sound attributes. Abstract animation, although it is a visual art, is often called visual music, due to the structural
1

The official site of LIGO team, which won the Nobel Prize in Physics
in 2017. https://www.ligo.caltech.edu/video/ligo20160211v2.
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base similarities to that of absolute music and because it
can induce emotional responses that are more related to
the form of the expression than to the content of the imagery [7,8]. Furthermore, there are many artists, such as
Malevich, Pollock, Rothko, Kline, Francis, who try to
achieve a common hybrid form of audio and visual. [9]

Figure 1. Proposals for mapping of colours with notes2.
Actually, the compositional interconnection of arts and
music – which led to the field of “image sonification” – is
quite common in the late 19th and in the 20th century
[9,10]. In the last decades there are plenty of approaches
that involve appropriate computer music software [11].
Our project is a part of that ongoing procedure. Moreover, in our implementation we are interested in transforming visual information in music structures, not just
sounds. For that purpose, we use some basic composing
principles, so as to achieve an easy relation of the audio
outcome of the algorithm with what an average listener
perceives as music. [12]

2. GOAL AND METHODOLOGY
Our project aims to turn a video into music. Through a
digital processing of a video data are collected. After an
algorithmic procedure, these data are translated into audio
structures resulting in a music that accompanies the video. The moving parts of the video against the static background are related to the parameter of the rhythm of the
music, whereas the arrangement of colours transforms
both the melody and the harmony (“the musical background”).
The project has been implemented with the use of appropriate software, i.e. Python and the libraries of
OpenCV regarding video processing, analysis and sampling. [13,14] The Mingus library has been used in order
to create MIDI files. The audio output occurred after inserting these MIDI files into a Digital Audio Workstation
(DAW, such as Ableton, Cubase and Reaper), using their
digital sound libraries, which include deep-sampled
acoustic instruments and synthetic sounds.
This project has been a part of an interdisciplinary research of students (both under and postgraduate) of two
collaborating departments, that of Electrical and Computer Engineering (NTUA) and Music Studies (UoA).

Therefore, the goals have been set in order to fulfill mainly academic criteria, rather than aesthetic or commercial.
Its implementation has been a practical indication of how
the stored information of a system (here, the data of video
processing) can be translated into information of another
system (here, MIDI / notes and sonic events). The first
concern of such a transformation is which information to
use. A digital video is a collection of moving images
(frames), each one of them including many pixels. In
most videos, the frames follow one another in a rate of at
least 25 frames per second (hereafter fps). Although this
value is crucial so as to give the sense of visual continuity, as far as music is concerned it is extremely high. For
example, if each frame was a click of the metronome,
30fps means a tempo of 1800 crotchets per minute. Not
only there is no musician that can play that fast, but for
our audio perception is redundant. Therefore, a sampling
is needed, with a sampling rate that can have musical
meaning.
In order to achieve a better understanding of the video it
is essential to look not only at each frame but also at its
parts. For example, supposing we get the information that
half of the frame is black and half white. That is just statistic knowledge, but it doesn’t reveal a lot about the informational content of that frame, i.e. where the black
and white parts actually are. That is connected strongly
with the concepts of entropy / information. [2] Therefore,
in order to be able to describe more accurately a video, a
segmentation procedure is necessary. However, we could
say that a digital frame is already been segmented, in
pixels. But in a typical digital video each frame consists
of at least 320x640 pixels. It is easily understood that it is
quite a great amount of information that cannot provide
for any musical outcome. Group of pixels, in other words
frame segments, should be used.
Regarding the musical video sonification, an algorithmic interpretation of the data from video processing is,
for sure, not enough. The goal is to create music that accompanies the video, interacting with that, enhancing the
viewing experience. Therefore, the music should be in
connection with what the video presents. For example,
the music to accompany a robbery should be quite different from that of scuba diving. We believe, therefore, that
a universal algorithm, that could accompany whichever
video, is, at least, quite a task, if not impossible. Each
algorithm should be designed taking into consideration
the individual parameters of each type of video.
For our implementation, we chose to work with timelapse videos. The way an event is unfolding creates very
interesting visual impressions. Moreover, the background
stays, more or less the same, therefore, resemblance can
be found with musical harmony. It is the basis, the static
substrate where the more moving part occurs, that of
melody. The melody can be parallelized with the depicted
unfolding of the event. For us, it has been quite a challenge to achieve musically the ambient relaxing character
of a time-lapse video, to connect the music with the impression of the moving image, but also to create an understood transformation of “what happens” while the
video goes on.

2

Screenshot from Rhythmic Light Website:
http://rhythmiclight.com/archives/ideas/colorscales.html
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3. PRESENTATION OF THE ALGORITHM
Quite shortly, our algorithm samples the video with the
rate of 1 fps. After that, the frame is segmented in 8 pieces. The comparison of each segment with its previous and
with its neighboring segments as well, reveals information about the movement. When movement is noticed
the melody evolves. In each segment a colour analysis
takes place. Some clusters of predominant colours are
connected with some notes, according to a colour wheel.
The pitch and the volume of the note are derived from the
HSV chromatic model values. The same procedure takes
place in the whole frame.
It is time to describe the procedure more thoroughly.
The time lapse videos which we used in order to design
the algorithm didn’t present noticeable changes in short
time intervals. Therefore, we chose a sample rate of 1 fps.
That rate captures adequately the changes in the video.
We tried also windows with different size and overlap
percentage but no significant improvement occurred. The
fps value we chose captures sufficiently the visual information that is needed in order to create music and it ensures fast analysis and computation as well.
After sampling, the frame is segmented in eight pieces
(2 rows and 4 columns, as shown in Figure 2). When motion is captured in a segment a note is triggered. The
frame is scanned serially. First the first row, from left to
right, and then the second row. Therefore, if a note is to
be triggered, that takes place at the appropriate moment
regarding that scanning. It provides the time index. Despite scanning methods, we tried to implement probing
methods as well, influenced by Yeo and Berger [15]. The
free, improvisatorial characteristic of probing resulted in
a fuzzy outcome. The audiovisual perception lost its coherence. On the contrary, the strict following of the same
scanning path of each frame made clearer the connection
between sound and image.
The tempo we have chosen is a very common one, that
of 120 beats (quarter notes / crotchets) per minute. Therefore, with sampling rate 1 fps, every frame corresponds to
two crotchets. The frame is segmented in eight pieces,
therefore the time a frame lasts – i.e. 1 sec – is divided in
eight parts. Therefore, every segment corresponds to a
sixteenth note (semiquaver). We can see that a segmented
frame acts as an alternative notation system.
In order to capture the moving the frame is converted to
gray scale. The absolute difference of each pixel between
two serial frames is zero (black) if there is no change
between them, or 255 (white) if there is a very significant
change (from total black to white and vice versa). Of
course, we have all the values in-between. Therefore, the
negative of the image in grayscale is produced. The great
differences between the frames lead to bright pixels
(close to 255) whereas the low in dark (close to 0). We
have, consequently, to set a threshold so as to decide if
the difference is significant enough to indicate change in
each pixel. Our threshold has been set to 180. Therefore,
from the negative picture, still in a gray scale domain, we

create a black and white picture (pixels with value less
than 180 become 0 and more than 180 become 255).
Then, the black and white picture has been blurred with a
Gaussian function, in order to smooth corners, to make
the image less sharp, to reduce image noise and to erase
some unwanted discrete points (Figure 2). With that way,
the remaining image comprises the contour of moving
objects. After that procedure, we still have to decide if
there is enough change in the picture so as to regard motion. For our implementation, if the objects inside the
contours are more than 1500pixels, then we have enough
moving area so as to consider motion. This procedure
happens in every one of the eight segments of each sample.

Figure 2. The absolute difference between the frames
(gray scaled and blurred) and the segmentation.
Till now we described the part of the algorithm which
provides the time index for a note to be triggered, after
deciding if motion is captured and in which segment,
given the sampling frame rate and the music tempo. After
deciding “when to play”, it is time to describe the other
part of the algorithm which decides “what to play”.
Time lapse videos are basically constructed by a background and an unfolding event. Therefore, shapes or object tracking is not necessary. The change in colours, both
in the whole frame and in each segment, can provide for
the basic information. The basic concern of the algorithm
is to correspond notes with colours. The chromatic model
we use is the HSV. The reason is that its values can be
directly related to musical parameters. Hue for the choice
of notes, saturation for the pitch (the certain octave to
which the note belongs) and value with the volume. In
order to be consistent with the appropriate terms, hue is
mapped with chroma and saturation with height. 3
The algorithm, therefore, turns the rgb model into hsv
and looks for the predominant colour. HSV is basically a
cylinder. The relation of notes (chromas) with hues becomes in the slide where saturation and value are maximized. Then, that cycle is divided in 12 parts, creating a
colour wheel. Every part corresponds to a certain note
(chroma), with the use of the circle of fifths (C-G-D-A

3

For example, the pitch class set of C notes (…C-2,C-1,C0,C1,C2…) share
the same chroma, but each one in different heights.
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and so on). In that way a correspondence between the
colour [16] and music harmony is achieved (Figure 3).

Finally, the value dimension describes the lightness and
brightness, which is connected with the volume of the
note (the brighter the colour, the louder the sound).

Figure 4. A representative frame analysis, where the
cluster of 5 colours is presented below the image,
whereas their position in the colour wheel, in the right of
the image.
Figure 3. The colour wheel which depicts the correspondence of colours and notes.
We have described before how the motion in video is
captured in the segments, and by that the notes are triggered. We have stated that motion in video is related to
the melody. Therefore, through the procedure which is
described above, in each segment we look only for the
one predominant colour, which corresponds to a certain
note, so as a monophonic melody occurs. Although the
same concept is kept, there is a slight differentiation regarding the analysis of the whole frame. The whole frame
corresponds to harmony. Therefore, more than one predominant colour should correspond to more than one
note, so as to gain a cluster of notes, which acts like a
chord. For that reason, we chose to create a cluster of five
colours, therefore a 5 note chord (Figure 4). In order to
conclude to these clusters, the k-means method is used.
Generally, the application of k-means organizes all the n
individual points (n corresponds to the number of pixels)
into k groups. The points in each group share a high level
of similarity, in comparison with those of others. Every
cluster has a ‘centre’, a value that is very close to that of
all of each members. This value is then assigned to all the
members of the cluster. The reason that we concluded in
5 clusters is that after many trials we noticed that in the
cases of more than 5 clusters, some not so statistically
important colours have been considered as important.
Therefore, insignificant colours have triggered certain
notes in the melody, leading to an inconsistency in the
transformation of visual information to sound. Respectively, in the cases of less than 5 clusters some important
visual information has been lost.
Regarding the connection between pitch and saturation,
we related low saturation with low frequency area and
vice versa. The reason is that images with low saturation
look weak, pale and without intense. We believe that this
visual impression finds its musical analogy in low frequency sounds. On the contrary, the more intense the
colour the higher the pitch.

4. PRESENTATION OF CASE STUDY;
EYLENDA / ICELAND 4K
All the subjective parameters and thresholds have been
chosen after plenty of trials with various time lapse videos. The final outcome provides for an adequate aesthetic
result that is connected with the informational content of
the video and it doesn’t demand for heavy computations,
unless there is a need.
We consider as the most representative example the
EYLENDA | Iceland 4k, a creation of Marcus Sies and
Flo Nick, students of Audiovisual Media at the Stuttgart
Media University in Germany4. This video is a visual
journey at the stunning landscape and wildlife of Iceland.
Due to the content of the video, many complementary
hues of red (ground, soil, rocks etc), of blue (sky, sea)
and of green (trees, grass etc.) have been noticed, because
of the different landscapes of Iceland. Moreover, the static, motionless shots lead to notes of great duration. Furthermore, the low light and the natural lighting of the
shots, as well as the low contrast of the colours of the
landscapes of Iceland, resulted in frames with low saturation and therefore the melody of the sonification consists
of many low pitch notes.

Figure 5. The waveform of a part of our implementation

4

Sies, M., & Nick, F. (Directors). (2015). EYLENDA | Iceland 4k [Motion Picture]. https://www.youtube.com/watch?v=U3r62Np_pxY
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Figure 5 presents the waveform of the created music.
The amplitude of the graph increases abruptly between
01:15 and 01:30. This graphical information reveals that
the music is loud. The reason is that the brightness (value) of the colours is accordingly increased during that
time, in consistency with our mapping.

Figure 6. The analysis of the frames that correspond to
the 1:09, where an abrupt increase in the loudness of the
music is noticed (as seen in Figure 3). It is obvious that
the second frame is brighter, therefore with higher saturation, which leads to a higher volume correspondingly.
In the following spectrogram (Figure 7) we can notice
that between 1:05 and 1:17, low frequencies are diminished. On the contrary middle frequencies seem to be
quite intense. The reason is the high saturation values in
the frames of that time. We can also notice that throughout the spectrogram the low frequencies are high due to
the lighting and the low saturated images of the landscape
of Iceland.

Figure 7. The spectrogram of our implementation. In
left y axis there are the frequencies, in the right y axis
the dBs, whereas in x axis the time.

The harmony varies throughout the piece. In some parts
the resulted harmony is similar to a typical classical, but
the result is not restrained by any musical form. For
example, in the next picture, the cluster of notes consists
of four notes (A, C#,G#,B), very similar to A major chord
with the addition of the 7th and 9th note, wheraeas the
next frame doesn’t vary chromatically and just one colour
is dominant, and hence only one note (A) is heard.

Figure 8. The analysis of two random frames in which
we notice the difference outcomes of the music harmony
corresponding their chromatic content.

5. CONCLUSION
According to our criteria the final outcome fulfils its purpose. The musical outcome of the algorithm is an adequate informational transformation of the time lapse video. It creates a more complete perception, combining
audio and visual senses. The music accompanies sufficiently the video, concerning both the narration and the
aesthetics. Finally, it has an independent aesthetic value.
However, some parameters can evolve the implementation. The algorithm captures sufficiently the changed that
happen gradually, such as the passing of a cloud, the succession of day and night and the blooming flowers. But it
is not so decent in capturing very fast changes of small
items in a quite static background, such as passengers
passing by far in the background. Moreover, colour theory can be used in order to enhance the effectiveness of the
transformation. For instance, there are some approaches
that describe their “harmony” [17], such as complementary, analogous and triadic colour schemes. Their correspondence with harmony in music is not so profound, but
its research may result in remarkable outcomes. Moreover, the algorithm can be enhanced and include more
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modern techniques, such as machine learning. In any occasion, “A formal language of representation is needed in
order to give composers the opportunity to fully explore
the possibilities offered by computer music sound reversibility. If some consistent mathematical rules, and aesthetic values, were applied to create a formal environment, a collaborative and dialectic engagement with this
new medium would become the source of many interesting approaches to composition”. [11]

[12] K. Bakogiannis, G. Cambourakis, “Semiotics and
memetics in algorithmic music composition,” In
Technoetic Arts, 2017, 15.2, pp. 151-161.
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ABSTRACT
Multimodal diegetic narrative tools, as applied in
multimedia arts practices, possess the ability to cross the
spaces that exist between the physical world and the
imaginary. Within this paper we present the findings of a
multidiscipline practice-based research project that
explored the potential of an audio-visual art performance
to purposefully interact with an audience’s perception of
narrative place. To achieve this goal, research was
undertaken to investigate the function of multimodal
diegetic practices as applied in the context of a sonic-art
narrative. This project direction was undertaken to
facilitate the transformation of previous experiences of
place through the creative amalgamation and presentation
of collected audio and visual footage from real-world
spaces. Through the presentation of multimedia relating to
familiar geographical spatial features, the audience were
affected to evoke memories of place and to construct and
manipulate their own narrative.

1. INTRODUCTION
The use of diegesis as a narrative tool is typically applied
via music or other types of sound effects in support of a
storyline delivered through a visual medium, a topic often
explored in contemporary media studies. This theory can
be further explored in multimedia art to effectively
summarise events that occur in a performance and can
serve to add further commentary on the intentions and
thoughts of the artist. By applying this narrative tool, it was
hypothesised by the collaborating artists on the “U Modified” project that memories of place could be evoked
from within an audience as they experience an artistic
multimedia representation of geographic and narrative
spaces.
To create an affected sense of place, the project
explored the use of real-world sounds and site-specific
video footage to inform and manipulate the mental
construction of narrative. Through the multimodal
presentation of these real-world spaces, a performance was
devised that conjured brief tangential storylines that were
to be interpreted by the audience to construct an
internalised responsive narrative. It was therefore in the
Copyright: © 2018 First author et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.
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process of interpretation that the narrative place was to be
moulded; specifically, by transforming the performance
materials into memories of previous experiences and for
the audience to then embody the created narrative. The
audiences’ knowledge of the material spaces they were
presented with were therefore to be manipulated to explore
the use of a responsive storyline, as perceived through a
multimedia performance.
To explore the use of diegesis in this context, Young’s
original composition of “U” (2013) was modified with the
addition of extended vocal techniques and visual footage,
provided by Mannion and Wentworth respectively. For
each of these modifying elements, vocal features were
scored, arranged, and performed by Mannion and visual
components were filmed, edited, and manipulated by
Wentworth.
To accomplish the objective of affecting narrative
through diegetic, extradiegetic, and metadiegetic motifs
[1], examples were collected and explored from
multimodal multimedia materials. Additionally, the
manipulation of spatiotemporal experience and the
evocation of memory as a representation of literal and
metaphoric audio-visual events were also investigated.
This research was used to inform the creative practices
applied in the final work.
Within this paper, we discuss the techniques applied
in the use of geographic space for the manipulation of
personal memories of place from the perspective of a
multimedia arts project. Furthermore, discourse is
presented on performance observations to support the
project theories on the narration of place. The function of
these observations was to informally explore the concepts
applied in the composition, to examine the philosophies in
summoning narrative from within the observer, and finally
to evaluate the attempts made to cross boundaries between
the audiences’ imagination and reality.

2. BACKGROUND
The phenomenological theory of art highlights that the
aesthetic response to art is as equally important as the art
itself, a concept explored in reader – response literature
[2]. In the context of a multimedia performance, aesthetic
realisation can therefore only be accomplished by the
audience and artistic appreciation can only be found in the
performance of the work itself. Performances are
consequently only to be considered more than the
presentation of multimedia once they have been
interpreted by the audience. It was therefore hypothesised
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that an artistic multimedia performance can be conceived
of to engage with an audiences’ imagination by leaving
room for self-interpretation; by allowing the audience to
create their own narrative place from the presented spatial
materials.
Concepts of space and place, as contrasting entities,
have been studied for many years [3]. These theories have
since been extended to define the concept of space as
abstract, and that place refers only to specific
environments that are invested with emotional value [4].
Other researchers have further separated concepts of space
and place [5], where space can be used absolutely to define
the structure of the world and the three-dimensional
environment in which we inhabit, and that place is formed
from the cultural understandings attached to them.
In contrast, narrative space is defined as the place or
places within which situations and events are represented
and narrating instances occur [6]. In this case, a narrative
space serves no other function but to supply the setting of
the narrative. However, narrative space involves
significantly more than descriptions and references to
landmarks associated with the conventional scene-setting
accounts; as is seen in other narrative theories and reader response studies. This serves to highlight that “narrative
setting” cannot be separated out from the “narrative voice”
or that geographical space can be treated as a unique place
without human interpretation [7]. In narrative studies,
examinations of the construction of time and space as
orientation elements have been discussed and serve as a
reference for the analysis and interpretation of narratives
[8].
In terms of arts practice, if an audience is presented
with field recordings of water flowing, it is supposed that
they can imagine a babbling brook; one from their own
memories or previous experiences perhaps. However, if
the audience is also presented with video footage of a river,
then they can no longer imagine this scene, as the
imagination is presupposed by the image. The difficulty in
achieving the outlined project goals was therefore to
present the audience with enough information to evoke
memories, while also informing them of actual knowledge
from within the orchestrated media. The unified whole or
gestalt of the performance must not therefore be presented
as having literal meaning, but it must instead be
constructed as something that is intangible or
inconsequential.
In this context, the “U - Modified” project was to deal
with the construction of space and place in a narrative that
served to evoke previous accounts of movement from one
space to another. However, the focus was not to understand
how listeners engage with interactive works, but to try to
manipulate their understanding of narrative events and
present different settings for narrative place.

3. PRECEDING WORK
It was first observed that live performance of “U” would
guide an audience on an internalised journey by revealing
a varied sound structure that extended, imitated,
developed, and distorted sonorities from the real-world
[9]. Throughout this composition, intangible sonic patterns
were displayed that carefully guided and stimulated the

audience to reflect upon previous experiences of place
through sound. By recalling memories of reality and
appealing to previous experiences of place, a
spatiotemporal connection was created through the
associated memories. This presented a journey for the
individual audience members, through literal space and
internalised place, one that was intended to be unclear and
unresolved throughout. Vagaries between realism,
recollection, and unconscious thoughts were intentionally
produced to further confound these experiences.
Following an initial analysis of this composition,
visual elements were collected and recorded by
Wentworth, in directed answer to her own personal
associative and visceral responses to the soundscapes of
“U”. To Wentworth, the sonic landscape felt fragmented,
sporadic, and somewhat uneasy, and recalled travel,
memory of place, and daydreams. Therefore, in retort,
source footage was taken from multiple locations around
Europe as well as footage from transit between locations.
This included themes of naturally occurring elements, such
as sky, clouds, wind, and water, as well as transportation
by land, sea, and air.
The collected footage was then composited via
programming in Max/MPS/Jitter. The patch applied
waveform amplitude analyses of the individual 5.1 audio
channels to correspond the opacities of several overlaid
video clips. This further fragmented and juxtaposed the
video content materials, as multiple geographical locations
flickered in and out according to the dynamic level of the
separate audio-channels. These familiar spaces, in
combination with the soundscapes of “U”, were
constructed and arranged to evoke the fragmented feeling
one gets when frequently travelling between borders and
changing geographic location.
The combined composition was therefore to exist as a
symbolic space and an imaginary place, one that was
evocative, yet still abstract to the audience. All of these
effects were to be achieved by simultaneously presenting
two important factors. Firstly, the presentation of
traditionally recognisable multimedia samples with roomnoise (the kind that is ever present in conventional room
settings). Secondly, to conjure within the audience
questions about the significance of the media and how they
relate to the audiences’ own personal identities. These
themes were supported within the composition through
careful editing and arrangement of tape, vocals, and video
clips, their motifs serving to further blur the reality of
space with interpretations of place.

4. INFLUENCES
Within the final composition, the sonic arrangements are
deeply influenced by Pierre Schaefer and his work on the
theoretical basis of Musique Concrète as a compositional
practice [10]. This is demonstrated in the recording,
manipulation, and arrangement of audio samples from
multiple sources. This philosophy was then also applied to
the visual measures of the piece. Specifically, influential
were Schaefer’s use of voice, as demonstrated in Scherzo
[11] and Apostrophe [12]. Also, of influence were the
compositions of Luc Ferrari. Specifically, Ferrari’s use of
the superposition of cycles in the creation of new events
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and the application of environmental sounds; as heard in
Tautologies III [13]. Furthermore, Ferrari’s work was also
influential in the crafting of found-sounds and the use of
casual narratives, like those Ferrari demonstrated in
Anecdotiques [14], Petite symphonie intuitive pour un
paysage de printemps [15], and Heterozygote [16].
Other, less distinctive influences can also be identified
from the artistic and compositional styles from: Karlheinz
Stockhausen’s use of silence and atmosphere in
Telemusik, Studie II, and Kontakete; Luciano Berio’s use
of vocal sounds and insanity narratives in Visage; the use
of breakneck editing, stabs, jabs, long drones, and echoes
from Bernard Parmegiani’s De Natura Sonorum and Hors
Phase; Electronique and the provoked audience reactions
in Déserts by Edgar Varése; the dream like sounds,
narratives, and use of diegetics in Automatic Writing by
Robert Ashley; in the mixing of Elektronische Musik with
Musique Concrète as heard in Morton Subotnick’s Silver
Apples of the Moon; John Chowning’s Stria; John Cage’s
Imaginary Landscape; as well as the film score influences
of David Lynch.
By exploring previous works in this context, it was
observed that the human psyche possesses the ability to
exist as both an exterior and interior and that these settings
can often present themselves in a somewhat contradictory
way. Therefore, with the intentional confusion of what is
inside from what is outside, the performance of “U Modified” was to embody the role of the uncanny in its
narrative. That is, the opposite of what is familiar to the
listener’s usual internalised narrative [17]. In doing so, the
composition presented a challenge to the audience. The
individual audience members were to confront that which
was explicitly expressed in the media presented before
them and in response create reality, truth, and selfnarration within. “U-Modified” therefore deliberately
created a blurring between the spaces that the audience
were seeing and hearing with respect to their own past
experiences of place.

created soundscape, as described earlier. Throughout the
composition, sound and image, with recognisable source
and space, were presented to the audience and made
accessible with obviously explicit diegetic meaning.
Memories of space the audience had previously
experienced were therefore evoked and set against the
backdrop of the performance. Consequently, for the
narration and creation of a world in which these events
were to take place and for the audience to apply these in
the telling of a perceptibly ambiguous story of geographic
spaces a previous memory or knowledge was required.
However, the evoked memory could not be accurately
realised by the presented spaces, as this would require the
audience members to have visited the location previously;
where memory and perception would then be in agreeance.
The sources of these recognisable events therefore
presented themselves to the audience, evoking previous
memories or instances recounted from their own reality.
Furthermore, there existed within the performance
extradiegetic media, as sound and image, that passed
directly from the collected materials to the observer,
unmediated by any specific narrative tool or primary
narrative source. These events were to serve the audience
directly and invoke feelings or moods within them.
The blending of diegetic sound with extradiegetic was
applied with the purpose of further blurring reality with
abstract thoughts; aspects of the internalised narrative of
the listener. These diegetic sounds, within the overall
composition, were to appear unnaturally amplified and
distorted. Naturally occurring sounds and recognisable
images were mutated and mixed with mutable silences and
blackouts to create audio-visual discomfort in the
observer. In achieving this, the recognisable sources were
intertwined with darkness, silence, hum, and noise. The
latter of these, served to interrupt the imaginary narrative
as natural silences, the silence that one experiences
between events in natural everyday environments.

6. ARRANGEMENT
5. PERFORMANCE
For the performance of “U-Modified”, the audiences’
experiences were to be distracted from the reality of the
physical concert space by being presented with
multimodal stimulation while stationary, silent, and seated
in a dimly lit room. The presentation of the work in this
manner imposed the role of the internal narrative
invocation, highlighting the unconscious desire for
external stimulation and the discomfort that arises from the
removal or dulling of the Aristotelian senses. This
performance requirement emphasised how the listening
environment and delivery methodology was to play an
important role in presenting the audience with the
opportunity to investigate the existence of a selfconstructed internalised alternative-reality and the
systematic temporalities that present themselves therein.
This also served to underscore the intrinsic authority of the
unconscious mind over the physical perception of place.
During the performance, the collected video samples
of familiar occurrences, were presented to the audience on
a large projection screen. The video footage was then
abstracted throughout in relation to the amplitudes of the

The performance methodologies applied within the piece
were not intended to act as a direct representation of an
idea of place or present an explicit narrative, nor were they
to exist on a purely aesthetic platform either. The
requirement for audience participation, through
recollection, emotional reaction, and contextual awareness
was to operate as an expressive outlet for the channelling
of the personal significance of place from space. These
meanings were not to be innate to the composition, but
they were to be evoked into existence by the audience;
engendering an emotional space with which there was no
literal foundation. The reality of the spaces presented were
fundamentally plausible and realistic, but they also
conjured from memory and imagination formed from
previously experienced places.
As the arrangement drifts between periods of
darkness, images, and sounds of everyday spaces the audio
and visual elements combined and transitioned from
external stimulation to the internal imagination, affecting
the audience’s intrinsic relationships to extrinsic
influences. More importantly, it was to affect the
audience’s relationship with real-time. To hold the
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audience captivated in a continuous flow, would be natural
for some level of immersion. However, a sequence of
continuous narrative removed all anticipation of variation.
With the linear nature of time, specifically in
immersive soundscape environments, time can be
destabilised through total immersion. The subjectivity of
the listening experience must capture the audience and
manipulate their internal spatiotemporal relationship with
the real-world. In this, the performance allowed for the
combining of past with present and to form the narrative
space. However, the expectation of the audience was
altered to incorporate unexpected twists and to
purposefully frustrate the expected outcomes.

7. REFLECTIONS ON PERFORMANCES
The observed performances of “U-Modified”, in the
traditionally obvious diegetic presentation of collected
materials, over-emphasised the importance of silence in
day-to-day real-world interactions. Equally, the
conventional role of the diegetic narrative was demoted to
the background. The treatment of stillness within the piece
altered the role of silence, that is, in the absence and
abundance of stimulation that normally indicates a
presence of, or lack of, importance.
Through accomplishing this, the audiences’
assumptions were clearly challenged. That the sound and
imagery in the foreground were significantly more
important than those in the background. Furthermore, the
relative intensity of a spatial object did not necessarily
increase its worth or meaning. For example, traditionally,
it is understood that in an intimate conversation in a
crowded room, the speaker directly in front of the listener
is more important than the other speakers and
conversations happening simultaneously around them. In
challenging the accepted relationships between sound and
vision, the relative correlation between the two, the virtual
embodiment of a narrative within the audience, and the
significance of a stimulus within the narrative served to
further engage the audience, invigorating these
dissonances and thrusting forth the uncanny.
Within the piece, challenges to the role of
extradiegetic music were also presented. Short musical
phrases, and their repetition as leitmotifs, were
purposefully included in the score. However, they were
employed unconventionally to raise ambiguous reference
to their own existence, as opposed to the signifier of
obvious narrative events. These stingers and leitmotifs
were external to the narrative, unattached to the more
obvious diegesis. However, they were also applied as
indicators and markers that referred to the narrative tools
that they were accompanying; that is, those that they first
appeared with. Their application was, therefore,
intentionally confused due to their non-linear application.
They occurred throughout but referenced each other and
the brief moments in which they previously occurred.
By cross-referencing these methodologies as they
occurred also further compounded their effect. In addition,
sustained chords, loops, and drones were applied in such a
way that they denoted no apparent theme or motif that had
previously occurred in a deceptive or contradictory state.
Melodies and motifs appear and disappear, evoked a

response, and then moved on. Never having the same
meaning twice allowed them to pass through their
individual significance with regards to time, space, and
reality.
Disorientation in the narrative space and the physical
act of storytelling also has consequences on the interplay
between time and space in the association of the narrative
place. Through the application and exploration of these
factors, attention was drawn to dimensions of both the
familiar and unfamiliar in the creation of an audiences’
own narrative. This was achieved through the reversal of
conventional understandings of the diegetic, the
importance of sound through elusive changes in volume,
to raise doubt and question the existence of an imagined
source embodied within the listener, and by modifying the
role of the extradiegetic features within the internal
narrative.
The overlapping of diegetic with extradiegetic motifs
presented within real-world environments further
augmented the challenges of addressing the research
projects objectives. The presentation of space within the
piece promoted a blurring of personal experience and the
sonic representation of narrative. The personification of
dreams and reality within a predetermined space served to
evoke a site-specific inner narrative within the listener and
create indistinguishable borders between the two. The
extradiegetic presentation of room-noise was constant, and
representative of the silences and everyday experiences
mentioned earlier.
Background noises buzzed, hissed, and whirred about
the audience continuously. It was unremittingly present
and ignored the traditional rules that govern applications
in extradiegetic scoring. The uncanny nature of these
sounds raised questions relating to its abandon of borders;
in both literal and imaginary contexts. Amplification
above the “normal” added to the unnerving nature of its
existence; dreams are never that loud and reality is never
that noisy. Therefore, the appearance of an extradiegetic
motif within the soundscape presented itself as a diegetic
instance and vice versa.
The inclusion of transdiegetic movements, the
crossing over of both the diegetic and non-diegetic, created
evolution and gathered meaning from the subjective
interpretation of the imaginary narrative created by the
listener. Because of this, there also existed metadiegetic
narratives, a secondary narrative embedded within the
primary narrative, which was dependent upon the internal
functioning of the media in relation to its interpretation by
the listener. This further developed the dream/reality and
space/place metaphor by articulating movement through
narrative levels.
This movement also spilled further beyond that of the
presented narrative, consuming the physical extradiegetic
space of the listener. It was observed that the fictional
space within the performance space was to encroach upon
the physical space within which the audience resided. In
this, the meaning of place was used to apprehend the
unfamiliar spaces that the audience were presented with.
The leitmotifs and their function within this
composition were not tied directly to any one disposition
or circumstance; they were applied in such a manner to
drift between diegetic, extradiegetic, and metadiegetic

SMC2018 - 106

motifs alike. The boundaries between the narration,
perception, and experience of the listener were therefore
pushed beyond physical space and into a transdiegetic
liminal place.

8. CONCLUSION
In conclusion, the samples and materials that were
collected and edited by the project group were purposeful
and significant in meaning to the overall objectives and
motivation of the piece. It was observed that the timbre of
the sounds produced within the composition and their
origins could draw fascination from the audience.
Furthermore, with the removal of measure and arithmetic
progression from the piece, the audience were left only the
timbral qualities of the untreated sound and augmented
samples.
In addition, the movement of narrative through
diegetic, extradiegetic, and metadiegetic, the manipulation
of the spatiotemporal experience, and the evocation of
memory were all represented through actual and
metaphorical sonic events. The movement of trees in the
wind, the blowing of pipes, industrial machinery in
motion, and electrical short-circuits represented actions
that the listener could associate with familiar timbres of
movement.
This familiarity was further manipulated with roomtone and sounds of a low rumbling nature, timbres that may
not be consciously processed, but existed in common
places. The timbres of these sounds were indeterminately
presented both delicacy and violence but were always
ethereal. With tone, expression, and a unique inflection
being ever present. In observing reproductions of this
work, when formulating opinions of the performance, the
audience was acutely aware of these factors immediately
post-performance and perhaps even further in retrospect.
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ABSTRACT
In the last years handpans have gained more and more popularity and evolved to an idol of the public. They provide
the possibility to produce tones and beautiful melodies
rather then only transient sounds, like most other easy-touse percussive instruments. Considering the assumption
that instruments with very simple interfaces offer a particularly suitable introduction to making music, it follows
that handpans could also be used in early musical education. However, their interface itself is still abstract and not
very informative about the kind of sounds it produces. For
this reason, in this paper we present the concept and first
prototype for an augmented digital handpan. In our concept we use Leap Motion to capture strokes on a plexiglass
dome and give additional visual information for advices
and learning instructions by augmentation with the help of
projections on the surface.
1. MOTIVATION & GOALS
In the past we already dealt with innovative musical instruments to be used for early music education and in this
context we assumed that an instrument for early childhood
education should have a simple and highly intuitive interface. To this purpose we built a NIME [1] and evaluated
it at various stages of development with groups of children
at different ages. We were able to show that our assumptions were correct but we also found out that some of the
functionalities were not automatically understood by the
children solely through acoustic feedback [2]. For this reason we supplemented the prototype with visual feedback,
which was intended to serve both as motivation and guidance [3]. It then became clear though that the simplicity
and limited functionality of the interface itself, in this case
a standard digital drum pad, was not a big incentive in the
long run [2]. Thus, we now deduce that a combination of
visual feedback with a simple interface, which offers rewarding functionalities, could solve this issue. As a result,
we infer the necessity of developing a prototype for an augmented handpan. The use of hardware components should
provide a similar physical playing experience to that of the
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classic instrument, unlike in the purely virtual approaches
that exist so far (e.g. [4]). In addition, virtual components
should complement this haptic feedback with visual information, which will be used to support the learning process.
2. THE INSTRUMENT
A handpan is a musical instrument made from steel, which
basically consists of two hemispherical segments glued together. On the upper half-shell there are several sound
fields hammered into the metal sheet. The sound fields
usually have a flat and elliptical shape with an oval bulge
in the middle and the highest point on the upper side of
a handpan represents the bass note (called: ding). It is
built up like the other sound fields, only the middle is not
turned inwards but outwards. Usually there are eight or
nine sound fields plus the bass note. Furthermore, on the
bottom there is a hole, which is called Gu [5, p.5]. Tuning and scale of each individual handpan are freely configurable when building the instrument, but cannot be changed
afterwards, since they are defined by the field sizes and
their gaps. When playing, the instrument is usually held
horizontally on the lap and slapped with fingers and hands.
3. RELATED WORK
There are many research projects existing so far following
a similar approach and confirming our assumptions. An
application developed for Leap Motion and Oculus Rift, in
which the user can play a virtual handpan, is particularly
relevant. The application is freely available in the Leap
Motion developer portal [6], the interface is designed aesthetically appealing (although it seems to use only a twodimensional representation of a handpan) and the software
runs smoothly and error-free. When playing this purely
virtual instrument, however, it is noticeable that a haptic feedback is missing, which leads to difficult handling.
Thus this example demonstrates the need for further development, but also indicates that our approach for stroke
detection with Leap Motion should be technically viable.
Furthermore the ’Drum On’ [7] project should be mentioned in this context, in which Bae et al. work on the
issue that some instruments may occasionally tend to get
boring. As we did, they worked with digital drum pads
and added visual feedback to them. They use a short-range
projector to project images onto the drum surface [7]. A by
now relatively well known and successful system was developed in 2012 by Christos Michalakos [8] and has since
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Figure 1. Virtual dome with colored trigger panels and virtual hands within Unity
then been presented repeatedly at conferences and exhibitions with different pieces and performances, for example in the play ’Torrrque’ [9] or the performance-game
’Pathfinder’ [10]. Michalakos uses a traditional drum kit
and augments it with colored light. There are also some
projects, which focus on young people (e.g. [11, 12]) or
people with disabilities (e.g. [13]). The study by Matthieu
and Dominique, who compare the benefits of different artificial instructors (virtual and robotic) and use them to teach
the fundamentals of drumming to children is also noteworthy. They found that younger children had some difficulties
following the instructions of the robot and preferred virtual
instructors [14].
4. IMPLEMENTATION
In general we use a combination of different technical systems: the main components are represented by a Leap Motion system in combination with the Unity3D development
environment and various frameworks such as Vuforia (for
Augmented Reality) and FMOD (for sound output). In addition to the software components two connected acrylic
glass domes are used as hardware components, in the lower
half of which a small projector is mounted.
4.1 Strike Recognition
The upper dome is not equipped with sensors to detect the
drum impacts, but is rather used as a placeholder only and
provides haptic feedback while offering a projection surface for visualization purposes. The strokes on the drum,
on the contrary, are captured visually. To do so the position and size of the real dome is internally mapped to
a virtual drum, which was modeled in Unity. This mapping is implemented with the help of the augmented reality framework ”Vuforia” 1 , which simplifies the creation
of augmented reality applications significantly. The virtual object is supplied with several panels that produce a
sound associated with them when they collide with other
1

https://developer.vuforia.com/

virtual objects (see figure 1). For this purpose, the Leap
Motion captures the position of the hands. These, on the
other hand, are mapped virtually with the help of the Leap
Motion framework ”Orion” 2 , whereby a collision of virtual fingers with the virtual surfaces of the drum can be
detected. This can be implemented relatively effortlessly
by integrating the corresponding Unity Asset.
4.2 Sound Generation
The sound generation, which is triggered by this collision,
is realized with the use of FMOD because it can be integrated easily to the application and at the same time it
offers a multitude of possible future enhancements and adjustments. Currently it is only used to play different samples which are available as .wav files. In later versions,
however, the system could also be expandable with regard
to a greater variety of sounds. The currently used samples are recordings of a real Hang Drum and therefore offer an exceptionally authentic sound, which can of course
be beneficial for immersion. To enhance the realistic experience, samples of different volume levels are used and
played when the Leap Motion framework measures higher
or lower stroke acceleration.
4.3 Visualization and Augmented Reality
As discussed earlier, the plexiglass dome is supposed to
provide both haptic feedback as well as a projection surface. For this purpose, we chose a especially small projector using LED technology, which is wireless and supplied
with data via WiFi. It is mounted inside the two interconnected domes in the lower section and projects the image
upwards. (see figure ??) In order to achieve a sufficiently
large projection at this short distance, a lens is additionally mounted in order to spread the image. Furthermore,
the usually crystal-clear acrylic glass surface is frosted to
ensure that the projections on it become visible.
2

https://developer.leapmotion.com/orion/
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The image created by the projector is generated at runtime in Unity. For this purpose, a camera object 3 is directed at the virtual dome model and its trigger panels.
These panels are then colored dynamically according to
the current mode. Since the virtual dome is mapped with
the real dome, in this way the corresponding areas of the
real dome can be augmented at the correct position. In
addition to the projected information, the musician should
also be shown further details. For instance, as a guideline
it would be reasonable to also show the note values to be
played. In the simplest possible scenario, this may be realized using an additional display. Alternatively, the user
can also choose to wear a pair of VR-glasses. With the help
of video pass-through those can be used like AR-glasses.
The video is provided by the Leap Motion system, which
is attached to the VR glasses (in our case the Oculus Rift).
With the help of the Vuforia framework, the video is then
displayed inside the glasses conveying the impression that
the glasses are transparent. At the same time, the virtual
objects, are rendered on top of this video. An additional
implementation for regular AR-glasses is planned for the
future development.

5. AUGMENTATION MODES AND TEACHING
SYSTEM
The augmentation by projecting colours onto the surfaces
of the drum is supposed to serve both the musician (feedback to the played sound, etc.) and the audience (at a performance, concerts, etc.). Therefore we implement several
different modes:
5.1 Semitone and Fulltone Mode
Keyboards and Pianos distinguish between semitones and
fulltones using different colors: all fulltone keys are bigger
and white and the semitone keys in between are smaller
and black. Based on this concept, in this mode, fields with
fulltones are augmented in a different colors than fields
with semitones (see figure 3). When the particular fields
are being played, the corresponding area will be highlighted
by brighter illumination. This could be used to practise the
C major scale with or without chromatic extensions and to
learn the placement of fulltone and semitone fields.

4.4 Settings and Controls
To configure and control the different functions, we developed a special menu, which is based on an already existing
sample application [15] from the Leap Motion framework.
When the user turns the inside of his left palm upwards
(or the right palm for a left-handed musician), the menu
will automatically pop up next to his hand. The user can
then use the other hand to make various settings there (see
figure 2).

Figure 3. Semitone and Fulltone Mode

5.2 Rainbow Mode

Figure 2. The settings menu in virtual reality
In particular, this menu is used to show training catalog and select a mode, to get an overview on the learning progress or to change color settings (only for certain
modes). However, further additional functionalities are intended to be controlled there in the future: Among other
things, recordings should be managed with this menu and
also the size, tuning and other parameters of the handpan
should be adjustable.
3

https://docs.unity3d.com/Manual/class-Camera.html

Goethe’s theory of colors [16] states that some colors are
perceived more cheerfully than others. For example, bright,
luminous colors such as orange, yellow and light green are
usually associated with something positive, whereas colors
such as dark red, violet and dark blue are perceived more
as dark or mysterious. It therefore seems logical to assign
the color values to the tones in such a way that basic concepts such as ”cheerful key = major” and ”sad key = minor” can be explained. This allows for example to practice
music scales and note values. Furthermore, in this mode,
the fields can be augmented according to their note values
with different colors, which are based on the pattern of a
rainbow and thus the brightness of the color increases with
higher tones.
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5.3 ’Light the Way’ Mode
With ’Andante’ Xiao et al. developed a visualization concept that is to be used to learn how to play the piano. Their
visualization consists of small figures running from one
key to another, which are projected onto the keyboard cover
[17]. We chose a similar approach in our’ Light the Way’
mode. This mode can be used to learn a new melody and
help playing unfamiliar songs. Therefore, the next tone to
be played is highlighted by colored light. Additionally the
light intensity is dimmed a little bit and then augmented
brighter when the right sound is actually played.
5.4 Error Mode
This mode is mainly used to learn how to master a given
sequence of notes or melody. For example, if a melody is
to be played, the played field is augmented green whenever the correct notes are hit. Fields that were hit incorrectly are illuminated with red light. Furthermore, in case
of an error, the field that should have been played is simultaneously marked with yellow light. Similar methods
were used and validated in various other learning systems,
such as the work published by Kumaki et al. [18], which
however includes a further difficulty level in which falsepositive and false-negative augmentation occurs.
5.5 Teaching System
The system is designed to support several stages of learning and different user groups. On the one hand very young
children and toddlers can be introduced to basic concepts
of making music with this augmented handpan, for instance
by using Rainbow Mode or ’Light the Way’ mode. In this
case the colored augmentation both serves as an incentive,
motivation and support. On the other hand, more experienced children or adult musicians are also able to use
this instrument for systematic learning. The users will start
with simple, predetermined pieces and depending on their
success, more difficult pieces are offered gradually. As an
alternative, the difficulty of already known pieces can also
be adjusted. The personal performance of each individual
user is then recorded over time and presented to the user in
the form of progression diagrams or other visualizations.
In an enhanced version, which is planned for future work,
individual deficits should be detected automatically, highlighted to the user, and special training sessions will be
provided.
6. CONCLUSIONS AND FUTURE WORK
In this paper we outlined the concept and prototypical development of a digital augmented handpan built by a combination of several hardware and software components: we
used an acrylic glass dome for haptical feedback and realized the user inputs with gesture recognition via Leap Motion. We added visual feedback for both musician and audience by installing a small projector inside the plexiglass
dome. As expected, the software engineering process went
smoothly, as the use of existing frameworks eliminated the
need to develop basic functionalities. Thus in conclusion

it can be said that the technologies Unity, FMOD, Leap
Motion, Vuforia and Oculus Rift in combination are well
suited to create prototypical NIMEs, since the implementation is rapidly realized. Furthermore, our first functional
tests have clearly shown the practicability of the resulting
system, even though not all parameters have as yet been investigated and further tests have to be done. Especially our
system lacks of a proper latency test and a preliminary user
study. Before introducing it in any music classroom, response latency should be evaluated as one of the most critical factors affecting virtual percussion instruments. After
this the evaluation with groups of children is one of the
next steps we will take. In addition, we plan to improve
the system to eliminate existing problems and add more
functionality. For instance, with the next version it should
be possible to use different sized plexiglass domes and arrange individual acoustic sweet spots.
7. REFERENCES
[1] D. Becking, C. Steinmeier, and P. Kroos, “Drumdance-music-machine: Construction of a technical
toolset for low-threshold access to collaborative musical performance,” in Proceedings of the International
Conference on New Interfaces for Musical Expression
(NIME), Brisbane, Australia, 2016, pp. 112–117.
[2] C. Steinmeier and D. Becking, “Toddlers testing
ddmm: Evaluation results and ideas towards creating
better learning environments for small children,” in
Proceedings of the 25th International Conference on
Computers in Education (ICCE), Christchurch, New
Zealand, 2017.
[3] ——, “Visual feedback for ddmm: A simple approach for connecting and synchronizing unity animations with events from vst plugins,” in Proceedings
of the 43rd International Computer Music Conference
(ICMC), Shanghai, China, 2017, pp. 156–161.
[4] Middle Ear Media,
“Virtual hang,”
http:
//middleearmedia.com/labs/apps/virtual-hang/, year =
2017, accessed: 2018-02-06.
[5] F. Rohner and S. Scharer, “History, development and
tuning of the hang,” in International Symposium on
Musical Acoustics (ISMA 2007), 2007.
[6] M. Bozfakioglu, Z. Seker, C. Kohen, and T. Ahunbay,
“Jamming with leap,” https://mertbozfakioglu.itch.io/
jamming-with-leap, 2015, accessed: 2018-02-06.
[7] J. Bae, B. Lee, S. Cho, Y. Heo, and H. Bang, “Drum
on: Interactive personal instrument learning system,”
in ACM SIGGRAPH 2012 Posters, New York, NY,
USA, 2012, pp. 70:1–70:1.
[8] C. Michalakos, “The augmented drum kit: An intuitive
approach to live electronic percussion performance,” in
Proceedings of the 2012 international Computer Music
Conference (ICMC 2012). Ljubljan, 2012.

SMC2018 - 111

[9] ——, “Torrrque: Augmented drum-kit,” in Proceedings of the 2015 ACM SIGCHI Conference on Creativity and Cognition, New York, NY, USA, 2015, pp.
383–383.
[10] ——, “Pathfinder: a performance-game for the augmented drum-kit,” in Proceedings of the 2016 International Conference On Live Interfaces. Brighton,
United Kingdom: Experimental Music Technologies
(EMuTe) Lab, University of Sussexand REFRAME,
2016.
[11] C. Trappe, “Making sound synthesis accessible for
children,” in Proceedings of the International Conference on New Interfaces for Musical Expression, Michigan, USA, 2012.
[12] J. Harriman, “Start ’em young: Digital music instrument for education,” in Proceedings of the International Conference on New Interfaces for Musical Expression, E. Berdahl and J. Allison, Eds., Baton Rouge,
Louisiana, USA, May 2015, pp. 70–73.
[13] A. Jense and H. Leeuw, “Wambam: A case study in design for an electronic musical instrument for severely
intellectually disabled users,” in Proceedings of the International Conference on New Interfaces for Musical Expression, E. Berdahl and J. Allison, Eds., Baton
Rouge, Louisiana, USA, May 2015, pp. 74–77.

[14] C. Matthieu and D. Dominique, “Artificial companions
as personal coach for children: The interactive drums
teacher,” in Proceedings of the 12th International Conference on Advances in Computer Entertainment Technology, ser. ACE ’15. New York, NY, USA: ACM,
2015, pp. 16:1–16:4.
[15] N. Benson, “Leap motion wiki:
Example
4:
Attaching interfaces to the user’s hand,”
https://github.com/leapmotion/UnityModules/wiki/
Getting-Started-(Interaction-Engine), 2018, accessed:
2018-02-15.
[16] J. W. von Goethe, Theory of Colours.
1970.

MIT Press,

[17] X. Xiao, B. Tome, and H. Ishii, “Andante: Walking
figures on the piano keyboard to visualize musical motion,” in Proceedings of the International Conference
on New Interfaces for Musical Expression, 2014.
[18] M. Kumaki, Y. Takegawa, and K. Hirata, “Proposal
of a positioning learning support system for violin beginners incorporating false and vague information,” in
Proceedings of the 43rd International Computer Music
Conference (ICMC), Shanghai, China, 2017, pp. 150–
155.

SMC2018 - 112
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ABSTRACT
This paper aims to present the notion of aural microspace, an area whose aural architecture is not accessible
unless it is mediated by recording technology and discuss
the exploration of this concept in compositional practice.
The author analyses the characteristics of acoustic space
from a spectromorphological, cultural and technical perspective, with a focus on auditory intimacy and is proposing novel ways for working in this domain with references to two multichannel acousmatic works, Topophilia
and Karst Grotto.

1. INTRODUCTION
The articulation of acoustic space as a feature of musical
practice is something that has been discussed widely in
the electroacoustic music literature over the last two decades as a proliferation of works which utilise more than
two channels indicated an increased sensibility towards
aural architecture, immersivity and the articulation of
acoustic space as a carrier of musical structure in electroacoustic music. Alongside the development of theoretical concepts which allow the consideration of space in
this context [1] and the analysis of compositional practices specifically relating to the organisation of space [2]
[3] [4], we have seen considerable developments in the
tools that composers use to explore sound materials
which cater for the realisation of existing processes (panning, granular reconstruction, algorithmic organisations
etc) in multichannel formats. The use of space, often referred to as the final frontier, appears to be addressing
issues relating the reception of electroacoustic music and
to the materiality of acousmatic sound.

2. COMPOSING SPACE
Considering the evolution and increased sophistication of
time and frequency domain processing strategies since
the inception of a sound based musical language, in order
to achieve the rich spectromorphological sound vocabulary which characterises current electroacoustic music
works, the strategies employed to generate and organise
acoustic space appear to have developed little in comparison. These normally involve the placement of sounds in a
field defined by the number of channels and their position
around the listening spot, the panning of sounds in that
Copyright: © 2018 Nikos Stavropoulos. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.

field and the presentation of acoustic space as resonance,
defined by Macedo as the acoustic effects of the environment on sound [5]. The latter is either recorded, almost always in stereo, or simulated using ubiquitous studio techniques. A notable exception to this is the use of
ambisonic recording techniques to capture a more detailed circumferential acoustic space however, the lack of
B-Format sound processing tools hinder the use of such
recordings in common workflow practices. A more recent addition to the above is the creation of acoustic
space by embedding spatial dispersion of the output in
time and frequency domain processing; distribution of
grains in granular reconstruction / synthesis or distribution of spectral bands respectively. These techniques are
usually combined in the construction of acoustic space in
multichannel works.
It should be noted here that although other attributes of the sound object, amplitude, timbre (including
pitch) and duration, are considered collectively as a totality, the methodology outlined above suggests that space
is considered separately. In discussions of compositional
practice in this context, it is even suggested that the
sound image consists of sounds and their spatial dispositions, two separate things [2]. Although this suggestion
reflects a reality of spatio-musical compositional strategy,
it indicates a visucentric approach rooted in the attributes
of visual space, a concept whose characteristics are contrasting those of acoustic space as discussed in detail by
McLuhan [7]. McLuhan’s binary, reductive and essentialist approach to the discussion of space provides a unique
theoretical framework through which to examine spatial
music practice in general and more pertinently, in multichannel electroacoustic composition. The one-at-a-time
approach to the consideration and construction of space is
according to McLuhan rooted to the dominance of visual
culture in the shaping of western thought and is contrasting the nature of acoustic space which is characterised by
the lack of boundaries and the presence of centres everywhere to be perceived simultaneously. The compositional
practice discussed below aims to explore an approach to
working with space informed by these concepts and investigate, in the context of compositional practice, what
McLuhan calls the “mentality of the multitude, or as
Yeats put it: everything happening at once, in a state of
constant flux” [7].
In addition, the approach to the construction of
acoustic space in multichannel works, which more often
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than not relies on the strategies outlined above, is somewhat detached from the acousmatic working ethos, which
is rooted in the collaboration between the composer and
the qualities of the sound material [8]. A concrete way of
working which favours an exploration of the qualities of
raw materials for the construction of abstract musical
meaning [6] over an architectonic approach to composition, which is alluded to by the fragmentation and consideration of the attributes of the material in separation. The
spectromorphological profiles of collected sound materials imbue the resulting sound world of the composition
regardless of the ability of listeners and /or the composer
to trace any relationship of the latter to the former. In the
case of spatial attributes, although this might in some
instances be also true in stereo works, it appears that spatial organisation of sound objects in multichannel works,
and perhaps also in sound diffusion based performances,
is subject to a more abstract way of thinking. The compositional practice employed in the development of the two
acousmatic works discussed below is an attempt to unify
spatiomorphology and spectromorphology [9] in the
workflow; to consider those in conjunction with each
other during the development and arrangement stages of
the compositional process.

3. AURAL MICRO-SPACE
The classification of our perception of space offered by
the theory of proxemics [11] is a useful starting point to
consider the acoustic spaces created by acousmatic
works. Smalley discusses many of the about 50 different
types of space defined in his seminal work on the subject
in relation to the four distance zones: intimate, personal,
social and public. The notion of intimacy in terms of
aural experiences is used here in metaphorical terms i.e.
gestural space but also in experiential terms, i.e. microphone space. The use of microphone techniques to invoke
perception of proximity also appears in discussions of
popular music techniques [10] and the ability of sound
reproduction technologies to invoke aural intimacy
through mediated sound is discussed in analyses of mediatized culture [12]. The above refer to perceptions of
sound events inside the intimate zone, defined as an area
up to 45cm from the listening position. Aural intimacy
also appears as a perception of sound events in personal
and social space zones in discussions of aural architecture
[13] and psychological perceptions of human presence.
A number of relatively recent acousmatic works
appear to be occupied with notions of intimacy and proximity as it transpires from their titles and program notes.
Examples include Stollery’s Shortuff, where the composer is making reference to sounds being “upfront with
little middle or background”, Blackburn’s Switched On
and Time Will Tell, where the composer refers to microscale ticks, tocks, clanks and bumps as well as sonic microstructures and Redolfi’s Micro Espaces 5808, where
the composer is referring to “microscopic sound spaces
picked up by close-miking.”
Henricksen, in his discussion of space as an essential element of expression in electroacoustic music

alludes to the effectiveness of musical activity in intimate
space.“Intimacy and the expansion of musical space into
the listener's psychological private sphere can be a powerful means in musical expression” [14].
The idea of intimate acoustic space is prevalent
in the author’s previous work and has been implicit by
the use of spectromorphological characteristics which
suggest proximity: the absence of reflections, the prevalence of high frequency content and impulse like onsets.
In addition, the majority of the author’s compositional
output makes use of acoustic space as a structural element of the work through the use of multichannel audio.
The articulation of acoustic space here is used to enhance
clarity of sound materials by exemplifying their character
and musical functions [3] [4]. In these cases, acoustic
space in the work of the author was constructed using the
techniques discussed in the opening sections of this paper
and separately from the development of derivative spectromorphologies from original recordings. The approach
outlined below is an attempt to connect spatial behaviour
to the other qualities of sound materials using multichannel recording techniques in what is here defined as aural
micro-space. Aural space is defined by Blesser as “area
where inhabitants can hear sonic events” [13]. The ability
to hear sonic events allows inhabitants to perceive the
structure of the acoustic space. Based on this concept,
aural micro-space is defined as an area of acoustic space,
which cannot be inhabited due to physical constraints,
which relate to size. Aural architecture exists in micro
space-but it is not accessible unless mediated by recording technology. It should be noted here that although the
structure of acoustic space is not accessible, sound events
themselves can be audible as a nested space [14].

4. COMPOSITIONAL PRACTICE
The sections below describe the author’s approach in
recording and working with aural micro-space in the
composition of two multichannel acousmatic works,
Topophilia and Karst Grotto.
4.1. The impulse
The inspiration for this work sprung from an encounter
with a youtube video on a popular science website. The
video depicted the behaviour of a number hydrophylic
polymer beads, also known as water balls or hydrogel
beads, coming in contact with the hot surface of a frying
pan. The release of vapour from the polymer is causing
them to bounce and emit a high-pitched impulse sound.
Frying hydrogel beads appears to have gained significantly in popularity in the last year and a half and a quick
online search will result in plenty of examples of this. In
addition to what appeared to be a deeply satisfying timbral quality, this event displayed a very interesting, and in
some ways rare, spatial behaviour as the bouncing of
balls decelerated only when their water content was significantly reduced. The initial urge to replicate the phenomenon in order to record it was soon hampered by the
realisation that a stereo recording technique would only
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capture a pointillistic texture rather than the complex
spatial behaviour observed in the video. This led to considering the appropriation, the scaling down, of multichannel recording techniques.

was formed. This hypothesis is based on the notion that
the material vehicle is closely related to the musical idea
that it bears “musical signification changes substantially
when sound materiality is changed” [17].

4.2. Microphone array design and initial observations
Initial experiments involved attempts to record sound
material using multichannel techniques in spaces comparable in size with the area covered by the phenomenon in
the video. Evidently, the size of the microphone capsule
was the single most problematic aspect of this endeavour.
The size of microphones usually employed in standard
multichannel recording arrays, which typically occupy
planes with circumference of a few feet, was not much
smaller than the size of the area that was to be recorded.
The attempt to solve this issue involved scaling down a
Polyhymnia pentagon, a surround microphone array invented by Dutch recording and post-production studio –
Polyhymnia International, formerly Philips Classics Recording Department - which is used widely to record
choirs and instrumental ensembles. This technique is
based on five widely spaced omnidirectional microphones [16]. The test recordings where conducted using
five DPA 4060 miniature omnidirectional microphones

Figure 2. DPA array.
Initial tests were followed by attempts to reduce further
the size of the array and to test alternatives to the expensive microphones used initially, in order to undertake
recordings in less controlled and more challenging environments, like inside a hot frying pan. These attempts
involved working with two sets of affordable electret
condenser microphone capsules with a diameter of 1cm
and 0.5 cm respectively. The challenge in this next phase
was to retain the angular positions specified in the Polyhymnia model. This was overcomed by the use of 3D
printed casings, specifically designed to hold the microphones in the correct position whilst significantly reducing the overall size of the array (Figures 3 and 4).

Figure 1. Polyhymnia pentagon.
arranged in a circle with a diameter of circa 12cm (Figure
2). Recording subjects included an approximation of the
observed phenomenon, which involved scattering pulse
grains on hard surfaces around the microphone array, as
well as circular movement of single grains in small circumference (a few centimeters), gestural trajectories
across the recorded space (scraping on different materials) and recordings inside resonating structures (the bell
of a cymbal). Although it is not possible to evaluate the
accuracy of the representation of the acoustic space that
was recorded, as we were dealing with aural micro-space,
recordings displayed a strong spatiality and a perceived
increased materiality / tangibility. Concerns that the extreme proximity of the microphones would compromise
channel separation to the extend that spatial cues will be
rendered illegible were not corroborated.
Following these initial tests, the hypothesis that
increased perceived materiality and tangibility of source
sounds would positively affect signification – the process
of a sequence of sounds acquiring musical meaning [17]

Figure 3. Microphone casing 3D designs.
This idea resulted in two new recording arrays with diameters of 6cm and 3.5cm (Figure 4), which allowed
recordings of spatial behavior in more compact spaces
and eventually the recording of the acoustic space created
by the water beads in the hot frying pan. The use of the
casings resulted in increased separation between the
channels of the array that lead to an improved clarity of
spatialspatial imaging.
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All sound materials collected using the DPA and the electret condenser arrays where treated as 5 channel coherent
audio stream sets [18] and where processed using multichannel tracks in a DAW. Original recordings where
only processed using

Figure 4. Mounted arrays.
plugins which catered for multichannel sources in an effort to embed the characteristics of the sources’ acoustic
space in the development of new materials. This is not to
say that the acoustic space captured in the recordings is
retained in the processed sounds materials, but rather that
it inoculates the resulting spatiomorphologies. These
sound materials formed the starting point for two fixed
media multichannel works, Topophilia and Karst Grotto,
which are discussed briefly below.
4.3. Topophilia
The concept of topophilia relates to attraction or affinity
to place, the bond between a person and a specific locality. Topophilia is understood to be the result of the
perception of a particular environment, “the response of
senses to external stimuli and purposeful activity” [19].
In this case the term is borrowed to suggest the allure of a
type of place – a space instilled with musical meaning –
which displays characteristics of intimacy and closeness.
An abstract musical topos, which exists in the intimate
and personal zones and is rooted in the concrete materiality of the sound objects inhabiting it. The work is not
only an artistic interpretation of the notion of auralmicro-space but also an attempt to work with the reality
of such a notion in a way that the latter permeates the
former. In Topophilia, texture and spatially defined figures have a broader capacity for action due to their
multichannel nature. The work has been performed
widely, published on CD by Musiques & Recherches and
has been awarded numerous accolades1.
4.4. Karst Grotto
Karst Grotto was composed during residencies at the Department of Music Technology and Acoustics in Crete
and the Institute for Computer Music and Sound Tech1

1st Prize, International Electroacoustic Composition Competition “Iannis
Xenakis”, Contemporary Music Lab of Aristotle University, Greece.
Electronic Music Category Winner, The New Music Consortium, University of
South Florida, USA.
1st Prize - Acousmatic Category, IX° Foundation Destellos Competition 2016,
Argentina.
2nd Prize, KLANG! electroacoustic composition competition 2016, France.
3rd Prize - Résidence ICST-Zurich,Concours International de Composition Electroacoustique de Monaco.
Honourable Mention, 8ème concours biennal de composition acousmatique Métamorphoses, Belgium.

nology in Zurich. The title, chosen for its onomatopoeic
qualities and its direct references to landscape types, as
well as geological spatial structures and processes, reflects the sound world of the work. Karst, a particular
topography is created by the dissolution of soluble rock
types from their contact with acidic rain water. A microlevel chemical process which characterises the morphology of entire landscapes and results in complex networks
of small-scale, micro-space, features and textures like
fissures and rillenkarrens.
This work is building on the techniques used in
Topophilia by using ambisonic technology to encode in
3rd-order B-Format multichannel stems of raw and processed recordings as soundfield planes which could be
rotated (yaw, pitch and roll) on three axes whilst maintaining a coherent plane structure. The five discrete channels of each 5.0 and 5.1 stem were treated as point sources and were positioned in the soundfield to delineate a
plane by mirroring the ITU-R recommendation for 5.1
systems and the Polyhymia array (the arrangement of
speakers in the recommendation is identical to the arrangement of microphones in this particular array). The
three types of rotations mentioned above increased further the compositional capacity of micro-space.

5. CONCLUSIONS
The compositional methodology employed in the two
multichannel fixed media works discussed above attempted to explore in practice the concept of micro-space
as this is defined in this paper. The premise that the aural
architecture of micro-space could be accessed by adapting existing multichannel recording techniques was confirmed by recorded material which displayed strong, coherent and characterful spatiality which strongly suggested auditory intimacy and close proximity to sound
objects. These characteristics are also observable in
sound materials resulting from extensive processing and
consequently in the two compositions themselves. The
signification of the musical text appears to have benefited
by a perceived increased tangibility of sound materials
employed here as a direct result of this approach. If one is
to consider the reception of this work as an indicator of
quality and /or clarity of musical meaning, a more holistic
approach to recording and working with acoustic space
might provide some of the answers in the quest for
“something to hold on” [20] in electroacoustic music.
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ABSTRACT
It is considered hard to teach programming in secondary
education, while following the steps of the provided curriculum. However, when teaching is supported by suitable methodologies, learning can be ameliorated. Under
this premise, this paper discusses a different teaching
approach to programming in secondary education and
examines the potential benefit of sound-alerts as a complementary teaching tool. Such alerts were created by
pairing sound stimuli to specific programming actions
and operations. Both the selection of sound stimuli as
well as the potential impact of the use of sound alerts on
programming were evaluated through perceptual studies.
Results showed that participants preferred synthesized to
natural (pre-recorded) stimuli for all types of alerts. It
was also revealed that users prefer sound-alerts associated to pending actions, errors, and successful code execution, over alerts highlighting a step-by-step execution of
the code.

1. INTRODUCTION
According to a popular definition, programming is the
process of writing, testing, debugging/troubleshooting,
and maintaining the source-code of computer programs
[1]. In Greek secondary education, programming courses
were introduced to the curriculum 25 years ago. Since
then, students have been confronted with problems concerning human computer interaction through coding, as
the latter requires a precise way of thinking realized
through specific syntax [2, 3, 4]. Nevertheless, while the
most common difficulties that students encounter when
learning how to program have been identified, clear strategies for addressing them still remain to be established.
High-school students should be taught programming
concepts independently of specific applications and programming languages [5, 6]. They all have different needs
and difficulties, which can be divided into 5 categories
[7]: 1) orientation: discovering the usefulness and benefits of programming, 2) notional machine (the general
properties of the machine): realizing how the behavior of
the physical machine relates to the notional machine, 3)
Copyright: © 2018 Theofani S. Sklirou. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.
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notation: facing problems related to syntax and semantics, 4) structures: understanding the schemas or plans
that can be used to reach small-scale goals (e.g., using a
loop), and 5) mastering the pragmatics of programming:
learning the skill to specify, develop, test, and debug a
program using the available tools.
Pea has identified certain persistent conceptual language-independent “bugs” in how novices program and
understand coding [8]. Students believe that computers
“go beyond the information given” in a program. In addition, it has been observed that several of them fail to
“translate” a conceptual solution to a problem into the
correct code [9]. The reason might be that students are
not trained to transform conceptual intuitions into code.
Such obstacles, could be overcome by helping students
develop problem-solving skills in addition to logical reasoning.
It is known that Artificial languages have a limited
vocabulary compared to natural ones. Yet, teachers use
natural languages to decode and communicate the meaning of programming operations. It has been shown that
multimodal interactions facilitate the understanding of
programming concepts [10, 11]. The most common practices in Greek schools involve environments with audiovisual feedback [12, 13]. This paper explores the use of
sound-alerts as a complementary tool to programming
courses, and discusses their potential impact on the students’ problem solving skills development.

2. PROGRAMMING IN SECONDARY
EDUCATION: AN OVERVIEW OF
EDUCATIONAL TOOLS
This section presents an overview of the programming
methods used in secondary education, and thoughts
around programming environments, in general. The first
attempts to present programming in a more engaging
manner started in the early ‘70s. Among the most popular
environments were Logo and its derivates Kodu and Alice
[14]. Some of these proposals promoted the use of visual
or virtual programming languages and the simulation of a
dynamic auralization of the program execution [15].
Γλωσσοµάθεια (Glossomatheia) is a pseudocode
based programming environment, written in Pascal, used
in secondary education (high-school) in Greece. [16, 17,
18]. It is a training package, developed with a focus on
laboratory support courses related to the cultivation of
algorithmic and analytical thinking, and the development
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3. TEACHING PROGRAMMING
USING BIMODAL INTERACTIONS

Figure 1. The Glossomatheia programming environment
of methodological skills for students. An example of the
software can be found in Figure 1. As can be seen, it relies heavily on visual cues, using written messages as the
primary communication method with the user. The work
presented in this paper is using Glossomatheia as a basis
for the evaluation of the effect of auditory cues on computer programming comprehension.
The closest approach to an educational tool for programming employing audio cues is Scratch. Scratch is
used in education and entertainment, and is suitable for
students at a starting age of 8 years old [19]. Students can
easily create interactive stories, animations, computer
games, music and digital art. Sensors can also be used
with Pico board, a piece of hardware, allowing the interaction of Scratch projects with the outside world. The
system offers support for music blocks controlling loopsets, play-back etc. [20].
Peep is a Network Auralizer that replaces visual
monitoring with a sonic `ecology' of natural sounds. Each
sound-type represents a specific kind of network event
[21]. The idea of testing auditory feedback using natural
sounds in the system presented in this paper was highly
motivated by Peep. After visualization, information is
transmitted through sound using perceptually relevant
parameters, such as intensity and frequency [22].

According to [23], students in Greek high-schools learn
only basic elements of programming, due to the inefficient and, in some cases, outdated teaching methods, and
the absence of an interconnection between education and
the industry. In an attempt to alleviate the former, this
paper discusses a methodology for teaching programming
through sound-alerts stimulating psychoacoustic perception. The explored sound quality characteristics include,
but are not limited to, pitch, tempo, rhythm, timber, loudness, roughness, and sharpness etc. [24]. It has been
shown that the use of physiological measures sensitive to
attention and arousal, in conjunction with behavioral and
subjective measures can lead to the design of auditory
warnings that produce a sense of diversity of programming commands [25]. Given that acoustic and visual
memory make up 90% of the sensory memory, it can be
hypothesized that students receiving both visual and
acoustic feedback will gain a deeper understanding of
programming structures.
The long-term goal of this project is to assist students understand different algorithmic procedures, such
as relational and arithmetic operations, through bimodal
(visual and aural) feedback. The underlying hypothesis is
that through visual and aural interactions students will
comprehend programming structures more effectively.
3.1 Stimulus selection
One crucial component in the design of a bimodal programming environment is the selection of the utilized
sound stimuli, which, in order to be conducive to the students’ learning, should reflect in a clear and concise manner the algorithmic action they correspond to. In addition,
they should also reflect the aesthetics of the target group,
in this case consisting of senior high-school students.
Hence, a preliminary study was conducted aiming at
the selection of the most appropriate sound stimuli, given
the aforementioned criteria. Two different categories of
sounds were tested, natural (environmental / ecological)
and synthesized. Ecological sounds have richer timber
and pitch variation than synthesized ones and their use is
important.
Five procedures and/or operations were selected for
evaluation: a) reading data from keyboard b) successful
data assignment, c) error, d) arithmetic operation, and e)
relational operation. For each procedure, a pair of sound
stimuli were selected (1 natural and 1 synthesized), such
that they shared common auditory characteristics in terms
of pitch, timbre, speed, and contour. Participants were
asked to select the best fitting sound alerts for each of
tested procedures.

Figure 2. The Scrach X environment
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Figure 3. Preliminary test result overview. Bars
correspond to the selection rate of each sound stimulus
grouped per process and averaged across test repetitions.
Variations between repetitions are marked with errorbars.
3.2 Protocol overview
146 senior high-school students (67 male), 16 to 17 years
old, participated in this preliminary study. Participants
were divided into 8 groups. Groups were presented with a
pair of stimuli (sound-alerts) for each of the 5 coding procedures, and were asked to select the alert that best fitted
each procedure in a 2AFC task with no repetitions. Each
group took the test twice, once in the beginning and a
second time at the end of a class, to evaluate response
repeatability. The approximate duration of each test was 5
minutes. Between groups both the order of stimuli and
test procedures were fully randomized, but remained the
same within groups for practical purposes.
3.3 Preliminary Study Results
The stimulus type selection results of the preliminary
study are summarized in Figure 3. As can be seen, the
vast majority of the students (82% - 96%) preferred synthesized alert sounds over natural ones. No significant
deviations were observed as a function of stimulus and/or
procedure presentation order. Student preference, remained roughly unchanged across the 2 test repetitions
(see Figure 3 error-bars). Variations were smaller than
3% across all tested procedures. These results highlight
that synthesized sound-alerts are highly preferred for
such types of interactions.

4. EVALUATION STUDY
Following the preliminary study, a second experiment
was conducted to assess the effectiveness of sound-alerts
as a complementary tool for teaching computer programming. 53 senior high-school students (24 male), who
have previously participated in the preliminary study,
volunteered to participate. All of them were taking, at the
time, programming classes at school using Glossomatheia.

Figure 4. Max/MSP test interface (evaluation study)
4.1 Experimental Protocol
Participants were presented with 3 ready-to-run programming scenarios in Glossomatheia and Max/MSP.
The Max/MSP patch was designed to have an identical
user-interface to Glossomatheia. Its only difference was
that it complemented visual feedback with sound-alerts.
The sound stimuli utilized for the alerts were selected
from the most preferred sounds of the preliminary study.
Participants were allowed to interact with both environments and were afterwards asked to fill a questionnaire evaluating the effect of auditory feedback on the
comprehension of the code functionality. For each tested
scenario, user ratings were collected on a 5AFC Linkert
scale with the following anchors: no affect, minor affect,
neutral, moderate affect, major effect. The questionnaire
concluded with a “general comments” section, where
participants could share their thoughts and feedback on
the tested system.
4.2 Teaching scenarios
The following 3 teaching scenarios were tested:
4.2.1. Scenario 1: Data entry
The code performed an assignment of a numerical value
to a pre-defined variable. Upon execution, the program
waited for user-input from the keyboard. If the input value was numeric an assignment was performed and the
program concluded. Yet, if user-input was not numeric,
the code returned an error and waited for new input.
When this scenario was evaluated in Glossomatheia,
the waiting time for user-input was indicated by a flashing cursor on the computer screen. In the Max/MSP environment, except for the flashing cursor, users heard a
sound-alert informing them of a pending action. If the
user-input was numeric, Glossomatheia, printed the assignment on screen and the code concluded, while
Max/MSP complemented the visualization with a soundalert indicating successful assignment. If user-input was
not numeric, Glossomatheia printed an error message on
screen, while Max/MSP produced an additional soundalert, indicating an erroneous action.
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Operation
Read
Assignment
Error
Arithmetic
Relational

No affect
11,32%
11,32%
9,43%
13,21%
9,43%

Minor affect
0,00%
1,89%
3,77%
15,09%
18,87%

Neutral
24,53%
7,55%
15,09%
37,74%
35,85%

Moderate affect
30,19%
35,85%
39,62%
16,98%
28,30%

Major affect
33,96%
43,40%
32,08%
16,98%
7,55%

Table 1. Participant evaluations of the effect of sound-alerts on code comprehension
4.2.2. Scenario 2: Arithmetic operation
The code performed an assignment of a numerical value
to a pre-defined variable followed by a simple numerical
operation (addition to a constant). The first part concerning the assignment of user-input to a variable was identical to scenario 1. Hence the code worked exactly as described in Section 4.2.1, and both Glossomatheia and
Max/MSP alerts remained the same. When the arithmetic
operation was executed Glossomatheia printed the result
on the computer screen, while the Max/MSP testenvironment produced a complementary sound-alert indicating that an arithmetic operation had been performed.
4.2.3. Scenario 3: Relational operation
The code performed an assignment of a numerical value
to a pre-defined variable followed by a simple relational
operation (comparison of the input to the numerical value
of 1). The first part concerning the assignment of user
input to a variable was identical to scenario 1. Hence the
code worked exactly as described in Section 4.2.1, and
both Glossomatheia and Max/MSP code alerts remained
the same. When the relational operation was executed
Glossomatheia printed the boolean result on the computer
screen, while the Max/MSP test environment produced a
complementary sound-alert indicating that a relational
operation had been performed.
4.3 Results
Participant evaluations of the effect of sound-alerts on code
comprehension are summarized in Table 1. As can be seen,
more than 60% of the assessors indicated that the use of
sound-alerts had a positive effect (moderate or major) on
code comprehension of the following operations/actions:
waiting for data input (read), successful assignment of data
to a variable, and erroneous code execution (error). In addition, it appears that the use of sound-alerts had no effect
(neutral) to users in the case of arithmetic and relational
operations, fact which could be interpreted in two different
ways: either users preferred sound-alerts for events pertinent to the correct or erroneous execution of the code and
for notifications of pending actions, or the specific experiment design and rating questions were not appropriate for
testing the effectiveness of sound-alerts on other types of
operations.
It should also be noted that out of the 53 participants less
than 12% indicated that the complementary use of soundalerts had no effect on code comprehension (Table 1). The
remaining students did feel that the auditory cues had an
impact on code understanding. This observation is also reflected on Figure 5, which plots user evaluations averaged

across the three tested scenarios. As can be seen, approximately 57% of the students felt that the effect was moderate
or major compared to 19% who felt that the effect was minor or non-existent.

5. CONCLUSIONS & FUTURE WORK
This paper discussed the potential benefits of using auditory cues (sound-alerts) as a complementary tool for
teaching programming in secondary education. The work
was based on the hypothesis that bimodal user interactions could positively impact the students’ development
of problem solving skills, and improve their comprehensions of programming code. Two studies were presented.
The first assessed the type of sounds which would be
preferable for such a task, while the second whether or
not the use of sound-alerts affects code comprehension.
Two different sound categories were considered: recorded excerpts of bird sounds (natural sounds) and electronic sounds from synthesizers (synthesized sounds).
Five computational procedures and/or operations were
evaluated (reading data from keyboard, successful data
assignment, error, arithmetic operation, and relational
operation. For each procedure, a pair of sound stimuli
were selected and paired to a sound from each of the two
categories. The sound pairs shared common musical and
psychoacoustic properties, such as the perceived pitch
and loudness [24, 27], while varying in terms of timbre.

Figure 5. Overall evaluation of the use of sound-alerts on
code comprehension averaged across all gteaching
scenarios.

SMC2018 - 121

Auditory display connects psychoacoustics with cognition based on sound attributes. The most important aspects in auditory design relate to whether the listener can
hear changes of particular parameters in a given sound.
Timbre is a catch-all term in both psychoacoustics and
auditory display, often used to imply various sound attributes. The ability to distinguish sounds of different
timbres has been important in mapping data to audio. On
the other hand, pitch is the most commonly used auditory
display dimension. This is because it is easy to manipulate and, generally speaking, changes in pitch are easily
perceived. [26].
Participants showed very strong and consistent preference towards synthesized sounds, rejecting natural ones
almost unanimously across all tested procedures. This can
be attributed to the fact that the context of the selected
natural sounds (bird voices) could not be directly associated with the technical concept of the task.
In the second study, participants had to evaluate the
effect of sound-alerts on code comprehension, given three
programming scenarios. Overall, students rated the use of
auditory feedback positively. 57% of them indicated that
the cues had a moderate to major effect on their understanding, while only 11% indicated no effect at all. Interestingly enough, participants showed stronger preference
for sound-alerts related to pending activities and correct
or erroneous executions of the code than to other operations. This can be related to the fact that sound alerts
work well as memory boost [28], hence notifying users of
any code-related events that require action. Our interpretation of the ratings is further supported by some of the
provided written feedback. For example, some students
wrote: "I prefer the sounds for success and error", "the
pending action sound helped me understand that was time
to input some data", "sound alerts for numerical and relational operations were not so important".
Certain participants indicated that a combination of
sound-alerts and voice messages could be effective. This
is certainly a route worth exploring as this project advances. In moving forward, the first step would be to include sound-alerts for more procedures and operations,
and test them against more complex teaching scenarios.
Such will include looping, conditional statements, data
sorting, element searching etc.
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ABSTRACT
Sound and music computing (SMC) is still an emerging
field in many institutions, and the challenge is often to gain
critical mass for developing study programs and undertake
more ambitious research projects. We report on how a
long-term collaboration between small and medium-sized
SMC groups have led to an ambitious undertaking in the
form of the Nordic Sound and Music Computing Network
(NordicSMC), funded by the Nordic Research Council and
institutions from all of the five Nordic countries (Denmark,
Finland, Iceland, Norway, and Sweden). The constellation
is unique in that it covers the field of sound and music from
the “soft” to the “hard,” including the arts and humanities,
the social and natural sciences, and engineering. This paper describes the goals, activities, and expected results of
the network, with the aim of inspiring the creation of other
joint efforts within the SMC community.
1. INTRODUCTION
The Sound and Music Computing (SMC) research field approaches the whole sound and music communication chain
from a multidisciplinary point of view. By combining scientific, technological, and artistic theories and methodologies it aims at understanding, modelling and generating
sound and music through computational approaches. One
challenge, however, is to be able to establish large enough
research groups with sufficient critical mass.
While some large SMC research groups have emerged in
recent years, such as the MTG Music Technology Group
at UPF in Barcelona and the Centre for Digital Music at
Queen Mary University London, most SMC research is
still carried out in small or medium-sized groups. The lack
of a large local community often makes it difficult to develop study programs and research education. Several European network projects have focused on bringing together
researchers over the years, and the SMC Roadmap 1 has
also helped in making the field gain momentum. But in
1

http://smcnetwork.org/roadmap
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parallel to the European/international initiatives, we still
see the need for more local undertakings.
Our approach to handling this is through the establishment of the Nordic Sound and Music Computing Network (NordicSMC), funded by the Nordic Research Council NordForsk and including institutions from all of the
five Nordic countries: Aalborg University (AAU), Aalto
University (AALTO), KTH Royal Institute of Technology
(KTH), University of Iceland (UoI), and University of Oslo
(UiO). The aim is that this network will create a solid foundation for carrying out high-quality SMC research and research education.
2. WHY A NORDIC SMC NETWORK?
There are already strong research groups and projects in
each of the partner institutions, so the added value of
NordicSMC is to develop a closer collaboration with exchange of facilities and competencies. NordicSMC has a
natural starting point in the institutions’ activities within
the SMC network. 2 In recent years, three of the international SMC conferences have been hosted by the NordicSMC partners: AAU in 2012, KTH in 2013, and AALTO
in 2017.
Even though it may be less known to the general public, the Nordic countries have, in fact, several examples
of internationally successful companies in the SMC field.
The Swedish company Spotify and the Norwegian company Wimp (now Tidal) are two prominent music streaming services that in less than ten years have re-energized the
economies of a pirate-ridden music industry, and launched
the idea of selling music as a service in which consumers
have access to millions of songs from their devices. The
teleconferencing system Skype, originally developed in
Sweden, is heavily based on digital sound processing and
real-time coding of audio and speech. The world-leading
Cisco audio/video conferencing systems are developed in
Norway, and Denmark is home to three of the world leading hearing-aid companies (Oticon, GN Resound, Widex),
all depending on real-time digital audio processing.
The Nordic countries are also home to some of the
world’s most sought-after audio hardware producers, including the Danish B&O, the Finnish Genelec, the Norwegian Electrocompaniet, and the Swedish Teenage Engineering and Clavia Digital Musical Instruments, to name
but a few. Their recent products are heavily based on

stricted use, distribution, and reproduction in any medium, provided the original
author and source are credited.

2

http://smcnetwork.org/
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digital audio signal processing techniques, such as digital calibration, equalization, and sound synthesis. Due to
the excellent mobile infrastructure in the Nordic countries,
there are numerous startup companies developing innovative apps and games with worldwide coverage. Examples
here include Helsinki-based Yousician, which has 25 million online users in their music edutainment systems, and
SoundCloud, which was founded by a graduate from KTH
in Stockholm.
The different groups involved in NordicSMC complement each others in a way that makes the Nordic Region an
even stronger player in the field. For example, AALTO has
a 25-year audio signal processing research tradition [1, 2],
which will be complemented by the human-computer interaction and human experience evaluation present in the
other groups. That way, the high fidelity sound simulations
produced in AALTO can be tested from a human-centred
perspective. Furthermore, AALTO has one of the leading
research teams in spatial audio research [3]. KTH is well
known for their high-quality research on expressive music
performance, including emotions [4] and interactive sonification [5] whereas AAU is known for their high-ranking
expertise in sound models and design for multimodal interaction [6, 7]. UiO has an excellent reputation for top
research in embodied music cognition and motion capture [8, 9]. While still fairly recent, the small SMC unit at
UoI is already conducting research at a high international
level in tactile and auditory displays as well as binaural
sound technology [10–13].
3. THEMATIC AREAS
The NordicSMC network will have five thematic areas,
which to a large extent overlap with the thematic areas
described in the previously mentioned Sound and Music
Computing roadmap 3 . This roadmap was developed in the
European coordination action “Sound to Sense, Sense to
Sound” (S2S2 ), in which the KTH and AALTO researchers
participated. Each thematic area, and how we envisage using PhD projects as a way to connect the researchers and
groups, are described in the following sections. Network
activities will involve both faculty members and students
from the involved institutions, with a focus on creating interdisciplinary and cross-institutional connections in different ways. Each thematic area is associated with one
PhD position mainly based in one of the institutions of the
network, but collaborating with at least one of the other institutions through research exchanges (see Short Term Scientific Missions, STSM below).
1. Sound and music processing (AALTO)
Sound and music processing involves digital signal
processing and machine learning techniques applied
to the analysis, synthesis, and modification of sound
and symbolic music data. For example music synthesis, which is today used for producing almost all
modern pop/rock music, is based on signal processing emulating the sounds and effects, which were
3 For more information see here: http://smcnetwork.org/
node/884

formerly produced using traditional musical instruments and equipment. At the highest conceptual
level are content analysis methods, which aim at understanding music signals or data, such as automatic
music transcription.
2. Sound and music interaction (KTH)
The sound and music interaction area is strongly
multidisciplinary including several research topics,
such as expressive music performance, sonic interaction design (SID), interactive sonification, affective computing, body motion analysis, music therapy, new expressive musical interfaces (NIME), music information retrieval (MIR), multisensory perception and processing, and music notation.
3. Embodied sound and music cognition (UiO)
The field of embodied cognition is based on the idea
that the human body is an active part-taker in cognitive processes. Music researchers use this paradigm
to focus on how the body moves in relation to music, both when producing and perceiving (musical)
sound. The field is highly interdisciplinary, combining music theory and music cognition with empirical studies using advanced motion capture. It is
also common to use sound modelling and musical
instrument development as methods to understand
the (embodied) cognitive processes.
4. Music appreciation (UoI)
Modern cochlear implant systems are – in most
cases – good at delivering speech. This is because
the speech signal can retain its information content
despite the heavy processing it undergoes. However,
music on the other hand looses a large part of its details, and the details contribute to its appreciation. In
order to improve the music appreciation of cochlear
implant (CI) recipients other sensory systems, such
as the somatosensory system, can be used. Tactile
representation of music has the potential of improving the music appreciation of CI recipients.
5. Virtual and augmented reality (AAU)
Virtual reality refers to simulations engaging different sensor modalities, such as vision, touch and audition, proprioception, smell and taste, where the user
is fully immersed in the simulations. Augmented reality refers to a combination of the real world and a
virtual world merged together. Virtual environments
offer a controllable setting that can be used as a test
bench to investigate how sound interactions are controlled and experienced in specific situations.
Figure 1 visualizes the planned collaboration between the
partners in this network.
4. ACTIVITIES
4.1 PhD and Master’s thesis projects
NordicSMC has employed five PhD fellows, one for each
institution involved in the network. They will follow the
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Sonification
UiO (Norway)

Spatial sound

KTH
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Motion capture

AALTO
(Finland)

Summer
School
2020
Sound processing

Sound modelling
Embodied sound
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AAU
(Denmark)

Summer
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Figure 1. NordicSMC partner institutions and the planned
collaboration between them. The topic next to each arrow describes the shared topic of the collaboration. The
arrow is pointing to the expert institution in that particular area whereas line colour refers to the home institute of
each research visit. Each partner will arrange one summer
school, as indicated by the hexagon with year next to each
partner symbol.
PhD training in their local institution, but will also benefit
from the combined competencies of the network.
4.2 Short-term scientific missions
All PhD fellows within the network are encouraged to
apply for one or more Short-Term Scientific Missions
(STSMs) to other partner institutions for a period of 1–3
months. Such STSMs will also be available for other PhD
fellows and excellent Master’s students within the network.
4.3 Intensive PhD training schools
The NordicSMC network will organize one intensive PhD
training school every year in 2018-2022:
2018:
2019:
2020:
2021:
2022:

within the network, and to gather input from topical expertise outside the Nordic countries.
5. INNOVATIVE CAPACITY BUILDING

Sound modelling

Music appreciation

UoI (Iceland)
Summer
School
2018

Summer
School
2022

Reykjavik, Iceland
Oslo, Norway
Espoo, Finland
Copenhagen, Denmark
Stockholm, Sweden

The summer schools will be taught by professors and senior researchers from the five partner institutions, as well
as a couple of world-leading international researchers each
year. The added value of these summer schools will be
high-quality intensive courses, which none of the partners
would otherwise be able to offer. In addition to the students
coming from the NordicSMC partner universities, the summer schools will be open to a limited number of students
from other parts of the world. The summer schools will be
an important arena for research exchange and networking
among staff and students within the network.
4.4 Thematic workshops and seminars
The network will organize ad-hoc workshops and seminars in connection to the most prominent international
conferences in the topic of Sound and Music Computing.
This will be an arena to promote and disseminate research

One of the added values of NordicSMC is to facilitate student entrepreneurship, by supporting the creation of students own startups in the field of SMC. This process has already started individually at the different institutions. For
example, AAU has started a collaboration with the Danish Sound House in Copenhagen where students graduating from the SMC Master program can have a free seat and
use the facilities for one year. This has inabled the creation
of startups from students graduating from the program.
AALTO is a new, innovative, and multidisciplinary university combining three previous Finnish universities in the
fields of art and design, economics, and technology, including Finland’s oldest and largest technical university,
formerly the Helsinki University of Technology. AALTO
has several campuses, mainly in the cities of Helsinki and
Espoo, where the Finnish ICT cluster is located. AALTO
has a multistage structure for supporting innovation and
startups., such as the Startup Sauna accelerator program. 4
The Aalto Acoustics Lab 5 is located in the same building
in which AALTO recently opened its new startup center AGRID, the final stage of support for new companies, which
has helped start 800 companies. The first startup company
in the building, Hefio, designs and manufactures sophisticated headphones with a self-calibration capacity. Students of AALTO have developed Slush 6 , Europe’s leading startup event. AALTO’s innovation ecosystem was recently ranked among the top five most promising ones in
the world by MIT. 7
UiO has a StartupLab on campus, serving as an incubator for startup companies, of which a handful are coming from former students connected to the network. The
UiO also runs the highly popular entrepreneurial summer
school (“Gründerskolen”), open for students from all disciplines and built around the idea of equipping students
with the skills to start their own company. An example
of successful innovation, is the commercialization project
Computer-based Infant Movement Assessment (CIMA),
in which computer vision tools and music-related motion
analysis are used in a system for detecting the risk of cerebral palsy in early-born infants. The system is currently in
clinical testing at several hospitals around the world, and
is a proof that SMC research may lead to innovation also
in other fields.
KTH has a structure for promoting innovation and entrepreneurship, KTH Innovation. 8 Since the beginning in
2007, KTH Innovation has played a central part at KTH
when it comes to commercialising new ideas. “Through
the years KTH Innovation has helped over 1900 new ideas
from 1080 students and 850 researchers, including 275
professors. KTH Innovation specialises in the commercial4

http://startupsauna.com/
http://acousticslab.aalto.fi/en/
6 http://www.slush.org/
7 http://tinyurl.com/MITSkoltechInitiative
8 https://www.kth.se/en/innovation
5
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Figure 2. A 64-channel Wavefield Synthesis setup and Virtual Reality equipment at the Multisensory Experience Lab
at Aalborg University Copenhagen.

Figure 3. Parallel listening tests at Aalto Acoustics Lab.

isation of new technology at the earliest stages of development and offers free, objective, and confidential support in
all areas relevant to taking an idea from research result to
innovation.” Successful companies such as Sound Cloud,
Spotify, and Wallander Instruments 9 have been founded
by students graduated from KTH.
NordicSMC will promote collective initiatives to support
interested students to become entrepreneurs.
6. SHARING INFRASTRUCTURES
One important element of the NordicSMC network is the
unique constellation of state-of-the-art infrastructures.
• AAU: A multisensory lab (see Fig. 2) including
a motion capture system, a 64-channel wavefield
synthesis system, different head mounted displays
(VIVE, Oculus) and haptic devices, and an anechoic
chamber. Additional facilities include stationary and
mobile eye tracking devices and systems for psychophysological measurements as well as extensive
prototyping facilities (Fab-lab).
• AALTO: A large anechoic chamber, a small one with
multiple spatial audio setups, another small anechoic
chamber for other measurements, a standardized listening room with a high-quality multi-channel reproduction system, and sound-proof listening booths
for subjective tests (see Fig. 3).
• KTH: Two rooms equipped with an optical motion
capture system (16 cameras each) and 8-channel audio for sound spatialization, several inertial motion
sensors, eye tracking systems (stationary and mobile), spatial audio (possibility to use the 29-speaker
system at KMH Royal College of Music, Stockholm,
through existing collaboration between KTH and
KMH), several interactive humanoid robots (NAO),
an interactive sound generation/control system with
9 http://soundcloud.com, http://www.spotify.com,
http://www.wallanderinstruments.com

Figure 4. The Sound Forest/Ljudskogen permanent installation at the Swedish Musem of Performing Arts (Scenkonstmuseet) developed by KTH.
the new permanent installation at the Swedish Music
of Performing Arts, Ljudskogen 10 (see Fig. 4) [14].
• UiO: The fourMs lab (see Fig. 5) is equipped with
motion capture (optical and inertial), physiological
sensing (EMG), eye tracking (stationary and mobile), and spatial audio systems (ambisonics and
wavefield synthesis). The new Norwegian Centre of
Excellence RITMO will house state-of-the-art neuroimaging facilities, rapid prototyping, and robotics.
• UoI: anechoic chamber (expected to be ready in
2018), binaural mannequin, HRTF measurement
system, sound-proof listening booth for subjective
testing, and eye tracking systems.
The added value comes from the fact that these infrastructures are shared within the NordicSMC network, exchanging know-how, methodologies, and tools.
7. CONCLUSION
The NordicSMC network will identify and strengthen the
Nordic potential in the field of SMC, and create new research pathways and agendas. Moreover it will create common guidelines for research and experimentation in the
10 http://scenkonstmuseet.se/press/#/
pressreleases/alla-kan-spela-i-ljudskogen-1926671
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[2] V. Välimäki, J. Pakarinen, C. Erkut, and M. Karjalainen, “Discrete-time modelling of musical instruments,” Reports on Progress in Physics, vol. 69, no. 1,
pp. 1–78, 2005.
[3] V. Pulkki, “Virtual sound source positioning using vector base amplitude panning,” Journal of the Audio Engineering Society, vol. 45, no. 6, pp. 456–466, 1997.
[4] A. Friberg, R. Bresin, and J. Sundberg, “Overview of
the KTH rule system for musical performance,” Advances in Cognitive Psychology, vol. 2, no. 2-3, pp.
145–161, 2006.

Figure 5. The fourMs motion capture laboratory at the
University of Oslo.
SMC field, which are now dealt with using a wide variety
of methods and tools, both hardware and software. Such
methods/tools are today often incompatible and produce
non-comparable results.
NordicSMC is designed to have an impact in the following areas:
• consolidation of the Nordic sound and music research domain;
• better integration of the Nordic researchers within
the general international SMC research area;
• consolidation of music and sound research agendas in specific sub-domains, which are considered
strategic in future societal arrangements, such as auditory display in disappearing and pervasive computing scenarios, human-computer interfaces, novel
musical instruments, musical information retrieval
and data mining, embodied interaction, gaming, design, rehabilitation, sports, robotics, and education.
• use the high-level scientific research to increase of
Nordic innovation and competitiveness within SMCrelated industries;

[5] G. Dubus and R. Bresin, “A systematic review of mapping strategies for the sonification of physical quantities,” PloS one, vol. 8, no. 12, p. e82491, 2013.
[6] R. Nordahl, L. Turchet, and S. Serafin, “Sound synthesis and evaluation of interactive footsteps and environmental sounds rendering for virtual reality applications,” IEEE Transactions on Visualization and Computer Graphics, vol. 17, no. 9, pp. 1234–1244, 2011.
[7] K. Franinović and S. Serafin, Sonic Interaction Design.
Cambridge, MA: Mit Press, 2013.
[8] R. I. Godøy and M. Leman, Musical Gestures: Sound,
Movement, and Meaning. New York, NY: Routledge,
2010.
[9] A. R. Jensenius and M. J. Lyons, A NIME Reader: Fifteen Years of New Interfaces for Musical Expression.
Berlin: Springer, 2017.
[10] Ó. I. Jóhannesson, O. Balan, R. Unnthorsson,
A. Moldoveanu, and Á. Kristjánsson, “The sound of
vision project: On the feasibility of an audio-haptic
representation of the environment, for the visually impaired,” Brain Sciences, vol. 6, no. 3, 2016.
[11] Ó. I. Jóhannesson, R. Hoffmann, V. V. Valgeirsdóttir,
R. Unnthorsson, A. Moldoveanu, and Á. Kristjánsson,
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The NordicSMC university hub started its activities in the
beginning of the year 2018, and PhD students will start
their work in August 2018. The NordicSMC will tightly
collaborate with the international SMC network.
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F. Avanzini, “Effects of stimulus order on auditory distance discrimination of virtual nearby sound sources,”
The Journal of the Acoustical Society of America, vol.
141, no. 4, pp. EL375–EL380, 2017.

This paper was partially supported by NordForsk’s Nordic
University Hub “Nordic Sound and Music Computing
Network—NordicSMC”, project number 86892.
8. REFERENCES
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ABSTRACT
This paper presents the introduction of electroacoustic
(e/a) music composition to the secondary education
through a case study at the Music School of Nicosia, Cyprus. The teaching method focused on e/a music composition, through the processes of guided listening, analysis
of compositions, recording, manipulation and editing of
sounds, and culminated in a concert with compositions
and live sound-diffusion by the students. The objective
was to guide students with no previous knowledge of e/a
music to compose original works with sounds. It is shown
that it is possible, for students of young age, to produce
high quality compositions after only 4 months of
instruction and tutoring. We find that is important to
maintain a high tutor-to-student ratio and that students
with longer teaching periods (2 versus 1 weekly in our
case study) produced higher quality compositions. At the
end of the project 90% of the students commented that
they really enjoyed working on this project and were very
satisfied with their results. Especially the students that
reached a high level of quality of sound material and
manipulation, expressed the desire to continue to listen
to, and compose e/a music in the future.

1. INTRODUCTION
The electroacoustic music (e/a music) community, for
years now, has been trying to attract a wider audience and
a greater number of active participants. International projects focusing on the implementation of e/a music take
place around the world with positive and promising results [1, 2, 3, 4, 5]. Music taste has always been a factor
for this, and research has shown that “the tolerance towards unconventional musical styles […] is assumed to
decline with increasing age” [6, 7]. E/a music education
seems to be the key to this quest. Having this in mind,
researchers and composers of e/a music have been promoting e/a music through workshops in schools. This
paper presents a case-study of e/a music composition by
students that took place at the Music School of Nicosia,
Cyprus. Cyprus is one of the least exposed european
countries to e/a music, evident through the non-existence
of venues for the support of e/a music performances, and
the complete lack of installations or concerts in the island, with few minor exceptions. The goal of this project
was to introduce and expose students to e/a music composition through a unique collaboration of an e/a comCopyright: © 2018 Nasia Therapontos et al. This is an open-access article distributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source are
credited.

poser and an e/a educator, aiming to light a spark of interest for this music.

2. BACKGROUND AND OBJECTIVES
The presented case study took place in the Music School
of Nicosia, Cyprus, with 23 students aged between 16
and 17 over the first four months of the academic year
2017-2018. The Music School of Nicosia is the oldest of
the 5 public music schools of Cyprus, hosting both lowerand upper-secondary education students. It is a public
school with competitive entry, monitored by the Cyprus
Ministry of Education and Culture, specially designed
around
music
modules,
with
leading
performers/educators on every subject area offered. None
of the students that participated in the case-study had
previous knowledge of e/a music, even though they are
educated within a specialised music environment. In
terms of foundational background, all students had basic
knowledge of using music technology and had completed
the first level of the music technology compulsory
curriculum, which focuses on using the software
“Audacity” but not a full professional Digital Audio
Workstation (DAW).
The composer and PhD candidate in electroacoustic
music composition Dimitris Savva proposed the project
as part of an Erasmus+ Working Placement Scheme, under the supervision of Dr Nasia Therapontos, a leading
expert in sound-based music pedagogy in Cyprus and
currently a music technology teacher at the Music School
of Nicosia. The project was implemented within the designated music technology curriculum, with the formal
approval of the Minister of Education and Culture of Cyprus.
The project aimed through a specific teaching approach
(discussed in Sec. 3.2) to:
• Expand the awareness of the students that any
audible recorded sound could be used in the
compositional process.
• Motivate them to discover the musicality and the
creative potential of sounds.
• Introduce them to the concept of sound
transformation and manipulation.
• Guide them to a realisation of the expressive and
creative potentials of sound and the specific genre of
music has to offer.
• Differentiate the two main different types of sounds
that create gesture and texture.
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•

•

Expand their awareness on form and structure
through the observation of the different ways that
sounds are placed in time and space in relation with
other sounds.
Develop an aesthetic appreciation of e/a music.

3. IMPLEMENTATION
The project focused on e/a music composition, through
the processes of guided listening, analysis of e/a compositions, recording, manipulation and editing of sounds
using a DAW. The project culminated in a concert with
compositions and live sound-diffusion by the students,
using a basic e/a music set-up, an 8 loudspeaker surround
sound system.
3.1 Teaching Material and Aims
The design process and delivery of the e/a music lessonplans, was a collaboration between Dimitris Savva and
Dr Nasia Therapontos. The teaching material used was
specifically selected by Dimitris Savva and approved by
Dr Nasia Therapontos in order to comply with the current
music technology curriculum. Both researchers/educators
collaborated on the pedagogical processes needed for the
implementation of the material. The e/a music
compositions used as listening examples were selected
and analysed by Dimitris Savva, and guided throughout
the project by Dr Nasia Therapontos with implementation
of pedagogical approaches (focused listening, body
movement, drawing) that could enhance the learning
process.
The lesson-plans implemented focused on 2 important
aspects of e/a music: i) the sound material, and ii) the
compositional process:
i) In e/a music, the sound material used can be literally
any sound that may be aurally perceived and captured
sonically through sound recording. The compositional
sonic palette can be endless from the splashing sound of
waves hitting the shore to the rustling sound produced
from the leaves of a tree, to the sound of a scream, a
laugh, a kiss.
ii) Regarding the compositional process, there is a change
in the medium where the composition takes place, changing the process itself. The sound is being recorded, captured and saved in a digital format. It becomes “tangible”
in the hands of the composer who can chooses to transform and manipulate it into a new shape with new characteristics. This process has been described from many
scholars with the analogy of the sculptor that takes a
piece of marble and can shape it into a statue [8]. Similarly the composer can choose to transform or not the
sounds, edit them and then place them in time and space
to form a work of electroacoustic music.

groups had one compulsory teaching period per week,
while five students opted to select one additional period
per week. All students followed the same pedagogical
methodology comprising six steps:
1. Guided listening and analysis of electroacoustic
music.
2. Working on a DAW.
3. Discussions on the compositional ideas of the
students (Individually or in a group).
4. Guided recording sessions.
5. Composing sessions in the classroom with continual
feedback from the tutors.
6. Practical introduction to the spatialisation
performance - diffusion on the surround sound
system.
3.2.1 E/a Music Guided Listening and Analysis
The first lesson for all groups focused on the listening of
music extracts from a variety of composers of e/a music,
with different approaches, followed by discussion with
the students (Table 1). During these first discussions the
researchers aimed to identify and capture the first impressions and thoughts of the students regarding e/a music.
These listening sessions followed a guided listening
methodology, focusing on specific characteristics of the
works, such as sonic material and spatial movement.
Through the observation and discussion with the group,
the students would analyse the composition and at the
end a complete analysis was given to them, written by
Dimitris Savva, in order to self-evaluate their findings.
The process aimed at expanding the knowledge of the
students relating to the various compositional approaches
that could be used within the context of e/a music.

Composer

Electroacoustic composition

Gilles Gobeil

Le Vertige Inconnu

John Young

Lamentation
Pythagoras Curtains

Trevor Wishart

8 Tongues of Fire
Imango

Hildergard
Westrcamp

Into the Labyritnth

Adam Stansbie

Ctr C
Foundry Flux

Sam Salem

The Sun Warms the Memory

3.2 Teaching Process

Dimitris Savva

The students were divided in groups of 5-8 students each,
with lessons taking place in the music technology studio
of the school that could host upto 8 students at a time. All

Balloon Theories
Thalassa
Stous Theous

Table 1: Compositions used for teaching material
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The importance of the guided listening and analysis of
these extracts relies on the fact that these compositions
were the student’s first ever encounter with e/a music and
also their starting point in developing a basic
understanding of sound, as a texture and gesture [9].
Moreover, these musical samples would expand their
understanding and awareness of the spatiotemporal
placement possibilities of sound, as well as relations
between sounds. They offered the possibility to observe
the coexistence and alternation of different homogenous
and/or non-homogenous sounds, as well as the possible
ways of creating coherence within a musical work.
The analysis of these extracts helped students
experience the types of changes that establish the flow
within a musical piece. Changes that happen from
transformation and manipulation of sounds and changes
that result from any alteration of any of the sonic
parameters that define the sound within the composition:
spectral content, timbre, loudness localisation and
movement in space. Through this observation students
came to understand the employment by the composer of
sonic changes to create expectation, surprise, tension,
climax and resolution. These are in turn seen as the
means with which progression and evolution - and
therefore structure and form - is been created.
Finally, the experience of the guided listening and
analyses influenced the students to develop their own
ideas for composition. For example, a guided listening
and analysis in the classroom of an extract of 2 minutes
from the composition “Balloon Theories” of Dimitris
Savva (selected as the composer could present it in
person) was followed, after the guided listening, by
analysis in the DAW. This allowed the students to
identify and listen to every individual sound included the
composition.
Before listening, specific tasks were assigned to the
students: i) to be able to afterwords discuss how the
specific short extract of 2 minutes evolved and
progressed; ii) to observe the different sounds that
comprised the composition, and the sound parameters and
how they change; iii) to discuss the phraseology,
loudness and coexistence and alternation of different
sounds; iv) to try to describe how tension, expectation
and surprise was structurally created within the specific
section. In the ensuing discussion, students identified the
different sounds they heard and could differentiate
texture from gesture. For the example section they could
clearly understand the basic structural evolution; the
composition was starting quietly and softly and it was
becoming gradually tenser and louder creating tension.
They could also realise the non expected forceful and
loud gesture at the middle of that section and the surprise
it caused due to its unexpected presence.
Through the analysis and the detail presentation of the
extracts on a DAW, students were asked about the
placement of the sounds in low and high spectral regions
and to observe the spread to different regions in the

spectrum. They were also asked about space in order to
comprehend that some sounds were distant and some
sounds were close, and their stereophonic spatial
direction. This included the realisation of sound
movement in space. Students were then asked to relate
these processes with the structure. They were also asked
about phraseology; to observe the different length,
dynamic envelope, possible change in pitch and
movement of homogenous sounds. They could easily
recognise these parameters and their evolution and how
they form phrases.
3.2.2 Working on a DAW
The students were introduced to the REAPER software, a
professional DAW, that was chosen because of its
intuitive learning environment. Dimitris Savva prepared a
detailed course book on using the DAW and its sound
processing plugins. More specifically, students were
introduced to various technical aspects of the software,
such as:
-

importing sounds in the DAW

-

editing the sounds

-

mixing and alternating the sound

-

processing the sounds using time stretch, pitch
shift, equalisation and reverb

-

automating in time panning, volume and all the
processing parameters

The students having cultivated basic music technology
skills from previous years could easily follow the step by
step course book and complete a variety of small projects
using pre-recorded sound material provided by the
composer.
3.2.3 Discussions on the Compositional Ideas of the Students (Individually of in a Group)
During several sessions, group and individual discussions
with the students took place. These focused on formation
of ideas related to their individual composition projects.
The group discussions related to form, style and structure,
while the individual discussions focused on their ideas
and collection of sounds. Through these discussions
students had personal guidance from the two educators,
for both theoretical and practical issues relating to their
projects. Moreover, during group discussions students
would give feedback to each other and reflect on their
work.
3.2.4 Guided recording sessions
All students were motivated by the educators to record
their own sounds to be used in the e/a compositions. Most
of the participating students did record their own sounds,
including all the students with extra teaching periods, for
whom the recording of sounds was compulsory. The
importance of the recording sessions resided in the fact
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that the students for the first time experienced techniques
which allowed them to record sounds from different areas
of the school, including outdoors, in contrast with their
previous experience with studio recording exclusively.
The recording sessions aimed to help them discover and
explore the endless possibilities of sounds that can be
used in e/a compositions.
3.2.5 Composing sessions in the Classrooms with Continual Feadback from the Tutors

sessions, and they lacked entry technological skills,
especially working on a DAW.
The students of the two (hour) period-per-week
sessions managed to produce higher quality compositions
than the students of the 1-hour sessions, with the use of
their own recorded sounds and high standard of
manipulation and editing techniques at the DAW. All
high quality compositions were presented at the concert
(Fig. 1).

The composing sessions in the classroom were the most
important and time consuming sessions of the project.
During these sessions, both educators would offer
individual help to the students, on technical aspects or
issues of working with the DAW or offer guidance and
help with their compositions (form, sounds, texture,
gesture). The students would continue their work at
home.
3.2.6 Practical Introduction to the Spatialisation performance- Diffusion on the Surround Sound-System
At the end of the project, a concert was organised by the
two educators and the school, which offered the
opportunity to perform the student compositions on a
surround sound system, with 8 individual loudspeakers
(“Ring of 8”). This was the first time ever in Cyprus that
a performance with a surround 8 channel system took
place and it offered a great and unique opportunity to the
participating students to have a first hand experience with
the spatialisation performance of e/a music; sound
diffusion.
For the concert, seven student compositions were
selected to be performed publicly based on their quality
and use of sound material. Students had dedicated time
periods to practise different diffusion techniques before
the concert and all students had the opportunity to diffuse
their compositions. This technique allowed them to
achieve movement and localisation of sound within the
performance space, through the use of faders, each
controlling a different loudspeaker volume output. The
students were involved through the whole process of
setting up for an e/a music concert, from the positioning
of the loudspeakers to the connection of the faders to the
driving computer and the loudspeakers.

4. OUTCOMES
By the end of the project, 90% of the participated
students had successfully completed their e/a
compositions. Around 45% of these compositions
included only recorded sounds, 35% included both
recorded sounds and sounds from other sources (internet)
and the other 10% of the compositions included only
sounds downloaded or found from other sources. The
10% of the students that failed to complete their
compositions were all from the one period-per-week

Figure 1: Number of students’ compositions presented in
the concert Vs weekly teaching hours
One of the predefined goals was for the two
researchers/educators to develop an appreciation for this
kind of music to the students. This was achived as at the
end of the project 90% of the students commented that
they really enjoyed working on this project and were very
satisfied with their results. Especially the students that
reached a high level of quality of sound material and
manipulation, expressed the desire to continue to listen
and compose e/a music in the future.
At the beginning of the project it was noted that some
of the students reacted reluctantly to the style of this
music, some arguing for its suspense as music, since
there was no instrumental melodies in it, and for the use
of “noise”. By the end of the project these students
produced high standard e/a compositions, commenting on
the possibilities offered by the use of sound as
compositional material and its creative applications.

5. CONCLUSIONS
The objective of the project was to guide students with no
previous knowledge of e/a music to compose an original
work with sounds, in the style of e/a music. The fact that
these students were all specialised music students
allowed the fulfillment of the project’s aim and revealed
that it is possible for students of young age, to produce
high quality compositions after only 4 months of
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instruction and tutoring. It is also important that there
were 2 tutors available for a high tutor-to-student ratio at
any given time. The students with longer teaching periods
produced higher quality compositions.

[9] Smalley, D., Spectromorphology: explaining soundshapes. Organised Sound, 2(2), 1997, pp.107-126.

The researchers aimed to let the students discover the
expressive and creative capabilities of the use of sound
and realise the importance of the technological medium
in the creation of e/a music. This was linked to the
development of basic skills in sound recording and in
software learning. The 10% of the students that failed to
successfully deliver their compositions reported that they
did not manage to use the DAW as comfortably as the
other students and this cost them time.
Finally, it was important for the students to discover
compositional methods and sound processing techniques,
that would help them shape their compositions and place
their sounds in time and space, establishing structure and
form. All these lead to the establishment of musical flow
and its related functions of expectation, surprise, climax,
tension and resolution, that can produce a high quality
composition.
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ABSTRACT
An electronic wind instrument is an analog or digital
electronic instrument actuated by blowing onto an
electronic sensor. Through the history of electronic wind
instruments, the refinement of the physical interfaces has
not been followed by major innovations regarding breath
and embouchure detection: the industry is still largely
relying on pressure sensors for measuring air flow. We
argue that many sound production techniques for acoustic
wind instruments depend on breath quality in addition
to breath quantity, and that most of the commercially
available electronic options do not account for this. A
series of breath signal measurements indicated that an
electret microphone flush-mounted in a plastic tube is
a suitable sensor for feature extraction of the player’s
breath. Therefore, we propose the implementation of an
electronic wind instrument, which captures the envelope
and frequency content of the breath and detects whether
the signal is voiced or unvoiced. These features are
mapped to the parameters of an FM synthesizer, with an
external MIDI keyboard providing pitch control. A simple
evaluation shows that the proposed implementation is able
to capture the intended signal features, and that these
translate well into the character of the output signal. A
short performance was recorded to demonstrate that our
instrument is potentially suitable for live applications.
1. INTRODUCTION
During the late 1970s, breath-controlled electronic instruments started to bloom along with digital keyboards. Yamaha, Roland and most notably Akai (with their EWI, the
electronic wind instrument par excellence), proved themselves to be the leaders in the electronic wind instrument
market. Their products try to emulate acoustic wind instruments (woodwind and brass), according to the different types of interface and playing techniques. They enable multiple types of output, ranging from physical models
Copyright: c 2018 Francesco Bigoni et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 3.0 Unported License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.
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of acoustic wind instruments to abstract synthesizers.
Although the interfaces for electronic wind instruments
went through many years of development and refinement,
they are still disconnected from their acoustic counterparts
when it comes to sound production techniques. The
development of a ”good” saxophone sound requires a large
degree of control over embouchure, reed pressure, air flow
and vocal tract configuration; extended techniques such as
growling (singing into the horn while blowing), fluttertonguing (vibrating the false vocal folds while blowing)
and multiphonics (playing several tones at the same time)
require an even higher degree of awareness regarding the
position of the articulators in the vocal tract. However,
most electronic wind instruments focus on the mere
detection of the airflow by employing a pressure sensor
inside the mouthpiece, adding modulation capabilities (e.g.
vibrato and pitch bend) by a supplementary bite pressure
sensor. It has been shown that the vocal tract configuration
of the player has an influence on timbre which goes well
beyond capturing bite pressure and air flow [1], suggesting
that several modes of sonic interaction through breath are
still largely unexplored.
In this paper, we investigate the literature regarding sound
production techniques on acoustic wind instruments.
Using this knowledge as a background, we build a simple
interface that employs a single microphone to capture the
breath signal, which is then processed by an audio plugin that extracts basic audio features in real time and maps
them to the parameters of an FM synthesizer.
2. RELATED WORK
2.1 Commercial wind instruments
The Akai EWI (Electronic Wind Instrument) is arguably
the most popular commercial wind instrument. It has
been played by prominent jazz/fusion instrumentalists
such as Michael Brecker and Bob Mintzer, but also by
more experimental players such as Marshall Allen. The
EWI features a clarinet-like form factor, a mouthpiece
bite sensor, a breath pressure sensor, an internal sound
module, and MIDI capabilities for controlling external
synthesizers [2]. The EWI was first invented by Nyle
Steiner, who earlier released a trumpet-like version called
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EVI (Electronic Valve Instrument). Both were later
licensed to Akai.
Yamaha introduced the WX series with the launch of the
WX7 wind instrument in 1987 [3] [4]. Like the EWI, the
WX series (now discontinued) included a mouthpiece bite
sensor for pitch bend. Another major company, Roland,
has developed the Aerophone, which mounts an actual
plastic reed on the mouthpiece and a bite sensor analogous
to the ones employed on the EWI and WX series [5]. The
plastic reed aims to create a resistance feel analogous to
that of an actual reed instrument.
Wind controllers without a dedicated synthesizer module
seem to constitute an even smaller niche market. Examples
include TE Control USB MIDI Breath Controller [6] and
Hornberg Research HB1 Breath Station [7], which employ
similar sensor technologies as the aforementioned electronic wind instruments, with added features such as breathein detection (Hornberg) and two-axis accelerometer (TE
Control). The early example of Bill Bernardi’s LYRICON
by Computone [8], on the other hand, employs a membrane and photo cell to convert the acoustic signal from a
saxophone-like instrument (featuring an actual reed, mouthpiece and keys) to send a control voltage to an external
synthesizer module — an interface design that, to our knowledge, has not been replicated since.
2.2 Academic research on wind instruments
Although commercial electronic wind instruments are
largely standardized, experimental alternatives can be
found in the world of academia.
HIRN by Perry R. Cook exhibits an innovative take
on an electronic wind instrument, where breath pressure
is complemented by an array of other features: bite
tension, lip tension (through a myoelectric sensor), pitch
when singing or buzzing into the mouthpiece, fingering
(through buttons) and spatial position, as well as three
rotation controls – one on the mouthpiece and two on
the body – plus a linear slide control for the right hand.
This configuration, which provides multiple dimensions
of expression, is mapped to the parameters of a physical
model which combines reed excitation (e.g. clarinet), jet
excitation (e.g. flute) and lip excitation (e.g. trombone),
allowing a continuous variation between these timbral
qualities , through manipulation of the interface [9].
The Pipe by Gary P. Scavone employs a pressure sensor,
for measuring the static pressure in a closed, ”flow-free”
pressure chamber; force-sensitive resistors, for emulating
the continuous nature of tone holes in acoustic woodwind
instruments; an accelerometer, for measuring the angle
at which the instrument is held. Scavone points out
that breath is an ”intuitive” excitation signal for driving
physical models of sustained sounds and argues that the
addition of a miniature microphone in the mouthpiece
would allow to retrieve information on the player’s vocal
tract [10].
More recently, The Birl by Jeff Snyder and Danny Ryan
[11] utilized a pressure sensor for tracking the airflow and
capacitive sensors for tracking tone hole fingering and lip
position, allowing artificial neural networks (ANNs) to

create a mapping from tone hole and embouchure positions
to the pitch and timbre of a synthesis algorithm. The
ANNs were trained by expert performers to generate the
appropriate mappings. The authors noted that ANNproduced mapping improved pitch linearity and continuity
for shifting tone-hole positions.
The aforementioned examples show several ways of
mapping multidimensional features such as fingering
and lip position. However, none of them (except, to
some extent, HIRN) seems to relate inherently to sound
production techniques that are pertinent to acoustic wind
instruments. On the other hand, an enduring lineage of
influential saxophone teachers such as Sigurd Rascher,
Joe Allard, and Allard’s student Dave Liebman, has
been teaching how to place the articulators in the vocal
tract in order to develop a good and personal saxophone
sound [12]. Extended techniques such as multiphonics
or growling require an extraordinarily high degree of
awareness of the vocal tract. In the following, we outline
two studies that are supporting Rascher and Allard’s
approach.
Scavone et al. [1] measured the influence of vocal tract
configuration on different saxophone blowing techniques
by analysing the transfer function between upstream and
downstream acoustic pressures. The terms upstream and
downstream refer to the air columns on the upper teeth
and reed side of the saxophone mouthpiece respectively.
Since the placement of microphones into the mouthpiece
was difficult due to the small dimensions and the high
sound pressures reached, the authors employed pressure
transducers instead. Their tests covered both conventional
and extended registers, pitch bending, multiphonics, as
well as bugling — playing an overtone series without
a change in fingering, by varying the vocal tract
configuration. The authors demonstrated that vocal tract
formation has a fundamental influence on timbre for a
plain sound in the conventional register, but also for the
outer registers and the extended techniques, which are
unplayable without the right placement of the articulators.
One trial showed that even when a player is asked to pitchbend by varying their lip pressure exclusively, some degree
of vocal tract manipulation would still be detected [1].
In another study, Scavone et al. measured the frequency
content of breath pressure signals applied to wind
instruments [13]. Their measurements showed that breath
signals contain frequencies up to 10 kHz, with a significant
amount of energy in the first 1 kHz. The authors tested
several different pressure sensors, arguing that even though
some sensors have an upper frequency limit of up to
2.5 kHz, MIDI wind instruments cannot be expected to
support more than 500 Hz of breath pressure bandwidth,
due to the constraints of MIDI specifications. Furthermore,
Yamaha WX11 and WX5 are found to have an input
sampling rate of 320 Hz and 280 Hz respectively, which
make them unsuitable for tracking extended techniques
that require breath pressure modulation at audio rate, e.g.
flutter-tonguing (i.e. vibrating the false vocal folds while
blowing) and growling. On the whole, these studies
indicate that the mappings chosen in most commercial
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Figure 1: Wind instrument prototype (front view)
consisting of an omnidirectional electret microphone
(diameter = 0.8 cm); a 3 V button cell battery feeding the
microphone with a supply voltage through a simple circuit;
a plastic tube (length = 10 cm, diameter = 1.5 cm) with a
round hole at 1 cm from the tail end, for flush-mounting
the microphone.
breath controllers are disputable when taking the acoustics
of wind instruments into account.
3. DESIGN
All the modern commercial wind instruments we have
encountered employ a pressure sensor for detecting the
air flow, and this technology does not seem to have been
updated throughout the years. In the previous section,
we have shown that these common pressure sensors are
not suitable for capturing the nuances of breath signals
[13]. Scavone et al. mention the disconnect felt by many
woodwind performers while performing on the currently
available electronic wind instruments, and stress the need
for a more versatile instrument, able to achieve a full
range of sensory input [13]. We argue that the quality
of the breath signal has a significant impact on the
sound production techniques of acoustic wind instruments,
and that this fact is not reflected by their electronic
counterparts.
Therefore, we set to design a microphone-based wind
instrument, which allows us to extract currently unused
features of breath signals and map them to the parameters
of a synthesizer. For the scope of this paper, we had the
following requirements: 1) accurate detection of the breath
envelope, allowing for a playing experience which is both
smooth and responsive; 2) analysis of the breath signal,
which makes it possible to indirectly extract information
about the vocal tract manipulation; and 3) discrimination
between vocalized and unvocalized breath, allowing the
player to sing into the mouthpiece to achieve special
effects.
3.1 Breath signal measurements
We assume that useful features describing the quality of
the player’s blow could be extracted from the breath signal
by using a simple miniature microphone as an interface.

Therefore, a series of preliminary tests were carried out,
with the purpose of pinpointing different features of breath
and understanding the potential issues of such a setup. The
making of a solid and playable interface goes beyond the
scope of this paper. However, it is worth investigating
if adding a mouthpiece (in our case, a short plastic tube)
and varying the incidence angle of the player’s blow into
the microphone gives different results than e.g. blowing
directly into a mobile phone headset microphone. For this
purpose, a simple prototype consisting of a cheap electret
microphone flush-mounted into a plastic tube through a
hole on the side wall was realized as shown in Figure 1.
The microphone output was recorded while a player was
blowing into it with and without the aid of the plastic tube.
Three different types of actions were performed: 1)
blowing into the microphone without any conscious
vocal tract formation; 2) blowing into the microphone
while singing a pitched ”u” sound; 3) blowing into the
microphone while varying the vocal tract configuration,
i.e. while forming the vowels ”u”, ”a”, ”e” and ”i”
(unpitched) at a tempo of 120 bpm, where each vowel gets
two beats.
Each action was recorded with the following setups: a)
on-axis blow into the microphone in free air (θ = 0◦ ); b)
off-axis blow into the microphone in free air (θ = 90◦ ); c)
on-axis blow into the microphone, placed at the tail end of
the tube (θ = 0◦ , dtube = 1.5 cm, ltube = 10 cm); d) offaxis blow into the microphone, flush-mounted on the side
wall of the tube at 1 cm from the tail end (θ = 90◦ , dtube
= 1.5 cm, ltube = 10 cm), where θ is the incidence angle,
dtube is the tube diameter and ltube is the tube length.
We expected that on-axis incidence would produce a
strong DC component in the signal, resulting in a loss of
sensitivity, as the microphone membrane is pushed towards
the back electrode by the air stream. By flush-mounting the
microphone on the side wall, the DC component should
be attenuated and the microphone sensitivity should be
preserved.
Figures 2a and 2b show the averaged power spectra of
a normal blow (i.e. no conscious vocal tract formation)
and a voiced blow (i.e. singing a pitched ”u” sound while
blowing) respectively. It can be noted that switching from
on-axis to off-axis incidence provides a 40 dB attenuation
at DC in all cases. The power spectra of normal blows in
free air are smooth (with most energy at low frequencies)
since a normal blow is essentially a noise signal. When
the tube is added, harmonic content appears above 1 kHz
(both on-axis and off-axis) due to standing waves in the
tube. This is an unwanted effect, as these resonances are
not contained in the actual breath signal, but effectively
added by the tube. However, the advantages of such
a construction become evident by looking at the power
spectra of voiced blows in Figure 2b: voiced blows
are basically undetectable with a free air mount, as the
harmonic content is barely visible (and only for offaxis incidence). When using the tube, the fundamental
frequency and its harmonics (produced by the vibrating
vocal folds of the player) are well visible as low-frequency
harmonic content (and, in our case, well separated from the
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Figure 2: Power spectra of normal blows (a) and voiced blows (b) with/without the tube for on-axis/off-axis incidence.
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Figure 3: Spectrograms of varied vocal tract configurations for off-axis incidence, without the tube (a), and for off-axis
incidence, with the tube (b). The red box highlights the region (around 2-4 kHz) where formants are emerging behind the
standing-wave pattern.
standing wave pattern in the tube). Moreover, the initial
test has shown the practical advantages of including a
mouthpiece in the prototype. According to the performer’s
feedback, when blowing through a tube it was easier to
make sure that the stream of air hit the microphone evenly
at any point in time; without the tube (and with pursed
lips) it was easy to mistakenly direct the stream of air away
from the microphone; when the microphone was installed
at the tube tail end (for on-axis incidence) it blocked the
air stream, making it harder to control the vocal tract
configuration.
We can also assume that adding a simple mouthpiece
approximates the impedance change at the mouthpiece
that is experienced when dealing with acoustic wind
instruments under normal playing conditions [13], thereby
offering a more realistic ”resistance” feel to the performer.
Figure 3 shows spectrograms of varying vocal tract
configurations for off-axis incidence, in free air and with

the tube respectively. When blowing into the microphone
in free air, the acoustic energy is mainly located at low
frequencies and there is very little trace of formants. On
the other hand, a couple of formants (boxed in red in Figure
3b) are emerging when the tube is added, between the first
and the second tube resonance and between the second and
the third resonance respectively (with the lowest formant
clearly moving while the performer alters the position of
the articulators). Even though these formants are drowning
into the standing wave pattern (due to the unwanted effect
of the tube) it is fair to assume that manipulating the vocal
tract configuration would have a measurable impact on the
frequency distribution of the breath signal, at least at loud
dynamics.
On the whole, flush-mounting the microphone on the
side wall of a small plastic tube offers the following
advantages: reduced DC component and, thereby,
preserved microphone sensitivity; enhanced experience
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Purpose
Event detection, time course, dynamics
Timbre, dynamics, vocal tract configuration
Discriminate between voiced and unvoiced sounds

Required function
Envelope detection
Spectral centroid
Harmonicity ratio

Table 1: Desired functionality vs required implementation
blocks.

for the performer: correct impedance shift, ease of
focusing the air stream, ease of vocalizing and varying
the vocal tract formation; ease of detection of voiced
vs. unvoiced sounds; richer high-frequency content, with
partly disclosed formants during vocal tract formation.
This has the disadvantage of added resonances due to
standing waves in the tube. Therefore, the prototype shown
on Figure 1 was chosen for the current implementation.
3.2 Feature extraction
To achieve the requirements presented in Section 3, the
implementation blocks outlined in Table 1 are needed.
The envelope of the input signal is detected by employing
a leaky integrator, which is an envelope follower defined by
the equation [14]:

mean of the frequencies of the spectrum [15]:
PN −1
i=0 fi · |Fi |
,
C= P
N −1
i=0 |Fi |

(3)

where N is the number of frequency bins, Fi is the
magnitude of the i’th frequency bin of the DFT of the input
signal and fi is the center frequency of bin i.
For voiced blows, we assume that the frequency content
of the signal will be more harmonic, rather than noisy.
The signal should show a fundamental frequency and a
number of harmonics with amplitudes well above the noise
floor. The harmonicity of a signal can be discriminated in
a simple way by calculating the harmonicity ratio (HR),
which is the ratio between the energy of the highest peaks
of the DFT of the input signal and the total energy of the
signal:
PK−1
DESC(|F |2 )i
,
(4)
HR = i=0
PN −1
2
i=0 |Fi |
where K is the number of peaks to evaluate and DESC(X)
is the function that sorts X in descending order. The
harmonicity ratio is used in a number of contexts: among
them, the audio section of the MPEG-7 standard (in that
case, calculated using the autocorrelation inside each audio
frame, with analogous results) [16].
4. IMPLEMENTATION

e [n] = (1 − b [n])|x [n] | + b [n] e [n − 1] ,

(1)

where |x [n] | is the rectified input signal and e [n] is the
resulting envelope. This is equivalent to implementing a
weighted running average, i.e. a first-order IIR lowpass
filter. However, the leaky integrator differs from a linear
integrator in that its coefficient b [n] depends on whether
the signal is on a rising or a falling edge. b [n] is in fact
defined as

br , if |x [n] | > e [n − 1]
(2)
b [n] =
bf , if |x [n] | ≤ e [n − 1] ,
where br is the rising-edge (or attack) coefficient and bf
is the falling-edge (or decay) coefficient. By manipulating
these coefficients, it is possible to adjust the integration
time of the filter on both edges, varying between faster
(but more affected by overshoot and ripple) and slower (but
smoother) attacks/decays.
By calculating the spectral centroid, which can be
thought of as the center of mass of the spectrum of the
signal, information regarding the desired sound brightness
(aiming for a perceptual mapping) can be extracted.
Even though the centroid is unsuitable for inferring a
complete description of the vocal tract configuration, we
argue that it offers at least an indication regarding the
manipulation of the mouth cavity, since forming different
vowels while blowing into the tube cause a change in
brightness of the resulting sound. For instance, an ”i”
vocal tract configuration will result in a greater highfrequency content than an ”a”.
The spectral centroid (C) is calculated as the weighted

The microphone signal received from the construction
presented in Section 3 is fed into the feature extraction
algorithms of Section 3.2. These features should be
mapped to the parameters of a sound synthesis algorithm.
The choices of mapping and synthesis are crucial to both
the aesthetics and interaction of our instrument. We chose
a monophonic FM synthesizer for several reasons: a) it
is straightforward to implement, b) it offers a rich palette
of sounds, c) it has been used with other electronic wind
instruments [11], d) it offers a perceptual mapping of
the spectral centroid to the FM modulation index, which
controls the bandwidth of the synthesized signal [17].
Table 2 offers an overview on the chosen mapping.
The envelope is mapped directly to the amplitude of the
synthesized signal. The spectral centroid is scaled by a
user-defined constant and mapped to the modulation index.
Once a vocalized blow pushes the harmonicity ratio
above a user-defined hysteretic threshold, the envelope is
scaled by an irrational number and summed to the base
(rational) FM carrier-modulator frequency ratio. This
causes a shift from a harmonic to an inharmonic spectrum,
reminiscent of the ring modulation-like growl produced by
vocalizing into a brass or woodwind instrument.
As the current mapping is lacking pitch control, due to
the fact that it our prototype is not a full interface —
no keys, buttons or tone holes are present — a small
MIDI keyboard (Korg nanoKEY 2) has been added to the
setup, providing MIDI pitch control. The described feature
extractors, sound synthesis algorithm and mapping were
implemented as two DAW audio plugins in JUCE [18],
supporting both VST (in our case, 2.0) and AudioUnits
from the same codebase.
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Feature

Type of
mapping

Envelope (input
signal)

Linear (direct)

Spectral centroid

Linear (scaled)

Harmonicity ratio

Threshold

Synthesis
parameter
Carrier envelope
and FM ratio offset
envelope for voiced
sounds
Modulation index
(scaled and
smoothed)
FM ratio offset
(gated on voiced
sounds)

Table 2: Features-to-synthesis mapping.

Our application was split into two parts for handling
MIDI and audio separately. The MIDI plug-in sends
the MIDI messages from the external keyboard as OSC
packets, which are then received by the audio processing
plug-in. The audio processing plug-in exposes a GUI
which makes all the user-defined constants available to the
user: centroid scaling and smoothing factors, harmonicity
threshold, envelope detection coefficients (br and bf ), base
FM ratio, input gain and dry/wet mix. To prevent clicks
and artifacts during MIDI control or automation, all of
the available GUI parameters were smoothed. Finally, we
included a brief tail-out period to avoid clicks at NOTE
OFF messages.

(a)

5. EVALUATION
As a general performance test, the plug-ins were loaded
both in the commercial DAW Reaper, as well as
MATLAB’s Audio Test Bench. Although the code was not
optimized for all sample rates and block sizes, the plugins seem to perform well in Reaper at a sample rate of
44100 Hz and with an block size of 512 samples. Neither
remarkable latency, clicks or dropouts were observed. The
Audio Test Bench showed no buffer underruns or overruns.
To evaluate the breath signal feature mapping, four
scenarios were recorded. The first three focus on the
variation of spectral centroid, envelope and harmonicity
ratio as isolated features. The last is a short musical
example exploring the possibilities of the instrument in a
performance scenario, in which several techniques, such
as flutter tonguing, changing vocal tract configuration,
and vocalising while blowing, were used. The input
and output files for all scenarios are available online on
SoundCloud 1 .
Figure 4 shows the outcome of the centroid scenario.
At least two formants are clearly gliding up and down in
the input signal plot (Figure 4a). Accordingly, the output
signal (Figure 4b, recorded at 20% dry / 80% wet signal)
shows that the modulation index follows the centroid,
increasing the sideband energy at the expected times.
The envelope detection scenario is shown in Figure 5.
The rising-edge and falling-edge coefficients of the leaky
integrator in Eq. (2) were respectively set to 0.995 and
0.9 during the recording. These values were chosen to
1 https://soundcloud.com/francescobigoni/sets/
electronic-wind-controller/s-cRdgk

(b)

Figure 4: Spectral centroid scenario. The performer
alternated between open (”a”) and closed (”e”) vowels,
while blowing normally. The harmonic content of the
output (4a) follows the input signal (4b).

provide an acceptable trade-off between smoothness and
responsiveness. The output signal (Figure 5b) follows the
envelope of the input signal at all dynamics, including the
short transients.
Finally, the harmonicity ratio scenario is shown in Figure
6. In this case, the output signal (6b) is smoothly
alternating between harmonic and inharmonic spectral
content.
For the performance scenario the performer (author FB)
noted a fair degree of expressiveness, given the early
stage of the interface, which is not yet ready for a proper
live setting. At a later stage of development, a more
through evaluation should be conducted, to assess how our
instrument fares in a performance situation. Given the fact
that feature extraction and mapping worked as expected,
and despite the fact that there is room for improvement, we
find it fair to conclude that our wind instrument is fulfilling
the implementation requirements we set forth.
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of the controller during the performance, either for adding
multiple dimensions to sound synthesis (in an analogous
way to HIRN [9]): studies of clarinet performances
show a correlation between instrument movement and
performance character [19].
Ideally, the instrument
should become an embedded system, with its built-in
microcontroller.
Audio signal processing: we argue that tube resonances
are not a major issue with respect to the current mapping,
even though they establish a (small) error source for
the SC and HR calculations. However, since these
resonances are invariant (being only dependent on the tube
length) they could be easily removed by implementing
a linear predictive coding algorithm. Envelope, spectral
centroid and harmonicity ratio seem to capture some of the
nuances of a wind instrument performance; however, other
audio descriptors (e.g. spectral envelope and fundamental
frequency) could be investigated for improved control.
As an alternative to (or in combination with) feature
extraction, machine learning algorithms could provide a
relevant way of classifying breath quality. Finally, the
application of our method to other audio engines, possibly
with contrasting types of mapping, would provide a more
extensive evaluation framework.
7. CONCLUSION
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Figure 5: Envelope scenario. The performer sought
to utilize different dynamics and durations, such as
long/short, soft/loud, and abrupt/longer events, with no
conscious vocal tract formation. The input signal is shown
in 5a, the output signal in 5b.

6. FUTURE WORK
Although our wind instrument fulfills the implementation
requirements, there is room for improvement and further
development. In the following, the two main development
areas are outlined.
Interface: Our prototype, made using a small plastic tube
as a mouthpiece, constitutes a basic interface. However,
the embodied aspects of interaction with the wind
instrument should be investigated. At the present time we
are employing a single omnidirectional microphone, but
other kind of sensors could be added. For instance, signal
detection for feature extraction could be split between a
pressure sensor for envelope detection and a microphone
for frequency analysis. This would also improve noise
immunity: our setup is prone to noise and feedback in
proximity of other sound sources. Pitch control could
be obtained by using keys, tone holes or continuous
sliders. For less traditional modes of interaction, an
accelerometer could be employed to track the movement

A microphone-based wind instrument has been implemented, with the purpose of extracting basic audio features of
breath and mapping them to the parameters of an FM synthesizer. Through research on the state of the art of electronic wind instruments, it was shown that there is room
for enhancing expressiveness by exploring the frequency
content of breath signals. We argue that capturing the full
bandwidth of the breath signal provide information regarding the player’s vocal tract configuration, establishing a
direct link between the sound production techniques that
are inherent to acoustic wind instruments and our implementation. A series of measurements of breath signals
in multiple configurations supports these assumptions. A
simple prototype, consisting of an omnidirectional electret
microphone flush-mounted in the side wall of a small plastic tube, supplied the best conditions to record the breath
signal and extract its features in real time. We found that
changing the vocal tract configuration (by forming different vowels while blowing) has an effect on the spectral
centroid, which moves up when closing the vowel and
down when opening it. Since the 90◦ mounting reduces
the strong DC component of the signal, this setup allows
to discriminate between voiced and unvoiced sounds in a
relatively easy way. Based on the aforementioned findings,
an audio plug-in was implemented that captures breath signals in real time and maps audio features are to the parameters of an FM synthesizer. The GUI allows the player
to tweak feature extraction and synthesis parameters during the performance. A simple technical evaluation, showing envelope, centroid and harmonicity ratio extraction
in a separate manner, proves that the proposed implementation carries out the desired functions with no remarkable
latency, clicks or artifacts at the output.
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(a)

(b)

Figure 6: Harmonicity ratio scenario: the performer alternates between unvoiced and voices blows, shifting the harmonicity
ratio. The input signal is shown in 6a, the output signal in 6b.
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ABSTRACT
A radio play is a form of drama which exists in the acoustic domain and is usually consumed over broadcast radio.
In this paper a method is proposed that, given a story in the
form of unstructured text, produces a radio play that tells
this story. First, information about characters, acting lines,
and environments is retrieved from the text. The information extracted serves to generate a production script which
can be used either by producers of radio-drama, or subsequently used to automatically generate the radio play as an
audio file. The system is evaluated in two parts: precision,
recall, and f1 scores are computed for the information retrieval part while multistimulus listening tests are used for
subjective evaluation of the generated audio.
1. INTRODUCTION
Recent advances provide computational methods for generating artistic works that allow a human author to also participate, resulting in joint human/machine creative works.
Such methods have been devised individually for music
[1, 2], poetry [3], literature [4], 3d scene generation [5],
and film [6].
A radio play is a form of drama which exists in the acoustic domain [7]. To the authors’ knowledge, there have been
no such efforts targeting this form of art. In this paper,
we discuss how recent research from the fields mentioned
above can be used to devise an autonomous producer of
radio drama. The system we propose is divided into two
distinct stages: semantic analysis of stories, and sound production of the radio play. Semantic analysis takes stories in
their original unstructured text format and produces a human readable semi-structured production script. The production stage generates a radio play from this script. This
division into stages allows us to evaluate and report findings about each stage independently. A human user can
also intervene between the two stages of the generation
process, thus allowing the tool to be used as an assistant
in composing radio drama, for example fixing mistakes in
the production scripts, changing acting lines or attributes of
characters or scenes. The main contributions of this paper
therefore are: a methodology for automatically inferring
c
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the elements of the story relevant to radio play production,
and demonstrating how these elements can be used to produce a finalised play.
The rest of the paper is divided as follows. Section 2
presents relevant literature. Sections 3 and 4 present the
methodology used for the implementation of each stage
in the generation process. Section 5 evaluates a proof of
concept implementation on a corpus of Aesop Fables. Finally, section 6 provides some introspection about the work
achieved so far as well as future research directions.
2. BACKGROUND
Here, we present research that formed the basis for our
work. We make use of ideas introduced in works related to
information extraction from natural language text, as well
as novel approaches in audio-based storytelling.
Information extraction from stories is a task which has
been tackled in many previous works, mostly focused around
identifying characters in stories and their social networks.
One of the latest works appears in [8] where the authors use
natural language processing techniques such as co-reference
resolution, a hand-crafted ontology, and pattern matching
to extract such characters as well as their relations. Coreference resolution is the problem of identifying and clustering parts of a text, called mentions, that refer to the same
entity. For example, in the following sentence:
“A bee from Mount Hymettus, the queen of
the hive, ascended to Olympus to present Jupiter
some honey fresh from her combs.”
The mentions A bee from Mount Hymettus, the queen of
the hive, and her map to the same entity, or cluster (the
bee). The task of co-reference resolution, is to extract such
clusters. Co-reference resolution has been a particularly
hard task for Natural Language Processing. An interesting recent approach can be found in [9], which builds such
clusters incrementally, starting with each mention as its
own cluster. In this work, we use co-reference resolution
to derive mappings from characters to gendered pronouns
and thus extract information about the characters’ genders
when not explicitly stated.
Spatial Role Labelling was introduced in [10] and pertains to extracting information from sentences that describe
some kind of spatial relation (e.g. “A bull was feeding in a
meadow.”). Since then, it has led to a large amount of studies and data on the problem [11]. A notable such study [12]
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Figure 1: A block diagram of the system.
uses high recall heuristics to mine candidate relation constituents (such as the bull, a meadow, and in in the previous
sentence) and train a binary SVM classifier to identify such
relations. In a similar fashion, [13] deployed Conditional
Random Fields to capture the relation constituents and use
them as heuristics for relation extraction. When combined
with character identification, spatial role labeling can be
useful in establishing the character’s spatial position in a
specific sentence in a story.
A mapping from crowd-sourced reverberation effect labels (such as dry, wet, or underwater) to reverberation effect settings was presented in [14]. Their work is aimed
at newcomers in music production, allowing them to apply
the effect of reverberation to a piece of audio without getting lost in complicated audio effect control settings often
found in mainstream reverberation effect plug-ins. Their
mappings also prove useful in controlling the audio effect
from text input, such as stories, as we found in our case.
An approach to evaluating a format closely related to radioplays can be found in [15]. In that work, various participants were asked to identify characters and spaces in
a novel audio film format without narration designed for
sight-impaired users. The experiment aimed to discover
factors that aided identification or characters and spaces.
In our work, we use some of these factors to convey information about characters and spaces in the radio plays
generated by our method.
3. SEMANTIC ANALYSIS
Semantic analysis of stories is performed in order to identify key story elements that will later guide sound production. For this reason, a semantic model is constructed to
do co-reference resolution, character identification, dialog
lines separation between character acting lines and narrator lines, and detection of the environments the stories take
place in. Figure 2 shows how the model was constructed.
3.1 Annotated Corpora
For the purpose of this work, a corpus of 360 Aesop Fables
was curated from various websites. From this corpus, a

File
Figure 2: The training process of the semantic model

subset of 20 Aesop Fables was annotated using B RAT [16]
and kept as a testing dataset for evaluating the semantic
analysis. The 20 fables were chosen at random but on the
condition that the resulting dataset contains a balanced representation of the semantic elements examined. From the
remaining 340 fables, we sampled and annotated 67 sentences to be used as training where required. Furthermore,
3 story segments were extracted from the initial corpus in
order to generate audio files for the listening tests in Section 5.
3.2 Acting Lines Separation
Acting lines are parts of the text that will be spoken by
an actor or by a speech synthesis engine when the play is
generated. At this stage, the text is split between speech
lines for our characters and speech lines for the narrator.
Observing the corpus, character lines can be easily distinguished by the surrounding quotation marks (‘"’). Everything outside those quotations is considered narrator speech.
Character and narration lines are stored in a separate file
and character lines are replaced in the original text with a
special tag, in order to not interfere with the analysis in
subsequent steps.
3.3 Co-reference resolution
After identifying and replacing speech lines with their tags,
the stories are passed through a co-reference resolution algorithm. This step is not uncommon for information retrieval in folktales [8, 17]. Apart from not having to deal
with unresolved anaphora, it helps in three other ways:
1. The algorithm serves as a heuristic for identifying
characters. Characters are usually referred to in many
places in a story and such an algorithm captures those
references. The algorithm might miss some cases,
such as when the character is mentioned only once,
or capture false positives, such as when the reference
is on objects.
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2. Clusters of mentions provide candidates for characters as well as information about their perceived gender (in the scope of the corpus). Character mentions
that are grouped with ‘he’ or ‘him’ pronouns are assigned as ‘male’ and ones that are grouped with ‘she’
or ‘her’ as ‘female’. Characters with a neutral pronoun are not assigned a gender.
3. Sentences that include pronouns become sentences
that include the referenced character in their text.
This helps subsequent semantic analysis tasks by providing them with more examples that include the
original characters.

1. False positives – Those are mainly inanimate noncharacter elements, identified as characters and leading to lower precision. An example sentence would
be (the references are given in italics):
“When the battle was at its height”
2. False negatives – Cases where a character is mentioned only once in the text and cannot be assigned
with a pronoun. These types of errors lead to lower
recall. An example would be the following sentence
at the very end of the story:
“...until an old mouse got up and said:...”
Ignoring those errors however, co-reference resolution presents
an elegant way to infer gender information of the characters in the stories.
To reduce co-reference resolution errors, we train a Conditional Random Field (CRF) model for Named Entity Recognition (NER) in order to do character recognition. As a
training set, we use the 67 annotated sentences introduced
in Section 3.1. The features extracted are the same as
used in the CRF model in [13] and the library used is
CRF SUITE [19] with the S KLEARN [20] interface. We use
this model to identify Characters in the story, and the coreference resolution part to assign them a gender attribute.
In addition to the above, a dictionary is introduced that
annotates text as characters (for example the Olympian gods).
This heuristic lowers precision by a small amount (some of
the Characters found this way do not participate in actions)
but increases recall. We also include a heuristic that assigns attributes based on the character’s text (for example
a daughter is automatically assigned an attribute of female
and a grandfather is always male).
3.5 Environment Detection

The algorithm used is described in [18], and was chosen because of its easy-to-use implementation in N EURAL C OREF 1 . This algorithm already serves as an adequate
baseline for character identification, as seen in Section 5.
3.4 Character Identification
We consider as Characters entities that do some kind of
action or say an acting line. Consider the following two
sentences:
“Jupiter and Venus were arguing...”
“A cat went to Venus”
In the first one, both Jupiter and Venus are characters since
they are doing something. In the second, only A cat is a
character since Venus does not act.
The steps described in the previous section already serve
as an adequate method for recognizing characters since
third person singular pronouns are usually followed by verbs.
Since co-reference resolution is not designed for character
recognition, it leads to some easily identifiable mistakes:
1

https://github.com/huggingface/neuralcoref

Identifying elements relating to the story environment allows us to consider relevant sound effects for the composition of the audio scene, and also to choose appropriate
reverberation settings in order to give the listener the perception that they are in that specific environment. Consider
the following sentence:
“A bull was feeding in a meadow”
Here meadow refers to a specific environment that can
be conveyed given sound effects that relate to a meadow,
like wind or ruffling grass. It also has a specific impulse
response, maybe an open space.
We approached the problem of identifying such environments as a Spatial Role Labeling (SpRL) task. SpRL tackles the problem of identifying a spatial relation, its spatial
indicator (or indicator for short), its trajector and its landmark. In the sentence above, in is considered a spatial relation, bull is considered its trajector and meadow its landmark. For the purpose of recognizing these aspects, we
trained the model with our training dataset which included
35 spatial relations. We first identify tokens as landmarks,
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using the same CRF model we used for character recognition. Then, together with the characters identified in Section 3.4 (as trajectors) and trigger words (such as: in, to) as
spatial indicators, we construct candidate spatial relations
which we then classify as valid or not using the method
described in the second part of [13].
To expand on this, consider the example sentence above:
the bull is annotated as a character and can serve as a trajector (labelled as tr below) by our character identification process and meadow as a place (lm) by the model
from [13]. We also have the word in which acts as an
indicator (ind, implies there is a possibility of a spatial
relation). So the sentence can be seen as:

Cast List:
Narrator - male or female -- panned center
Young Mouse - male - panned left
Old Mouse - male or female - panned right
Scenes:
1 - room - room.wav - clearer
Script:
-- Scene 1 -(...)
[Young Mouse] By this means (...)
[Narrator] This proposal (...)
(...)

Figure 4: Excerpt from a generated production script
“[A bull]tr was feeding [in]ind a [meadow]lm ”
The candidate relation we extract can be expressed as a
triplet < tr, ind, lm >. In our case:
< A bull, in, meadow >

(1)

We then extract features for this triplet and predict a relation label for it by using the SVM classifier described
in [13]. The classifier will label it as either being SPATIAL
or None.
One could ask whether simple NER instead of spatial relation extraction, or even use of simple dictionaries to recognize tokens that relate to environments, could serve the
same purpose. We are interested however in landmarks
that are related to our characters, and only them. Consider
the following quote:
“A [Woodman]tr was felling a tree [on]ind the
[bank of a river]lm , when his [axe]tr , glancing
off the trunk, flew out of his hands and fell
[into]ind the [water]lm .”
We identify one character, the Woodman, and two possible environments, the bank of a river, and the water. If we
were to associate an environment for subsequent use, we
could also end up with water since it also appears in the
text. We can solve this issue by figuring out spatial relations with characters. By doing this, we notice that only
the bank of a river is eligible as an environment. After
each environment in the story is identified, it is assigned to
a separate scene number in our play.

Here al denotes tagged acting lines, sw (stands for sayword) a synonym to saying and ch a character. To determine whether a character says something, we create candidate relations of all characters, saywords, and acting lines,
and classify them as valid using the same SVM classifier
as in section 3.5.
4. SOUND PRODUCTION
After semantic analysis is completed, a production script
is created which contains a character list, a scenes list and
a timeline of acting lines. The script is targeted at an amateur human radio-drama producer. The radio producer can
change any of the elements presented in the script and proceed to further produce their own play, or feed it back into
the system in order for a play to be automatically generated. An excerpt of such a script can be seen in Fig. 4.
4.1 Media Content Retrieval
After the environments are detected and assigned to scenes,
a sound effect from a local sound library is assigned to each
based on the text of the detected environment. While the
play is on that particular scene, that sound is looped at a
lower volume level. For character voices we allow one of
three different methods:
1. Assign voices based on a line-to-audio dictionary.
2. Populate the dictionary using a speech recognition
system.

3.6 Acting Line assignment
After tagging the acting lines (Section 3.2) and identifying the Characters in the story (Section 3.4), we need to
identify who speaks when. This is done in a similar manner as Section 3.5 but instead of spatial indicator trigger
words, we detect words that relate to speaking and instead
of landmarks, we use the acting lines as extracted in Section 3.2. Trigger words related to speaking can either be
identified with our CRF model, or extracted with high recall by matching the lemma of a word with a known word
related to speaking. As an example we annotate the elements of the sentence below as such:
“[<CLINE1>]al [said]sw [the mouse]ch ”

3. Synthesize the voices.
For (1), we use a dictionary that maps acting lines to sound
files containing character speech. Those files can be recorded
in advance by the user. For (2), we use the D EEP S PEECH 2
speech recognition system to convert speech recorded by
the user to text and match it against the acting lines based
on a string similarity measure. And for (3), we use information about gender to select an appropriate voice for the
F ESTIVAL speech synthesis engine and synthesize the acting lines with this voice.
2

https://github.com/mozilla/DeepSpeech
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r

f1

0.944
0.548
0.950
0.800
0.955
0.303

0.648
0.381
0.724
0.648
0.800
0.419

0.768
0.449
0.822
0.716
0.870
0.352

Label
character (NC)
character-gender (NC)
character (NC+H)
character-gender (NC+H)
character (CRF+H)
character-gender (CRF+H)

Table 1: Results for the character recognition task on the
test set. (NC) are the results obtained by using N EURAL C OREF, (CR+H) are the results obtained by also using a
dictionary of known names and heuristics, and (CRF+H)
are the results obtained by the CRF model, again augmented by heuristics.

4.2 Mixing & Mastering
The effects used during mixing are panning and reverberation and are only applied on the acting lines. Narrator is
panned to the center and no reverberation is applied to their
lines. The characters are hard panned to the left and right
based on their order of appearance, to clearly position them
in space relative to the listener and give the impression of
a dialog happening between them.
For reverberation we used the method given in [14]. They
provide a mapping from text descriptors (such as dry, clean,
underwater) to reverberation effect parameters. We match
those descriptors to our environments by using a simple
dictionary and we apply the effect on the acting lines, similar to the way we applied panning. For mastering, a 80Hz
highpass filter was used and the final mixdown normalized
at −9dB.
5. EVALUATION & RESULTS
Our method consists of a cascade of different sub-tasks,
which allows us to evaluate each task independently. We
therefore give the evaluation methodology and results separately for each subtask evaluated.
5.1 Semantic Analysis
Semantic analysis tasks are evaluated using precision, recall and f1-score metrics for the tasks of character identification, identifying gender, and assigning characters to
acting lines and to environments. Precision, recall, and f1
scores are calculated as:
p=

dr
,
dr + dn

r=

dr
dr +dR ,

f1 = 2

p×r
,
p+r

p

r

f1

SAYS (CV)
SPATIAL (CV)

0.957
0.909

0.917
0.714

0.936
0.800

SAYS
SPATIAL

0.698
0.633

0.857
0.383

0.769
0.477

Label

(2)

where dr is the number of relevant and retrieved documents, dn the number of retrieved but not relevant, dR the
number of relevant documents that were not retrieved, and
dN the number of non-relevant documents that were not
retrieved. In our case, a document refers to the elements
we want to identify (e.g. Characters, Landmarks and their
spatial relations). Table 1 shows the result for the task of
identifying story characters and their attributes. We note

Table 2: Results for the relation extraction task. Top (CV)
are results on our validation set, and bottom the results on
the test set. SAYS is the relation assigning acting lines to
characters, and SPATIAL is the relation assigning characters to landmarks.
ID
0000
0011
1111
1011
1101
1110

CHARA

PAN

REVB

SFX

X
X
X
X

X

X
X

X
X
X
X

X
X

X

Table 3: Evaluation segments and audio story elements
they represent in Fig. 5. CHARA pertains to whether the
story has different character voices or not, PAN whether it
contains spatial panning, REVB whether it contains reverberation and SFX whether it contains spatial sound effects.

that while the CRF model designed for character identification gives a higher f1 score than N EURAL C OREF aided
by heuristics, it struggles to correctly extract gender attributes (much lower precision, recall, and f1 scores). To
compensate for that we can do character identification with
our CRF model, and gender identification with N EURAL C OREF.
Table 2 presents results for spatial role labeling. The bottom two rows on that table shows the result on our test
set while the top two rows on our validation set. In both
of them, relation extraction tasks first identify their arguments (characters, indicators, landmarks in the case of spatial relations and characters, saywords and acting lines in
the case of the say relation) and then classify the relation
as being SAYS, SPATIAL or neither. We suspect that the
large differences are due to poor annotation of the testing
set, which causes entities to be extracted a little differently
(e.g. [the bank]lm instead of [ the bank of a river ]lm ) and
as a consequence hurts performance.
5.2 Sound Production
Evaluation of the produced play takes the form of a listening test. This subjective evaluation has the goal of identifying the extent to which the various parts of the sound
production system contribute to story character recognition
(task 1) and listener immersion (task 2), and how well they
rank on the listeners’ preference (task 3).
Each test was presented on 9 pages (3 stories for each of
3 tasks) implementing the MUSHRA [21] listening test environment using the Web Audio Evaluation Tool (WAET)
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Figure 5: Box plots from the listening tests
[22]. This environment consists of samples that can be
player in the browser, and each sample can be given a rating from 0 to 100, by using a vertical scroll bar. Scales
at 0, 25, 50, 75, and 100 of the scroll bar are annotated according to each test. The samples were randomized in each
page but the pages retained the same order across all participants. MUSHRA tests generally have a hidden anchor
and reference as stimuli. Our tests have a hidden anchor
but not a reference, since it is difficult to generate an objective reference for our tasks.
We gathered 21 subjects, mostly non-english speakers.
Subject age was between 23-31. The subjects were also
asked whether they had experience in radio/tv production,
with theater and whether they were regular consumers of
radio-plays/audiobooks. From the subjects we omitted one
person who reported not understanding the test.
5.3 Listening Segments
Three story segments were selected, with each having a
narrator and two additional story characters. The first segment had all of the characters in the story as male, the second as female, and the third had a male narrator, a male
story character, and a female story character. The choice
of genders were made in order to consider character recognition based on the difference in genders between different
characters since we expect both gender and voices to be
important factors in recognizing different characters [15].
In addition to the character voices, two environmental background sound effects were used (a meeting room, and a
forest), the reverberation descriptors clearer and dry from
the Reverbalize social reverberation map [14], and stereo
panning. While Reverberation and Spatialization have not
been found to be very high in importance while identifying spaces [15], with elements such as actions and context being higher, our segments lack action sounds and are
too short to provide a context. For the rest of the evaluation section, we will refer to Character voices, Sound Effects, Reverberation, and Panning as audio story elements.
The segments were created by combining those elements
but leaving one out each time. This approach allows us to
avoid introducing a “the more, the better” bias to our listen-

ers, something that could happen if we built each segment
from the previous one with one more additional element.
In addition, a hidden anchor with all elements disabled and
an extra segment with all the elements enabled were used.
The table of listening segments and their elements can be
seen in Table 3.
5.4 Character Recognition
This task pertains to how each audio story element contributes to the improvement of listener’s ability to distinguish between 3 different characters. We expect however
that the listener has already some cues from the story text.
The question asked on the related pages was:
“How easy does each segment make it to distinguish between the 3 characters (based on
both sound and text)?”
The answers were on a continuous scale from 0 (very
hard) to 100 (very easy). Full use of the scale was not
required. If our system performs well, we expect the ratings for segments including character voices, to be rated
much higher than the segments with just the narrator reading the text, and panning and reverberation to contribute to
the ability of our system to convey character differences.
Results are shown in figure Fig 5a. Though the bars
mostly overlap, stimuli with different character/gender voices
are rated much higher than the ones without. This appears
to agree with the observation in [15]. From between the
elements with sound, there is a hint of preference towards
the ones with spatial panning (1111, 1101, and 1110) compared to the one without (1011). This again seems to agree
with [15].
5.5 Listener Immersion
This task pertains to how well our system can immerse the
listeners in the story environment by usage of panning, reverberation, and environmental sound effects. The same
segments as in Section 5.4 were used. The question asked
was:
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“How easy does each segment make it to imagine yourself in the environment of the story?”
The question seeks to identify what elements act as cues
to communicate the environment of the story to the listener.
We expect environmental sound effects to contribute to listener immersion, and reverberation and panning to add to
that contribution. The answers were again on a continuous
scale from 0 (very hard) to 100 (very easy). The resulting
boxplots can be seen in Fig. 5b.
As in [15], sound effects seem to be an important factor since there is a large difference between stimuli with
(1011, 1101, 1111) and without (1110, 0000) sound effects. They are not the single factor for immersion though,
as observed by the relative low rating of the stimulus with
just sound effects (0011). Panning seemed to play a bigger role for immersion. We can attribute this to two reasons; selected reverberation was not adequate for the environment, and positioning characters using panning does
indeed bring the listener in the story.
5.6 Listener Preference
The last test was a generic listener-preference test. The
same segments used in the two previous subsections were
used, but this time they were ranked based on how well
each user preferred each one. The goal of this test was
to check how much the listener liked each element. The
question asked was:
“Please listen to each segment again, how would
you rank them in regards of preference?”
The answer was on a continuous scale from 0 (very low
preference) to 100 (very high preference). This was the
only part of the test which encouraged full use of the scale,
since it was checking for relative preference and not absolute user liking. The results can be seen in Fig.5c. In
this case, we can only conclude that users prefer stories
with character voices and sound effects (1011, 1101, 1111)
but the boxplots overlap too much to make an observation
about whether they prefer panning over reverberation or
vice versa.
6. DISCUSSION
We presented a method from converting unstructured story
text to a production script and then to an (amateur) radioplay. We also presented evaluation results for a proof-ofconcept implementation. We believe that such research
would lead to development of tools for assisting radio drama
or relevant format production and thus make the format
more accessible for non-professionals. For example our
prototype 3 reduces the time for producing a play by splitting the production process into distinct tasks and presenting the user only the ones where they must intervene. During the progress of our work many obstacles surfaced both
for semantic analysis and for production of the play. A major issue, which is also an issue for many NLP tasks, is that
3 https://code.soundsoftware.ac.uk/projects/
chourdakisreiss2018smc

the system we described relies heavily on the quality of annotations. Due to lack of resources, our annotation corpora
remained quite small and of poor quality. This hindered
both training of our models and their evaluation. A more
rigid corpus construction attempt must be performed. A
related issue is that we implemented our proof-of-concept
using input only from Aesop Fables, which restricts it to
this domain. Future work could be made to tackle more
broad corpora such as the one introduced in [23], which
has characters and dialogs in an easily exploitable format.
Another limitation of our work is due to the small number
of valid test samples which forbid us to make rigid observations. While this was a preliminary study effort, we plan
for tests of larger sample sizes in the future.
In our effort to produce a radio-play, we deliberately left
out questions relating to mixing and mastering for radio.
Instead we focused on utilizing audio effects to convey
parts of the story while leaving out other important effects such as equalization. We addressed whether panning and reverberation are needed to convey information
and not how much of it is needed. Automatically applying audio effects in multi-track mixes has been tried for
Panning [24], Equalization [25], Reverberation [26], and
Dynamic Range Compression [27], and while the the context of such works are usually multitrack music mixes, one
would expect them to be easily applicable to radio plays.
A very obvious limitation to our work remains the fact
that radio plays contain more elements than what we tried
to control. They could contain sound effects pertaining to
actions or states of characters, and even music. We will
examine those elements in a future work.
Finally, the method we presented could be combined with
an automatic story generation system to generate an automatic storyteller. An example would be the work done in
[4] where a human sci-fi author worked alongside a generative model to compose joint human/machine sci-fi stories.
In a similar fashion, the work could be combined with our
previous work on automatic story generation [28]. In that
work, we proposed a method for a system to learn to tell
coherent stories given short story segments and arbitrary
user defined criteria. We could combine that method with
our system, with the addition of including sound-related elements to the story segments, and user criteria that related
to the radio play as a whole (such as time constraints).
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ABSTRACT
This position paper introduces the concept of complexity
management in instrument design as a means to optimize
the learning rewards cycle in an effort to maintain player
motivation. Successful fluency and expertise on an instrument requires sustained practice. In the quest to enable
exceptional levels of expression, instruments designed for
virtuosic performance often have a high level of complexity, which can be overwhelming for a beginner, decreasing
practice motivation. Here we explain complexity management, the idea of intentionally limiting instrument complexity on a temporary basis so that instrument difficulty
is optimally matched to user skill and users always remain
capable of focused learning and enjoy sufficient musical
success to motivate continued practice. We discuss the relevance of Csikszentmihalyi’s ideas about flow, along with
concepts from traditional music learning, such as chunking
and internalization, along with the importance of practice
and enjoyment. We then propose our own concept of learning efficiency and the importance of controlling challenge.
Finally, we introduce our own experiments into complexity management using the violin, an existing example of
an instrument with high input complexity. We discuss the
effects of simplifying intonation in order to make early musical success easier along with plans for further investigations.
1. INTRODUCTION
One of the main motivations for making novel digital music instruments (DMIs) is the idea of designing an expressive and interesting new instrument to enable new performance capabilities. However, despite the wide range of
instrument outputs, expert performances with these instruments remain rare with expert performance by someone
outside of the design process even rarer. We are interested
in investigating the ephemerality of most new instruments
and instrument augmentations, including well resourced
projects [1].
A naive but regularly occurring focal point for perceived
expressivity is that the more complex an instrument with
c
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more degrees of freedom, the more expressive and therefore more interesting and likely to be successful an instrument is; a common theme to improve a new DMI is to add
additional new sensors to a tangible interface to make it
more expressive. But there is cost to adding complexity
through additional degrees of freedom, it makes the instrument more difficult and potentially distracts from the
instrument’s core strengths.
Balancing instrument expressivity versus difficulty is a
constant challenge. To attract a potential player, ideally
an instrument is easily rewarding. In contrast, virtuosic
performance typically exploits a variety of complex inputs
mastered through extensive practice. Digital instrument
design tends to target either simplicity, or complexity. But
if an instrument is too limited, it gets treated as a toy, while
similarly, if it is too difficult, a learner gets despondent
and quits. Either way motivation to practice the instrument
drops and the expertise required to explore and utilize the
instrument’s richness is rarely achieved [2]. David Wessel
refers to this balance as design for “low entry fee with no
ceiling on virtuosity” [3].
We are interested in the idea of complexity management:
the transient simplification of an eventually complex instrument in order to optimize the learning rewards cycle.
Introduced in [4], complexity management is focused on
how ideally basic musical success is achievable with low
skills and, inline with an appropriate amount of effort, practice continuously yields musically interesting results. In
theory, by adapting instrument behavior to sustain an optimal learning rewards cycle, a learner will be motivated
to continue learning the instrument, improving the instrument’s overall chance of uptake.
The primary purpose of this paper is to introduce the concept of complexity management as an idea within which to
consider novel instrument learning, and thus potential success. A new DMI does not have the preexisting specialized
repertoire, status, or learning methodology that aids learner
motivation, thus, there is even more importance than with a
traditional instrument that the learning process itself yields
sufficient reward to sustain interest. This paper will discuss
existing literature about motivation, pedagogical literature
about instrument learning and development of expertise,
before moving to discussions within the DMI community
on perceived instrument potential and why we think it is
necessary to include intentional consideration of the learning process. Finally, we will introduce our own fledgling
experiments to validate the value of complexity management using a traditional but complex instrument, the vio-
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3. THE INSTRUMENTAL LEARNING PROCESS

lin.
2. MOTIVATION FOR PRACTICE
One definition for successful uptake of an instrument, at
least within traditional musical contexts, is a handful of
players voluntarily developing expertise on the instrument
(i.e. beyond the scope of research participation). Developing expertise requires practice and practice requires sustained learning motivation. Thus, an almost equally important question to the success of a DMI becomes not just how
does someone play a DMI but also how do they learn it.
Complexity management is inspired by computer game
design and Csikszentmihalyi’s ideas about flow [5, 6]. Investigating why people play, Csikszentmihalyi ascribes flow
to activities that involve, absorb, and motivate people to
seek them out; to be in flow is to do be optimally engaged.
Flow is experienced when people perceive opportunities for action as being evenly matched
by their capabilities. If, however, skills are
greater than the opportunities for using them,
boredom will follow. And finally, a person
with great skills and few opportunities for applying them will pass from the state of boredom again into that of anxiety. [6, p.146]
Computer games, similar to non-professional musical study,
are a play activity competing for attention and time. A well
designed game targets optimal flow. It often starts with
an experiential tutorial introducing how to execute basic
tasks which a player must demonstrate they can accomplish. A well designed game then slowly increases demands on those tasks, or task difficulty, matching the challenge to the player skill level. Through this process, flow is
maintained and players, including adults, commit to mastery of games. Complexity management is an attempt to
apply similar optimal challenge principles to a musical instrument.
Another relevant aspects of games is how they provide a
sense of accomplishment and with it, formal validation of
skill progression, is designated through the winning levels or completion of specific game goals. In music, repertoire, the playing of which maybe rewarding in itself, acts
similarly to validate skills progression. There is pleasure
in both playing, and the achievement of having played the
piece. When we talk about optimizing the learning progress,
it is necessary not just to consider challenge and skill on
their own, but also that the main reward on an instrument
is the music itself. Working for a long time to figure out
how to play an instrument, but not actually making music
in the process is discouraging.
We will next delve into some of the theoretical pedagogy
of instrument learning relevant to the discussion. Though
the discussion focuses on traditional instruments there is
a strong argument for it to remain relevant even for DMIs.
This paper will subsequently return to literature about DMIs
and the potential role for complexity management in improving the learning experience.

In depth research on exactly how a person learns an instrument is quite limited, probably due in large part to the
long time periods, easily 10 years [7], involved for someone to transition from a novice to an expert. However instrumental teachers will often spend years teaching a student and guiding them towards proficiency. Though pedagogcial writings are often informed by personal opinion
and learning theories instead of scientific study, considering the scarcity of existing research, it would be overly limiting not to consider the opinions of established respected
teachers and their extended accumulated experience.
Daniel Kohut, a wind teacher writing about effective teaching [8] says, “No two people are exactly the same physiologically or psychologically. Thus no two people function
or learn in exactly the same way. Consequently, there is no
single process or mode of function that is ideal for all of
us to use beyond the general principles inherent in the natural learning process.” Learning is an individual task and
must be tailored to an individual’s problem areas and style
of learning. However, there are common principles that are
universally shared.
3.1 Cognitive Load and Internalization
Learning must be a multi-stage process due to the high
complexity and often large range of tasks required to master a given instrument. We are limited in how many things
we can consciously handle at one time due to basic issues of conscious learning memory. Research by George
Miller in the 1950s found that human short-term memory can deal with roughly “seven plus or minus two” discrete bits of information at any given time [9]. Subsequent
research found that to convert those discrete bits into recallable long-term learning each discrete bit must be practised and repeated [10]. Because music places high demands on immediate recall, most musical skills must be
learned internally so that only a few individual tasks demand space in our short-term memory.
Internalization is defined here as moving a behavior / gesture from being volitional to reflexive. Until the early 19th
century, the most commonly accepted theory suggested that
volition and reflex involved two completely separate brain
functions. Modern explanations, however, encompass a
more unified theory, which classifies all brain functionality
as an interface between sensory input and motor output. In
a simplistic view, our brains function as the mapping stage
between our senses and our motor actions. [11] notes that
“the reflex/voluntary distinction derived from the sensorimotor hypothesis of neuroscience is not absolute; all behaviors fall on a continuum from purely reflex to purely
voluntary and none is purely one or the other.” Such concerns are discussed in an article considering the use of
technology to ride the reflex/volitional continuum in improvised musical performance [12].
3.1.1 Chunking
In a review of the cognitive neuroscience of music, Zatorre et al. [13] define chunking as “the re-organization
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or re-grouping of movement sequences into smaller subsequences during performance,” and states, “chunking is
thought to facilitate the smooth performance of complex
movements and to improve motor memory.” The implication of limited short-term memory and focus is that any
large task achieved through the integration of many small
tasks, must first start with internalizing the small tasks or
chunks. The size of a learning chunk will depend on the
sub-tasks required to achieve it and may be a combination
of previously learned chunks or completely new ones.
Taking the hypothetical example of music reading, a foundational chunk is when the student must be able to identify
that a dot (note) on the stave means a certain action. Playing the note requires the student to know how to execute
the fingering action to achieve that note. It does not necessary assume the student understands the note name or pitch
equivalent of the note. Another chunk for the student is to
learn how the drawing of the dot impacts timing and when
to move from a first dot to a second dot. For a single dot,
we’ve already identified two tasks to learn: placement and
timing.

& œ œ œ œ œ œ
Figure 1. Simple chunkable pattern for beginners.
Having learned the basic meanings of the individual dots
to a reasonable level, a student can then build upon that
foundational understanding. For instance, taking an example from Kreitman, a popular author within Suzuki violin
teaching, [14], rather than thinking of Figure 1 as four similar length short notes followed by two longer notes, the
student can link the two to a single larger block: e.g. the
mnemonic“bu-sy, bu-sy, stop, stop”. The student can also
recognize that the pitch pattern is four ascending notes, and
with an understanding of key, either conscious or unconscious, can chunk the pitch pattern as four up then a repeated note.
The usefulness of planned chunking is the intentional focus on manageable learning to avoid cognitive overload.
Guitar professor and author Joseph O’Connor’s experience
is, “Overload in either the number or complexity of the
chunks results in difficulty and frustration. However naturally a student takes to the instrument at the beginning, it
is worth resisting the temptation to add new topics.” [15,
p.52] Appropriate sizing and pacing of chunks is key to
three things: successful learning, a sense of achievement,
and continuing motivation. Managing task learning is not
just for beginners but experts too. in an interview the author conducted with a local profession violin teacher and
player, she stated, “One of my big complaints with teaching in the [higher] academies is teachers either give you all
this technique to work on while studying complex pieces
and it is too much, or they put you on scales for a year so
you can focus on technique and you are miserable.”
3.1.2 Task Learning
Having recognized there are a limited number of tasks requiring short-term memory that we can focus on at one

time, we must ask how we internalise a single task so we
can use it as a building block of a larger chunk. There are
four stages of perceptual-motor learning [15] 1 :
1. unconscious incompetence
2. conscious incompetence
3. conscious competence
4. unconscious competence
In unconscious incompetence, a student is unaware they
are not correctly performing a task. For instance, on the
violin a completely new student may start by holding the
violin up at the neck with the left hand. For classical technique, supporting with the left hand is incorrect because
it is detrimental to longterm performance goals, but for a
beginner it seems like an obvious way to support the violin [10]. Once the teacher has pointed out how to correctly support the violin through the chin and shoulder,
the student transitions from unconscious incompetence to
conscious incompetence. They know they are holding the
violin incorrectly, but have not yet learned to hold it beyond understanding the verbal instruction. As the student
practices and is reminded by the teacher to hold the violin
correctly, the student moves to conscious competence; the
student can correctly accomplish the given task when directing focus at it. After continued repeated practice, the
task reaches unconscious competence. The student holds
the violin correctly without thinking about it.
The main goal of teaching is to aid a student’s learning by
aiding or introducing conceptual understanding and motivating the student to complete the next two stages for internalizing a task. Unconscious incompetence requires either external intervention such as by a teacher, or instructional video, or extensive exploration for self-discovery,
but the second two stages, conscious incompetence and
conscious competence are where learning happens both
with and without external assistance. Unconscious competence is the stage at which the learning task can be safely
used as a task block that can be built upon for larger chunks
[8, 15]. Having identified the need to separate learning
targets into understandable tasks and the mental process
through which a task must progress for proficiency, we
must now consider how a student progresses a task from
conscious incompetence to unconscious competence: practice.
3.2 Practice
Though the promotors of some DMIs may promise the
DMI will enable ‘instant musicianship’ there is no reason
to expect such a short cuts exists [16]. Theory, composition, and ensemble teachers, would almost certainly argue
there is more to musicianship than just making pleasant
sounds on an instrument. Further, our concepts of musicianship are based on context. In current society we are
used to hearing highly skilled musicians which means we,
as audience (and players) have expectations on what is a
necessary level of expression and musical achievement.
For comparison, it takes on average 3,400 hours to reach
1 Though a widely accepted idea, there are a number of variations
in the specific naming of these stages, for instance though both authors
O’Connor, and Kohut [8, 15] discuss the same core concepts, both use
different names.
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ABRSM grade 8 [17] and the average music student has
practiced for 10,000 hours by the time they graduate from
conservatoire [7]. Learning rates are variable but largely
due to effort. Shinichi Suzuki [18] says,
Those who fail to practice sufficiently fail to
acquire ability. Only the effort that is actually expended will bear results. There is no
short-cut. If a five-minute-a-day person wants
to accomplish what a three-hour-a-day person
does [in three months], it will take him nine
years.
A study of instrumental practice by Sloboda [17] supports
Suzuki’s observations. It found high standard deviation in
achievement rates after a given number of years study, but
also found that the raw number of hours required for instrumental progression was largely the same across both
high-achieving and low-achieving individuals. Students
who practiced more progressed faster.
However, there is a caveat to the idea that practice leads
directly to progress; the practice must be correct. The classic phrase “practice makes perfect” is a misnomer: more
accurately, “practice makes habit”. Some of the biggest
outliers in the Sloboda’s study [17] were actually highachieving students that took up to four times as many hours
to complete a grade than average. The suggested cause of
this is highly repetitive but ineffective practice blamed on
inattention and repetition of error that must then be unlearned.
3.3 Motivation
O’Connor summarizes the average guitar student’s attitude
to practice,“It was repetitive, it isolated and concentrated
on the difficult sections. It aimed at improvement and was
not much fun. It was something you had to do in order
to play well. It was almost a chore that had to be done to
make progress towards a promised land where they would
be able to ‘play the guitar’ ” [15, p.114].
There are two types of motivation as referred to in pedagogical literature, which itself can be defined in this context as the reasons for acting or behaving productively towards practice and instrumental progress: internal and external [8]. External motivation might be a parent or teacher
telling a student whereas internal motivation is the inherent
motivation and drive of the learner, for instance a instrument designer trying to explore their newest instrument.
Literature on instrument learning tends to be written from
a pedagogical perspective of how best can an adult, be it
parent or teacher, motivate a child to practice and develop
good practice habits [10, 14, 18, 19].
Part of the challenge for DMIs is that they are typically
being learned by adults. Not only is it argued that adults
learn differently than children [20], but the environment
in which a child learns is very different. One of the largest
differences is that where previously there was external motivation from parents and a well defined structure of formal
education possibly inclusive to the learning target, adults
must typically rely on internal motivation and fit their studies into otherwise busy days. Adult learners are often self-

directed [21, 22] and adults have different expectations on
achievement and more awareness of a comparative lack
of skills to those that learned young. Hence, it becomes
necessary to look at improving intrinsic rewards including
Csikszentmihalyi’s ideas about flow, which Csikszentmihalyi describes at one point as “the kind of feeling after
which one nostalgically says: “that was fun,” or “that was
enjoyable.” [6, p136]”
4. DESIGNING FOR LEARNING
...most people, regardless of training, can
differentiate between extremely poor and good
performance... This can be, and often is, a
negative factor in terms of motivation for continued practice after the first two or three months
of study. Good students in particular become
frustrated if the tonal results they achieve are
poor. But once tone and intonation improve
sufficiently, practice comes easier, because it
is more fun when one sounds better. [8, p.30]
Kohut suggests the period between starting an instrument,
when a student produces unsatisfactory and poor results,
and the point when enjoyable sound can be made and “practice comes easier” as lasting only the first two or three
months of study. But Kohut writes as a wind player and
teacher. Violin pedagogy suggests the frustrating hump before being able to reasonably play basic tunes is closer to
two years [10, 19, 23].
Having looked at some of the basic aspects of music learning theory, it is valuable to acknowledge that not all instruments have an equal learning process. Some instruments
have fewer input parameters to master or can be easily and
cleanly chunked while others, such as the violin, can not.
Further, accepting that practice is essential for expertise,
it is necessary to consider the effect of a particular instrument’s learning process on practice motivation.
4.1 Learning Efficiency
In response to the challenge of designing new instruments
Sergi Jordà presented the idea of instrument efficiency using traditional instruments for illustration. A traditional
means for evaluating expected progress on an instrument
is through a learning curve [24]. Intuitively, the learning curve maps the expected relationship between cumulative applied effort and demonstrated musical skill within
the context of that instrument. Conventionally, a learning
curve does not capture the inherent fluency of the instrument or whether it yields an interesting virtuosic output.
Jordà [24] attempted to capture some of what makes a
toy versus a virtuosic instrument by looking at instrumental progress in terms of efficiency, a combination of the
freedom the performer has to shape music and the potential complexity of the music they can produce, versus the
complexity of input control. He calls this music instrument
efficiency described by the pseudo-mathematical equation:

Music Instrument Efficiency =

Music Output Complexity × Perf. Freedom
Control Input Complexity
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(1)

Efficiency

Piano
Violin

Without these additional factors, the idea of musical instrument efficiency is useful at enabling a best guess of an
instrument’s hypothetical end potential, but is ill equipped
to illuminate how a player gets from beginner to virtuoso.
We find it more useful to explicitly consider the amount
of practice and work required to achieve musical success
from beginning to end.
Instrument Learning Efficiency Curve

Reward x Skill

Though output complexity vs. input complexity loosely
represent a more conventional idea of efficiency, music instrument efficiency includes performer freedom as a variable. Elaborating why it is included, Jordà gives the example of a CD player. Hitting play triggers a complex musical output with a simple low complexity input, yet no one
would consider a CD player an interesting instrument as
there is no effective performance freedom. Music output
complexity reflects the variation and range of outcomes
available to the player, and control input complexity reflects the degrees of freedom in input and gesture that produces those outcomes. This concept is can also be seen
as a balance of power between musician and machine, as
described in [25].

Optimal
Guitar

Violin

Kalimba

Kazoo

Time
Years

10

Accumulated Effort
This figure is not based on any quantative research

Figure 2. Sergei Jordà’s learning curve based on music
instrument efficiency [26].

Figure 3. Sample expected learning and reward curves for
the violin, guitar, and an ideal.

Music instrument efficiency, as illustrated in Figure 2,
lets us compare expressive virtuosic potential between instruments with some instruments having inherently more
potential than others. According to Jordà, efficiency changes
with experience and practice. In Figure 2, we see the violin has very low starting efficiency as it has high input
complexity, but inability to control inputs means low performance freedom and simple output. A kalimba is much
more efficient with low experience thanks in part to reasonably simple starting controls, but the efficiency curve
flattens due to limited output complexity and the instrument never reaches high efficiency. The guitar is capable
of reduced input complexity and thus has reasonable early
instrument efficiency. Virtuosity at the guitar results in arguably less performance freedom than the violin, but more
output complexity thanks to its polyphonic nature giving it
a theoretical music instrument efficiency curve somewhere
between the violin and the kalimba 2 .

Figure 3 is illustrative of possible relationships between
effort, and skill and reward for the violin, guitar, and an
ideal instrument. Similar to Jordà’s idea of music instrument efficiency [26], rather than the traditional learning
curve of effort versus skill, we use a learning efficiency
curve based on instrumental skill, which is related to music instrument efficiency, but also adds musical reward,
the production of enjoyable musical output. Although improved skill is a motivation in itself, we believe that in the
vast majority of cases, enjoyable musical outcome while
developing skills is necessary to keep the performer interested. Including reward along with skill takes into account
whether the results of learned output controls are sufficient
to be musically satisfying.

4.2 Reward for Practice
A significant limitation in Jordà’s idea of defining instrument quality and learning curves through musical instrument efficiency is that it fails to incorporate the learning
experience. Figure 2 implies learning through time, but his
discussion of instrument efficiency is limited to the the mechanics of the instrument ignoring the learner’s enjoyment,
a necessary requirement for sustained playing motivation.
It ignores the role repertoire and musical outcome play in
influencing the reward cycle. As will see with the violin
(Section 5.3), it also ignores the interaction between input
capabilities and the effects that can have on learnability.
2 We are not arguing that one instrument is necessarily harder to play
virtuosically than another, only that some instruments are initially harder.
Nor are we arguing that one instrument is in any way better or more beautiful than another.

5. MAKING AN INSTRUMENT INHERENTLY
EASIER (OR HARDER)
Considering the pedagogical fundamentals of chunking and
internalization, we argue that successful learning of a complex instrument relies on the ability to repeatedly chunk,
and internalize playing technique. The starting point must
be simple, with technique able to gradually build, but always retaining a useful musical output. To explain the
usefulness of complexity management, let us compare the
early learning experience on the violin, an instrument with
poor learning efficiency, with the piano, an instrument with
good learning efficiency, and then discuss how to one might
artificially use complexity management to improve the violin’s learning efficiency to be more on par with the piano. We interviewed a professional guitarist and composer
about his experiences attempting to learn both viola (requiring similar technique to a violin) and piano (at least
one hour of practice a day for minimum six months) and
reference his experiences.
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5.1 Simplifying Piano vs. Violin
The piano has high learning efficiency because it is easy to
simplify while still making music. The composer stated,
with the piano, “There is really no impediment to making a
sound. You press a button and it makes a beautiful tone every single time.” When learning piano, simple monophonic
tunes can easily be learned by selecting the correct keys in
order; first with one hand, and then the other. Complexity
can then be increased by combining both hands, or introducing polyphony to one hand, and then the other. Once
a reasonable amount of proficiency has been reached with
each hand, complexity once again can be increased adding
foot pedals. Along every one of these steps, each introducing a new level of complexity, there remains music reward.
On the violin (and viola), unlike with the piano, neither
pitch nor tone are given. There is limited haptic feedback
for finding the correct pitch, and even what the note sounds
like has to be learned [19]. Then there is the bow. Successful use of the bow requires control of seven independent
parameters [27], with the basic control of one of the main
parameters taking 700 hours to learn on its own [23]. On
top of that, violin posture is awkward. The problem on
the violin is that none of these complex parameters- how
to hold the violin, finger placement on the fingerboard,
and bow control- can be easily separated from one another
while still yielding interesting music. Our composer stated,
”there was absolutely nothing easy about learning the viola. At any given moment, there are, like, seven to twelve
things one has to keep in mind...” and the result was ”[more
often than not] terrible, screeching non-pitches”. It is not
surprising to learn that after first trying to learn viola for 8
months, practicing an hour every day, the composer quit,
tried piano, and has continued with enthusiastic practice
for the past three years stating, ”it’s the most elegant instrument I’ve encountered.”
5.2 Applying Complexity management to a Violin (or
Viola)
The problem on the violin (and viola) is that it is not possible to simplify and separate the different skills involved
in the same way as can be done through repertoire on the
piano. Meanwhile musical reward is extensively delayed
while technical skills are being accumulated, and there are
a lot that need to be accumulated. DMIs may not come
with graded standard repertoire, but at the same time, nor
do the they face the same inherent limitations on how they
can be simplified.
If we used digital technology to redesign the violin we
could potentially break the troublesome dependencies an
allow beautiful results from the beginning, while slowly
adding in the complexity eventually required. For instance,
if we allowed any bowing, good or bad, to produce an even
tone and added virtual frets on the violin, we could have
a student focus on basic posture while still pleasantly accomplishing simple songs. Once posture was proficient,
we could start letting bow skew (crooked bowing) impact
tone quality. The number of new tasks to focus on remains
low and approachable and musical output remains achievable. Once a player is proficient with bow skew, we could

remove the virtual frets moving the focus of learning to intonation and so on. At each stage, we are introducing one
technique, gradually restoring the complexity of the traditional instrument but always retaining musical reward.
One of the rules of instrument design is that large amounts
of input control do not necessarily increase expressivity
[25, 28]. Referring to 3D motion capture, Bevilacqua [29]
states, “A general problem with using a motion capture
system as a controller for musical processes is that at 900
events/second (∼ 30 points at 30 Hz), there are simply far
too many to translate directly into a coherent musical process.” 30 control points for each moment in time does indeed seem like a lot, but that is only if we expect a learner
to master all 30 points simultaneously and treat each point
as a separate system. If we can simplify through complexity management and the application of traditional learning
methods of chunking, repetition and internalization, with
practice, 30 points may turn out both naturally connected
and easily manageable.
5.2.1 Challenges
Although pacing of difficulty and complexity is considered a major design aspect in computer gaming, applying
the concept through instrument design whose behaviour
changes over time has not been well received amongst DMI
designers. In his list of key DMI design rules, Perry Cook’s
second rule is “Smart instruments are often not smart.”
Cook [30] states, “learning from [a musician’s] play and
modifying its behavior often does not make any sense at
all, and can be frustrating, paralyzing, or offensive.” However, performable systems have been created that do not
rely on pre-determined mappings and may indeed be “smart”.
Dave Merrill created Flexigesture, a tool to explore how
different users might arrive at and prefer different mappings for a single interface [31].
We recognize that intentionally simplifying a novel instrument may lead to different playing styles than might
exist if not simplified, or additions of new complexity may
be disruptive to already learned technique, however we
suggest that for instruments targeting longevity, the inclusion of sound pedagogical learning principles and complexity management into the design may assist uptake.
5.3 Studying Complexity Management with the Violin
Focusing on longterm practice motivation means any in
depth study of complexity management would be similarly longterm. The long term nature and the need to keep
participants committed for an extended duration necessitates careful design of an appropriate test instrument, test
simplifications, and preliminary studies to validate basic
hypotheses such as ‘beginners will enjoy this simplification.’ Important initial questions in support of the primary
question, can we improve learning efficiency through the
management of instrument complexity, include how do we
successfully alter complexity in a non-disruptive way, how
fast do you add complexity, and would reduction of complexity habituate poor technique?
We have begun initial investigations not on a novel instrument, but with an augmented violin. We choose to
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investigate complexity management using a traditional instrument as with a new DMI there is no performance history, tradition of success (or failure), or repertoire. An augmented violin is a good candidate for complexity management for the challenges to violin learning previously described. Additionally, violin technique is well established
so we can judge outcomes in relation to normal methods
and there is a substantial pool of people who want to learn
violin. Provided skills developed playing our augmented
violin transfer to general violin playing, the likelihood of
attracting and sustaining a test group is much higher than
with a novel interface.
We have already designed and tested an augmented violin system capable of providing real-time pitch correction
and performing basic bow tracking [32] for use in studying
complexity management. We initially identified pitch for
simplification with the idea that if we corrected pitch, we
could both qualitatively improve the resulting audio and
through that make musical success easier. Simultaneously
it might potentially relax some of the mental processes normally devoted to focusing on intonation enabling improved
musical results while working on bow techniques.
One potential drawback is that if we remove heard intonation error a player will be unable to self-identify error.
Learning both what correct intonation sounds like and how
to reproduce it is a core part of learning intonation. Playing
in-tune is a rapid repetitive process of detecting intonation
error and correcting it [4, 14]. If a beginner can not hear
intonation error, they will not learn to correct it violating
our goal of skills transference.
Using headphones to block acoustically produced sound
and replacing it with pitch corrected audio in real-time,
we studied the effects on both fully and partially correcting pitch with a range of 20 violinists, from young beginners, to adult professionals in two studies [4]. We wanted
to investigate the effects on actual performance, and also
whether simplifying pitch through pitch correction actually improved musical enjoyment, potentially improving
the reward cycle.
Results suggested statistically significant differences between uncorrected as-played intonation in all three cases,
playing with no correction, partial correction, and full correction. Removing all intonation error negatively impacts
intonation, but removing only partial error is clearly enough
to restore some level of error correction by the player while
the musical outcome is still heard as fairly in-tune. The improvement seen with partial correction suggests it is possible for us to artificially improve heard intonation while not
sacrificing the ability to correct error. Interestingly, though
professionals showed strong distaste to being pitch corrected due to loss of control, preference was strongly correlated with experience. In contrast to experts, beginners,
including children and adults who would be our primary
target audience for intonation simplification, typically reacted positively expressing that it allowed them to relax
while playing and hear themselves play really well (even if
in reality, they did not).
We considered results from our pilot studies very encouraging for continuing explorations into applying complex-

ity management to the violin. Our next stages are to build
more robust and easy-to-use systems that students can take
home themselves for further longitudinal studies, and also
design an actively actuated acoustic violin to eliminate the
need for headphones.
6. DISCUSSION
Though we can not yet offer any conclusive results on the
efficacy of complexity management’s ability to improve
the reward cycle, we encourage DMI designers to consider
how to target flow and best improve user experience dependent on user skill. We have argued why it is necessary
to consider how to sustain practice motivation and enable
learning to succeed.
It is worth remembering instrument play evolves. Violin
as played today is something we know to be an expressive
instrument, but is an inherently complex instrument that
would probably flounder if it was introduced as a new instrument today. The change in what is considered achievable and with that the level of complexity demanded for
violin performance has been consistently evolving. Violin would have started in folk music, where formal study
would have been rare and technique demands typically low.
Gradually through the years the technical demands placed
on the player have gradually increased and what used to be
virtuosic is now standard repertoire. We may expect the
same with any successful DMI.
Still, just as in traditional learning, if we fail to consider
practice and practice motivation, we can never expect a student to successfully learn control of the 30 points of motion capture data Bevilacqua [29] considers too difficult.
Instrument complexity is very often talked about in DMI
communities [26, 33], but strategies for addressing complexity stop at instrument build rather than learning and
repertoire. It is in learning where DMIs can have an inherent advantage over traditional instruments. In traditional
instrument study, practice and learning are where strategies for dealing with complexity start. With augmented instruments and DMIs, we have the opportunity to consider
complexity at all stages.
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ABSTRACT
Introducing music training to children can often present
challenges, so alternative methods and tools different from
traditional training are desirable. In this paper we describe
the design and evaluation of an application for musical performance and playful expression targeted to children age
7-11. The application is tailored to fit into the context of a
musical workshop named Small Composers, which is run
by the FIGURA Ensemble. The application was evaluated
in an actual workshop setting to assess how well it can it be
integrated into the conventional session, and it was found
to have potential for being part of future workshops.
1. INTRODUCTION
Children are known to have exceptional creativity and imagination, which can manifest in various activities. The fostering of this creativity has been approached in various
fields. However, introducing music training can often pose
difficulties at a young age. The learning curve of musical instruments, together with complex musical principles and notation, are highlighting the need for alternative tools and methods. Different educational aids, programs and workshops are addressing this issue, seeking
new ways to involve children into music composition and
performance [1].
The Copenhagen based musical collective Figura ensemble runs a successful workshop called Small Composers
[2]. The workshop combines professional musical work
and education, focusing on developing fundamental musical skills for children with no necessary prior experience.
Their main goal is to stimulate creativity, encourage children to play and compose music, and deepen their musical
understanding through various exercises. Collaboration,
experimentation and playful musical expression are playing a central role in the definition of Small Composers [2].
Figura’s call for collaborators and their modern pedagogical approach, shows as a potential context for introducing
novel music technology.
The collaboration with Figura and the integration of music technology to their workshop has already showed poCopyright: c 2018 First author et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

tential with the success of a workshop which took place
during the 2017 edition of the New Interfaces for Musical
Expression (NIME) conference. This one day workshop
was a collaboration with composer and instrument maker
Troy Rogers [3]. The workshop included building and programming a simple robot, and the composition and performance of a collaborative musical piece. The event received
positive feedback from both the participants and the organizers, and opened up for future collaborations.
The goal of this study is to design and develop a complementary tool, to aid Figura ensemble’s workshop, focusing
on music performance for novices and non-musicians. Instead of an educational tool, the aim is to engage children
into the activities of the workshop and encourage experimentation, rewarding curiosity and creativity.
2. RELATED WORK
Similarly to Figura’s Small Composers, MIT Media Lab’s
project, Toy Symphony [4], was aiming to introduce music for children through creative activities and the involvement of professional musicians. As a central part, it combined traditional resources with a set of novel instruments,
known as music toys. Music toys consisted of three instruments, the ‘Beat Bugs’, the ‘Music Shapers’ and ‘Hyperscore’. The ‘Beat Bugs’ are a set of handheld, percussion
instruments, and the ‘Shapers’ are designed to manipulate
the sound of conventional instruments real-time. Both of
these tangible interfaces are designed for collaborative performances, while ‘Hyperscore’ [5] [4] is a software tool,
designed to facilitate music composition for children through
visual analogies. Each series of workshops ends with a
concert featuring the rehearsed performances of the children and their compositions played by an ensemble. Informal observations indicated numerous benefits regarding
musical understanding, and verified the potential of technology aided musical activities. This alternative approach
not only eases the learning curve for exploring music at an
early age, but also suggests a different route for learning
music [1] [4].
A more recent study addressing a similar topic, EnseWing,
uses sensor technology to aid collaborative musical performances of children. The interaction is based mainly on embodied metaphors, and it focuses on emulating a musical
ensemble. Members of the ensemble have to use hand gestures to control different tone parameters, and they are also
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provided with a graphical user interface conveying feedback about the performance. Field study showed that the
embodied music control is easy to grasp and children are
able to reproduce such gestures easily [6].
A more educational, yet similar approach has been presented by Mogclass, a collaborative music environment designed for classrooms. The setup consists of a network of
mobile devices where each group of students are connected
via headphones. The project received positive feedback
from teachers and students alike, implying future studies
in interactive classroom technologies and alternative methods for music classes for children [7].
Toy symphony highlighted the importance of a design
which is not too complicated for beginners, but also offers depth for musical expression. EnseWing suggests embodied interactions for a performance oriented perspective,
due to the ease of learning. Mogclass promotes the benefits of mobile based applications, and the importance of diverse interactions and musical outputs. There are empirical
design solutions in such a multi layered scenario, promoting an iterative design process, tailored for chosen context
and target group. To generalize, software implementations
are giving more flexibility and better means for distribution, which is important from both a commercial and a
practical perspective. The current state of mobile technology renders smartphones as powerful tools for computation, communication, and interaction through modern sensor technology.
Music software often requires the control of multiple interdependent parameters at the same time. A study on
real-time sound sculpting with hand gestures, highlighted
the potential behind our ability to produce accurate, well
articulated movements with our hands, and its suitability
for complex mapping schemes [8]. Interaction by gestures with digital media can be commonly seen in smartphones, utilizing a touchscreen or other sensor technology.
Gestures and connection between gestures and sounds are
thoroughly investigated in musical research as well, due
to their expressive quality, although few empirical solutions were discovered on the mapping of gestures to sound
[9, 10]. The translation of physical gestures to expressive
control parameters is at the heart of designing new instruments. In such real-time systems, gestures and sounds are
both temporal processes, therefore, instantaneous, responsive changes are expected [9].
The use of musical analogies is believed to serve as a
complementary aspect on designing interactions for new
a musical interface. Musical analogies are closely related
to the theory of image schemas, which are building blocks
of conceptual metaphors. Image schemas represent patterns of embodied experiences and their perception, and it
has been discovered that musical and other abstract concepts are rooted in such prior sensory-motor experiences.
This suggest that an interface can be considered intuitive if
the user can subconsciously utilize actions based on these
prior experiences during interactions, and the parameters
are altered according to their expectations [11]. Research
indicates that changes in musical parameters are associ-

ated with images of motion. Static visual attributes such as
size, height, shape are also interplay with the perception of
auditory parameters [12]. The relationship between pitch
and vertical dimension is equally present in musicians and
non-musicians [12] [11]. The relationship between speed
and tempo, and proximity and loudness also well grounded
in listener’s experiences [12]. Studies concluded, that such
musical space is not perfectly symmetrical and linear, as
the direction of change is also influencing the strength of
certain musical-spatial analogies [12] [13].
There are also numerous commercially available music
apps on the market for children, both with educational and
creative purposes. However, they are not satisfying all
the demands of Small Composers. Most popular apps designed for children are focusing on composition, with sequencing or toggling sounds or loops, which does not align
with the workshop’s activities. Performance oriented applications are mostly mimicking real instruments, not allowing a wide range of timbral variations. Music apps,
designed for an older target group are often providing an
overwhelming set of features posing a steep learning curve,
and those with primary focus on sampling are lacking expressive control.

3. SMALL COMPOSERS
In order to establish the design requirements we interviewed
the conductor of the workshop, Peter Bruun, who is also a
co-author of this paper. Peter works as a professional composer and he has been in charge of managing and developing the workshop for the past 13 years. Small composers’
workshops motivate storytelling through sound. Such workshops are usually involving 20-25 children of age 7-11,
who are forming smaller groups for the course of the activities. Most of the times the workshop takes place at a
school’s classroom. The children are asked to bring musical artifacts or simple instruments from home, but they
are also provided with some. Listening exercises are forming the basis for acquiring the ability to describe sounds,
both verbally and through visual analogies. Instead of traditional notation, children learn to compose rhythmic and
melodic figures, through storytelling, and the illustration
of the sound scenery. The stories serve as a way to conceptualize music and to render meaning to sounds and motives. They also allow children to use their imagination,
as an incentive to tap into their creativity. These concepts
also facilitate replicability, which receives great emphasis
in learning and performing music. Peter highlights the importance of being able to produce a wide variety of sounds
in an expressive manner, which helps to act out the stories.
During the workshop, children are encouraged to share
their ideas and compositions with others, teaching them to
evaluate artistic quality. The final sessions ends with a concert, where each group is performing their composition as
an ensemble. Small composers is a well developed real-life
concept, giving great opportunity to investigate the impact
of music technology on alternative teaching methods.
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4. DESIGN AND IMPLEMENTATION
Our design is primarily based on five main elements: intuitiveness to support novices, responsiveness for the performance oriented aspect, expressiveness to provide a greater
sense of autonomy, wide variety of output to encourage exploration and replicabilty to help learning.
The accessibility and versatility of smartphones suggest
the targeting of mobile platforms. The application was developed for iOS, and is distributed through the App Store.
The application is referred to by the name ’Fiddl’ [14].
‘Fiddl’ was developed using the cross-platform C++ application framework ‘JUCE’ [15].

through experimentation. The application requires realtime interaction, actively engaging the user. In order to
be able to produce both rhythmic and sustained sounds the
application features three main parameter spaces which the
user can switch between, distinguished both in the nature
of interactions and available sound transformations.
4.1 Interface Design and Mapping
The interface of the application (Figure 2,A) consists of
two main areas: the recording area and a playback area.
Additionally, there are three buttons, that allow the user to
change between three main parameter spaces: sustained,
impulse and discrete.

The foundation of ‘Fiddl’ is the ability to record short
sound samples and play them back by utilizing touch gestures. The user’s interactions can be seen in Figure 1.
These interactions are manipulating the recorded sounds
real-time, with audio parameters being mapped to the different gestures, and spatial information, such as screen coordinates. ‘Fiddl’ should encourage the sonic exploration
via expressive touch gestures and turn everyday sounds
into musical building blocks. In the workshop the children are using simple instruments. For ‘Fiddl’ to be wellintegrated into the workshop, it should have the same role
as these simple instruments, e.g. adding a sonified element
to the story.

Figure 2. A: The initial interface when loading ‘Fiddl’ is
the sustained space. 1) Recording Area: the user presses in
the bottom field to record a sound of maximum 3 seconds.
2) Playback Area: The user can play a recorded sound by
pressing/swiping somewhere in the playback area. 3) Parameter Spaces: The user can choose between three different parameters spaces. B: The interface while recording

Figure 1. The use case diagram shows every possible user
interaction and how the application generally responds to
the user’s actions.
By providing a limited set of interfaced parameters and
simple touch gestures, the users should be able to engage,
without any prior learning process, while being offered
creative freedom and being able to produce a wide spectrum of output, through sample manipulation with touch
gestures. The gestures should allow the users to learn patterns, to be able to recreate sounds, which they explored

An overview of the mappings for each parameter space
can be seen in Table 1. This table shows how the gesture
parameters, which are variables that are extracted from the
raw touch data in the playback area, are mapped to audio parameters, which are variables that control the audio
effect parameters which transform the output of the sound.
The ‘Parameter Space’ column indicates which mapping is
active when. The ‘Gesture Parameter’ column shows what
variables are being extracted as a result of the users interactions in the playback area. These variables are mapped
to parameters for audio filters and effects.
4.1.1 Record Button
To record a sound the user presses and holds on the area
shown in Figure 2. The recording will last as long as the
user holds a finger down in recording area (see Figure 2,
B), or until the recording reaches three seconds in length.
The beginning and end portion of the recorded audio is
then truncated according to an amplitude threshold, to automatically crop the recording to a desired sample. The
user can store only one recording at a time, so every time a
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Parameter
Space

Sustain
Finger

Gesture
Parameter
x
position
y
position
velocity v
y
position

Sustain
Fingers

pinch
distance pd
velocity v

Discrete
Pitch

Impulse

x
position
y
position

absolute
distance ad

Audio
Parameter
bandpass
cutoff fc
bandpass
quality Q
envelope
release time ert
pitch p
lowpass
cutoff fc
lowpass
quality Q
envelope
release time ert
bandpass
cutoff fc
discrete
pitch dp
pitch p
highpass
cutoff fc
highpass
quality Q
envelope
release time ert
reverb
damping rd

Mapping
+x = +fc
+y = +q
+v = +ert
+y = +p
+pd = +fc
+pd = +q
+v = +ert
+x = +fc
+y = +dp
+ad = +p
+ad = +fc
+ad = +q
+ad = -ert
+ad = +rd

Table 1. Overview of the mappings between gesture parameters and audio parameters in the different spaces. The
mapping cell indicates how the parameters are related. E.g.
+x = +f c means that an increase in x, will mean an increase in the cutoff frequency fc.
new recording is made the previous recording is overwritten.
4.1.2 Playback Area
To play back the sound, the user has to interact with the
playback area (Figure 2, A). Depending on the chosen parameter space, the sound will be manipulated according to
how the user interacts in the playback area.
4.1.3 Sustained Space
The sustained space ( Figure 3, C) gives the user two different options of interaction and sound output. The intention
behind this space is that the user should record sounds of
longer duration, and play them back by swiping across the
playback area, which manipulates the audio parameters dynamically (Figure 3, C). When swiping across the screen
with one finger, the finger position and swipe gesture parameters are used to produce different audio output. A trail
is drawn as visual feedback (Figure 3, C). The horizontal
and vertical finger location and swipe velocity are tracked
and stored in the x, y, and velocity gesture parameters, respectively. Table 1 shows the detailed gesture parameter
to audio parameter mappings for the sustain space. The

Figure 3. C: Graphical trail while playing sound in sustained space with 1 finger. D: 2 fingers added in sustained
space. E: Discrete Space. F: Impulse Space.
faster the user swipes the finger, the more they increase
their swipe velocity. An increase in swipe velocity will
cause the sounds to be sustained for a longer period of
time. When using two fingers, the user can control the size
of a circle (Figure 3, D). The size of the circle and its vertical position are mapped to filter parameters. The vertical
location, distance between two fingers, and swipe velocity
are tracked and stored in the y, pinch distance, and velocity
gesture parameters, respectively.
4.1.4 Discrete pitch space
While in sustained space, the user can reach the discrete
space (3, E). Here a range of keys are presented, which
are pitch-shifting the input sound following the pentatonic
scale. The intention of this space is for the user to record
periodic sounds and then play simple melodies. The horizontal and vertical finger locations are stored in the x and
y variables, which are then mapped to the cutoff frequency
of a bandpass filter and a discrete frequency, respectively.
This space is arranged horizontally into distinct areas. As
the user traverses from the bottom to the top of each area
in the space, there is a corresponding discrete raise in the
pitch of the sound. Left to right finger movement on each
discrete area corresponds to the sound being filtered with a
raise in the bandpass cutoff frequency.
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4.1.5 Impulse Space
The impulse space (Figure 3, F) presents a different layout. Here the distance from the middle of the screen is
mapped to various audio effect parameters. The intention
of this space is for the user to record short sounds associated with percussive sounds, and play them by simply
tapping somewhere in the playback area. The mappings
are implemented to somewhat mimic a membrane instrument. Thereby when tapping close to the middle, the output audio will result in warmer sounds with longer decay.
Moving away from the middle will cause the sounds to
become increasingly brighter, more dampened, and higher
pitched. The x and y finger location are obtained in order to
calculate the position’s absolute distance from the center.
This absolute distance gesture parameter is then mapped as
shown in Table 1.

workshops, children would also be provided with an iPad,
running ‘Fiddl’.
After introducing the workshop (see Figure 4, left), and
providing the participants with some examples on composing music with drawings and storytelling, the participants
were divided into eleven groups of four children. A short
introduction to the functionality of ‘Fiddl’ was given, after
which the children were assigned to write their own composition based on a story. The participants were equipped
with various instruments, as well as an iPad with ‘Fiddl’
installed. Each group had one iPad (see Figure 4, center). The groups were assigned to various locations on the
school to avoid too much noise in the environment.
Once every group had finished their composition, they
had to perform in front of a small audience consisting of
pupils from lesser grades (see Figure 4, right).

5. TESTING FIDDL WITH CHILDREN
‘Fiddl’ was evaluated in a traditional workshop session. In
the following we will describe the evaluation, motivated by
the following research question:
Can a technological tool be integrated into the Figura ensemble workshop, such that it aids the outcome of the workshop in a positive way that engages the children into the
activities of the workshop?.
The research question was derived from the goal of the
study, stated in the introduction, and to answer it a few
success criteria were formed:
• The participants could successfully use the application, without any prior musical knowledge.
• The application adopted the same role as the other
instruments/tools used in the workshop.
• The participants were able to perform using the application.
5.1 Setting
The workshop took place in Copenhagen in the elementary school Skolen på Strandboulevarden. The duration of
the workshop was approximately six hours, with breaks
included, corresponding to a normal day in school for the
children. Three teachers were present to help manage the
children.
5.2 Participants
45 children were present for the workshop, which is twice
as much as the usual size of a Figura workshop. The classes
were of 3rd grade elementary school, and the children were
aged between 8-10. Most children were well practiced in
the use of tablets as these are already an integrated part of
their educational tools.
5.3 Procedure
The workshop was structured similarly to a traditional Small
Composers workshop. As opposed to traditional Figura’s

Figure 4. Left: Composer Peter Bruun introduces the
workshop. Middle: Children are using ‘Fiddl’ while composing. Right: A group performing their finished piece.

This study captured several forms of qualitative data: observations, open feedback from the participants and an interview with Peter Bruun. The purpose of the observations
was to gather an idea of the overall usability of ‘Fiddl‘ and
identify technical issues. We were also interested in seeing
how the participants cooperated to create the sounds, and
if ‘Fiddl‘ fit into the flow of the workshop. Each observer
was given an observation sheet, listing guidelines for the
areas of subject. Observers walked between groups and
noted relevant behaviour. Based on the data gathered from
the different observers, it was then possible to generate an
overall idea of the main issues. After the final concert, the
participants were gathered in a classroom. Here a short
session of open feedback was held. The participants were
asked what they thought of the workshop and ‘Fiddl’. The
participants were very open to give their opinion, and had
many valuable ideas for future improvement. Finally, an
interview with the composer Peter Bruun was held. This
was necessary to completely understand how well the application was integrated, since it needs to serve as a complementary tool for both the children and the workshop
conductors.

6. RESULTS AND DISCUSSION
The qualitative analysis was based on thematic analysis of
the observation notes, the open feedback from the kids, and
the final interview with Peter Bruun.
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6.1 Observations
6.1.1 Usability
The participants generally found it easy to use the application. They had little to no trouble with recording and playing sound. Initially, most participants did not understand
that they needed to hold down on the playback area, rather
than tapping, to play the whole sound. It also seemed intuitive for them to navigate between the different spaces.
Most of them made an effort to explore the different spaces,
but they mostly used the discrete pitch space. This space
was also the simplest idea, and the participants interacted
as we had intended. It also works well for almost any input
sound, where other spaces requires more creative thinking
regarding the input sound. Additionally the participants
enjoyed the pitch modification. The other spaces did not
get as much attention. Generally the participants tended to
play the sound by holding the finger in a fixed position,
which did not induce any dynamic sound manipulation.
Therefore they did not experience the interesting aspect of
the mapping and moved on to another space.
For the impulse space, the idea was that the user should
record sounds of shorter duration, and play them back by
tapping at various positions to hear how the sound was manipulated. In this case it was not clear to them that a certain
input sound was expected. It seemed like they expected the
output sound to be a longer sound, but the envelope was designed to cut off the sound rapidly. Almost all participants
moved very quickly away from the impulse space, so we
did not gather a significant amount of data for this space.
Overall, the interface was intuitive and easy to use, but the
mappings were not as clear as we would have hoped.
6.1.2 Context
This section focuses on the social interaction between the
participants and how well the application fit into the workshop environment, and how well it worked as a tool for the
composition assignment. In this test, we wanted to see if
a single iPad was sufficient for one group, as the intention
was that the iPad application should play the same role as
other instruments in the workshop. The idea was that the
application should work together with the acoustic instruments, rather than having a workshop solely consisting of
iPads.
The participants approached the assignments in different
ways and found various purposes for the application. For
most groups, the application played a central role during
the assignment. The iPad received a lot of attention from
all group members, and everyone seemed eager to record
something and try it out. In some cases the application
seemed to distract the participants, removing focus from
the actual assignment. However, after a while they all managed to create a composition, where both the application
and the acoustic instruments had an equal role. There were
some notable issues during the workshop.
Even though the groups had been separated to counter
background noise in the recordings, the auto-truncation did
not always work. This is because the groups were making
noises during the recordings as well. Just a small sound

would be enough to be “classified” as valid recording. Therefore some recordings often had a small delay before the
intended sound was played, which could lead to confusion
and trouble when performing the sounds. The most frequent comments during the workshop regarded the possibility to record additional sounds and choose between
them, and the possibility to save sounds. The restriction
to one sound seemed to limit the creative use of the application. Some groups even acquired an additional iPad or
iPhone to incorporate more sounds. The participants used
the iPads with the built in speakers, which proved to be at a
low sound level compared to the acoustic instruments and
the environment. Some participants used external speakers
and that showed an enhanced engagement with the app.
Only half of the groups actually performed using the application. This could simply because some groups did not
see the purpose of using the recordings, when they could
just simply perform sounds using acoustic instruments. The
application was of course just provided as an optional tool.
With this in mind, the other half of the groups successfully
performed using both the application and acoustic instruments, and some groups even used multiple instances of
the application using their own mobile devices.
6.2 Open Feedback
The comments from the participants pointed towards improvements for future development. The participants had
a lot of comments, but in general they can all be summarized to the following: it should be possible to record multiple sounds, save them and choose between them. Additionally they noted that the iPad speakers were not loud
enough. The rest of the comments regarded more complex
functionality that would allow for composition within the
application. But since the application is designed for performance, these comments were disregarded.
6.3 Interview
The first note was that the application worked differently
from group to group.
”Some of the groups had definitely managed to integrate
it somehow in their creation. And for others it seemed a
little like it had been rather an obstacle”
This is a clear reference to the fact that half of the groups
chose not to use the iPads for the final performance. Some
of the children had found it inspiring, while it did not really work out for the others.
The issue might not necessarily lie on the application alone,
but also the structure of the workshop:
”We had limited time for this workshop. We had to present
them with two different things. We had to present them with
the idea of making a piece of music using small sounds that
they can make themselves and also introduce this application”
The participants did not get much practice time with the
application. It was suggested, that this could have been an
issue, indicating that the application might not be as intuitive as we had hoped. There were minor technical prob-
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lems, which were mentioned as a reason for why some
of the children did not use the application for the performance. Because it was simply not reliable enough. However, it was added that ”Had it worked, of course, technically perfect and had they had the time to play around with
it a bit more, I think probably they would all have found a
way to integrate it in an inspiring way in their creation”.
This indicated that, despite the technical flaws, the idea
and concept of the application would fit well into the context of the workshop. The interview concluded, that there
is potential for the application to be integrated as a tool
for future workshop sessions. The combination of iPads
and acoustic instruments was deemed to work well, as the
children could also record the instruments and play them
differently.
In the feedback session, some children had ideas that would
take the application further, by adding new features. Although, the ones focusing on the compositional aspect, were
disregarded, since they deviate from the general intention.

7. CONCLUSION
This paper has documented the design and evaluation of a
musical application. It was developed for a music workshop that traditionally uses only acoustic instruments. The
application was designed with the active involvement of
the conductor of the workshop. An evaluation was carried
out in the real-life workshop setting, which proved the design’s potential for a successful integration into the future
sessions workshop.
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ABSTRACT
This paper describes the implementation of a portable impulse response measurement system (PIRMS). As an extension to a typical field recording scenario, the design of
a PIRMS enables artists and researchers to capture high
quality impulse response measurements in remote locations and under physically restrictive conditions. We describe the design requirements for such a multipurpose
system. The recording of environmental sound and impulse responses is considered from both a philosophical
and technical standpoint in order to address aesthetic and
practical concerns.
1. INTRODUCTION
Acoustic field recording is employed by a wide range
of scientific and creative disciplines ranging from biodiversity studies, composition, sound design, and Foley.
In all of these fields, one might imagine many types of
recording priorities ranging from the capture of the full ambient sounds of an environment (a soundscape) to a situation that is more interested in documenting a single sonic
element from within an environment, for example a rare
animal call embedded within the complex sonic ambiance
of an ecosystem. In this latter situation, highly directional
hyper-cardioid microphones—often with devices such as
parabolic reflectors—are utilized to improve the acoustic
focus on a specific event. Both of these types of field
recording can be categorized as documenting the sounds
within a given environment at a specific time.
In both cases, these tasks are concerned with documenting the sounds produced within an environment, but
not necessarily the acoustic qualities of the encapsulating
space itself. In this paper, we describe a portable recording system capable of making acoustical measurements—
impulse responses—in addition to being capable of functioning in more typical field recording situations. In particular, our goal is to study, preserve, and creatively use
the unique resonances, dampings, and enveloping characteristics of non-traditional spaces (e.g., caves, chambers,
and culverts with limited access). By recording impulse
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responses, we can capture acoustic snapshots which characterize a space. Pertinent acoustical features can be derived from these measurements, and the impulse responses
themselves can be used for creative as well as research applications.
While room impulse response measurement is relatively
straight forward indoors, it becomes more challenging in
outdoor locations. In addition to the fact that locations with
interesting acoustical features are often difficult to access,
one also encounters high noise floors and a lack of access
to AC power. Here, we present guidelines on designing
and using a portable impulse response measurement system (a PIRMS) that balances affordability, portability, and
deployability without compromising audio quality. Our
design is lightweight and consists primarily of components
that can be carried inside a backpack.
The remainder of the paper is organized as follows: section 2 discusses the design of PIRMSs. Then section 3
presents results from measurement trips completed with
PIRMSs. Finally, section 4 offers concluding remarks and
directions for further research.
2. DESIGN ELEMENTS
In order to design a mobile IR measurement and recording system that fits in a backpack, there are several constraints. The most important design element is that the
system both produce and capture high quality audio. 1 In
addition, we must be cognizant of the cumulative weight
of the rig’s elements (microphones, speakers, cabling, etc)
and the ease that it can be deployed. The elements must
be rugged enough to withstand being transported and operated outdoors. Last, the entire system must be able to run
off its own power. This set of design elements informs how
the chosen, primarily off-the-shelf gear is selected and the
criteria by which it is assessed.
2.1 Impulse Response Measurement Methods
There are several methods for capturing impulse responses,
all of which involve finding a method for putting a high
amount of energy into a space such that the resulting impulse response measurement is robust against background
noise (i.e., has a high signal to noise ratio). For this project,
we built a system that allows us to use a loudspeaker-based
measurement protocol.
1 We have decided to use a minimum audio quality of 24 bit-depth and
48 kHz sample rate which is compatible with the Library of Congress’s
archival recommendations [1].
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Balloons and starter pistols both produce high energy signals but there are reasons that they are inconvenient or
inappropriate for some of our ongoing uses. For example, while measuring impulse responses with balloon pops
seems easy, we see this as being ecologically irresponsible.
The shrapnel created by a popped balloon must be cleaned
up and removed; if the balloon is popped in an inaccessible
location, it may be impossible to sufficiently clean up the
area. With starter pistols, permits might be required, they
may not be allowed in some spaces, and one might not be
able to cross political borders with them. Last, we think
that an integrated impulse response method may cause less
stress on the animals in an environment compared to impulsive and loud transient sounds.
Some commonly used integrated impulse methods include exponentially swept sinusoids [2, 3], maximum
length sequences (MLS)/Golay Codes [4], and allpass
chirps [5, 6]. For this project, we use a combination of
sinusoidal sweeps and allpass chirps as they are more impervious to clock drift errors than Golay codes.
2.2 Impulse Production (Loudspeaker)
The speaker needs to have a reasonably full-range frequency response and also be lightweight. For this project,
we used a Klein and Hummel M 52 single driver speaker
which weighs 1.7 kg. In the future, we hope to build our
own speaker enclosure. This would allow us more flexibility in how we deploy the speaker as well a reducing the
overall weight of the speaker.
2.3 Recording Device
Convolution reverb using impulse responses has made the
mimetic recreation of any acoustical space possible. Since
the early 2000’s, the form factor of recording devices
has shrunk while the total recording time and quality has
greatly increased. This has opened up possibilities for all
manner of field recording situations [7, 8].
For this project, we need the ability to record multichannel, high fidelity audio. Some flash recorders produced by Zoom, Tascam, Sony, etc. are relatively inexpensive and have on-board pre-amplifiers so one can use
external professional-grade microphones. If recording balloon pops or other impulsive based measurements, only a
recorder with a microphone is necessary. If recording a
speaker-produced signal, there are three possible methods
for synchronizing the excitation and response signals:
1. Use a device that can simultaneously playback the
excitation signal while recording the impulse response.
2. Use separate playback and recording devices and use
some signal or optimization routine to resample and
time-align both sets of signals.
3. Use separate playback and recording devices, but
use an input on the recording device to track the excitation signal (effectively resample at the time of
recording).

Figure 1. PIRMS speaker and microphone mounted on
poles.
Method 1 is desirable, however we found few affordable
devices that offer this feature. We tested method 2 by using
a sine sweep with audible beeps both preceding and following the excitation signal as markers for time alignment
and resampling. While this technique was successful, in
highly reverberant spaces one may have to allow a significant amount of dead air between the beeps and the sweep
signal so that they do not overlap in time when filtered by
the environment. For us, method 3 was the most successful. Devices, such as the Zoom F8, are capable of recording up to eight channels and have become more prevalent.
For playback of the sine sweep, we use a cellphone connected to a stereo direct box with one channel fed to the
speaker and the other to the recording device.
2.4 (Spatial) Microphones
Regardless of the recording devices’ specification, the
quality of any recording device is limited by the microphone(s) used. Until the relatively recent introduction
of surround microphones, even the highest quality monophonic or stereophonic microphone setups provided limited resolution for the replication of environmental soundscapes. In professional settings, multichannel audio is often recorded, but this is more challenging in the field, especially for those with a limited research budget and/or technical crew. Using multiple remote microphones can also
be wrought with calibration and positioning problems.
Supported by the work of [9], we are able to open up
the possibility of recording spatial audio with relatively inexpensive, home-built microphone arrays. This 4-capsule
microphone in a tetrahedron configuration enables us to
have four, cardioid microphones that produce ambisonic
formatted impulse responses.
2.5 Power
Recording in remote locations means that a PIRMS has to
be able to run entirely on batteries as there is no guarantee
that there will be access to AC power. In order to work
effectively in the field, all of the electronic devices have
internal batteries except our speaker which is powered by
a ChargeTech Portable Power Outlet.
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Figure 2. PIRMS Components (clockwise from top left)
power cable, headphones, XLR, soundfield mic cable,
loudspeaker, mic shockmount, soundfield microphone,
battery, Zoom H6 Recorder, direct box, two painter’s poles,
and various adapters.
2.6 Positioning
In situations where a mic stand or tripod is inappropriate,
we employ two extendable, fiberglass poles, seen in Fig. 1
to position the speaker and microphone. We use a PIRMS
for examining the acoustics of spaces where there are only
small entry points such that a human could not physically
enter them. Similarly, in the future we plan to record impulse responses at different levels of forest canopy to better
understand the acoustic habitats for the creatures that occupy different strata. This will require a more sophisticated
positioning mechanism.
2.7 Transporting the System
The current iteration of a PIRMS weighs less than 5 Kg
and with the exception of the telescoping poles, fits inside an ergonomic backpack as seen in Fig. 3. As a point
of comparison, a common day-pack weighs 2–7 Kg and a
fully packed expedition backpack will range between 18–
27 Kg [10]. In addition to a backpack, a dedicated shoulder
bag for the recorder is convenient to keep the cables organized and the recorder within hand’s reach while still being
hands-free.
2.8 Some Notes on Recording and Impulse Response
Capture and Processing
When making measurements, we recommend doing the
bulk of the processing back in the lab to preserve batteries. In our experiments, we recorded the measurement signal in addition to the 4-channel microphone signals. This
allowed us to record several sweeps without stopping the
recorder. By finding the amplitude envelope of the measurement signal using the Hilbert transform, we were able
to calculate a useful synchronization signal for segmenting
the long recordings in the processing step. Each sweep was
located by tracking when the envelope of the measurement
signal rose above and fell below some threshold value. An

Figure 3. PIRMS components packed inside a black backpack.
amount of pre-/post-roll were allowed before the measurement signal and responses were snipped out of the longer
tracks. Fig. 4 shows the results of our sweep detection and
segmentation. Once segmented, the sweeps can be converted to impulse responses by


F (r(t))
−1
h(t) = F
,
(1)
F (c(t))
where c(t) is the measurement signal, r(t) the response
signal, and F(·) the Fourier operator using the method described in [2]. Fig. 5 shows an example of a sweep response from the Marin Headlands and Fig. 6 shows the
spatial (ambisonic) impulse response that results from converting the sweep in Fig. 6 into impulse responses.
3. EVALUATION
We have successfully deployed the full system on several
occasions in different environments. One recent trial included a recording session in the Marin Headlands, north
of San Francisco, to measure the acoustics of an abandoned
naval bunker complex and some wooded areas. With these
decaying structures and sensitive habitats, one is not permitted to make loud, transient noises, making this a perfect
case study. Due to the wind and traffic noise, some of the
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Figure 4. Time-domain plot of a long response capture
showing the amplitude envelope and segmentation.
measurements were compromised but more than 90 percent of the measurements were usable. We had no issues
with battery powered devices. We also successfully made
measurements in underground spaces that were inaccessible to humans in a variety of locations. IR measurements
collected on these various trips have been used in art installations and music compositions.

Figure 5. Spectrogram of a sine-sweep response recorded
in the Marin Headlands. Note the bird sound in the high
frequencies preceding the sweep will not be present in the
converted impulse response.

4. CONCLUSION AND FUTURE WORK
In this paper, we present an ongoing project for creating
a system for measuring impulse responses in remote locations as well as being capable of producing sophisticated field recordings. This system is small enough to
fit in a backpack, light enough to transport through difficult terrain—all without compromising audio quality. We
are now planning to test the robustness on PIRMSs in increasingly hostile environments were humidity and moisture might be significant.
Similar in concept to time-lapse photography, we are exploring ways in which multiple IRs can be captured in a
single location over an extended period of time. This collection of data from a single vantage point tracks how a
space acoustically changes over time, much the way [11]
analyzes long time duration field recordings.
Finally, ambisonic impulse responses from our measurements have been incorporated into several musical compositions and installations. We anticipate more new works
exploring virtual acoustic environments that rely on our
measurements.
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ABSTRACT
We present a low-cost six-degrees of freedom violin and
bow pose-tracking system. The infrared and depth streams
of an infrared-based Microsoft Kinect Mbox One depth
camera are utilized to track the 3-dimensional position of 6
infrared markers attached on the violin and the bow. After
computing the bow pose on the violin coordinate system, a
number of bowing features are extracted. In order to evaluate the system’s performance, we recorded 4 bowing exercises using simultaneously our system along with a commercial two-sensor 3D tracking system based on electromagnetic field (EMF) sensing. The mean pearson coefficient values were 0.996 for the bow position, 0.889 for the
bow velocity, 0.966 for the bow tilt, 0.692 for the bowbridge distance and 0.998 for the bow inclination. Compared to existing bowing-tracking solutions, the proposed
solution might be appealing because of its low cost, easy
setup and high performance.
1. INTRODUCTION
Violin performance tracking can be useful in many different contexts. For example, a system that tracks the bowing
gestures of a violin student, combined with an appropriate software, could provide useful feedback, enhancing the
learning process [1]. Music performance tracking could
also be used for enriching a performance with audio or visual effects [2–4]. Another application might be studying
ensemble cohesion [5].
In order to achieve 6 degrees of freedom pose estimation of the bow and the violin, different technologies might
be applied. Existing commercial products include electromagnetic field (EMF) sensing devices [6], or multiple infrared cameras marker-based systems [1, 7]. More sensors
might be attached on the violin/bow for measuring additional features, such as bow acceleration and bow weight
[1, 2, 7, 8].
Depth sensors, like Microsoft Kinect or Intel RealSense,
make possible 6 degrees of freedom (dof) pose estimation
of rigid objects with a lower cost. De Sorbier et. al. [9] report on a system that achieves 6-dof pose estimation of the
violin and the fingering, using the color and depth stream
of the Kinect for Xbox 360 camera. To the best of our
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Figure 1. Commonly computed features in bowing tracking. Figure copied from www.bowing3d.info
knowledge, tracking of the bow using a depth sensor has
never been reported. The reason might be that depth data
are noisy in thin objects.
In this study we report on a system that achieves 6 degrees of freedom pose estimation of the bow and the violin using Kinect for Windows v2 camera. Then following
bowing features are computed: position (distance between
the point that is in touch with the string and the frog), velocity, tilt, skewness, inclination and distance to bridge 1.
Compared to existing solutions for violin bowing tracking,
the proposed solution is low-cost, easy to setup and noninvasive.
2. MATERIALS AND METHODS
2.1 Markers position and calibration
The raw infrared and depth streams of Microsoft Kinect
v2, along with reflective markers are used to extract the
pose of the bow and the violin. Microsoft’s Kinect sensor
offers a resolution of 512x424 pixels for the infrared and
depth stream at a framerate of 30 fps.
In order to achieve pose estimation of both the violin and
the bow, 3 markers were attached to each of them. A
marker consists of a reflective sphere and piece of paper
attached next to it (figure 2). As Microsoft Kinect does not
capture depth data on reflective or thin surfaces, the pieces
of paper serve as reliable surfaces for capturing depth data.
In both rigid objects the markers are placed in a shape of an
isosceles triangle, with the equal sides being significantly
longer than the base of the isosceles triangle.
After placing the markers, a short calibration is required,
in which the distances between the markers in each rigid
body are saved, along with the position of the bridge.
During the calibration, initially the user is asked to place
one by one the violin and the bow in front of the camera.
For each of them the physical distances in millimeters be-
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the camera coordinate system, of each marker in mm.
Three seconds are recorded for each rigid object. For
each frame the distances between the markers are computed. For each object two values are saved: the length
of the base side of the triangle and the length of the equal
sides. Then for each side, the average value among all
frames is computed and saved.
2.2 Labeling blobs
Figure 2. Three markers are placed on each rigid body.

This task consists of recognizing the violin and bow markers. The algorithm for recognizing each marker is based on
applying constrains related to the geometrical properties of
the points formed by the markers. We will use the labels
(names) shown in figure 2. Additional constrains are applied for rejecting shapes with similar geometry, that can
be randomly formed when moving the bow. The following
algorithm describes how detected blobs are labeled in each
frame.
1. Make an assignment of all blobs to labels.

Figure 3.
Parameters for rejecting reflections not
caused by the reflective markers. Figure copied from
www.learnopencv.com/
tween the 3 markers are saved in a file. Later, when tracking the bow and the violin, these dimensions are used for
detecting whether both objects are tracked in the scene and
for labeling each of the 6 markers.
The SimpleBlobDetector function, part of the OpenCV library, is utilized for retrieving the positions of the markers
in the infrared image. The algorithm implemented in SimpleBlobDetector function consists of the following steps:
(i) Convert to binary image through thresholding. (ii) Extract connected components and calculate their centers. (iii)
Group centers: close centers form one group that corresponds to one blob. (iv) Estimate final centers of blobs.
(v) Finally blobs that do not satisfy specific constrains are
rejected. These constrains include: minimum and maximum blob area, minimum and maximum circularity, ratio
of the minimum inertia to maximum inertia, minimum and
maximum convexity (see figure 3).
If exactly 3 markers are detected, the algorithm passes to
the next phase, which is estimating the real world coordinates of each marker. Microsoft Kinect’s depth data are absent on reflective surfaces. An algorithm for estimating the
depth of a reflective marker was developed. This algorithm
looks for depth data on neighbouring surfaces. Initially the
center of each marker is extracted from the infrared frame.
Then in the depth frame: the pixel ‘minDepth’ with the
minimum depth value in a square region 11x11 pixels centered around the marker is detected. In order to discard
depth data of the background, all pixels with depth value
more than 10cm of the depth of ‘minDepth’ are rejected.
The median depth value of the remaining pixels is returned
as the depth of the marker. Finally the MapDepthPointToCameraSpace function, provided by micorsoft Kienct’s
SDK is used for retrieving the real-world coordinates, in

2. Compute the length of equal sides and base of the
triangles on the bow and the violin.
3. If all distances are equal to the distances retrieved
from the calibration (with an error margin of 6cm)
and the BowUL and BowUR markers are further from
the ViolinScrool marker than the ViolinBoutU and
ViolinBoutD markers, then return the XYZ positions
of all 6 blobs, else return to step 1 until all possible
assignments are made.
4. If no assignment resulted to a valid tracking, return
null.
In step 2, distances are computed bit differently that in the
calibration process. The same method is applied, but in a
smaller area of 7x7 pixels, and around a point 5 pixels next
to the blob. These areas are shown as squares in figure
2. The purpose of the pieces of paper pasted next to the
reflective spherical markers is to increase the accuracy of
the depth data in these areas.
2.3 Calibrating Performer’s position
In order to optimize the performance of the tracking, the
distance and orientation of the violin to the camera must
be optimized, otherwise markers might be out of frame,
hidden by performer’s body, or too small to be tracked.
Once the 3d coordinates of all labeled markers are computed, the euler angles and the local to world transformation matrices of both rigid objects are calculated. The euler
angles, along with the 3d coordinates of each rigid body are
then used to instruct the performer to appropriately place
himself/herself in front of the camera. Additionally the
transformation matrices for the violin and bow coordination systems (see figure Figure 4) are computed.
Figure 5 shows the feedback given to the performer. In
this feedback two circles appear. The left circle corresponds to the position and the right to the rotation of the
violin. The size of the left circle becomes smaller as the
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Figure 4. The violin and bow coordinate systems as computed after labeling the markers in each rigid body.
violin moves away from the camera and bigger as it moves
closer. The same circle moves left/right and up/down, following the violin’s movements. The performer’s objective
is to place this circle on top of a white circle that appear on
the left side of the screen. When the position is within “optimum” limits, the circle becomes green. If the position is
good, but not optimum, the color of the circle turns yellow.
Finally if the position of the violin is not acceptable, the
circle turns red.
Similarly, the right circle shown in figure 5 corresponds
to the violin’s rotation. The circle moves up/down, left/right
as the user rotates the violin on the X and Y axis (the Z axis
does not affect the tracking, so no feedback is given). The
purpose of the performer is to place the circle on top of the
white circle on the right side. Colors change as described
in the circle corresponding to the position.
2.4 Calibrating bridge and Placing virtual markers
In order to calibrate the bridge position, the user is asked
to place the BowD marker (see figure 2) at the lowest point
of the bridge. The local XYZ-point of BowD in the violin
coordinate system is then recorded during one seconds and
the average of all frames is saved.
Similarly, the frog and tip points on the bow are saved as
local points in the bow coordinate system. In the current
version of the system, a default calibration is used for these
points. The bowTip virtual marker is placed 3.5 cm under the mid point between the BowUL and BowUR markers. The BowFrog virtual marker is placed 11 cm from the
bowD marker and towards the direction of the frog, and 2
cm towards the hair of the bow.
2.5 Computing bowing features
The following features are computed:

Figure 5. Visual feedback given to the user in order to
place him/hershelf in front of the Kinect camera. The user
has to adjust the violin’s position and rotation. The left
(position) and the right (rotation) circle should be placed
at the center, denoted by the two white circles. Better positioning of the violin, results in more accurate tracking, as
reflections on the violin body are avoided, and it is ensured
that the marker will always remain visible to the camera.
1. Position: As bow position we refer to the distance
between the point that the bow touches the strings
(ContactPoint) and the frog. The point ContactPoint
is computed by projecting the BowTip and BowFrog
on the plane of the Violin, and then computing the
intersection point of the lines (ContactPoint, BowFrog)
and (bridge, violinScroll). Then the bow Position
is computed as the euclidean distance between the
Contact Point and the BowFrog.
2. Distance to Bridge corresponds to the distance between the ContactPoint and the bridge.
3. Velocity: the derivative of bow position.
4. Inclination: the first euler angle (Raw) of the bow
rigid object in the violin coordinate system.
5. Tilt: the second euler angle (Pitch) of the bow rigid
object in the violin coordinate system.
6. Skewness: the third euler angle (Yaw) of the bow
rigid object in the violin coordinate system.
3. EVALUATION
3.1 The experimental setup
A professional violin player was asked to perform 4 recordings, about 40 seconds each, in which data were recorded
simultaneously using a Kinect-v2 and the Polhemus commercial 3D tracking system based on electro-magnetic field
(EMF) sensing. Details about the system used for computing bowing features with Polhemus can be found in a study
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1
2
3
4
AVG

Position
0.995
0.997
0.998
0.992
0.996

Velocity
0.918
0.937
0.942
0.758
0.889

Tilt
0.972
0.978
0.985
0.927
0.966

BridgeDist
0.605
0.555
0.850
0.758
0.692

Inclin
0.999
0.998
0.998
0.998
0.998

Table 1. Pearson coefficient values between the Kinect and
the Polhemus solution. Each row corresponds to a recording. The first two recordings are focused on the distance
to the bridge, the third on the tilt, and the fourth on the
tremolo. Each column corresponds to a different bowing
feature.
by E. Maestre et. al in 2007 [6]. As skewness is not computed by the Polhemus system we do not report on this
feature.
The recordings consisted of 2-octaves G-major ascending
and descending scales, and each recording had indications
to put the concentration on different bowing features. The
first two recordings were focused was on the bow-bridge
distance: the first recording was performed with the bow
close to the bridge, while the second one with the bow
away from the bridge. In the third recording, the performer
was asked to continuously modify the bow tilt from one
edge to the other. Finally, the fourth recording was performed with tremolo in order to analyze the behaviour during very fast changes in bowing position and velocity.

Figure 6. Plots of the first exercise, in which the performer
played with the bow close to the bridge, as recorded by the
Microsoft Kinect V2 and Polhemus systems. X axis is in
seconds and Y is in degrees for the features referring to
angles, and in cm for the features referring to distance. In
yellow are plotted the data recorded by Kinect and in blue
the data recorded by Polhemus.

3.2 Data Synchronization and Alignment
In order to compare both measuring devices, a synchronization and alignment of the data streams was required.
The first step is to find a common time scale and sampling instants. The Polhemus device has a framerate of
240Hz, and the kinect of around 30Hz. As the framerate
of the kinect is unstable, in order to match both frame-rates
and sampling instants, we perform an interpolation on the
kinect data using the timestamps. Once the signals share
the same time scale, we proceed to align them by computing the cross-correlation function (CCF). The delay in
number of samples is equal to the location of the maximum
peak in the CCF.
3.3 Results
The metric used to evaluate the similarity between both
signals is the Pearson coefficient, which measures the linear correlation between two variables. It has a value between +1 and 1, where 1 is total positive linear correlation, 0 is no linear correlation, and 1 is total negative linear
correlation. The obtained results can be found in Table 1.
Additionally to the numerical results, we provide plots of
the computed (aligned and synchronized) features for all
recordings in Figures 6, 7, 8, 9 and 10, where the intercorrelations can be better observed.
4. DISCUSSION
As shown in figures 6, 7, 8, 9, 10, the data of the two systems are highly correlated for most features. In all record-

Figure 7. Plots of the second exercise, in which the performer played with the bow away from the bridge, as
recorded by the Microsoft Kinect V2 and Polhemus systems. Units and colors as in figure 6

ings, the bowing position as recorded by Kinect system
looks almost identical to the Polhemus’s recording. This is
also reflected in the pearson coefficient value in all recordings: it is always greater than 0.992. Bow inclination has
also a very high correlation. In all recordings the pearson correlation value is greater 0.998. The tilt and velocity features as detected by Kinect also compare very well
with features detected by Polhemus. The average pearson
correlation value among all recordings is 0.966 and 0.889
respectively.
The bow-bridge distance pearson correlation value is not
as good as with the other features. The reason might be
that in the Kinect system, no calibration is performed for
placing the BowFrog and BowTilt virtual markers. A default ,roughly estimated, point is chosen instead. This has
as a result poor bow-bridge distance estimation when the
bow tilt reaches the extremes. In all plots, we can observe
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Figure 8. Plots of the third exercise, in which the performer
changed the tilt periodically, as recorded by the Microsoft
Kinect V2 and Polhemus systems. Units as in figure 6.

Figure 9. Plots of the fourth exercise, in which tremolo
was performed, as recorded by the Microsoft Kinect V2
and Polhemus systems. Units as in figure 6.

that when the bow tilt reached a minimum value, there is a
positive displacement of bow-bridge distance as tracked by
Kinect. This indicates that BowTilt and BowFrog virtual
markers are misplaced. As future work, a calibration process for the BowTilt and BowFrog should be added. This
would also improve an offset observed in the bow position
feature. This offset probably exists because the position of
the frog is not exactly 11 cm away from the bottom marker
of the bow, as the virtual BowFrog marker was placed.
For all features, the minimum correlation is performed in
the tremolo exercise. This might be due to the low framerate of Kinect when compared to Polhemus. As shown in
figure 10, although the tremolo frequency could be computed using Kinect, the width of the tremolo appears smaller
than the tremolo width detected with Polhemus. Using a
different infared-based depth-sensing camera with higher
framerate might improve the sensing of fast bowing gestures.
Since October 2017, the Microsoft Kinect v2 camera has
been discontinued. Nevertheless, similar cameras that outperform the Kinect is technical characteristics have recently
been released in the market. Intel Realsense D435 out-

Figure 10. A closer look to the tremolo performed in the
fourth exercise. Units as in figure 6.
performs Kinect v2 in both depth resolution and framerate
(1280 x 720 @ 90fps). Since the proposed solution uses
the raw depth and infrared streams, it can be easily adapted
to work with any sensor that provides these streams. There
is an increasing availability of laptops and smartphones
with built-in depth-sensing cameras in the market. This
tendency might make the bowing tracking solution we propose even more accessible to violin students and performers.
The results of this study indicate that the proposed lowcost bowing tracking system, well compares to a high-end
alternative system. The fact that it offers an easy setup
and accurate bowing tracking, might make it appropriate
for usage in music schools or at home, combined to specialized software for enhancing the violin learning process.
As future work a more user-friendly markers mounting solution should be developed. Possible future violin students
should be able to quickly mount the markers on their violin
and bow.
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ABSTRACT
Historic performance spaces throughout the world have
stood the test of time, in many cases reportedly due to
their superior acoustics. Numerous studies focus on
measurements made within these spaces to verify or disprove these claims. Regardless of the reason for their
demise, the reputations of a number of historic theaters
have been maintained due to the significance of their performances and premieres. Not all these spaces remain in
the present day for modern study and analysis; however,
current computational technologies allow extinct theaters
to be digitally reconstructed and simulated. This work
focuses on the construction of models and acoustic simulations for two notable Viennese theaters from the 18th
century. Analysis elucidates how room acoustics may
have been perceived within the spaces during a period
when opera and theater were thriving in the region.
Moreover, the acoustic characteristics of these theaters
are compared to the standards of modern metrics. In doing so, a determination of the quality of each venue is
made.

1. INTRODUCTION
Music was an essential part of Viennese life at the turn of
the 18th century [1]. The city was prosperous at the time,
and the theater had become the top ranked entertainment
among the public [2]. Vienna's prosperity made music
and theater accessible to even the common person. Thus,
the theater's importance extended beyond mere entertainment, serving to unite members of every class [1].
Of particular importance during this time were the Old
Burgtheater and the Freihaus Theater auf der Wieden, a
court theater and private suburban theater, respectively.
Both theaters presumably had desirable acoustics because
of their construction materials [1,3]. Likewise, each theater was well-equipped for theatrics from a technical
standpoint [4]. Beyond spoken drama, the environment
inside these two houses may have been suitable for opera.
Wolfgang Amadeus Mozart premiered operas of historical importance at both these theaters during his time in
Vienna.
In providing an overview of the acoustic environment
of these theaters, a particular challenge is encountered:
neither theater stands during the present day. As such,
past accounts of the quality of the sound field in the auditoriums are purely anecdotal [5]. However, modern computing affords the opportunity to recreate the architectural
structures of the interiors. In doing so, acoustic simulaCopyright: © 2018 Westergaard et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.
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tion software packages can be used to map modern metrics to audience surfaces as well as to auralize the sound
field within the theaters. This paper provides a quantitative evaluation of each theater's performance based on the
results of simulated models. Such evaluations provide
insight into the theaters' abilities to house opera and allow
estimations and opinions of the theaters' acoustics to be
verified.

2. HISTORICAL BACKGROUND
In order to analyze and discuss the comparative acoustics
of the Old Burgtheater and the Freihaus Theater auf der
Wieden in a similar historical context, the theaters should
be contemporaries of one another. Both theaters had a
relatively limited lifespan; however, there does exist a
time period in which both theaters were simultaneously
operating. This time period coincides with Mozart's time
in Vienna, from 1781 until his death in 1791 [6]. Mozart
composed in Vienna during the Enlightenment, corresponding with the reign of Emperor Joseph II, who took
over the Viennese throne in 1776 [2]. This same year,
Joseph created the German National Theater in the
Burgtheater, making it a court theater dedicated to German drama [7]. By this time, the theater had undergone
renovations to improve the visual affinity and listening
environment of the auditorium.
A humble beginning, the Burgtheater was constructed
in 1741 from a wooden structure that housed tennis
courts, as seen in drawings by Friedrich Wilhelm
Weiskern [8]. However, the theater was completely remodeled after a new design by architect Nicholas Jadot,
adding a proper proscenium, noble loges, a number of
decorative elements, and an extension of the stage house.
The stage house was further extended in 1759 [8]. The
model created for this study matches the structure of the
Burgtheater after a 1779 renovation completed by architect Franz Anton Hillebrandt. During this iteration, tiers
of boxes were added next to the stage [8]. In this form,
The Burgtheater staged three Mozart opera premieres,
including The Abduction from the Seraglio, the most successful German opera to arise from Joseph's establishment of the German National Theater [9]. Following another minor renovation in 1794, the Burgtheater interior
construction remained constant until the theater was demolished in 1888.
The Freihaus Theater auf der Wieden was built in 1787
by Christian Rossbach, based on drawings by the district
architect, Andreas Zach. Another reform from the emperor, the Schausspielfreiheit, relaxed theater licensing laws
and allowed for suburban theaters like the Freihaus Thea-
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ter to flourish [2]. This reform also initiated the revival of
German opera in the Freihaus, as the Burgtheater had
transitioned to Italian opera in 1783 [7]. Emmanuel
Schikaneder took over the operation of the Freihaus Theater in July of 1789 after the death of its original director
[1]. Schikaneder was a theater man known for grand theatrical spectacles during performance; thus, leading to the
general popularity of Schikaneder's company and theater
[1,2,10]. For the majority of its lifetime, the Freihaus
Theater operated independently, as Schikaneder's company had its own composers, librettists, singers, and musicians [11]. However, Schikaneder's collaboration with
Mozart on The Magic Flute, which premiered on September 30, 1791, was a major exception [10]. The opera
was performed 223 times, cementing a historical legacy
for the Freihaus Theater. The theater was replaced by
Schikaneder's Theater an der Wien in 1801 [10].

ond gallery. An assortment of upholstered and unupholstered benches were located throughout the parterre and
galleries, the details of which are listed in [13]. The theater housed around 800 audience members and 40 musicians in the orchestra pit. Unfortunately, a reverberation
study similar to Singer's is not known to exist. The present Freihaus model is modeled after the Andreas Zach
floor plan, shown below in Figure 2.

Figure 2. Freihaus Theater floor plan at lower level
(top) and upper level (bottom), Andreas Zach (1789) [5]
Figure 1. Burgtheater floor plan at ground level, Joseph
Hillebrandt (1779) [12]
Although limited, historical documents and evidence
still remain for both theaters which aid in the construction
of an interior architectural model [2,8,10]. Regarding the
Burgtheater, these documents indicate that the interior of
the theater consisted almost entirely of wood paneling.
Additionally, along the backstage wall, the theater had
three large, high bay windows; however, they were likely
obscured for many performances. Its circular staircases in
the rear corners were made of stone. Its boxes, including
the large “Gallerie noble” at its rear, were carpeted in red.
The seats and benches in the theater were upholstered and
cushioned, making them more absorptive. Its suggested
capacity is approximately 1,350 people. Using the Sabine
formula, Herta Singer estimated that the Burgtheater had
a reverberation time between 1 and 1.3 seconds, depending on the size of the audience [3]. The general shape of
the theater and the location of its parterre are shown in
Figure 1—taken from the 1779 floor plan drawn by Joseph Hillebrandt [12]. A companion floor plan also exists
(not pictured), showing the first level and a clearer configuration of the boxes. These are the floor plans on
which the model of the Burgtheater is based.
The Freihaus Theater shares many of the interior characteristics of the Burgtheater, including its building materials and seating configuration. Opera in Context refers
to the theater as “a substantial structure of brick and
stone, with a tile roof and interior of wood paneling” [2].
Besides the stage and proscenium, the theater consisted
of a parterre, a parterre noble, a noble gallery, and a sec-

3. ACOUSTIC BACKGROUND
The following section presents a brief description of the
acoustic metrics used and how they may apply to opera.
3.1 Acoustic Metrics
Reverberation time (RT) is the time it takes for a sound to
decay by 60 dB [14]. To the listener, it is the time in
which a sound in a space becomes inaudible. The present
acoustic models make available the Eyring and Sabine
formulas for calculating RT. In addition, the Schroeder
RT can be obtained from simulation, discussed in Section
4. While the Sabine and Eyring RT can be calculated
solely from the amount of absorption within a given volume, the Schroeder RT must be measured, either on site
or within a computer model.
Similar to reverberation time, early decay time (EDT) is
the time it takes for a musical tone to decay by 10 dB,
multiplied by a factor of 6 [14]. EDT can be considered a
perceptual indicator of reverberation time, as an audience
will likely only hear the first fragment of decay during a
fast passage of notes. If early energy decays more rapidly
than later energy (i.e. EDT < RT), successive syllables
and notes are less likely to be masked. In this way, EDT
exhibits a relationship with clarity.
Clarity refers to the level at which a listener can distinguish individual sounds during a performance [14]. It is
expressed in positive or negative dB, the former meaning
a predominance of early sound energy at the listener position and the latter indicating higher reverberant sound
energy. C80 is specifically used for music, a ratio of ener-
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gy arriving at the listener position during the first 80 ms
and the remaining sound energy after 80 ms.
Speech intelligibility is a measure of how well speech
can be understood within a given environment. Here,
Sound Transmission Index (STI) is used to gauge speech
intelligibility. This metric uses the Modulation Transfer
Function (MTF), a filter characteristic applied to the input signal within a specific enclosure, to calculate its single number value [15].
3.2 Opera Acoustics
Opera has the distinct characteristic of combining instrumental music with sung passages that highlight a libretto
meant to be understood. Therefore, opera houses should
have a relatively low reverberation time, somewhere between 1.4 and 1.6 seconds [16]. An audience contributes
a fair amount of absorptive material, helping to reduce
reverberation time during a performance [17]. EDT may
be a better indicator of acoustical quality of opera houses,
especially when considering a Mozart opera and its fast
tempo arias and melismas. Additionally, adequate clarity
must be present throughout the opera house. A positive
C80 quantity is desirable for opera, somewhere between 1
and 3 dB [16], ensuring that lyrical passages can be heard
and understood. Clarity decreases as distance from the
source increases, making the forward seats within an
opera house preferable [18]. Mozart himself noticed this.
After listening to a performance of The Magic Flute, he
stated, “You have no idea how charming the music
sounds when you hear it from a box close to the orchestra–it sounds much better than from the gallery” [2]. Per
IEC 60268-16:2011, speech intelligibility is considered
unacceptable for STI values between 0 and 0.3, poor
from 0.3 to 0.45, fair from 0.45 to 0.6, good from 0.6 to
0.75, and excellent from 0.75 to 1 [19]. The libretto and
score share equal importance in an opera performance.
Therefore, an ideal opera house should have an STI value
above 0.6, within the good or excellent range.
Certain acoustic characteristics of theater boxes, or
opera house boxes, pertain to the present study. In many
opera houses, the acoustics inside a box are poor [17].
This is due to the size of the opening; if the opening is
too small for the box to behave as an acoustically coupled
room, it is effectively separate from the main volume of
the room. Thus, much of the incident sound is reflected
back to the stalls [18]. The presence of boxes affects
sound distribution differently across the frequency spectrum. They act as resonators in the low frequencies and
traps in the high frequencies [18]. Additionally, sound
absorptive materials appear in boxes, causing a decrease
in perceived volume. Usually, boxes are only acoustically
preferable at the very front toward the opening because
clarity decreases farther into the box.

4. COMPUTER SIMULATION METRICS
The Enhanced Acoustic Simulator for Engineers (EASE)
software by the Ahnert Feistel Media Group (AFMG)
was used for simulating the sound field within each theater. Specifically, the program's AURA algorithm was
utilized to obtain the room responses and perform aurali-

zations [20]. AURA employs a hybrid model that uses an
image source model for early reflections and ray-tracing
for modeling energy of late and scattered reflections. For
a given source-receiver configuration, AURA traces
sound rays emitted from a source through a room until
they impact a “balloon” centered at head height of the
receiver position. The collection of rays is used to build a
reflectogram, a collection of impacts recorded at a particular location over time, showing the energy of each impact. The energy contained within the reflectogram can
be backward integrated to obtain the Schroeder curve,
from which the reverberation time can be determined at a
specific receiver location [21].
AURA generates the reflectogram to obtain the binaural
impulse at a specific receiver location. Convolving this
impulse response with an anechoic recording yields an
auralization of the simulated space. Kleiner gives
a detailed overview of the auralization process in [22].

5. METHODOLOGY
Opera in Context compiles a list of theater dimensions
from known historical studies; however, each scholar's
interpretation of the architectural drawings is understandably different. These differences are partially due to general methodology or specific measurement decisions,
such as conversion errors from an extinct unit of measurement, the Austrian Klafter (seen in Figure 2) [2]. Similarly, it is unclear whether each scholar interpreted auditorium width as wall-to-wall width or loge-to-loge width.
To overcome the dimension challenge, new drawing
measurements and conversions were undertaken using
digital markup tools in Bluebeam Revu. The Klafter scale
provided a reference for the Freihaus Theater, with one
Klafter set equal to 1.89 meters [23]. For the Burgtheater,
the width of the proscenium arch served as the common
reference, as this dimension is generally agreed upon in
the historical studies. Auditorium width was interpreted
as the wall-to wall width. Table 1 provides the measured
dimensions for the Burgtheater and Freihaus Theater.

Total Length
Auditorium Length
Auditorium Width
Height
Stage Length
Stage Width
Stage Height
Proscenium Width
Proscenium Height
Pit Depth
Total Volume

Burgtheater
145.5 ft
72 ft
49 ft
43 ft
73.5 ft
42 – 56 ft
5 ft
30 ft
30 ft
8.5 ft
268,546 ft3

Freihaus Theater
118 ft
45.5 ft
49 ft
24.5 ft
43.5 ft
49 ft
5 ft
33 ft
13 ft
7.5 ft
103,037 ft3

Table 1. Burgtheater and Freihaus Theater dimensions
Architectural models for both theaters were constructed
in Trimble's SketchUp, a 3D modeling software.
Knowledge of performance staging informed the modeled
stage length of the Burgtheater. The length of stage utilized varied between performances, often shortened to
obscure the back wall's windows and include the appro-
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priate backdrop. The stage length was shortened accordingly to 40 feet, resulting in a new total volume of
214,850 ft3. Figure 3 and Figure 4 show views of the
Burgtheater and Freihaus Theater models from the stage.

Figure 5. Burgtheater acoustic model with appropriate
stage length, plan view

Figure 3. Burgtheater model, view from stage

Figure 6. Freihaus Theater acoustic model, plan view

Figure 4. Freihaus theater model, view from stage
Upon importing a model into EASE, audience areas
were placed and assigned the absorption coefficients of
an audience in the appropriate seating (upholstered, unupholstered, standing), giving the absorptive characteristic of an actual audience. Audience areas appear at ear
height. Seven audience areas added to the Burgtheater
model covered both parterre, a box at each level, and the
noble gallery. Listener seats (i.e. receiver locations) added to each area provided locations for detailed analysis
and auralization. Twenty-seven audience areas were added to the Freihaus Theater model, including both parterre,
all boxes, and both galleries. In addition, a number of
receiver locations were added throughout the audience
areas, four of which were used to make auralizations.
Omnidirectional spherical sources were located five feet
downstage and center-stage within each model. Figure 5
and Figure 6 show views of each model in plan. Green
polygons represent audience areas, blue horns represent
source locations, and red squares represent receiver locations.

An average of one and a quarter million rays were used
for calculations within the AURA module in order to
ensure high impact probability at the receiver, resulting in
high resolution mappings and reflectograms. The length
of the simulations was set equal to the product of the
mean free path time and the maximum reflection order,
with a broadband scattering effect of 20%. Section 6
shows the results of the simulations, including Schroeder
RT's and the acoustic metrics outlined in Section 3. Auralizations were created at specified listener seats by convolving the binaural impulse response at the receiver with
an anechoic recording of Donna Elvira's aria from Mozart's opera, Don Giovanni. Receiver locations include
the center of the noble parterre, center of the top balcony,
and a box closest to the stage on the right.

6. RESULTS
6.1 Burgtheater
Figure 7 shows a plot of the Sabine RT and Schroeder RT
taken from the Burgtheater EASE simulation. The Sabine
RT increases from 0.63 s in the lowest one-third octave
band to 1.43 s at 1000 Hz, at which it begins to steadily
fall off. The Schroeder RT spans a similar range, increasing from 0.91 s in the lowest one-third octave band to
1.87 s at 1000 Hz, then decreasing with increasing frequency above 1000 Hz. The mid-frequency reverberation
time RTmid, the reverberation time averaged over the 500
and 1000 Hz octave bands, is 1.18 s, using the Sabine
formula. The Schroeder RTmid was calculated at 1.53 s.
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Table 2 and Table 3 summarize the data obtained from
the simulations.

Figure 7. Burgtheater Reverberation Time, 1/3 octave
band. Sabine RT: solid black line; Schroeder RT: dashed
line; EDT: solid gray line.
Early Decay Time in the Burgtheater shares the general
contour of the RT curve, also shown in Figure 7. However, the values across all octave bands are higher than Sabine and Schroeder RT. EDT reaches its peak at 1000 Hz
at 2.02 s. The mid-frequency average EDT was calculated
at 1.68 s at the center of the stalls. Clarity (C80) fluctuated
from 3 dB in the front boxes to -0.75 dB in the rear boxes. C80 values hover just above 0 dB throughout most of
the theater. Over much of the stalls, C80 is 0 dB, an equal
balance of direct and reverberant sound. C80 was near
0.15 dB inside the noble gallery and 0.85 dB on the top
gallery. The Speech Transmission Index (STI) spanned
from 0.46 to 0.62 throughout the theater. Its lowest value
appeared throughout the rear boxes and over the rear parterre. Peak STI occurred in the forward boxes. The galleries showed an STI slightly higher than 0.5.
6.2 Freihaus Theater
Figure 8 shows a plot of the Sabine RT and Schroeder RT
for the Freihaus Theater. The shape of the curves is similar to the Burgtheater's due to similar interior construction
materials. However, the values are slightly lower as expected in a smaller theater. The Sabine RT increases from
0.59 s in the lowest one-third octave band to 1.17 s at
1000 Hz, falling off thereafter. The Schroeder RT increases from 0.8 s in the lowest one-third octave band to
1.78 s at 1000 Hz, again decreasing thereafter. The Sabine RTmid is 1.0 s, and the Schroeder RT mid is 1.48 s.
Early Decay Time in the Freihaus Theater also shares
the general contour of the RT curve, shown in Figure 8.
The values are similar to the Schroeder RT across the
frequency spectrum. EDT reaches its peak at 1000 Hz, at
1.88 s. At the center of the main floor (towards the front
of the rear parterre), the mid-frequency average EDT was
calculated at 1.52 s. Clarity (C80) fluctuated from 4 dB in
the front boxes to 1.5 dB in the rear boxes. C80 was near 1
dB on the galleries, approaching 0 dB in areas of the upper balcony. The Speech Transmission Index spanned
from 0.5 to 0.67 throughout the theater. It remained near
0.55 over most of the main floor and in the rear boxes.
Peak STI occurred in the first two boxes, whereas the
lowest values appeared on the sides of the galleries.

Figure 8. Freihaus Theater Reverberation Time, 1/3
octave band. Sabine RT: solid black line; Schroeder RT:
dashed line; EDT: solid gray line.
Sabine RTmid
Schroeder RTmid
EDTmid
STImax

Burgtheater
1.18 s
1.53 s
1.68 s
0.60

Freihaus Theater
1.0 s
1.48 s
1.52 s
0.65

Table 2. Summary of simulated data
Forward Boxes
Rear Boxes
Galleries
Stalls
Noble Gallery

Burgtheater
3 dB
-0.75 dB
0.85 dB
0 dB
0.15 dB

Freihaus Theater
4 dB
1.4 dB
1.0 dB
2 dB
-

Table 3. Clarity (C80) by location

7. DISCUSSION
The respective ranges of the reverberation time metrics
for the Burgtheater and Freihaus Theater are reasonable,
based on the physical characteristics of each space. Excessive reverberation was not expected in either theater,
given their relatively low volumes. The reverberation
time plots, Figure 7 and Figure 8, show a similar trend at
frequencies below 1000 Hz. In this band, reverberation
time decreases with decreasing frequency, as expected
given the construction materials. For both theaters, the
interior surface area is dominated by wood paneling or
flooring, at 89.7% in the Burgtheater and 91.9% in the
Freihaus Theater, leading to higher absorption coefficients in the lower octave bands. The audience did not
significantly affect the shape of the RT curve. However,
there was an average reduction in reverberation time by
0.37 s due to the presence of an audience.
Based on volume alone, the Freihaus Theater was expected to have a significantly lower reverberation time.
However, the Schroeder RT's differ by less than a tenth
of a second due to presence of more elaborate seating,
larger audiences, and carpeted boxes in the Burgtheater.
The stage house of the Freihaus Theater may also affect
the liveness of the auditorium, contributing a longer re-
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verberation tail. Both theaters would have seemed significantly drier than the famous concert halls for which Vienna is known. For example, their reverberation time is a
half second shorter than that of the Musikverein, which
opened three decades before the demolition of the old
Burgtheater [14]. Of course, the theaters, functioning as
opera houses, should be drier to ensure the vocalists are
understood. Although of a different era, the reconstructed
modern Vienna Staatsoper could have rivaled these fallen
theaters. Although the Staatsoper is larger, it is fairly dry,
with a RTmid of 1.3 s and adequate clarity [14]. The former theaters both seated a large audience for their size,
which contributed to seemingly cramped quarters.
While the shape of the RT curve indicates a poor bass
ratio, the reverberant field in each was ideal. In order to
clearly hear the articulations and intricacies of opera music, the materials should absorb lower frequencies and
reflect high frequencies [17]. The wood paneling of both
theaters gives this effect. Furthermore, the Schroeder
reverberation times for both theaters fall within the ideal
range that Hidaka and Beranek define. The Sabine RT
calculated for the model aligns with Singer’s Sabine estimate, providing indication of the simulation's validity.
EDT provides an indication of how patrons perceived
the reverberant field in each theater. In both cases, the
EDT curve exceeds the Sabine and Schroeder RT, indicating that the theaters may have seemed more reverberant than their size suggested. The auralizations further
verify this result. Although a live environment could have
complemented passages at slower tempos, early sound
energy may not have decayed rapidly enough to permit
intelligibility of typical 18th century coloratura style. It is
also important to consider the modern reverberation time
standards as a measure of quality. The EDT of the Freihaus Theater ranges from 1.4 to 1.6s, and the Burgtheater
exceeds the desirable range by just a tenth of a second.
Reflected sound is more predominant in the Burgtheater
than the Freihaus Theater; C80 values are lower throughout the theater. As expected, reflected sound energy exceeds direct sound energy as one moves further back in a
box. Notably, strong early reflections are received on the
upper galleries as is evident in the auralizations. As these
seats were inexpensive, audience members in these areas
may have had an acceptable experience at a bargain.
Through much of the theater, clarity is just short of the
desired lower limit, causing potentially “muddy” sounds.
The Freihaus Theater exhibited a similar clarity distribution over various locations. However, its C80 values were
higher, falling into a desirable range at all sampled receiver locations. Again, a strong presence of vocals can
be heard from the top balcony, even more so than in the
stalls. In both theaters, Mozart's quotation holds true; the
boxes closest to the stage were the best seats in the house.
Speech intelligibility is acceptable through both theaters, degrading as expected as the receiver location moves
further away from the source. However, it was not exceptional, only exceeding a value of 0.6 within small regions
close to the stage. A performer would need to consider
this factor, actively projecting to be entirely understood.
The two Viennese theaters modeled and simulated for
the present study represent only a small part of historically significant, non-extant theaters for which architectural

data is available. The present study could therefore be
extended in a number of directions. First, expansion over
a more geographically diverse area within the same time
period could lead to meaningful comparisons between
regions. Conversely, ongoing work could focus on simulating theaters chronologically in time. In this scenario,
the next logical step is modeling the historic Theater on
der Wien, considered the successor to the Freihaus Theater. Both directions offer the opportunity to study the
correlation between composition style and acoustics of
historical halls. In this vein, it may also be useful to consider multi-source auralizations, where individual instruments and vocalists could be modeled as separate sources
within a hall. Doing so could provide an accurate spatial
recreation of a performance. Recreation of historic halls
ties into historical musicology as well, providing a basis
for studying the context surrounding a composer's compositions. Likely, room acoustics of a particular venue
influenced the compositional style of composers within a
region or time period, similar to how they might compose
for a specific vocalist.

8. CONCLUSION
The theater was an instrumental part of Viennese lifestyle, aiming to educate and entertain the public. In late
18th century Vienna, German theater thrived in the court
theater, the Burgtheater. After licensing laws relaxed,
suburban theaters like the Freihaus prospered as well.
Neither the Burgtheater nor the Freihaus Theater were
built solely for opera; however, acoustic simulation indicates that each was suitable for opera. Both featured interiors of wood paneling, material contributing to bright
sound field. The audience, especially elaborately dressed,
lowered reverberation time during performances.
Both theaters compare favorably to modern standards.
The reverberation times fall within the standard for opera.
Audiences would have clearly heard the articulations of
vocalists and a full bodied instrumental sound. Even
those in the cheap seats of the upper galleries received
strong reflections, contributing to a sense of envelopment. Reflected sound would have been more noticeable
in the Burgtheater due to the auditorium's clarity, but
direct sound energy was still dominant in most seating
areas. Especially given its small size, clear musical details would have projected throughout the Freihaus Theater. Sitting in a forward box was likely not ideal from a
visual standpoint but would have been a pleasure to experience from an aural standpoint.
The opportunity to measure the Burgtheater and Freihaus Theater was lost following each theater's demise.
However, through careful study of the surviving floor
plans, the structure can be erected in the digital domain.
The proximity of Singer's estimated Sabine RT and the
simulated Sabine RT strengthens the validity of simulations within the Burgtheater. It follows that similar modeling and simulation parameters yield a reliable result for
the Freihaus Theater. While their historical significance is
sealed by their catalog of important performances and
premieres, the acoustics of these two Viennese theaters
deserves recognition as well.
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ABSTRACT
Ircam spat∼ is a real-time audio engine dedicated to
sound spatialization, artificial reverberation, and sound diffusion. This paper introduces a new major revision of the
software package (spat∼ 5), and its integration in the Max
environment. First, we present the newly adopted OSC interface that is used throughout the library for controlling
the processors; we discuss the motivations for this choice,
the syntax in use, and the potential benefits in terms of usability, performances, customization, etc. Then we give an
overview of new features introduced in this release, covering Higher Order Ambisonics processing, object-based
audio production, enhanced inter-operability with VR or
graphics frameworks, etc.

the code base), etc. This paper first discusses a major refactoring of the environment (sections 2 and 3), and then introduces some of the newly added features (section 4).
Historically, spat∼ relies on an object-based internal
model wherein the room effect consists of four temporal
sections that are filtered and panned independently: direct
sound, early reflections, late diffuse reflections, and reverberation tail (see section 3 in [8] for further details). This
framework has been found useful and relevant in many situations, and it is preserved in the newly presented version.
However, one significant change of spat∼ 5 concerns the
software interface with its host environment.
2. OSC INTERFACE

1. INTRODUCTION
Ircam’s Spatialisateur [1, 2], frequently dubbed spat∼,
is a real-time audio engine dedicated to sound spatialization, artificial reverberation, and sound diffusion. It has
been developed at Ircam since the early 1990s, and it primirarly operates in the Max [3] environment. It is packaged
as a large library of processors, and structured around a
feedback delay network reverberation unit [4], and panning modules. These processors can be parameterized by a
high-level control interface; this allows to specify and modulate the acoustical quality of the synthesized room effect
according to perceptually relevant criteria [5, 6]. spat∼
has applications in various fields, such as concerts, mixing,
post-production, virtual reality, sonic installations, or sound
design.
The software suite is developed through Agile methods [7],
and it continuously integrates the research outcomes of the
Acoustics and Cognition Team (formerly Room Acoustics
Team). It has therefore evolved significantly over the years,
and the latest major revision, spat∼ 4, was released in
2009 and presented in [8]. This paper introduces spat∼ 5,
a new revision of the environment. As the application is
built as a long-term project, its development roadmap tackles multiple concerns: improvement of existing features,
implementation of new features, maintenance (adaptive,
corrective, and preventive), optimization, architecture refactoring (to improve the maintainability and extensibility of
Copyright: c 2018 Thibaut Carpentier et al. This is an open-access article dis-

2.1 Motivations
Released in 2008, Max 5 first introduces the concept of
“attributes”. Using the analogy of object-oriented programming, one can say that each external object in Max is a
class instance, and attributes are member variables of this
class. The Max API provides functionalities to publicly (i.e.
to the end user) expose attributes, and to manipulate them
via getter and setter methods. spat∼ 4 intensively uses
this mechanism, as most control parameters of spat∼ are
exposed as attributes. Such design choice has several advantages, and also, in retrospect, some drawbacks. The advantages are clear: attributes are very well integrated in Max,
they can be easily accessed (attrui, getattr, inspector), and stored (pattr, pattrstorage); they provide
an explicit syntax (unlike arguments). From a developer
perspective, they are easy to integrate, through a comprehensive API. For the very specific context of spat∼, however,
it turns out that attributes are somewhat inappropriate:
• spat∼ externals are inherently multichannel processors, and they often come with a large number
of attributes (typically proportional to the number of
channels). This may lead to a slow or inconvenient
navigation throughout Max context menus. Furthermore, Max attributes are stored as arrays which is
inappropriate for spat∼ parameters; a tree structure would be better suited so as to reflect the data
hierarchy 1 . Also, storing attributes as lists can lead
to poor performances: for instance, pattr (storage

tributed under the terms of the Creative Commons Attribution 3.0 Unported License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.

1 It is theoretically possible to create attributes of attributes in order to
generate a hierarchical tree; however this does not really solve the problem,
and does not serve simplicity.
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mechanism for attributes) needs to copy the whole
list as soon as one element is modified.
• spat∼ objects are often polymorphic: the type and
number of exposed parameters may change over time.
One example is the spat.pan∼ object which exhibits different properties whether it operates in stereo,
binaural, Ambisonics, etc. Max attributes are somewhat inadequate to reflect this polymorphism 2 .
• Attributes are strictly specific to the Max API. The
spat∼ software library is integrated in many environments: Matlab 3 , Spat Revolution 4 , Ircam Tools
plugins 5 , Open Music [9], Pure Data 6 , etc. Each
binding requires some glue code to interoperate with
the host application. From a developer perspective,
it is important to minimize the workload and maintenance for such glue code; from a user perspective,
it is efficient to use a similar interface (e.g. same
syntax) in various hosts.

of the / separator). For instance, to control the Cartesian
position of a sound source in spat∼ 5, one can use the
following message:
/source/1/xy [float][float]
External objects support pattern matching semantics, which
facilitate the grouping of multiple elements:
/source/*/mute [boolean]
/source/[2-5]/mute [boolean]
/source/{3,6,7}/mute [boolean]
Routing and dispatching OSC address patterns in Max may
require the manipulation of regular expressions (regexp),
which is usually inconvenient and inefficient; we have thus
developed a toolbox of handy objects (approximately 25
externals) to simplify usual operations (see Figure 1).
The most frequently used OSC address patterns are stored
in a hash table at compile-time. This avoids CPU-intensive
string operations during runtime, and guarantees efficient
dynamic lookup (similar to Max static symbol tables).

We have therefore shifted our ground, and adopted for
spat∼ 5 a new protocol interface and syntax based on
Open Sound Control (OSC [10]). Attributes are no longer
used.
OSC was somehow an obvious choice: this protocol is
widely used and accepted in the audio community, it eases
inter-application communication, allows for interoperability
with remote devices (e.g. via UDP/IP), etc. It can be easily
implemented, and several libraries and language bindings
are available. Its URI-style symbolic naming scheme is
well suited for many computer music applications such as
spat∼. In addition to conventional messages, the protocol
supports “bundles” which encapsulate several simultaneous
messages, simplifying the transmission of a large amount
of synchronous events. Finally it supports pattern matching
language in order to dispatch a single message to multiple
recipients.
2.2 Integration in Max
2.2.1 Syntax
spat∼ 5 externals are controlled via OSC syntax. At
the Max interface level, messages are converted to/from
Max native format: atoms. Such conversion is trivial
as atoms and OSC arguments have very similar data type
(int, float, symbols, etc.). OSC bundles are transmitted
as FullPacket that only convey a pointer to a memory
address (similarly to Max dictionaries). This allows for the
very efficient transmission of large amount of data (the Max
scheduler service is triggered only once per bundle, and not
for each individual message contained in the bundle).
The syntax we have adopted is inspired from the REST
(Representational State Transfer) style [11], and it happens
to be quite close to the spat∼ 4 syntax (with the addition
2

Again, it is possible, with the API, to create object attributes – as
opposed to class attributes – that can be dynamically added or removed,
but this does not serve simplicity.
3 Not publicly released at the time of writing this article.
4 www.spatrevolution.com
5 www.ircamtools.com
6 Not publicly released at the time of writing this article.

Figure 1. Examples of usual OSC manipulations. OSC
bundles are conveyed (as FullPacket) through the bluecolored patchcords.

2.2.2 Inter-operability and compatibility
One potential advantage of the OSC interface is that users
can benefit from existing tools and libraries, such as:
• the odot package [12], which provides a powerful
expression language for the manipulation of OSC
bundles in a variety of programming paradigms. Typically, odot might be used for the algorithmic generation and transformation of spatialization data (tracjetories).
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• ToscA [13], a DAW plugin that allows the transmission of automation data over OSC. Although
ToscA is designed as a completely generic tool, it
has been thought, from its inception, for the remote
control of object-based spatialization processors such
as spat∼.
• IanniX [14], Holo-Edit [15], o7 [16], Antescofo [17],
etc., are other examples of OSC-compatible software
tools with powerful features for generative compositional processes.
However, it must be noted that OSC syntax breaks backward compatibility with previous version spat∼ 4. This
is an important point as several hundreds of musical pieces
currently rely on spat∼ 4. At the moment, there is no automatic way to “port” a patcher from spat∼ 4 to spat∼ 5;
however, we believe that in most cases the transition should
be fairly smooth as it mostly consists in minor syntactic adjustments. The package also provides examples for porting
canonical patchers.
Finally, it should be noted that spat∼ 4 and spat∼ 5 can
run simultaneously without conflict, as all spat∼ 5 externals are located in a dedicated namespace (prefix spat5.*).
This also allows to progressively and iteratively port existing work.

3. REFACTORING THE ENVIRONMENT
The refactoring of the spat∼ 5 environment not only impacts the control syntax of the objects, but it also affects
other aspects of the software library: overall usability, audio
processors, and graphical user interfaces.
3.1 Usability
As mentioned in section 2, spat∼ 5 external objects no
longer use attributes. As a consequence, they can not benefit
from Max built-in features such as the inspector or automatic documentation hints. We have thus introduced new
mechanisms that serve as a replacement: each object has its
own status and help window (see Figure 2). The status
window displays the current state of the object, similar to
the Max inspector; it comes with a search filter, and one can
copy/paste messages from this window to the patcher. The
help window displays a text description of all supported
OSC messages. Reference pages are also proposed and can
be accessed via the standard Max documentation browser.
One can grasp the benefit of this new infrastructure by
comparing against the attribute inspector in spat∼ 4 (Figure 3): the status window offers a hierarchical view of
the parameters that is more readable than the list array
of values in the inspector; furthermore, this allows to operate on the parameter with a finer granularity: for instance, the sourceseditable [boolean] attribute
in spat∼ 4 (that enables the edition of source elements) is
applied globally to all sources; in spat∼ 5, each element
can be accessed independently:
/source/i/editable [boolean]

Figure 2. Status window (left) and help window (right) for
spat5.viewer.

Figure 3. spat.viewer inspector in spat∼ 4.

3.2 Scheduling and thread-safety
Compared to attributes, the encapsulation of events inside OSC messages greatly simplified the programming
of thread-safe queues for the synchronization of data shared
in the various Max threads (audio thread, message thread,
high-priority events thread, etc.). This provides better code
hygiene, and significantly reduces the risk of bugs: incoming events (OSC messages or bundles) are stored in a threadsafe non-blocking FIFO queue, and later processed, in due
time and in the appropriate thread (in spat∼ 4, only a few
objects were guaranteed to be thread-safe).
For DSP objects, the FIFO is dequeued in the audio thread,
at the beginning of the processing callback (see Figure 4).
Such behavior is similar to the Max scheduler in audio interrupt mechanism. By default, all spat∼ 5 audio objects
operate as such, regardless of the overdrive or interrupt
settings of the host application.
3.3 Control interfaces
The spat∼ package contains more than twenty graphical
user interface (GUI) control objects (e.g., see Figure 5).
All these GUIs have been revamped for improved clarity
and usability, and many new tweaking options have been
added. A number of keyboard shortcuts have also been
implemented for fast access to the most usual operations;
these shortcuts can further be customized (Figure 6).
These GUI externals also benefit from the efficient threadsafe queue discussed in the previous section. This allowed
to implement the GUI without the need for deferlow (deferring execution to the low priority thread), thus providing
improved reactivity compared to spat∼ 4 (wherein defer-
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Figure 4. Scheduling of events according to the scheduler
in audio interrupt procedure.

low was used, resulting in poor performances and backlog
of the scheduler service, especially when the event rate is
high).
The complete status of a GUI external is represented as
an OSC bundle (see for instance Figure 2). This bundle can
be loaded from and exported to a text file (human-editable).
This provides a simple mechanism for creating and handling
presets. The bundle can also be stored (embedded) into
the patcher, or via the Max snapshots window (“Parameter
Enable Mode”); in these cases, the OSC bundle is converted
to a binary blob, and saved within the patcher file.

Figure 6. Key-mapping window for the customization of
keyboard shortcuts spat5.oper.

torized with the Accelerate 8 framework, have further
been enhanced by using the Intel R Integrated Performance
Primitives (IPP) 9 .
4. NEW FEATURES
This section presents a few significant new features of the
spat∼ 5 package.
4.1 Higher Order Ambisonics

Figure 5. Graphical user interface for spat5.oper (highlevel perceptual control for spat∼). Perceptual factors for
controlling room effect (left); filtering (centre); 2D view of
the sound scene (right).

All audio processors for the analysis/synthesis of spatial
sound scenes have been improved, in many ways, and several new features have been added to the spat∼ 5 libraries.
It would be cumbersome to enumerate all enhancements.
Nonetheless, research in the last few years has particularly
focused on the Higher Order Ambisonics (HOA [18]) technique, and we list below some of the related new features
added to spat∼ 5:
• The various normalization schemes used for HOA
(FuMa, MaxN, SN3D, N3D, etc.) are a frequent
source of confusion for the users, and they may lead
to compatibility issues between rendering tools. A
formalization effort has been proposed [19], and the
spat∼ documentation has been significantly improved in order to clarify the impact of normalization
schemes in the Ambisonics production workflow, and
to ease inter-operability.

3.4 Software development
The code of the underlying C++ libraries has been considerably modernized, now utilizing new programmation
idioms as proposed by the C++11 and C++17 standards 7 :
compile-time constant expressions (constexpr), automatic type deduction (auto), lambda functions, rangebased for loop, etc. These new paradigms helped sanitizing
the code, reducing bug probability, and incidentally shrinking the size of the code base; for instance, the glue code
required for binding to the Max API (see section 2) has
been reduced by 80%.
Signal processing algorithms, previously optimized and vec7 ISO International Standard ISO/IEC 14882:2017(E) – Programming
Language C++

• Several decoding strategies are proposed in spat∼
(see [8]). In spat∼ 5, we have further added the socalled “all-rad” (All-Round Ambisonic Panning and
Decoding [20]) and the Constant Angular Spread [21]
8
9

http://developer.apple.com
http://software.intel.com
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decoders. They are based on regular HOA decoding over a virtual t-design sphere, later projected via
VBAP or MDIP onto the physical loudspeaker layout.
• The different available HOA decoders (sampling decoder, mode-matching [18], energy-preserving [22],
all-rad [20], constant-spread [21]) may generate
sound fields with significantly different loudness (up
to a dozen dB, depending on the configuration). This
prevents any comparative listening/study of the decoding strategies; we have thus introduced an energy
compensation technique which allows to calibrate all
decoders, according to an arbitrary reference. The
method is based on the estimation of the delivered
energy, under diffuse-field condition (see for instance
section 4.4 in [22]).
• spat5.hoa.blur∼ is a new tool for manipulating the “spatial resolution” of an encoded HOA field.
It allows to continuously vary the order of the HOA
stream (i.e. simulating fractional orders), while preserving the overall energy [23]. It can be used to
adapt the order of existing content, or as a creative
FX (typically by varying the “blur” factor dynamically).
• spat5.hoa.focus∼ is another effect operating
in the HOA domain. Inspired from [24], it allows to
synthesize virtual directivity patterns and apply them
to a HOA stream. Orientation and selectivity of the
pattern(s) can be edited in an intuitive graphical user
interface (Figure 7). The tool is most useful during
post-production stage, i.e. when applied to recorded
HOA fields, as it allows to directionally “zoom” into
the sound scene.

is an open standard, published by the ITU and EBU 10 , for
the description of object-oriented media encapsulated in a
Broadcast Wave Format (BWF) container. ADM prescribes
a set of metadata (such as time-varying position and gain of
audio objects) encoded in a XML chunk. spat∼ is one of
the first toolbox offering a complete production chain for
BWF-ADM files: spat5.adm.record∼ allows for the
creation of BWF file with embedded spatialization metadata,
and spat5.adm.renderer∼ copes with the real-time
rendering of ADM media over an arbitrary reproduction
setup (headphones or loudspeaker layout); other externals
also allow to handle objects’ interactivity. These externals
are presented in greater details in [26]. Note however that
only a subset of the ADM specifications is currently supported (although covering most typical usages), and a tighter
integration of the format within the spat∼ architecture remains to be done (e.g. direct import/export of ADM files
from processors such as spat5.spat∼). This is part of
on-going development work.
4.3 Panoramix
panoramix is a workstation for sound spatialization and
artificial reverberation (Figure 8), intended for 3D mixing and post-production scenarios. The tool has been presented in previous publications [27, 28]. It builds on the
spat∼ C++ librairies, and its rapid development was possible thanks to the in-depth refactoring discussed in sections 2
and 3. panoramix offers essentially the same functionalities as spat5.oper and spat5.spat∼, however
with an ad-hoc front-end, especially designed for mixing
heterogenous multichannel content (seamlessly combining object-, scene-, and channel-based paradigms). So
far distributed independently as a standalone application,
panoramix is now also included as external objects part
of the spat∼ 5 package; this will ease the integration of the
tool in larger Max projects, coping with non-conventional
mixing scenarios. The interested reader can refer to [27, 28]
for further details about the design and usage of panoramix.

Figure 7. spat5.hoa.focus interface for synthesizing
virtual patterns in the HOA domain.

4.2 Object-based audio

Figure 8. Overview of the spat5.panoramix mixing
workstation.

In recent years, there has been renewed interest in the objectbased paradigm for producing and broadcasting multichannel audio. Several inter-exchange formats have been proposed; in particular, the Audio Definition Model (ADM [25])

10 International Telecommunication Union and European Broadcasting
Union
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4.4 Quaternions
With the democratization of VR devices, spat∼ is more
and more used for rendering audio scenes in immersive multimedia applications, typically presented with binaural over
headphones. These virtual environments require the manipulation of 3D geometrical data. In particular, controlling the
orientation of entities (either audio objects or the listener in
the scene) is a frequent source of confusion for the users, as
various conventions are being used (and they are not intercompatible). To solve this problem, we have developed a library of externals for the manipulation of quaternions, Euler
angles, and 3D rotation matrices. These tools allows for converting between the different representations. The spat∼
audio engines (for instance spat5.binaural∼) can be
controlled by either quaternions or Euler angles, therefore
facilitating the cross-operability with VR SDKs.

this implementation offers a new interface and syntax, based
on the OSC protocol. Besides syntactic considerations, the
new OSC-based architecture comes with an in-depth refactoring of the library, aiming at improved usability, stability,
performance, and inter-operability. The spat∼ 5 package
also includes many new objects (control, DSP, and GUI)
which further widen the scope of possibilities. Note also
that several “subsets” of the software package (e.g. OSC
tools, LTC, quaternions, etc.) are completely independent
of the spat∼ paradigm, and could be useful to the broader
computer music community.
Driven by research outcomes, technological innovations,
and artistic challenges, spat∼ remains an ever-changing
environment. The short-term prospects concern:
• the compatibility with OSC discovery and reflection
protocol. A number of proposals have been made
for querying an OSC namespace (OSC Query [32],
Minuit 11 , libmapper 12 , OSNIP 13 , OSCQueryProposal 14 ), however there is yet no consensus in the
community. The integration of such protocol in spat∼
will be investigated.

4.5 Time Code
spat∼ is also frequently used for audio-visual productions; in such contexts, it is necessary to synchronize the
audio and video streams. One of the most popular technique to do so, is to use a Linear Timecode (LTC [29])
which encodes SMPTE frames, and is transmitted as a longitudinal audio signal. Unfortunately, this standard is not
natively supported in Max. We have therefore developed
tools for receiving (spat5.ltc.decode∼) and generating (spat5.ltc.encode∼) linear time codes. Furthermore, the spat5.ltc.trigger∼ external can be
used as a cue manager as it triggers actions at specific (userdefined) time stamps; the temporal granularity is rather low
(typically 30 fps ≈ 33 milliseconds), but sufficient for most
spatialization use cases.

• the tighter integration of object-based formats, especially ADM, in external objets, as discussed in
paragraph 4.2.
• the compatibility with Max multichannel signals mc.
Still in beta version at the time of writing this article,
mc is a new type of patchcord in Max, which carries
multichannel audio signals in a single connection.
Such feature will tremendously simplify and improve
the spat∼ workflow.
• continuing the integration of spat∼ modules in the
o7 computer-aided composition environment, for extended spatial sound synthesis applications.

4.6 Integration in Open Music
Sound spatialization is not only involved during live performance of a musical piece, but it should also be grasped
during the early compositional phases. It is thus meaningful
to bind the spat∼ library with computer-aided composition frameworks. As discussed in section 2, one motivation for adopting an OSC interface is to encourage hostindependency (i.e. not be tied to Max), and to foster and
accelerate the integration of spat∼ in other environments,
while sharing a similar syntax. Thanks to the new OSCbased architecture, several spat∼ modules have been successfully inserted into the Open Music [30] and o7 [16]
frameworks. The first results of this integration have been
presented in [9, 16, 31], and they open the door to new spatialization effects and workflows, that are currently being
investigated as part of artistic residencies at Ircam.
5. CONCLUSIONS AND PERSPECTIVES
We have presented spat∼ 5, a new major revision of the
spat∼ framework for sound spatialization and reverberation, implemented in the Max environment. The library contains more than 200 external objects, covering a broad range
of multichannel activities, as well as comprehensive documentation and tutorials. Compared to previous versions,
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ABSTRACT
Several studies provide evidence that blind people orient
themselves using echolocation, transmitting signals with
mouth clicks. Our previous study within embodiment in
Virtual Reality (VR) showed the possibility to enhance a
Virtual Body Ownership (VBO) illusion over a body morphologically different from human in the presence of agency.
In this paper, we explore real-time audio navigation with
echolocation in Virtual Environment (VE) in order to create a feeling of being a virtual bat. This includes imitation of the sonar system, which might help to achieve a
stronger VBO illusion in the future, as well as build an
echolocation training simulator. Two pilot tests were conducted using a within-subject study design, exploring time
and traveled distance during spatial orientation in VE. Both
studies, involved four conditions – early reflections, reverb,
early reflections-reverb (with deprived visual cues) and finally vision. This resulted in preferred reflection pulses for
the test subjects with musical background, while only reverberation features were favored by non-musicians, when
being exposed to VE walking-based task.
1. INTRODUCTION
Virtual Reality (VR) has the potential to provide test subjects with a compelling experience of flying [1, 2], while
inhabiting the body of a flying creature. Bats are the only
existing flying mammals in nature that have anatomical
similarities to humans body structure [3], which gave us a
possibility to study the influence of morphological different body on human perception of Virtual Body Ownership
(VBO) illusion in virtual environment (VE) [4] as well as
possessing an ability to echolocate [5]. In our ongoing research, we are exploring the amount of VBO illusion that
test subjects experience over a virtual bat’s body through
visuotactile stimulation of their arm while seeing an object
touching their virtual wing, and exploring agency, testing
voluntary limbs movement of the bat through VE. A linear
relationship between agency and VBO was noticed. The
higher agency was the more VBO was experienced by test
Copyright:
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subjects. The novel aspect of this research is an attempt to
enhance VBO illusion with the help active voluntary movements during echolocation applying user-generated mouth
clicks. We applied VR technology to navigate with virtual
avatar, presented in Figure 1.
Bats have both day- and night-time visions, and it is considered that they see in black and white gamma, however
details of objects are missing in their visual system [5]. In
order to be able to get the details of the objects and to orientate themselves in the dark bats are using echolocation
scope. Echolocation is ability to navigate in space through
the analysis of the emitted sound pulses (echo), such as reflections and reverberations [6]. Though bats are complimenting both of their abilities, such as using sonar while
capturing prey, and vision when spatial navigating and orientation in the larger environments [7]. When they have
to capture a prey they simply generate the sound and their
cochlea system analyses emitted impulses of the sound waves.
The sound itself is generated in larynx of the bat, though
Rousettus (mega bat) does it by clicking the tongue. Their
pinna acts as a horn. The larger pinna they have the better low frequencies have been transmitted [5]. Through
echolocation bats decode: target direction (echo frequency),
distance (pulse-echo time delay), angular direction (ear amplitude difference), velocity and trajectory (pulse-echo frequency change), target size, shape as well as materials (echo
frequency) [5, 6].
When offering people an experience of ”seeing” the world
through bat’s eyes, it might assist them in learning audio
spatial navigation being in a safe and controlled VE sys-
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Figure 1: Visualization of the bat used in the simulation.
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tem, as well as give an opportunity to perceive surrounding environment as bats’ do, which might get us closer
to answering such a philosophical question as ”What is it
like to be a bat” [8]. The described system is a part of
ongoing research seeking to address the following challenges related to this illusion: (1) providing users with the
sense of ownership of the bat’s body; (2) enabling users to
control the bat’s body in a way that is both intuitive and
mimics real bat’s behavior; (3) offering users with impression of how the world ”looks” when experienced through
bat’s senses; (4) affording users with the sense of control
over their active movements and intentions (agency) during their flight in VE using echolocation for spatial navigation. For this purpose, we imitate bat’s basic physiological ability to flight – by inhabiting its body, and orient in
the environment – by implementing physical-based flight
algorithm together with echolocation system. Research results revealed a larger difference in spatial navigation abilities between the participants based on their musical background: musicians and non-musicians. Musicians were
able to differentiate sound pulses from reflections, while
non-musicians were not able to do so. Non-musicians oriented themselves in VE mostly based on reverberations.
This is a new insight on the problem of learning and training echolocation abilities among humans, which this study
will address and analyze in details in the results and discussion sections.
2. ECHOLOCATION BACKGROUND
Almost 230 year ago Lazzaro Spallanzani started studying
echolocation, but only approximately 78 years ago Donald
Griffin offered his contribution in echolocation as we know
it due to development of new at that time technology, being able to record and detect and analyze high-frequency
pulses produced by bats [9]. Bats are able to perceive,
distinguish and analyze different sound qualities and understand the surroundings, which is helpful in hunting and
navigation. Most animals echolocate by producing different types of sound waves. For example, bats emit sonar
signals in the range between 15 to 200 kHz [10]. However,
some bats produce tongue-clicks to navigate in space [5],
which was adopted by humans [11]. Though some studies
still use whistles, hisses, speech along with white noise, or
other emitting sounds from the objects [7] as well as assistive technology. However, studies suggest that echolocation ability could be reduced when using assistive devices [12, 13].
Blind people use mouth click based echolocation to help
themselves navigate in unknown environments. In this regards, both spatial (emission sound pulse) and time domain (level of details) should be considered. By producing
specific short clicks, they are able to perceiving direction,
distance, size of the objects and shape along with material properties through pulses emitting back from the objects [7, 11, 14]. Preferred mouth click by blind people
is determined to be approximately 3ms long, with a frequency component around 2-4 kHz [11]. Nonetheless, the
working mouth clicks could have a range of 3-15ms with
peak frequency of 3-8 kHz [7]. The sound propagation has

a cardioid directivity pattern [11], while the traveling distance of the sound is 2-10 meters [15].
In order to spatially orient in the environment by detecting reflecting surfaces one should take into consideration
azimuth, i.e. the time and amplitude differences in sound
reaches the ear (horizontal angle), elevation (vertical angle), e.g. navigation during flight in case of bat simulations, distance to objects/obstacles, and velocity, e.g. if
bats are moving and the acoustic size of an object, which
might have similar acoustic size regardless distance [7,16].
Sighted people have an ability to detect difference in about
40 cm at a distance of 170 cm, 80 cm at a distance of 340
cm, 125 cm at a distance of 680 cm away from the object [7]. When perceiving distance, it is possible to assume
intensity of the direct sound over intensity of the reverb
sound from surrounding surface – the further away perceived sound is the smaller the ratio should be [7].
In general echolocation is considered to be “the second
vision” among blind echolocation experts, as several MRI
results showed activation of visual cortex during auditory
processing [7]. As they practice their echolocation abilities, they are better in retrieving information about reflections and reverberation from surrounding surfaces due
to their induced higher auditory skills than among nontrained sighted people. Results show that blind people
posses extraordinary ability of auditory navigation,retrieving
information from the environment, as absence of visual
cues enhance auditory perception [17]. Furthermore, in
absence of visual cues audiomotor feedback is received
from auditory spatial cues derived from head and body
movements [17]. Based on the described skill to rely on
their hearing, people with musical background might be
the closest group that have similar developed ability to distinguish more sound variations, analogous to blind people, as they train that skill for years. Results have shown
that sound plays a key role on emotional judgment among
musicians, when they have to review audio information in
the presence of visual cues [18]. Thus musicians might
be more accurate in distinguishing echo pulses due to their
ability to better differentiate audio signals due to training
and their developed perceptual ability to process audiovisual information differently from non-musicians.
3. MOTIVATIONS FOR ECHOLOCATION IN VR
Several attempts have been made to build VR echolocation systems for teaching purposes [19], for architectural
space exploration [20], for simulating bat’s sonar abilities [10], however virtual navigation was rendering only
acoustic information excluding visual presentation of the
body and body perception. Sound in VR requires taking
into account several acoustic cues, such as the size of the
room and its architecture through reverberation, materials
through reflections from the surfaces, sound source localization if such exist in VE, etc. (see [21] for a recent review
on these topics). All this might help to reconstruct a cognitive spatial map for the user and help to navigate better
in VE.
The majority of the studies regarding echolocation are using categorical tasks approach of psychophysical measure-
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ments, introduced by Kellogg in 1960 [16], who also systematically studied mouth clicks long with other sounds.
This approach measures the ability of the participants to
identify specific points from a controlled number of introduced options based on tasks completion.
It has been noticed that is useful to have task relating
voluntary movements (self-motion) of the head and the
body, as involving vestibular and proprioceptive input have
a stronger positive influence on perceptual accuracy of echolocation [16, 22]. These studies indicate that when voluntary movements are occurring (e.g. test subject is passing
along some audio source), audio scene could be considered as streaming paradigm, partially determined by spatial
cues as well as by perceptual re-organization after motion.
This means that as soon as an acoustic change happens at
the ears, interpretation is being reset. Moreover, it was
concluded that sighted subjects are able to learn echolocation [23].
Though it is more difficult for a human being to process
all the information echolocation contains, as we are able
to learn it only during our single lifetime, while bats have
developed echolocation abilities through their whole existence as species as a result of evolutionary process [5].
Studies revealed that people tend to suppress echolocation
information in in favor to the primary signal and its direction, which is called a ”Precedence Effect” – getting a
direct information from the sound source, especially when
visual cues are present in the scene [23]. The rest of the information, such as reflections and reverberation is conflicting with the primary signal due to the time lag, thus often
being disregarded due to our physiological disability to depict everything from the environment, as bats do. Though
people with musical background are less receptive to interference from visual information flow, when e.g. judging
auditory emotions [18]. Nonetheless, the ability to depict
all possible signals from the environment can be trained.
Therefore, building a controlled VR echolocation system
might be useful for developing and mastering echolocation
ability safely. In order to try to avoid suppression effect
it might be possible to visualize sound, taken into consideration reflection frequencies and absorption properties of
the materials, as well as time delay and head-related transfer function (HRTF). HRTFs allow us to identify objects’
position in space, simulating acoustic transformation introduces by the human body in sound spatialization technologies for VR [24]. Moreover, reverberation algorithms
could be used as a tool to provide information about room
size and materials, e.g. bigger virtual room would create
bigger amount of reverberation, while the loudness of the
reverberation will depend on the reflectivity and absorption
characteristics of room materials [7].
As a results of these motivations, in order to create a
successful echolocation application, the following features
will be used in VE for spatial navigation during flight locomotion [15]:
• head-related transfer function (HRTF),
• time delay from the sonar signal emission to detection the reflections,
• amplitude (loudness) and frequency of room/object

Figure 2: Schematic view of the system set-up.

Figure 3: A top view map of the tunnel.
reflections,
• absorption property of materials.
4. SYSTEM ARCHITECTURE
The system consists of an Oculus Rift head-mounted display (HMD). Headset resolution is 2160 × 1200 at refresh
rate of 90Hz and FOV 110◦ . One Oculus camera is used
for HMD positional tracking. For the echolocation system,
users were able to generate pre-recorded mouth clicks by
pressing a ”space” button on the keyboard. The audio stimulus was delivered through semi-closed Razer SWTOR Gaming Headset headphones. The overall system setup is presented in Fig. 2.

4.1 Sound propagation of mouth-clicks and
echolocation
A virtual cave scene was developed in Unity 3D (version
2017.3.0f3). The virtual cave environment was comprised
of multiple stone tunnels different in length, closed on one
end and leading to the large rounded stone cave. A top
view map of the tunnel is visible in Figure 3. The cave
environment is presented in Figure 12.
As a real-time echolocation is essential for consistent and
believable experience of VE, especially when introducing
morphologically different virtual body, the whole setup allowed real-time calculations, providing information about
the size of the objects and VE materials, depending user
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Figure 5: Spectrogram of the pre-recorded mouth clicks.
Figure 4: The virtual cave.

position in space. Steam Audio plug-in for Unity 3D allows to implement spatial audio design applied in VR and
therefore was used to simulate natural sound propagation
by calculating reflections and occlusions of the input mouth
clicks. The following settings were used in the scene:
–
–
–
–

Bilinear HRTF interpolation;
Physics-based attenuation;
Air absorption;
Direct mix level = 1.0 (minimum was 0, maximum
was 1);
– Frequency dependent transmission occlusions using
partial method, e.g. casting multiple rays from the
sound source within the radius of 5 meters;
– Real-time reflections with indirect mix level = 0.7;
(minimum = 0, maximum = 16. This variable presents
indirect sound reflections with HRTF-based 3D audio).

Unfortunately, it was impossible to switch off some of
the reflection levels, as Steam Audio did not allow it without switching off all the reflections at once. Additionally,
real-time late reverberation was added through the mixer.
Every object had material-based audio shader with specific parameters of sound absorption and reflection. Material presets used in the scene were the following: “Rock”
for the walls, “Wood” for the trees, roots and vegetation,
“Glass” for crystals. Space button has been chosen as a
trigger for playing pre-recorded mouth click samples instead of user generated clicks though microphone which
introduces a latency of 200ms once processed by Unity.
Mouth click was recorded based on the features discussed
in Sec.2. The length of pre-recorded mouth click was 13ms
and frequency component was the highest at 2-3 kHz with
peaks on 6 kHz and 9 kHz.
Pre-recorded mouth clicks, based on the above-mentioned
feature could be seen in Figure 5, which characterizes length
of the click, frequency and loudness (see also Fig.6 for the
frequency response).
This setup allowed us to test the Steam Audio engine in
an immersive experience into VR, where participant would
be able to spatially navigate and orient themselves aided by
the implemented audio features.

Figure 6: Visualizations of peaks in the frequency response
of a pre-recorded click.
5. METHODS
The main goal of this preliminary assessment was to find
out if participants were able to orient themselves in a VE
with the help of audio cues and to exploit sound qualities
that might influence positively the navigation experience.
On the other hand, the technical goal was to evaluate the
information provided by Steam Audio, mainly if participants might be able to perceive the auditory qualities of an
environment with this engine, and understand chosen spatial audio cues, characterizing an echolocation task.
Accordingly, We tested four conditions for VR navigation: (i) unimodal visual feedback, (ii) unimodal auditory
feedback based on reflection rendering only, (iii) unimodal
auditory feedback based on late reverberation only, and
(iv) unimodal auditory feedback based reflections plus reverberation without vision. For this purpose, within subject study design (N = 8) was conducted, involving 7
males and 1 female, ages between 22-30 (M = 26, SD =
2.39). Participants were sampled randomly. Tests were
conducted at the Multisensory Experience Lab, Aalborg
University Copenhagen in noise-controlled room. The majority of the test subjects were not musicians (5/8), had normal hearing and no spatial orientation disabilities. Three
of the test subjects were trained as semi-professional musicians.

Figure 7: The experimental conditions.
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ters, test subjects went, to find the way out of the virtual
corridor.
6.1 Time-based experiment (I)
The first test showed that the difference in reported number of seconds was statistically significant between RF,
RV, RR, V, [F (3, 28) = 4.35, p < 0.05]. Post hoc comparison using the Turkey HSD test with confidence level
p¡0.05 revealed that the mean score for condition RF (M =
121.88, SD = 80.56) was significantly different from condition V (M = 16.25, SD = 3.96), and the mean score
for condition RR (M = 144.63, SD = 112.39) was significantly different from condition V (M = 16.25, SD =
3.96). Results of the first test are presented in Figure 9a.
6.2 Distance-based experiment (II)

Figure 8: A testing session.

Participants were given a training session of the system
with the purpose of getting acquainted with the changes
offered by sound feedback, depending on the direction and
distance to the objects, presented in Fig. 8.
The training session lasted up to 7 minutes. Subjects were
able to experience echolocation by triggering mouth clicks
and listening to the audio feedback from the virtual space
through Razer SWTOR Gaming Headset headphones. The
duration and amplitude of the feedback allow participants
to determine primarily the distance to the objects in virtual
space and, after a training period, to distinguish additional
information on the shape and size of the objects in the virtual cave.
After that, participants started the experiment which was
task based: they were asked to find their way out of the corridor to a bigger hall of the virtual cave. They were placed
at the same position in each of the four test conditions inside the virtual cave corridor with random rotation for each
condition in order to avoid learning effect in orientation. +
In order to assess participant ability to orient themselves
in the environment feedback conditions were testing time
passed in seconds from the beginning of the test till the
reached task goal, and distance walked in meters from the
beginning of the test till the end goal.
6. RESULTS
Inferential statistics was performed to find out if the difference between conditions was statistically significant. Two
tests were conducted using one-way analysis of variance
(ANOVA). One test measured the amount of time passed in
seconds from the beginning of the trial till the goal-reached
event. Another test showed the amount of distance in me-

The second test showed no significant difference in reported number of meters at the p < 0.05 level between
RF, RV, RR, V, [F (3, 28) = 2.66, p < 0.068]. This could
have happened due to participants ability to stay on one
place without moving while listening to mouth clicks, therefore moving distance might be considered insignificant.
Results of the second test are presented in Fig. 9b.
In both tests the vision condition took less (M = 16, 25,
SD = 3.96) as well as less distance (M = 23, 88, SD =
2.59) to finish the path to the opened virtual space in the
cave.
6.3 Number of clicks
Results of the analyzed number of clicks are presented in
Figure 9c. The less number of clicks were presented in
the RV condition, while in RR test subjects made the most
number of clicks. According to participants’ comments
they had to make more clicks in RR condition due to difficulty in orientation, as reflections were mudded by reverberation; on the contrary, reverberations were extinguished
by the low frequencies reflections thus creating mixed effects.RV condition required less number of clicks, meaning that for the majority of participants, reverberation-only
condition allowed a smoother navigation in the environment.
Furthermore, Fig. 10 shows the values of mean and standard deviation among musicians and non-musicians in all
four conditions. It has to be noticed that people with musical background could orient themselves in the environment without visual cues faster than non-musicians. Results suggest that musicians rely more on reflections, while
non-musicians on reverberation. This might be, because
reflected sound was more clear for the musicians. It allows them to distinguish certain/low frequencies that hold
information about orientation and therefore allowed to distinguish distance more clear.
For non-musicians, preferable choice was reverberation
condition, as it helped them to spatially orient better in the
virtual environment and distinguish the size of the room,
despite the location (virtual corridor or an opened space).
Comparison of means for musicians and non-musicians for
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Figure 9: (a) Results of the first experiment, (b) results of the second test, and (c) number of clicks per condition.
Time-based experiment (I) are shown in Figure 11. Musicians performed best in RF condition (mean = 61.7), while
non-musicians performed best in RV condition (M = 110.2).
The worst musicians’ performance has been obtained in
RV condition (M = 112.3), though non-musicians performed worse in RR condition (M = 178.6). Musicians
accomplished slightly better in V condition (mean for musicians = 15.7, mean for non-musicians = 16.6). This might
have happened due to learning effect, as this condition was
tested at the end and was not randomized as other conditions to avoid bias.
The same distinction can be considered also for distancebased experiment (II), presented in Fig.12. All test subjects scored best results in RV condition (mean for musicians = 26, mean for non-musicians = 144.4). Musicians’ mean was worse in RF condition (M = 140.66),
while non-musicians showed worse results in RR condition (M = 201.8). Similar to the previous test musicians
acted slightly better in V condition (mean for musicians
= 24, mean for non-musicians = 24.2), which might have
happened due to the above described reason.

Figure 11: Comparison of means for musicians and nonmusicians in the first experiment.

7. GENERAL DISCUSSION
The described research had two goals in mind: (i) to analyze the perceptual ability of users to spatially navigate
inside the built VR system with the help of auditory cues;
(ii) to identify technical limitations of the system for navigation in a virtual cave.
7.1 Perception of audio cues
First of all, it has to be noticed that the used mouth clicks
could be considered to be long (13ms with higher peak
frequency of 2kHz). Blind experts mouth clicks are typically shorter (3ms), higher, more intense [11], as they are

Figure 10: Descriptive Statistics values for Musicians and
Non-Musicians.

Figure 12: Comparison of means for musicians and nonmusicians in the second experiment.

more experienced in perceiving and processing echo. The
shorter the pulse is the more distinct echo might be perceptually for the human ear. The quality of the used click
might have been harder. Therefore, the factors influencing the duration of the clicks could also be researched further. Additionally, clicks amplitude should be also investigated. And finally, the dynamic length of the click should
be tested as well, e.g. bats do also use shorter and longer
clicks, depending on the target. Again, some sounds, generating echo, are better for detecting the position of the
objects. Nonetheless, the shape of the objects could be
detected with a different sounds than the distance to that
object. Thus, for orientation in general (as with the help
of different frequencies it is possible to detect distance),
clicks could be longer, but for detecting the objects size in
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front of the test subjects, shorter clicks could be used, as
ration of direction to reflected sound might be more important. Therefore, for future work intensity, duration and
frequency should be considered.
Reverberation time will have more attention in future experiments. RR condition resulted in the worst performance
between both musicians and non-musicians, which might
be due to some technical limitations of the system (see the
next section for details). RV condition was preferred by
non-musicians, as they mentioned that it was easier for
them to depict the size of the room with only late reverberation present (while musicians preferred only reflections without reverberation). Nonetheless, it is not enough
to detect only the room size, but preferably also the distance to the object, which could be detected by higher frequencies. The shorter reverberation time is (depending on
reflectivity of the sound from surfaces) the more distinguishable the objects might be. Therefore, emitting properties of the materials should be investigated in depth. Accordingly, one of the fields of interest would be the difference in echolocation-based orientation depending on the
quality of the materials inside VE. Since the test was performed mainly with the ”rock” material applied of a virtual
cave, several materials and their properties should be studied more also in terms of perceiving the differences among
the objects as well as distance to them.
The last but not least consideration is related with selfmotion, or in our scenario flying locomotion that might increase echolocation among users. This condition was not
tested this time, because the scope of this study was on the
sound qualities and technical implementation. Hence, the
next step in our study is to test agency (echo-acoustic orientation, using vestibular and proprioceptive cues, as full
body movement should influence on accuracy navigation
and better distance detection) and its influence on VBO illusion and perception of the VE in relation to presence.
As echolocation is activating parts of the brain responsible
for vision, we are also implementing echolocation visualization, trying to visualize sound propagation in space, its
behavior and qualities, which might help to learn echolocation.
Obtained results have shown some behavioral patterns
and differences between musicians and non-musicians. Qualitative observations have led to the conclusion that musicians are more sensitive to changes in sound qualities and
echoes. Two out of three musicians noted that it was better for them to navigate inside the environment detecting
low frequencies. In general test subjects reported sound
being ”blurry” in the absence of obstacles in front of them.
Differences in number of seconds between musicians and
non-musicians might be due to their ability in distinguishing differences in sound qualities. Interestingly, musicians
were first performing clicks in every direction, standing
on the same spot and only then chose their path. Nonmusicians started often moving at the same time as performing clicks. Therefore, they were actively changing
their location in comparison to musicians. The changes
in non-musicians position and environment around them
could become confusing and the differences in reflection

became harder to perceive. Changes in distance can be
interpreted based on the same behavioral principles. Finally, the bigger the number of clicks was, the worse the
performance of the participants became. If the number
of clicks increased and the time between clicks became
smaller, echoes and reflections became less distinguishable. Albeit the large number of clicks might have influenced results in a less attracted way, echo suppression
among non-musicians might have also influenced their performance, as reflections and reverberations might have conflicted with the primary signal due to its natural time delay,
and therefore might have been disregarded.
7.2 Technical limitations of the system
The overall system performance produced no delays, which
were perceptually influent and was working smoothly with
no irregularities reported by users. Unfortunately, the used
software did not allow to limit the number of reflections
and to control them, therefore we were working on implementing reflections with custom algorithms, e.g. using
ray-casting from the audio source component of the camera directly in Unity scene.
It has to be stressed that the most important feature for
our research is providing a system able to support real-time
recorded mouth-clicks with a microphone input. Sadly,
Unity 3D built-in features gave a delay of more than 200ms,
for a generic microphone input. For the future, we will
implement real-time microphone input with different technologies such as FMOD audio plug-in for Unity 3D, which
is compatible with Steam Audio and could be controlled
outside of Unity environment. Preliminary tests showed
no delay using this plug-in. Providing users with the opportunity to produce their own mouth clicks in real-time
could allow further investigation on real-time echolocation
in VR and VBO.
8. CONCLUSION
The focus of this pilot experiment was to test if Steam Audio engine was able to provide auditory features in our
already existing bat simulator in order to develop a perceptual experience of echolocation in VEs. Results reported a significant difference between the performances
among the four conditions (reflections, reverberation, reflections together with reverberation and vision), uncovering interesting difference between musically-trained people and people without trained musical hearing. Their performances differed across the conditions with distinct navigation strategies.
Further studies will be conducted combining embodiment
of the virtual bat with real-time echolocation using microphone input, taking into consideration training session
time, audio quality of the clicks, materials in the environment, and the amount of the reflections (1st , 2nd , etc.).
A statistically meaningful pool of participants will allow
to compare musicians and non-musicians groups. Finally,
the interaction between a visual presentation of echoes in
combination with sound feedback will be considered for
training users to human echolocation.
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ABSTRACT
This paper presents a user interface for the exploration of
music libraries based on parametric t-SNE. Each song in
the music library is represented as a stack of 34-dimensional
vectors containing features related to genres, emotions and
other musical characteristics. Parametric t-SNE is used to
construct a model that extracts a pair of coordinates from
these features for each song, preserving similarity relations between songs in the high dimensional-feature space
and their projection in a two-dimensional space. The twodimensional output of the model will be used for projecting and rendering a song catalogue onto a plane. We have
investigated different models, which have been obtained
by using different structures of hidden layers, pre-training
technique, features selection, and data pre-processing.
These results are an extension of a previous project published by Moodagent Company, which show that the clustering adaptation of genres and emotions, that is obtained
by using parametric t-SNE, is by far more accurate than
the previous methods based on PCA. Finally, our study
proposes a visual representation of the resulting model.
The model has been used to build a music-space of 20000
songs, visually rendered for browser interaction. This provides the user with a certain degree of freedom to explore
the music-space by changing the highlighted features and it
offers an immersive experience for music exploration and
playlist generation.
1. INTRODUCTION
When dealing with large and complex datasets, dimensionality reduction techniques are used to extract information
that is most relevant to describe each record, in order to
facilitate its interpretation by machines or humans.
If, starting from a large song dataset, we want to create a
catalogue of songs sharing perceptual properties, we need
to decide which are the features characterizing the playlist.
While facing this topic we rely on heterogenous criteria.
Most of these criteria are inherent in our mind, depending
on musical preferences, culture, mood, feeling and experience. It is not straight-forward to detect exactly which
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features lead us to different decisions.
Thanks to worldwide streaming services (such as Youtube,
Spotify, Deezer, Last.fm, Pandora Radio, Spotify, and so
on) playlist creation is an activity that is largely spread
among internet users. How to visualize songs on a twodimensional plane, when each song is characterized by a
high-dimensional feature vector? Machine learning approaches offer different solutions to this problem: feature
selection approaches and feature extraction approaches.
Both methods have some advantages. Feature selection individuates a subset of the original features, selecting the
features that bring most information [1]. Features extraction methods create new features by combining the original features. By creating new features starting from the
cross-information stored in the original set of features, it is
possible to optimize the description of a problem in a better
way despite of the loss of information initially provided.
Dimensional reduction techniques provide a large set of
tools aiming at redistributing a certain amount of data according to specific rules. T-Distributed Stochastic Neighbor Embedding (abbreviated as t-SNE [2]) shows how to
preserve the distribution of the elements in a high dimensional space, into a subspace with 2 or 3 dimensions (the
latent space), trying to conserve the pairwise distances between elements in the two different spaces. Because of the
limitations given by the time and memory resources (see
section 3) required by the original algorithm, the initial version of the t-SNE algorithm was limited only to datasets
with a constrained number of samples. It did not aim at
real time predictions and it was used for a one time only
set prediction. The original non-parametric version of tSNE doesn’t produce a parametric mapping between the
feature and latent space, generating the latent distribution
but not providing a rule to project new points.
Starting from a previous work [3], the current project
aims to investigate to which extent a parametric t-SNE [4]
based method 1) could be efficiently used for the projection
of songs onto a bi-dimensional space, and 2) it improves
the clustering of songs sharing similar shades of genres and
emotions with respect to a projection using Principal Component Analysis (PCA). The choice of using PCA as term
of comparison is motivated by its usage in the previous
work and the positive feedback received from the users,
who used the corresponding application for playlist generation.
The neural network through which the parametric t-SNE
is built, aims at creating a model which extracts 2 features

author and source are credited.
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from the 34, maintaining the same distribution in the two
spaces, one dictated by the original feature space and the
second one given by the obtained bi-dimensional space.
Moreover, this work aims at investigating how to give the
capability to the user to explore a large music track dataset,
to reach distinct, hidden areas and, in this way, present
its content from different perspectives. Particularly, the
project is focused on the two main classes of features that
are considered to be the most important for the users. The
two classes are: one class refers to the emotions aroused in
the listener during listening, another relates to the shades
of different genres perceivable in each song. In order to
build an interface that is both reachable and easily usable
by many users, the rendering of the obtained music-space
has been concretely developed through a web browser interface (described in section 6).
2. RELATED WORKS
Playlist generation is an open research area. Features extrapolated from audio, are processed usually with feature
extraction algorithms such as PCA for creating playlist from
acoustical characteristics [5] and playlist ordering tools [6].
The importance of moods have also been investigated in
playlist generation, showing that user’s decision are strongly
influenced by positive moods [7]. Music recommendation
has been based on the predicted emotion of the user [8].
The visualisation of music collections has been previously investigated using a variety of dimension-reduction
algorithms and graphical rendering methods. Self - Organizing Feature Maps (SOMs) [9] and Correspondence
Analysis [10] have been employed to display key relations
between the fugues in Bach’s Well-Tempered Clavier II
[11–14]. The visualisation of inter-relations between key
modes, composers and pieces has been performed on collections of preludes for piano by Bach, Chopin, Alkan,
Scriabin, Shostakovich, and Hindemith [15], using Isomap
[16].
PlaySOM and PocketSOMPlayer [17] are 2 music interfaces displayed as grids. A cluster of songs is collected
in each grid-cell, and the number of songs in each cell is
displayed. A SOM maps rhythmical patterns on a plane.
A gradient field of the features is superimposed on the grid
allowing the user an easy exploration of the dataset and
enabeling them to draw a path across the space for playlist
generation.
Island of Music [18] arranges a set of songs in ”islands”
according to a psychoacoustic model that extracts features
related to the genre from raw audio data. The psychoacoustic model consists of a SOM trained on rhythms patterns and specific loudness sensations both extracted from
359 popular songs.
Finally, this project has been motivated also by the project
[3] conducted by the Moodagent company. Using a subset of a 50M collection, a 2D music map rendering on a
plane a dataset composed by 20000 songs was developed.
Using PCA, SOM and t-SNE based dimensional reduction
approaches, the map shows highlighted clouds of points,
whose density depends on the k parameter of a k-nearest
neighbor, k-NN, algorithm where k depends on the level

of zoom applied by the user. The interface offers also two
playlist generation tools (based on k-NN algorithms) and
paths to be drawn by the user.

3. DATA AND METHODS
3.1 OVERVIEW ON PARAMETRIC t-SNE
Dimension reduction algorithms allow to describe datasets
composed by complex objects including a large amount of
features [19]. This can be useful for decreasing the amount
of memory needed to store data and the computational cost
needed to process them and, in general, for visualization
purposes.
Given a dataset X of N samples, where each sample
belongs to a space X ∗ ⊂ Rd (Rd being the real coordinate space of dimension d), X can be represented by a
matrix d × N . Dimension reduction aims at projecting
the dataset from its original dimension to a subspace with
smaller dimensions d∗ < d, preserving some general properties and/or description of the data.
T-SNE: The t-SNE algorithm has been introduced by Laurens van der Maaten and Geoffrey Hinton in 2008, aiming
at offering an optimized version of the Stochastic Neighbor Embedding [20] (SNE) algorithm. Similarly to SNE,
T-SNE dimension reduction algorithm aims at preserving
the original distribution of a set of data-points into a target space. It projects the data from a multi- dimensional
space, to a tri or bi-dimensional space (called the latent
space) by means of Gaussian distributions of neighbours.
It minimizes the Kullback-Leibler divergence between the
distances of all data-points in the original space and of their
projection into the latent space.
Parametric t-SNE: In order to reduce the amount of memory, storage and time requirements, Laurens van der Maaten
introduced a parametric version of the algorithm [4] where
the t-SNE projection is computed by a Deep Neural Network Fnet : X → Y , projecting the data from the featurespace X into the latent space Y . The data used in the training set is divided in batches shuffling at each iteration their
content in order to avoid over fitting. Parametric t-SNE
is computationally cheaper than the original. Computing
pairwise conditional probabilities presents quadratic complexity for both memory usage and time. In its original
version, T-SNE does not create a model that can be used to
predict data and so all the data-points are distributed over
the space depending on their pairwise distances. Moreover,
depending on the random variables that are computed, the
distribution changes because of the lack of a non-convex
objective functions and of the random initial state of the
gradient descent. Beside the low computational cost the
parametric version of t-SNE, offers a training set of datapoints. The model representation is unique, so it does not
depend on the amount and coordinates of the data used for
the test set. A third advantage is that only one prediction
by the neural network is required to project a new datapoint
into the latent space, instead of computing every time all
distances among all data-points in the two spaces.

SMC2018 - 201

Figure 1: Flow chart of the work starting from the dataset
storing the stack of cuts representing each song, till the
rendering.

3.2 EXPERIMENTS
A flow chart describing the different steps of our work is
shown in Fig. 1. The dataset used for the experiment has
been provided by the Moodagent Company. This dataset
includes N songs, each of them described by Ki=1:N vectors called ’cuts’ in this study, see Fig. 2. These vectors
represent short sections in the song that are sequentially
extracted from it, aiming at summarising its characteristics. Each song, depending on its length, has a different
number of cuts and they are sorted according to the time
within the song at which they were extracted. Each cut is
described by d = 34 features. Beside the 34-dimensional
feature vectors, each song is also provided with the following labels: genre, title, artist/band name, and the Spotify
id.
The 34 features describing each cut, are composed of 6
features related to perceived moods, 17 features related to
the perceived genres, and 11 features representing a set
of other musical characteristics. The 6 mood features are
’Angry’, ’Fear’, ’Erotic’, ’Joy’, ’Tender’, and ’Sad’, where
these emotions cover the circumplex model of affect [21]
in clock-wise order with the first four emotions (’Angry’,
’Fear’, ’Erotic’, ’Joy’) covering the upper half (high arousal)
and the last two (’Tender’, and ’Sad’) covering the lower
half (low arousal) of the circumplex model. In an attempt
to cover major popular music styles, the 17 genre features
are the following: ’Blues’, ’Country’, ’Easy Listening’,
’Electronica’, ’Folk’, ’Hip Hop Urban’, ’Jazz’ , ’Latin’,
’New Age’, ’Pop’, ’R ’n’ B Soul’, ’Rock’, ’Gospel’, ’Reggae’, ’World’, ’Composition Style Era’ and ’Classical Ensemble’. In our experiments, we will use the entire feature
set of 34 features (’ALL’), the subset of the 6 mood features only (’EM’), and the subset of the 17 genre features
only (’GN’). The mood and genre features are calculated
by a perceptually validated computer model. Those features have discrete values ranging from 1 to 7, a 1 indicating the absence of that genre or emotion and a 7 its full
presence.
Because of the different amount of vectors that describe
each song, one main point of this work consisted in understanding how to manage this dissimilar description of

Figure 2: Representation of ’cuts’ - 34 dimension vectors - extrapolating sequential information from the songs
database composed by N songs; the amount of cuts for
each song (ni with i = 1 . . . N ) depends on the length of
each audio track

datasets.
To process the data, we compared three methods. The
first method consists in representing each song with the
mean features of its cuts. The second method concatenates
the mean vector with a vector of variances of the cut features. The third method was motivated by the large differences of the first and the last part of the songs with respect
to their central part. In order to maintain this distinction,
for each song, we concatenated the first cut, the last cut,
the mean of the features in the cuts in the central part, and
the respective variances. Two stacks of models were pretrained by using Autoencoders [22] and Restricted Boltzmann Machine [23] while a third set of models was processed with no pre-training. Thus, the developed procedure allows for 3 degrees of freedom regarding:
• The pre-processing method applied to the samples
(using the means of the features over all the cuts
’MEAN’, using the concatenation of their means and
their variances ’MV’, and concatenating the first cut
extracted from the first minutes of the songs, the last
cut, representing the last minutes of the songs, and
the mean and the variances of the cuts in the central
part ’FML’),
• The type of pre-training used (no pre-training ’NONE’,
Auto-Encoders ’AE’, and Restricted Boltzmann Machine ’RBM’),
• Feature sets (using all the features available ’ALL’,
using only emotion-related features ’EM’, using only
genre-related features ’GN’).
In total we trained 27 different models whose results will
be discussed in the next section. The feature selection was
made in order to obtain two main different models, one
based on emotion, and a second based on genre. Each of
them were constructed to optimize the clustering of the respective features. The dataset has been standardised and
normalised for each of its feature.
The parametric t-SNE has been implemented with a neural network provided with the loss function described in
the original paper. The neural network is built as an autoencoder [24] which is fine-tuned by means of the t-SNE
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loss. The implementation of the neural network was obtained by using Keras [25] a library for Python [26] running Tensorflow [27]. The neural network used was composed of 5 layers. The input layers’s shape depends on the
dataset structure and the data pre-processing method chosen. The output layer dimension is fixed to 2, as we need a
bi-dimensional representation of the data. The dimension
of the 3 internal layers have been respectively fixed to 80,
80 and 500 neurons. This architecture choice is motivated
by the similar choice made in the original paper [4], scaled
according to the input dimension. Different other architectures (500-500-2000, 120-120-2000, 80-80-2000, 40-402000, 500-500-1000, 120-120-1000, 80-80-1000, 40-401000, 120-120-800, 80-80-800, 40-40-800, 120-120-600,
80-80-600, 40-40-500, 80-80-300, 120-120-500, 120-12080, 120-80-30) were tried but without achieving good results during the first 50 epochs. To prevent over-fitting
problems, a dropout layer has been placed after the largest
layer, using a drop rate of 0.1. The choice of optimiser
to be used fell on Adam [28]. During the training, the
probabilistic representation of the data is used to calculate
the pairwise distances between data-points inside the same
batch and the probability distribution is then calculated.
Because of that, in order to not keep the model working
on the same partition of the dataset, we introduced a shuffling into the training set. Doing so the data-points within
a batch, change epoch by epoch, maintaining a certain degree of richness of the model during the training. Each
layer of the pre-trained models, have been pre-trained by
using for the first stack of models a Restricted Boltzmann
Machine and a stack of Auto Encoders for the second.
4. RESULTS
To assess to what degree t-SNE preserves the proximity
relations between genre and emotion attributes of our data
across the dimension reduction, we will perform a 1-Nearest
Neighbor (1-NN) classification on the original input space
and on the projected two-dimensional target space. Thus,
we will determine the classification accuracy degradation
between the two representations, comparing different feaResults:
Evaluation

Mean Variance Best Result

Best Model

Genres accuracy1 0.3087 0.0397

0.3496

{MV, AE, GN}

Emotion recall2 0.6494 0.0730

0.7649

{FML, AE, EM}

Genre recall2

0.4716

{MEAN, NONE, GN}

0.3779 0.0669

Table 1: The second and third columns show the means
and the variances across all the different models for each
kind of evaluation. The fourth column shows the best results obtained for each of the different evaluations and the
corresponding model is explicit in the last column. 1 calculated for the genre ground-truth, 2 calculated for the perceived features

ture sets (’ALL’, ’EM’, ’GN’), the three cuts preprocessing
methods (’MEAN’, ’MV’, ’FML’), the three initialisation
methods (’AE’, ’RBM’, ’NONE’), and the two methods of
dimension reduction (PCA and t-SNE).
The models have been trained using 70000 samples for
the training set collected in batches of 5000 samples each
and iterated for 70 epochs. The testing set was composed
of 30000 samples. Before the pre-training, from the 34
features describing each cut, we selected feature subsets,
i.e. the subset consisting of the 6 emotion features (’EM’)
consisting of ’Angry’, ’Fear’, ’Erotic’, ’Joy’, ’Tender’, and
’Sad’ and the subset of the 17 genre features.

4.1 Models Performance
To evaluate how well songs showing similar features were
distributed close to each other, we assigned each song to
multiple classes. Each class refers to one among the 6
moods and 17 genres. After the processing of the cuts,
each song has been assigned to a class if the average among
the cuts of the feature referring to that class, was strictly
greater than 5. This threshold has been decided according
to the observations on the distribution of the data-set. For
each of these classes, subsets, the confusion matrix of the
1-NN classifier and the recall were calculated. The usage
of the recall is motivated by the palylist generation goal of
our application, aiming at gathering as many similar songs
together as possible in despite of presence of false positive. The average among the recall coefficients for each
model was calculated, weighted by the size of the classes.
Another measure of evaluation we used, consists in the 1NN accuracy computed for the ground-truth genres given
for each song. Here follow the results for the best models
obtained for each different type of evaluation (genres accuracy, emotion recalls and genre recalls) from the 1-NN
classification of the 27 models.
The configuration of each model is denoted by the following notation with curly brackets: {type of pre-processing,
type of pre-training, features }. As shown in table 1, the
best accuracy obtained for the genre ground-truth is given
by the model {MV, AE, GN}, while the best recall for emotion using both the features intensity and number of element as weights, refers to the model {FML, AE, EM} and
the best recall for genres using both the features intensity
and number of element as weights belongs to the model
{FML, AE, EM} as reported in the table 1. Including all
the features in the feature test the best model for mood
evaluation is provided by {MEAN, RBM, ALL}, whose
recall for the mood is equal to 0.6691, and has genres recall equal to 0.3508. Similarly, using all the features the
best model respect to the genres is given by {FML, RBM,
ALL}, with recall fro the genres equal to 0.3941, and recalls for mood 0.5742. Comparing to the table, each of
these two models has the recall for its secondary feature
lower than their mean across all the models. This suggest
not an good usage of one of these model to obtain a representation sharing good results for both moods and genre
feature sets.
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4.2 Dimensionality Reduction Performance
Because of the aim of the parametric t-SNE algorithm,
the quality of the recall coefficients obtained applying the
1-NN classifier must be compared to how well the datapoints are distributed in the original high dimensional space
by using the same evaluation strategy we used to evaluate
our models. By applying 1-NN to the original dataset processed with {FML, EM} in the high dimensional space, we
obtained a recall coefficient equal to 0.7699 while processing the dataset with {MEAN, GN} the recall is 0.5564. By
comparison with the table 1, the model {FML, AE, EM}
deviates by the 0.65% from the original data-space, while
the model {MEAN, NONE, GN} organizes the data-points
even better than how they are in the original set, with a deviation equal to the 15.25% as shown in table 2. The high
deviation error recorded for model based on genre features
suggests a dissimilarity in the distribution in the high dimensional space respect to emotions and the genres descriptors and a lower figure of accumulation for the genre
features. Running the same 1-NN evaluation on the output
from a Principal Component Analysis (PCA) dimension
reduction technique, by processing the dataset with {FML,
EM} the recall for the emotions based class deviates by
the 34.85% from the distribution in the high dimensional
space, and by processing the cuts with {MEAN, GN} the
deviation error rises to 9.69%.
5. THE APPLICATION
To exemplify the potential our dimension reduction approach, we present an application prototype for music exploration. 1 To render the model we obtained, we designed
a client interface for music exploration that is shown in Fig.
3.
The ideas behind the interface: We designed our interface in order to offer the following functionalities:
• Moving in a 2D plane, with zoom-in and -out to access songs details.
1

Video: https://vimeo.com/273294798

Error deviations:
Model reference

Deviation error

Param t-SNE {MEAN, NONE, GN}

15.25%

PCA {MEAN, GN}

34.85%

Param t-SNE {FML, AE, EM}

0.65%

PCA {FML, EM}

9.69%

Table 2: Error deviation between the recalls coefficients
describing the distribution over the original high dimensional space and the latent bi-dimensional space obtained
with t-SNE and PCA

• Mixing some graphical characteristics (e.g color, size)
to simultaneously see more than one feature.
• Streaming a song while navigating.
• Filtering the dataset according to either artist name,
genre or a keyword.
• Creating a playlist that evolves in genre and mood
according to the user preferences.
The web browser: In addition to the previously mentioned features, the application should comply with the following requirements:
• Cross-platform software: The implementation should
be independent of any particular operating system.
• Portability: the interface should be accessible by as
many devices as possible, including mobile ones.
For the design of the website we used CreateJS, Bootstrap
and Jquery. Furthermore we utilised HTML5 and CSS3, to
build the interface, Javascript, to interact with the user, and
PHP, to interact with the dataset.
Mapping features to color mixtures and dot sizes: Our
interface should convey as many features as possible, while
maintaining simplicity. Each song is represented by a dot.
Features of the song are mapped to the three basic colour
components and the diametre of the dot. This design decision visualizes the relations between the features of a song
as a mixture of the corresponding basic colours. As an
example, a user could associate three different genre freatures to the three basic colors and a mood feature to size.
A simple approach would have been to associate the three
features to red, green and blue, consequently using RGB,
the standard color model for CSS3. However, RGB as an
additive color model, does not reflect our idea of color mixing. For instance, when summing up all the components of
the color model, white is obtained. A more suitable color
model is CMYK (i.e. Cyan, Magenta, Yellow, black Key),
a subtractive colour model. In such a model, the color components are mixed in the same way as the human eye perceives them. Mixing all colors for example yields black.
For this reason, we used the CMYK color model.
Music streaming: It was a needed requirement to let the
user listen to the songs of the interface. Therefore, each
song in the dataset is stored along with its Spotify ID.
This allowed to incorporate a Spotify iframe element, to directly stream the song from the website. Unfortunately, the
iframe element by Spotify doesnt provide any API, neither
to change song nor to manage events related to it. Hence,
forward and backward buttons have been also placed, to
randomly shuffle among the displayed songs.
Playlist creation: To let the interface become richer, it
was intuitive to let the user draw a line on the screen, to
connect songs adding them to a playlist. Doing so, the
resulting playlist can start from certain moods and end with
others, following the path that the user prefers. Pressing
the pencil button, the user enters in playlist mode and can
connect several dots in order to create a playlist. Once a
playlist is created, a modal window appears, showing the
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Figure 3: Rendering of 3000 songs-catalogue through the model {FML, AE, EM}. Each coloured point is the representation
of a song. The location of each song is determined by the output of the parametric t-SNE model. The colour of each point
is obtained by mixing the total information of three features, which set can be selected by the user. The size corresponds to
what degree the songs belong to a genre, to be selected by the user.
songs of the playlist and the playlist is also drawn as a
dashed line connecting the related dot. When a playlist is
drawn upon the canvas, it is possible to navigate between
its tracks with the two shuffle buttons. In the end, the user
can clear a drawn playlist with the cross button.
Search field: In the end, a search field has also been
introduced. It allows to filter the dataset and look for a
specific artist, genre or keyword. In order to let the user
look for something that is actually present in the dataset,
the search field has been provided with an auto-complete
function, implemented in jQuery.
5.1 INFORMAL USABILITY TEST OF THE
INTERFACE
After having implemented a first version of the interface,
an informal interview has been set up, to rate the consistency of the designing choices. To do this, we set up a
usability test environment where several users have been
asked to try the interface in different conditions and answer some questions about their impressions.
A summary of the usability test: Different experiments
have been conducted with 27 participants, that were considered a representative sample of the people who could
use the interface as a final product. They were both students and professionals, aged between 20 and 27 years
old.They were told to test our interface through these steps:
• The testers were told to use the interface for two
minutes and try to understand the various functionalities.

• The testers were shown a picture with explanation
notes about the various functionalities. Afterwards,
they were asked to try them out again on the interface.

• The testers were asked to explore the dataset in four
different configurations. Each one gave the user a
different number of controllable features: 1, 2, 3 and
4.

Consideration about the results The overall intuitiveness of the interface has been rated well, according to our
expectations, even though, it still needs be improved, especially concerning the playlist drawing and clearing mechanism. Even after an explanation picture had been shown,
still 40.7% of the testers claimed not to have completely
understood how to draw and clear a playlist. A confirmation, instead, has been received in relation to the choice of
the CMYK color model, since most the users appreciated
how the colors were combined. Another interesting result
referred to the number of controllable features. The configurations with just one or two controllable features met
a good response among the users who stated they would
make use of them quite often, while it seems clear enough,
again from the users answers, that there is no need for a
5th feature, at least with the current interface settings. The
design of a rather simple interface, appeared to be a good
choice, since most of users found it sufficiently complex.
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6. CONCLUSION
In this study, a parametric t-SNE model for music playlist
generation is introduced. Beside the computational advantages of using parametric t-SNE, this representation preserves the structure of the high dimensional space in the
latent space within a small error range regarding the models based on emotion features. Moreover, this approach
provides a function which maps the data from the feature
space to the latent space, by preserving a similar distribution of the data in the two spaces. Our project reaches good
results compared to the previous methods based on PCA,
showing that the parametric t-SNE method is able to represent high-dimensional data, better than PCA, and offers
a more suitable strategy in music dataset context.
The small variance and gap between the models and best
results obtained for emotion-related features, show that the
combination of applied strategies has been successfully confirmed. Further, comparing model and best results on genres does not show a optimum choice among combination
of pre-training type and pre-processing strategies, suggesting that in similar experiments all should be implemented
and compared to each other.
Furthermore, our work presents an original interactive
user interface visually rendering the songs projected from
the feature space over a plane. This allows a user interaction with the original dataset, rendering songs in a browser
with similar characteristic close to each other. This provides the user with playlist generation tools and a link with
Spotify to listen to them directly.
However, different aspects must be further analyzed and
developed in future work: the high difference between the
emotion evaluation of the model with respect to the genre
evaluation, and the implementation of an interface which
could easily jump for the same data-points between the
model given by emotion and the model given by genre.
7. REFERENCES
[1] Y. Yang and J. O. Pedersen, “A comparative study
on feature selection in text categorization,” in Icml,
vol. 97, 1997, pp. 412–420.
[2] L. van der Maaten and G. Hinton, “Visualizing highdimensional data using t-sne,” Journal of Machine
Learning Research, no. 9, pp. 2579–2605, Nov. 2008.
[3] B. Vad, J. W. Daniel Boland, R. Murray-Smith, and
P. B. Steffensen, “Design and evaluation of a probabilistic music projection interface,” in 16th International Society for Music Information Retrieval Conference, 2015.

Conference on Intelligent Information Hiding and Multimedia Signal Processing, July 2012, pp. 436–440.
[6] T. Nakano, J. Kato, M. Hamasaki, and M. Goto,
“Playlistplayer: An interface using multiple criteria
to change the playback order of a music playlist,”
in Proceedings of the 21st International Conference
on Intelligent User Interfaces, ser. IUI ’16. New
York, NY, USA: ACM, 2016, pp. 186–190. [Online]. Available: http://doi.acm.org.zorac.aub.aau.dk/
10.1145/2856767.2856809
[7] M. Pichl, E. Zangerle, and G. Specht, “Understanding playlist creation on music streaming platforms,”
in 2016 IEEE International Symposium on Multimedia
(ISM), Dec 2016, pp. 475–480.
[8] J. J. Deng and C. Leung, “Emotion-based music recommendation using audio features and user playlist,”
in 2012 6th International Conference on New Trends in
Information Science, Service Science and Data Mining
(ISSDM2012), Oct 2012, pp. 796–801.
[9] T. Kohonen, “The self-organizing map,” Proceedings
of the IEEE, vol. 78, no. 9, pp. 1464–1480, Sep 1990.
[10] M. J. Greenacre, Theory and Applications of Correspondence Analysis. Academic Press, 1984.
[11] H. Purwins, B. Blankertz, and K. Obermayer, “A new
method for tracking modulations in tonal music in audio data format,” in Int. Joint Conf. on Neural Network
(IJCNN’00), vol. 6, 2000, pp. 270–275.
[12] H. Purwins, T. Graepel, B. Blankertz, and K. Obermayer, “Correspondence analysis for visualizing interplay of pitch class, key, and composer,” in Perspectives in Mathematical and Computational Music Theory, ser. Osnabrück Series on Music and Computation.
Electronic Publishing Osnabrück, 2004, pp. 432–454.
[13] H. Purwins, “Profiles of pitch classes circularity of relative pitch and key- experiments, models, computational music analysis, and perspectives,” 2005.
[14] H. Purwins, B. Blankertz, and K. Obermayer,
“Toroidal models in tonal theory and pitch-class analysis,” in Computing in Musicology, W. B. Hewlett
and E. Selfridge-Field, Eds.
Center for Computer
Assisted Research in the Humanities and MIT Press,
2008, vol. 15.
[15] H. Purwins, B. Blankertz, G. Dornhege, and K. Obermayer, “Scale degree profiles from audio investigated
with machine learning techniques,” in Audio Engineering Soc. 116th Convention, 2004.

[4] L. van der Maaten, “Learning a parametric embedding
by preserving local structure,” in In Proceedings of the
Twelfth International Conference on Artificial Intelligence Statistics, vol. 5, Nov. 2009, pp. 384–391.

[16] J. B. Tenenbaum, V. d. Silva, and J. C. Langford, “A
global geometric framework for nonlinear dimensionality reduction,” Science, vol. 290, no. 5500, pp. 2319–
2323, 2000.

[5] D. Hughes and B. Manaris, “Fractal dimensions of music and automatic playlist generation: Similarity search
via mp3 song uploads,” in 2012 Eighth International

[17] M. D. Robert Neumayer and A. Rauber, “Playsom and
pocketsomplayer, alternative interfaces to large music
collections,” in ISMIR, 2005, p. 618623.

SMC2018 - 206

[18] E. Pampalk, A. Rauber, and D. Merkl, “Content-based
organization and visualization of music archives.” in
10th ACM Int. Conf. on Multimedia, 2002, pp. 570–
579.
[19] L. Van Der Maaten, E. Postma, and J. Van den Herik,
“Dimensionality reduction: a comparative,” J Mach
Learn Res, vol. 10, pp. 66–71, 2009.
[20] G. Hinton and S. Roweis, “Stochastic neighbor embedding,” Advances in Neural Information Processing Systems, vol. 15, p. 833840, 2002.
[21] J. A. Russell, “A circumplex model of affect,” Journal
of Personality and Social Psychology, vol. 39, no. 6,
pp. 1161–1178, 1980.
[22] J. Schmidhuber, “Deep learning in neural networks:
An overview,” Neural networks, vol. 61, pp. 85–117,
2015.
[23] G. E. Hinton, “A practical guide to training restricted
boltzmann machines,” 08 2010.
[24] G. E. Hinton and R. R. Salakhutdinov, “Reducing the
dimensionality of data with neural networks,” science,
vol. 313, no. 5786, pp. 504–507, 2006.
[25] F. Chollet. (2015) Keras. [Online]. Available: github.
com/fchollet/keras
[26] G. van Rossum, “Python tutorial,” 05 1995.
[27] M. A. et al., “TensorFlow: Large-scale machine
learning on heterogeneous systems,” 2015, software
available from tensorflow.org. [Online]. Available:
https://www.tensorflow.org/
[28] D. P. Kingma and J. Ba, “Adam: A method for stochastic optimization,” in 3rd International Conference for
Learning Representations, 2015.

SMC2018 - 207

You Are Here: Sonic Crossings and Time Indeterminacy
within the Buffer Zone
Oswaldo Emiddio Vasquez
Hadjilyra
Arizona State University

emiddiovasquez@asu.edu

ABSTRACT
‘You Are Here’ is a sound installation that took place on
the 24th of March 2017 inside the buffer zone as an
attempt to address the temporal indeterminacy that
describes the buffer zone during daylight saving time in
Cyprus. After a political decision to join different time
zones, the island underwent a second division, this time
in a temporal sense, which in return raised a question: in
what time does the buffer zone itself exist and how does
time change while crossing the buffer zone?
This article briefly outlines some of the technical,
aesthetic and theoretical considerations that the artist
underwent while preparing the site-specific and siteresponsive sound installation.

2. FROM ‘TERRAIN VAGUE’ TO
‘TEMPE VAGUE’
In his essay, Solá-Morales sought to establish some links
between architecture photography to the development of
modern architecture, via the former’s ability to distil the
vagueness of certain desolate urban spaces:
‘unicorporated margins, interior islands void of activity,
oversights’ that ‘exist outside the city’s effective circuits’
(p. 120). According to Solá-Morales, the term itself ‘terrain vague’ - does not translate to other languages
without losing some of its critical value, since both
‘terrain’ and ‘vague’ share several meanings on their own
and, therefore, in combination.
According to Solá-Morales’ translation the French
‘terrain’ is better understood as having an urban quality
that extends the ‘precisely limited ground fit for
construction, for the city’ and ‘vague’ has a triple
signification: it can signify at the same time ‘wave’,
‘vacant’ and ‘vague’.

Figure 1. Installation view.

Arguing whether Cyprus’ buffer zone already is a ‘terrain
vague’ itself is beyond the scope of this article. The
definition of what constitutes a ‘terrain vague’ however is
a fruitful starting point to begin to question what a ‘tempe
vague’ would be. ‘You Are Here’ sought to address
temporal vagueness within the buffer zone that divides
the island by precisely capturing sound that crossed the
border from either side, in real-time, implementing to it
temporal transformations and diffused through a multichannel system.

1. INTRODUCTION
As of October 31st 2016, following a political
decision 1 , the buffer zone that separates the island of
Cyprus exists periodically 'out-of-time'. Borrowing what
Ignasi de Solá-Morales Rubió describes as a terrain
vague [1] in urban space, the buffer zone is doubly vague
since not only space but also time becomes indeterminate
within it; it is, in fact, a unique case of a tempe vague.

Figure 2. Event’s poster.
1
http://cyprus-mail.com/2016/09/08/two-time-zones-cyprus-turkeywill-not-turn-clocks-back-next-month/
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3. SETTING-UP ‘YOU ARE HERE’
Deriving its title from what one normally finds as a
location indication on maps, ‘You Are Here’ was the first
of an ongoing series of sonic interrogations and
interventions within the buffer zone.
In collaboration with The Home for Cooperation, I got
access to their building’s rooftop and was allowed to setup parabolic microphones in order to pick up sound from
both sides of the buffer zone, transform its temporal
structure before diffusing it inside their gallery space
across the street.
From the outset of the installation I knew the sound
would have to circumvent any form of latency found in
network-based transmission, in order to transform sound
as closely as possible to ‘real time’ and preserve its
temporal structure. Hence, the sound was carried over
daisy-chained XLR cables across the rooftop and into the
gallery space.

Figure 4. IKEA parabolic microphones.

4. TIME BECOMES VAGUE ONCE IT
CROSSES THE BORDER
The overall idea that informed the transformation of
the temporal structure of the soundscape within the
buffer zone can be summarized in the following
manner:
Given that the border delineates two different time
zones, sound within the buffer zone picked up from
either side would have to adhere to the temporal
transformations that the political status quo
prescribes.

Figure 3. “Sonic crossing” from rooftop to gallery
space.
In order to pick up sounds from both sides, which would
had been as far as 100m, I repurposed some IKEA
pendant lambs to get similar effects that parabolic
microphones have. Some socio-aesthetic considerations
behind this choice were: i) I did not want to point shotgun microphones to either side, as it would carry some
aggressive connotations and even hint at eavesdropping,
even though I never ‘listened’ what the microphone
picked up, and ii) it was a way of commenting on a
political phenomenon that relates to crossing the border;
namely, that IKEA has been one of the main attractions
for why many Turkish-Cypriots cross the border into the
south. Anyone visiting IKEA will notice that it becomes a
space where one can listen both languages. IKEA has
also been in the past a matter of dispute for both sides, as
it did consider opening a store in North Cyprus2.
It is worth re-iterating that at no stage there was a
recording of unprocessed sound in order to stay in line
with a signed agreement with UN that resides across The
Home of Cooperation. This was a limitation to be
rethought in future buffer zone sonic endeavours.
2

Hence, the three-day, three-channel sound installation
was an aural experiment on time manipulation and
an imaginary, admittedly and knowingly falsified,
series of attempts on time travelling that carried on
until March 26th when the temporal paradox within
the buffer zone reached its apex and time zone
difference resolved itself, or at least suspended, until
the next daylight saving time change.

Figure 6. Temporal transformation of sounds picked up
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ABSTRACT
Audio tagging (AT) refers to identifying whether a particular sound event is contained in a given audio segment.
Sound event detection (SED) requires a system to further
determine the time, when exactly an audio event occurs
within the audio segment. Task 4 in the DCASE 2017 competition required to solve both tasks automatically based on
a set of 17 sounds (horn, siren, car, bicycle, etc.) relevant
for smart cars, a subset of the weakly-labeled dataset called
the AudioSet. We propose the Xception - Stacked Residual
Recurrent Neural Network (XRRNN), based on modifications of the system CVSSP by Xu et al. (2017), that won
the challenge for the AT task. The processing stages of the
XRRNN consists of 1) an Xception module as front-end, 2)
a 1 × 1 convolution, 3) a set of stacked residual recurrent
neural networks, and 4) a feed-forward layer with attention.
Using log-Mel spectra and MFCCs as input features and
a fusion of the posteriors of trained networks with those
input features, we yield the following results through a set
of Bonferroni-corrected t-tests using 30 models for each
configuration: For AT, XRRNN significantly outperforms
the CVSSP system with a 1.3% improvement (p = 0.0323)
in F-score (XRNN-logMel vs CVSSP-fusion). For SED,
for all three input feature combinations, XRRNN significantly reduces the error rate by 4.5% on average (average
p = 1.06 · 10−10 ).
1. INTRODUCTION
Deep neural networks are used for recognition and prediction of events or patterns. They have been successfully
applied to image recognition and audio, e.g. in source separation [1], speech and music synthesis [2, 3] and acoustic
scene analysis [4, 5]. AudioSet [6], a large-scale data set of
nearly 2.1 million labeled sound clips, brings an opportunity
to investigate sound detection further. AudioSet is created
by taking 10 seconds long audio clips from YouTube videos.
The data labels carry the information about the names of
audio events located inside. The difficulty is that the clips
can contain one or more audio events which can be overlapped and do not have to spread across the full length of
the clip. The information about the start and end times
of events is not available. Therefore, this kind of data is

Hendrik Purwins
Aalborg University Copenhagen, Denmark
hpu@create.aau.dk

called weakly-labeled data [7]. This circumstance brings up
another challenge of detecting the exact position of audio
event within the clip.
This issue was examined in Task 4 of DCASE 2017 competition, which evaluated systems for the large-scale detection
of sound events within the AudioSet’s subset of 17 classes
from a traffic environment [8]. The assignment of the first
sub-task was audio tagging (AT), where the audio events
have to be recognized and labeled by the system. The second sub-task, sound event detection (SED), was dealing
with prediction of the time stamps of the audio events.
The CVSSP system [9] ranked 1st and 2nd in these two
sub-tasks. The team that won the SED sub-task achieved
better error rate on the evaluation data with an ensemble
of ConvNets with multiple analysis windows [10]. However, the input for SED was preprocessed in a different way
than for the AT solution. The audio was segmented with
duplicated labels to find the timestamps, therefore, the assumption of [10] was that every data segment contained all
the labels. This approach has also a limitation to analyzing
a small time window. The system that ranked 3rd [11] in
SED is based on two deep neural network methods. One
is training sample-level Deep Convolutional Neural Networks (DCNN) on raw waveforms. The other one makes
predictions on aggregated features of multiscaled DCNN
models. The team that ranked 3rd int the AT sub-task developed a DenseNet model trained on segmented log Mel filter
banks [12]. Compared to the other DCASE participants, the
method of [9] is unified without any assumption, which is
together with the achieved score a reason why it was chosen
to be the cornerstone for our project.
According to [9], the audio waveform is first transferred
to a time-frequency (T-F) representation. Because the T-F
representation is then treated as an image, some aspects of
the current state-of-the-art CNNs used for image recognition can be introduced to the architecture. Therefore, we
modify [9] inspired by the Xception [13], a successful CNN
in image processing.
The paper is organized as follows. Section 2 introduces
the architectures of neural networks, Section 3 describes
the experiments, Section 4 shows the results, Sections 5 and
6 contain discussion and conclusion.
2. SYSTEM ARCHITECTURE

Copyright: c 2018 Tomas Gajarsky et al. This is an open-access article distributed under the terms of the Creative Commons Attribution 3.0 Unported License,
which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.

2.1 CVSSP System
The audio waveforms are transformed to log Mel spectrograms (logMel) and Mel Frequency Cepstal Coefficients
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(MFCC), which are then fed into the convolutional layers.
Then a recurrent neural network (RNN) follows to capture
the temporal context information followed by a fully connected neural network to determine the posteriors of each
class at each frame. The probabilities of all frames are
then averaged out to get the predicted probabilities for each
tag. [9]

input
bidirectional
GRU, 128

bidirectional
GRU, 128

linear activation

sigmoid activation
multiply
output

2.1.1 Preprocessing of data
The input audio data in wave format is first filtered using
cutoff frequencies 0Hz and 8kHz, resampled to 16kHz and
converted to logMels as well as MFCCs consisting of 64
Mel frequency bands and 240 frames using 1024 samples
long Hamming windows and a hop size of 360 samples. The
extracted features are then packed into HDF5 file together
with corresponding names and labels. Mean and standard
deviation is calculated on each frequency bin and stored
to a scaler HDF5 file. HDF5 files in binary format help to
accelerate the program [14].
2.1.2 Gated linear unit
The learnable gated linear unit (GLU) [15] is employed
almost in every part of the original system, as a substitution
for ReLU activation [16]. GLU is capable of regulating
the information flow in between two consecutive layers.
The gate value determines if the corresponding T-F unit is
attended or ignored. The idea is that the network will be
able to learn to focus on audio events and not on unrelated
sounds. Thus, an attention mechanism is created. GLUs are
defined as:
Y = (W ∗ X + b)

σ(V ∗ X + c)

(1)

where ∗ expresses the convolution operator, the elementwise product and σ the sigmoid non-linearity. W and V
are the convolutional filters, b and c are the biases. X
stands for the input tensor. Equation 1 causes the output a
linear mapping (W ∗ X + b) to be modulated by the gate
σ(V ∗ X + c) [9]. Those GLUs occur almost in every part
of the neural network (NN).
2.1.3 The gated convolutional block
Each convolutional layer in the CVSSP system is carried
out in a block utilizing GLU as depicted in Figure (1).
input
convolution 2D, 3×3, 128
0:64

64:128

linear activation

sigmoid activation

multiply
output
Figure 1: The gated convolutional block (GCB). The filters
obtained from the convolutional layer are split into two
equally sized parts of 64 units.

Figure 2: The gated recurrent block (GRB).
2.1.4 The gated recurrent block
Following the convolutional layers, the utilization of temporal information is performed by recurrent layers. The final
prediction in audio event detection depends on the whole
input sequence. Therefore, a bidirectional RNN (Bi-RNN)
which is a combination of an RNN that moves from the beginning of the sequence to the end and an RNN that moves
backwards in the opposite direction [17] are applied.
The RNN in [9] is created by two bidirectional layers
employing the GLU concept. Each of the layers consists of
128 gated recurrent units (GRUs) [18].
2.1.5 Localization and classification layers
The last part of the system is devoted to localization and
classification of the audio events. The temporal attention
method is proposed to deal with this tasks. Two feedforward (FF) layers consisting of 17 units are introduced to
the architecture. These FF layers are time distributed which
means that they produce predictions for every time-step of
the sequence. The first FF with sigmoid activation function
is used for classification at each frame and the FF with
softmax activation function emphasizes the most prominent
frames for each class. The outputs from both FF layers are
then merged by element-wise multiplication
O0 (t) = O(t)

Zloc (t)

(2)

where the classification output of FF with sigmoid is defined
as O(t) and the output of FF with softmax as the localization vector Zloc (t). Final predictions O00 are obtained after
O0 (t) is averaged across the sequence
PT −1
O(t)
O00 = PT t=0
−1
t=0 Zloc (t)

(3)

where T is frame-level resolution along the input data. The
block for localization and classification (BLC) is depicted
in Figure (3). [9]
2.1.6 CVSSP Architecture
The Figure (4) shows how the individual blocks are stacked
from subsections 2.1.3, 2.1.4 and 2.1.5 to form the full
Gated-CRNN-logMel.
2.1.7 Fusion of system results
The final predictions submitted to the DCASE 2017 challenge were made by using two system fusion strategies.
The first fusion of system results is conducted among the
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input

240×64 input data

time distributed
feed-forward
sigmoid, 17

GCB

time distributed
feed-forward
softmax, 17

Max pooling 2D, size 1×2

GCB

multiply

GCB
GCB

output

Max pooling 2D, size 1×2
Figure 3: The block for localization and classification
(BLC).
epochs in the same CVSSP system. This step improves the
stability of the system [9]. The second one takes an average of the posteriors from different systems. Neither the
paper [9] nor the published code specify neither the number
of models nor the different architectures that were used for
this method. It is only stated that part of this method was to
train all the NNs on logMels and also on MFCCs separately
and combine the predictions.
2.2 Xception-Recurrent Neural Network (XRRNN)

GCB
GCB
Max pooling 2D, size 1×2
GCB
GCB
Max pooling 2D, size 1×2
convolution 2D, 3×3, ReLU, 256
Max pooling 2D, size 1×4

2.2.1 Xception

GRB

The Xception architecture introduced in [13] is a linear stack
of depthwise separable convolutional layers with residual
connections. The depthwise separable convolutions proposed by Sifre [19] perform a spatial convolution independently over each channel, followed by a pointwise convolution, i.e. a 1 × 1 convolution, projecting the channels
output by the depthwise convolution onto a new channel
space. They are similar to the Inception modules [20], but
converge faster. The hypothesis is that the mapping of
cross-channel correlations and spatial correlations in the
feature maps of convolutional neural networks can be entirely decoupled. Therefore, richer feature representations
are extracted. Chollet [21] showed that convolutional layers learn different shapes and patterns from the input data.
Each class is represented by different set of these patterns,
which enables the CNN to classify unseen data. The more
varied shapes and patterns are created, the more robust and
accurate model we obtain.

BLC
Figure 4: The full architecture of the CVSSP system [9].
(This diagram was created by analyzing the publicly
available source code 1 .)
the frequency dimension. Every convolutional layer uses
zero-padding, thus, the frequency dimension is reduced
to 1 before entering the recurrent layers only by applying
max pooling similarly as in the CVSSP system. The purpose of the very last convolutional layer is to extract the
cross-channel correlations and reduce the number of channels. The GRB is replaced with three stacked bidirectional
layers with residual connections and the final part is the
unchanged BLC from the CVSSP system. The full architecture is depicted in Figure (7) using the Xception separable
convolutions block (XSCB) from Figure (5) and the Xception residual connection block (XRCB) from Figure (6).

2.2.2 Stacked bidirectional layers with residual
connections
The residual connections are introduced in [22] to ease the
training of networks with deep architectures by making the
input of lower layers available to the higher layers. Stacked
bidirectional layers with residual connections were proven
to produce more accurate results than simple stacked bidirectional layers in [23].

3. EXPERIMENTS
For audio tagging (AT) and sound event detection (SED),
we will compare the performance of our system (XRRNN)
and the CVSSP system, using three different audio feature
configurations as input: log Mel spectra, MFCC, and a
fusion of both. We evaluate the performance using F-score
(AT and SED) and error rate (SED).

2.2.3 Xception-Recurrent Neural Network
We propose an architecture based on the CVSSP GatedCRNN-logMel system [9]. The GCBs are replaced with the
modified entry flow from Xception [13] where max pooling instead of longer strides takes care of the reduction of

3.1 Input Data
All network architectures were trained on subset of Google
AudioSet [6] formed by warning and vehicle sounds of 17
classes. We use the development dataset of the DCASE
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output
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Figure 5: The Xception separable convolutions block
(XSCB).
input
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XSCB, x=128
Add
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Add
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Figure 6: The Xception residual connection block (XRCB).

XSCB, x=512

2

2017 available at the website of Task 4 consisting of
51172 sound clips in the training partition and 488 sound
clips in the test partition. These sound clips were preprocessed as described in Subsection (2.1.1) to reduce the size
of the data. The number of created T-F units from 160k
samples is 240 × 64 = 15, 360 per one clip.
3.2 Training Details
The data preprocessing is described in Subsection 2.1.1.
The models are trained batch-by-batch using a batch generator of size 44 with data balancing [9] running in parallel
with the model. The training lasts thirty epochs with 100
steps in each epoch.
For training, the binary cross-entropy loss function and the
Adam stochastic optimization method [24] with learning
rate 0.001 are used.
3.3 Evaluation Metric
The evaluation of the individual models was done using
the saved states of the models from last ten epochs on the
testing set. For AT, F-score is used as an evaluation metric,
and for SED, error rate is used. For each model architecture
(XRRNN and CVSSP) and for both feature representations,
logMel spectra and MFCC, 30 identical models are trained.
For the fusion models, 30 times, the posteriors for the same
architecture trained with logMel spectra and with MFCCs
are fused. Then for the AT sub-task, the F-scores and for the

Add
separable convolution 2D,
512 kernels 3×3, stride 1×1
Batch normalization
ReLU activation
Max pooling 2D, size 1×2
convolution 2D, 256 kernels 1×1
ReLU activation
Max pooling 2D, size 1×2
bidirectional
GRU, 128, ReLU

Add

bidirectional
GRU, 128, ReLU

Add

bidirectional
GRU, 128, ReLU

BLC
output

Figure 7: The architecture of the XRNN.

2 http://www.cs.tut.fi/sgn/arg/dcase2017/
challenge/task-large-scale-sound-event-detection
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SED sub-task, the error rates between XRRNN and CVSSP
are compared via a one-tailed independent t-test for each
of the three input feature settings, resulting in 2 · 3 · 3 = 18
independent t-tests. To correct for multiple testing, we use
Bonferroni correction and multiply the resulting p-values
of the individual tests by 18 to account for the performed
18 tests.
3.4 Implementation
Calculations were performed using an NVIDIA Titan X
GPU. Keras 2 [25] with Tensorflow 1.4 [26] back-end was
used for running the program. Also we used the Xu et al.
(2017)’s implementation of their system 3 .

4. RESULTS
In Table (1), performance means (F-score and error rate)
across 30 runs for audio tagging (AT) and sound event detection (SED) are shown for our system (XRRNN) and the
CVSSP system, using different audio features: log Mel
spectra (first row), MFCC (second row), and a fusion of
both (third row). In Table (2), the Bonferroni-corrected pvalues for one-tailed independent t-tests comparing means
across 30 runs for our system (XRRNN) and the CVSSP
system are shown, using our three different audio feature
configurations. As a result, for SED, our system (XRRNN)
significantly outperforms the CVSSP system for all feature sets. The relative decrease of the error rate for the
three feature sets is: 4.5% (logMel), 4.9% (MFCC), 4.2%
(fusion). For AT, our system performs significantly better
than CVSSP when using logMel features with a relative
improvement of 3.1% in the F-score. XRRNN with logMel
features performs significantly better than CVSSP with fusion (p = 0.016) with a relative improvement of the F-score
of 1.3%. Tables (3, 4, 5) show the F-scores per class of the
best XRRNN model trained on logMels. The best accuracy
was achieved in the classes with loudest sounds like train
horn, or civil defense siren and the worst in the car passing
by class, which can easily get lost in the background noise.

XRRNN-logMel
CRNN-logMel
XRRNN-MFCC
CRNN-MFCC
XRRNN-Fusion
CRNN-Fusion

F (AT)
0.542
0.526
0.511
0.505
0.540
0.535

ER (SED)
0.597
0.625
0.620
0.652
0.579
0.604

F (SED)
0.447
0.434
0.419
0.407
0.447
0.446

Table 1: Performance means (F-score and error rate) across
30 simulations for audio tagging (AT) and sound event
detection (SED) for our system (XRRNN) and the CVSSP
system, using different audio features: log Mel spectra
(first row), MFCC (second row), and a fusion of both (third
row).

3 https://github.com/yongxuUSTC/dcase2017_
task4_cvssp

F (AT)

ER (SED)

XRRNN-logMel
CRNN-logMel

1.74 · 10−6

1.01 · 10−11

XRRNN-MFCC
CRNN-MFCC

0.24

3.10 · 10−10

XRRNN-Fusion
CRNN-Fusion

0.14

2.96 · 10−16

Table 2: P-values for one-sided independent t-tests
comparing means of 30 runs (cf. Table (1)) for our system
(XRRNN) and the CVSSP system, using different audio
features. (see Table (1)) The p-values account the
Bonferroni correction with respect to the total of 18 tests
performed. Significance w.r.t. α = 0.05 is indicated in
boldface.
Bicycle
0.483
Car
0.462
Bus
0.400
Motorcycle
0.476

Skateboard
0.712
Car passing by
0.178
Truck
0.460
Train
0.688

Table 3: F-scores (AT) of individual vehicle classes for the
best XRRNN-logMel model
Car alarm
0.706
Fire truck (siren)
0.568
Police car (siren)
0.586

Ambulance (siren)
0.455
Civil defense siren
0.744

Table 4: F-scores (AT) of individual warning classes with
siren-like sounds for the best XRRNN-logMel model
Train horn
0.784
Reversing Beeps
0.727

Air horn, truck horn
0.522
Screaming
0.654

Table 5: F-scores (AT) of individual warning classes for the
best XRRNN-logMel model

5. DISCUSSION
The XRRNN was build step-by-step by replacing parts
of the CVSSP architecture one-by-one. First we replaced
the consecutive blocks of gated convolutional neural networks by an Xception front-end. Then we replaced the
gated bidirectional RNN by a sequence of stacked residual bidirectional layers enhanced with residual connections.
Later on, both of these components were integrated into the
architecture together after they showed improved results
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individually. Finally we introduced the 1 × 1 - convolution
placed in between the convolutional front-end and the recurrent layers. The only attention mechanism that remained in
the architecture from the orginal CVSSP system is the BLC.
It appears that one of the key ideas in Xu et al (2017)’s
system, the gated convolutions, can be outperformed by
using residual connections both in the front-end (within
an Xception block) and in the RNN (by stacking recurrent
layers with residual connections).
Looking at the F-score per class results, we see that not
all loud sound classes achieved high accuracy. This can be
caused by the fact that our dataset contains two groups of
similar categories. First is the group of vehicles with engine
sounds containing wide range of long-lasting static frequencies formed by car, bus, truck and motorcycle classes.
Second is the group of sirens with long-lasting modulating
frequencies formed by ambulance (siren), fire truck (siren)
and police car (siren). The XRRNN model achieved a high
F-score within classes that have a unique sound opposed to
the other ones, e. g. reversing beeps with periodic behavior, or skateboard with specific mid frequencies and a short
burst when the wheels make an impact with the ground after
a jump.
Our results for the CVSSP system differ a bit from the
results reported in [9]. This might be due to the following
reasons. From the paper by Xu et al. [9] and their accompanying implementation on GitHub that we used to reproduce
those results, some details in their system remained unclear.
E.g. whereas in Fig.1 [9], they refer to 3 gated convolutional neural network blocks, in their GitHub, they use 4
of those blocks. Their second strategy of system fusion is
explained (in their Section 2.4) as ”to average the posteriors from different systems with different configurations”,
where it remains unclear which configurations had been
used exactly. For our XRRNN architecture, the concept of
system fusion seems to be effective for solving the SED
task but not for the AT task.
6. CONCLUSION
In this paper, we present the XRRNN system, based on the
following modifications with respect to the CVSSP system
that won the DCASE 2017 challenge for AT: an Xception
module as front-end, followed by a 1 × 1 convolution, followed by stacked residual recurrent neural networks. For
AT, XRRNN significantly outperforms the CVSSP system
with a 1.3% improvement in F-score (XRNN-logMel vs
CVSSP-fusion). For SED, XRRNN reduces the error rate
by 4.5% on average.
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ABSTRACT
Music recommender systems can offer users personalized
and contextualized recommendation and are therefore important for music information retrieval. An increasing number of datasets have been compiled to facilitate research
on different topics, such as content-based, context-based
or next-song recommendation. However, these topics are
usually addressed separately using different datasets, due
to the lack of a unified dataset that contains a large variety
of feature types such as item features, user contexts, and
timestamps. To address this issue, we propose a large-scale
benchmark dataset called #nowplaying-RS, which contains
11.6 million music listening events (LEs) of 139K users
and 346K tracks collected from Twitter. The dataset comes
with a rich set of item content features and user context
features, and the timestamps of the LEs. Moreover, some
of the user context features imply the cultural origin of the
users, and some others—like hashtags—give clues to the
emotional state of a user underlying an LE. In this paper,
we provide some statistics to give insight into the dataset,
and some directions in which the dataset can be used for
making music recommendation. We also provide standardized training and test sets for experimentation, and some
baseline results obtained by using factorization machines.
1. INTRODUCTION
Social media applications have been gaining popularity over
the years. For instance, Twitter serves 330 million monthly
active users as of January, 2018. 1 Similarly, Spotify is a
highly popular music streaming service that allows users to
listen to music anywhere, anytime. Spotify users can tweet
about the songs they are listening to using the so-called
#nowplaying tweets (e.g., “#nowplaying Yellow Submarine - The Beatles #happy”). From such tweets, rich metadata about the listening events (LEs) of users can be extracted [1]. For example, the hashtag “#happy” in the above
example might be a self-expression of the listener’s underlying emotional state. Likewise, Spotify provides rich information, metadata and audio content features of tracks [2],
Copyright: c 2018 Asmita Poddar et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
1

https://www.omnicoreagency.com/twitter-statistics/ (01/18)

Yi-Hsuan Yang
Research Center for IT Innovation,
Academia Sinica, Taiwan
yang@citi.sinica.edu.tw

that can be obtained via the Spotify API. Hence, these sites
are ideal for information retrieval and analysis, especially
for building music recommender systems (RS).
The performance of an RS in general, highly relies on
the content of the dataset used for model training. For example, context-based recommendation aims at modeling
how contextual factors of a user, such as time (e.g., timeof-day, day-of-week and month-of-year), location (e.g., indoor, out-door), weather, user activity (e.g., reading, exercising) and user emotion/mood (e.g., happy, sad), affect the
user’s preference [8–11]. As some of such contextual factors are hard to collect from users, a recent trend is to mine
contextual information from the sequence of user behavior
in the recent past (e.g., list of previously played songs) to
infer the current user preference [12–16]. This is known
specifically as sequence-based recommendation, or nextsong recommendation for music. When timestamps of the
user behavior are available and are exploited to divide the
user history into multiple time sessions (e.g., with a long
time gap between two sessions), the recommendation setting can also be referred to as session-based recommendation [17–19]. Datasets with millions of data entries/points
were used in such recent studies (not necessarily focusing
on music), especially those based on deep learning techniques (e.g., [14, 20]).
Despite exciting progress that has been made lately, we
observe that context-based recommendation and sequencebased recommendation were usually addressed separately
using different datasets. Moreover, most existing work
did not make use of item content features (such as audio
features extracted from musical audio), which can mitigate the so-called cold-start problem and improve the diversity/interpretability of the recommendation result [19,
21]. This is mostly due to the lack of a consolidated dataset
containing different data types like item content features,
user contexts, as well as timestamps of the user-item association. Accordingly, it is hard to investigate the dependency of different data types and jointly model them in a
single framework.
Building on top of online resources from Twitter and Spotify, in this paper we propose a new dataset to address this
demand. The new dataset, referred to as #nowplayingRS hereafter, contains 11.6 million LEs of 140K users,
including 350K tracks. The dataset features 6 user contextual features including hashtags and emotion information extracted from the hashtags contained in the underlying tweets, timestamps of LEs and 11 item content fea-
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Dataset
LFM-1b [3]
MMTD [4]
MusicMicro [5]
MLHD [6]
Yahoo! Music [7]
#nowplaying [1]
#nowplaying-RS

Num.
ratings
1,000,000,000
1,000,000
594,306
∼27 billion
262,810,175
46,054,607
11,639,541

Num.
users
120,175
215,375
136,866
∼583,000
1,000,990
4,150,615
138,781

Num.
tracks
585,095
133,968
71,400
∼7,000,000
624,961
1,206,499
346,273

Context
feat.
√
√ (1)
√(11)
(6)
√
√ (2)
(1)
√
(7)

Content
feat.

√

(11)

Timestamps
√
√
√
√
√
√

Table 1. Comparison of existing datasets for music recommendation, with the number in parentheses indicating the number
of features contained.
tures. We believe that the dataset may contribute to research on music RS in a number of ways: i) it is a largescale, context-aware dataset; ii) the dataset contains timestamps for LEs, making it a valuable dataset for sequencebased recommendation; iii) the hashtags contained are a
unique feature since they give an idea of the listening context and also, the emotional state of the user at the time
of listening to the track, allowing for sentiment-aware approaches to recommendation and retrieval; iv) it contains
item content features of the songs; and finally v) it facilitates the development of an integrated system that jointly
models different data types relevant to recommendation.
The dataset, our code, and train/test splits used in our experiments are available at http://dbis-nowplaying.
uibk.ac.at/#nowplayingrs. Please note that our
methods and the resulting dataset naturally adhere to Twitter’s policies and that all user data is anonymized.
Information filtering and recommendation is an integral
part of the way users perceive music. Context-aware music
recommendation, in particular, can find its applications in
personalized music streaming, smart cars, smart speakers,
etc. As #nowplaying-RS contains user-provided hashtags
self-expressing their activities, thoughts, and emotions, it
holds the promise to deepen our understanding of the way
people interact with music in the daily lives, such as how
people use music to communicate ideas, express themselves
and to modulate moods.
In what follows, we firstly highlight related context-aware
recommendation datasets. Then, we present our dataset:
the methods of data acquisition, the availability and content, and general statistics as well as the hashtag content.
Finally, we present some pre-defined train/test splits of the
dataset for benchmarking and further perform some proofof-concept experiments with #nowplaying-RS using factorization machines [22] in two different settings.
2. RELATED DATASETS
Table 1 features a comparison of the most comprehensive
and popular music recommendation datasets available. We
note that all of these datasets feature implicit, positiveonly feedback (ratings) [23] on the tracks—i.e., information about which tracks were listened by a user. Schedl’s
LFM-1b dataset [3] contains one billion LEs crawled from
the last.fm platform and includes artists, tracks, albums

Figure 1. Barplot depicting the weekly distribution of the
number of tweets (LEs) and number of users tweeting over
time. Each bar represents the span of a week. Red bars represent the number of unique users and blue bars represent
the number of tweets.
and extensive user information (e.g., demographic aspects
or scores such as novelty or mainstreaminess to describe
the user’s taste). However, besides the country of the user
and timestamps of LEs, the dataset does not provide any
contextual data. In contrast, the million musical tweets
dataset (MMTD) [4] and the MusicMicro dataset [5] come
with contextual information related to time and location.
The musical listening histories dataset (MLHD) [6], the
Yahoo! Music ratings dataset [7] and the #nowplaying
dataset [1] contain a substantial number of users, items
also including timestamps of LEs; however, no contextual
information is given. Only information about the source
of the underlying tweet (how it was sent) is provided in
the #nowplaying dataset. In comparison to the existing
datasets, our #nowplaying-RS dataset provides the following unique features: First, we provide a publicly available and extensive dataset of LEs, particularly suited for
(sequential) context-aware recommendations. Second, we
provide a great variety of context and content information
about the users and tracks, as well as clues of the underlying emotions, activities, and thoughts of the users through
hashtags.
3. THE #NOWPLAYING-RS DATASET
3.1 Dataset Creation Procedure
The basis for the #nowplaying-RS dataset is the #nowplaying dataset compiled by Zangerle et al. [1], which contains
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Item
Listening Events
Users
Tracks
Artists
Unique user-track pairs
Unique track-artist pairs
Figure 2. Histogram showing the variation of average sentiment scores of the hashtags in the dataset. The sentiment
scores have been scaled in the range of [0,1].

Table 2. Statistics of the proposed dataset
Category
Mood
Activity

Place of listening
Emotion
(a) All LEs

Number
11,639,541
138,781
346,273
44,214
3,043,487
346,273

Location
Genre
Source

Hashtag
#lazy, #sleepy, #lonely, #depressed,
#sad, #angry, #jealous
#driving, #swimming, #walking,
#running,
#studying,
#focus,
#sleeping, #cooking
#gym, #home, #car, #office,
#school, #college, #hospital, #disco
#hate, #love, #wonderful, #encore,
#fun, #addictedtothis
#berlin, #toronto, #india, #australia
#metal, #edm, #classical, #softrock,
#pop, #jazz, #blues
#radio, #itunes, #fm

Table 3. Categories of the hashtags and some examples

(b) Affect-enriched LEs
Figure 3. Histogram of median time distance (in hours)
per user for (a) all LEs and (b) affect-enriched LEs. The
distribution of median time distances up to 10 days (240
hours) is shown here.
LEs crawled from Twitter, where LEs were extracted from
individual tweets. For the creation of the proposed dataset,
we extracted all LEs for the year 2014, with a total of 17
million LEs. The LEs are uniformly distributed in this time
frame as shown in Figure 1. These basic LEs featuring
a timestamp, artist and track were enriched with further
information gathered via the Twitter API 2 about the language and time zone of the user. Furthermore, we also
retrieved and added the hashtags that were used in each
tweet as these may serve as contextual indicators. Particularly, since hashtags may indicate the context of the user
or the song played and also, the emotional state of a user
underlying an LE, we extract affective contextual information from hashtags contained in these tweets by applying
an unsupervised sentiment dictionary approach. We relied
on well-established dictionaries which have been widely
used and evaluated [24, 25], where we chose the dictionaries that provide both the best coverage and performance
in terms of accuracy: AFINN [26], Opinion Lexicon [27],
SentiStrength [28], Vader [29] and the Sentiment Hashtag

lexicon [30]. We only stored an entry if we are able to detect the sentiment of the tweet hashtag using at least one of
the dictionaries. In total 5,290 hashtags in the dataset have
been assigned with a sentiment score. Figure 2 shows the
distribution the sentiment scores of these hashtags.
Previous research has shown that content features can
mitigate the cold-start problem and also improve the interpretability of results in recommendation tasks [31]. Hence,
we added track content features to the dataset to be able to
describe tracks by means of acoustic content features. We
used the Spotify API 3 to obtain the acoustic features for
the contained LEs. This was done in two steps: The track
API was first used to search for the track and artist to get
the Spotify-ID of the given track. Then, this track-ID was
used to gather the acoustic features of the track.
3.2 Content and Statistics
Table 2 lists some statistics of the dataset. As can be seen,
the dataset contains 11,639,541 listening events of 138,781
users who listened to 346,273 distinct tracks performed by
44,214 distinct artists. The final dataset contains 17,560,113
hashtags associated with LEs (44,913 unique lower-cased
hashtags). The most widely used hashtags are #nowplaying, #listenlive and #music comprising 63.15%, 7.37% and
0.95% of the total number of hashtag usages in the dataset. 4
Hashtags allow to infer the listening context of a song and
are used in a highly diverse manner: they might be used
3

https://developer.spotify.com/web-api/
Please note that the underlying Twitter data was crawled using the
search terms #nowplaying, #listento and #listeningto.
4

2

https://developer.twitter.com/en/docs/tweets/search/api-reference
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IDs
User ID
Track ID
Artish ID
Context features
Timestamp
Tweet language
User Language
Time zone
Hashtags
Sentiment
Content features
Instrumentalness
Liveness
Speechiness
Danceability

Valence
Loudness
Tempo
Acousticness
Energy
Mode
Key

Description
Unique user ID.
Unique track ID.
Unique artist ID.
Description
Exact time of creation of the tweet underyling the LE in the format
YYYY/MM/DD HH/MM/SS.
Language in which the tweet underlying the LE was posted.
Language of the user (as stated in the user’s interface settings).
Time zone from where the tweet was posted.
Hashtags contained in LE; categorizes and contextualizes a tweet by
a keyword.
Sentiment score extracted from hashtags contained in LE (ranges
from 0 (negative) to 1 (positive)).
Description
Signifies whether a track contains vocals.
Presence of an audience in the track recording (range is [0, 1], where
1 indicates high probability of liveness).
Presence of spoken words in a track - whether a track contains more
music or words (range is [0, 1], where 0 is a track with no speech).
Suitability of a track for dancing based on a combination of musical elements like tempo, rhythm stability, beat strength, and overall
regularity (range is [0, 1], where 1 is a most danceable song).
Musical positiveness conveyed by a track (range is [0, 1], where 1 is
a highly positive and cheerful song).
The overall loudness of a track in decibel (dB).
The overall estimated tempo of a track in beats per minute (BPM).
Probability whether a track is acoustic (range is [0, 1]).
Perceptual measure of intensity and activity (range is [0, 1], where 1
indicates a high-energy track).
Modality (major or minor) of a track, i.e., the type of scale from
which its melodic content is derived. Major is 1 and minor is 0.
The key that the track is in. Integers map to pitches using standard
Pitch Class notation.

Table 4. Data contained in the #nowplaying-RS dataset, including IDs, user context features and item content features
to describe the genre or context of the played song (e.g.,
#metal, #70s), the source of the song (e.g., a radio station),
a description of the artist (e.g., #rapgod) or some notion of
the perceived emotion of the user (e.g., #fun). Please see
Table 3 for more examples. As for the sentiment values
of hashtags associated with tweets underlying the LEs, we
observe that the sentiment information allows to contextualize LEs regarding the mood of the user at the time of
listening to a track. Particularly, we can derive the change
of the mood context of a user over time.
Among the user context features, the timestamps can be
used for not only indicating information regarding time-ofday, day-of-week and month-of-year, but also for modeling user preference using sequence-based or session-based
models. We show in Figure 3 how closely spaced in time
the LEs are to each other. Figure 3(a) shows the median
distance between the time of successive LEs per user while
Figure 3(b) shows the median distance between the time of
successive LEs enriched with affect-related hashtags, per
user. We see that there are larger number of users with
LEs having a short time span (50% of users have a time

span of 0–37 hours) between successive LEs in general.
About 50% of users who have used affect-related hashtags
with LEs have a time span of 0–52 hours between successive LEs. This allows us to model user preferences or
mood on a nearly daily basis, making this dataset useful
for sequence-based recommendation.
Table 4 gives an overview of the entire dataset including
the 6 context features and 11 audio content features.
4. DATASET USE CASES AND PRE-DEFINED
DATA SPLITS
To demonstrate some of the various possible uses of the
dataset, we provide pre-defined data splits for two possible use cases: context-aware recommendation and contextaware next-song recommendation.
4.1 Context-aware recommendation
Context has been shown to be highly influential when it
comes to the perceived utility of recommendations by users.
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Hence, a dataset that provides context features, is an important step towards context-aware RS. Particularly the hashtag context and thereby, also the extracted mood information, is a novel approach towards context-aware RS that
can be exploited and experimented with this dataset.
4.1.1 Creation of Training and Test Sets
Due to the implicit nature [23] of the data, the #nowplayingRS dataset only contains positive examples. However, for
both model training and evaluation, negative examples are
needed. Below, we first describe how we split our dataset
(positive only) into training and test sets, and then describe
how we create the negative samples.
In a real-world setting [21], we are given historical (past)
ratings of users and aim to predict the tracks that a user
would like to listen to in the future, in a given context.
Therefore, we used the timestamps to split #nowplayingRS into the training (from Jan. 1 to Sep. 30) and test sets
(from Nov. 1 to Dec. 23). The LEs during the month of
Oct. may be used to create a validation set for the experiments. For data cleansing, we removed users who have
listened to less than 10 tracks and tracks which have been
listened to by less than 10 users, since such records cannot
contribute to modeling the user preferences sufficiently.
We also removed LEs that do not contain hashtags or do
not exhibit any sentiment information from the dataset for
the experiments. Table 5(a) depicts the characteristics of
the training and test sets employed for the experiments,
counting only positive examples.
For each LE in either the training or test set, we further
added nine tracks as the negative samples. Based on this
list, in our track ranking experiment, we aimed to rank this
list of tracks, such that the positive example is ranked as the
first (i.e., the most relevant) track. We used two different
population methods to find the negative samples per LE:
random population (POP RND), where we added nine randomly chosen tracks that the user has not listened to previously and user-based population (POP USER), where we
randomly picked nine tracks the user has previously listened to, but in a different context, and added these to the
set. The resulting set of 10 tracks can be subsequently
used as input to an RS. It can be understood that track
recommendation under the POP USER population method
is more difficult, because all the 10 candidate tracks are
known to the user and likely the recommender has to rely
on contextual features to pick the right one.
4.2 Context-aware Next-song Recommendation
Sequence-based recommendation has recently become an
important research topic. Given historical user data, we
aim to predict next interactions with the recommender system. For example, this year, the RecSys Challenge 5 (as
part of the ACM Recommender Systems Conference) also
aims to perform a playlist continuation task and hence,
sequence-based recommendations based on data provided
by Spotify. Similarly, the ACM WSDM Cup 6 was based
on historic listening data of users. In the following, we
5
6

http://www.recsyschallenge.com/2018/
https://wsdm-cup-2018.kkbox.events/

(a)
Training set
Test set
(b)
Training set
Test set

Number of
LEs
257,012
104,334

Number of
users
3,982
1,467

Number of
items
22,092
13,978

Number of
LEs
253,030
102,867

Number of
users
1,830
686

Number of
items
20,631
13,321

Table 5. Splitting of the dataset into training and test sets
for (a) context-aware RS and (b) context-aware next-song
RS, respectively. In our experiments, we use 0.01 of the
training set as the validation set. Please note that we count
only positive samples in this table.
provide a training and test set split to perform next-song
recommendation.
4.2.1 Creation of Training and Test Sets
The sequence of a user’s listening actions depicts the evolution in the users’ taste [32]. The sequence of songs listened to by the user can be created from the timestamps
available in the dataset. The mean length of sequences
per user in our dataset is 123 (median length: 13). For
sequence-based recommendation we can use the “previousN ” songs a user has listened to for predicting the next song
that he/she would listen to. For our experiments, we took
into account the user’s most recent song preference into
consideration by taking N = 1, i.e., the “last song” that
a user had listened to is used as the context information
to infer the ”next song” that a user would likely listen to.
Since, we are using N = 1, the user must have listened to
a sequence of at least 2 songs to be considered in the training and test sets. Table 5(b) provides the statistics of these
positive examples. Data cleansing steps as mentioned in
Section 4.1.1 were also used here.
The negative examples corresponding to each LE were
created as follows: we randomly chose 9 tracks, which the
user has not listened to, i.e., using the POP RND random
population method. Concretely, a positive sample consists
of: User ID+Track ID+Previous Track ID+User context,
whereas a negative sample consists of User ID+Negative
Track ID+Previous Track ID+User context.
5. EXPERIMENTS AND RESULTS
To provide some baseline results, we experimented with
track recommendation tasks based on the two uses cases
mentioned in the last section using factorization machines
(FM) [22], a state-of-the-art recommendation algorithm.
5.1 Evaluation Metric and Evaluated Methods
As evaluation measures, we computed the mean reciprocal rank (MRR) values over all the test LEs for the settings
POP RND and POP USER, respectively, as we are only
interested in how the ranking methods perform in regards
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Method (FM with different
features)
1 [Base]
2 [Base]+Valence
3 [Base]+Tempo
4 [Base]+Created at (time)
5 [Base]+Timezone
6 [Base]+Hashtag
7 [Base]+Sentiment

CB

Cx

√
√
√
√
√
√

(a) Context-aware
POP RND
POP USER
0.7755
0.3906
0.8010
0.6325
0.7241
0.6581
0.5257
0.7985
0.4274
0.4743
0.7515
0.7814
0.7137
0.8854

(b) Next-song
POP RND
0.4770
0.7922
0.6071
0.5718
0.4052
0.7852
0.8005

Table 6. Evaluation results in mean reciprocal rank (MRR) for (a) context-aware recommendation for the POP RND and
POP USER settings and (b) context-aware next song recommendation for N = 1, using the POP RND setting. ‘CB’ and
‘Cx’ indicate whether the method is content-based or context-based, respectively. [Base] indicates a part of the input to
FM. For (a) [Base] = User ID+Track ID and (b) [Base] = User ID+Track ID+Previous Track ID. We highlight the top two
results per column using bold font.
to ranking the ground truth track (i.e., the positive example) as high as possible in the ordered list of recommendation candidates, among the other nine negative examples.
The values of MRR range from 0 to 1, with higher value
indicating better result. For example, if the ground truth
track is ranked at the third place, the MRR would be equal
to 1/3.
Our implementation of FM was based on libFM [22]. 7
We set the dimensionality of the factorized two-way interactions to five and performed ten learning iterations to train
our FM for each experiment.
We consider the following methods in our evaluation.
• Method 1 is the baseline method (indicated as ‘[Base]’
in Table 6) that uses User ID and Track ID only, for
the context-aware experiment and User ID+Track ID
+Previous Track ID for the next-song experiment.
• Methods 2 and 3 additionally take into account different content features of the tracks. We specifically
selected valence and tempo. Valence describes the
musical positiveness conveyed by a track. Hence, it
can also be seen as a suitable proxy for content descriptors, as valence depends on all the other audio
features giving the emotional content of the song,
and thus, a reflection of user mood too [33]. Tempo,
on the other hand, gives the speed or pace of a track
and enables perceiving of music in an organized manner [34].
• Methods 4 and 5 take into account different context
features of the user (time of creation of the tweet and
timezone), providing the date and time of tweeting
about a track and a sense of the location of the user.
• Finally, method 6 considers hashtags while method
7 employs the sentiment scores of the hashtags .
5.2 Result on Context-aware Recommendation
Table 6(a) shows the results obtained for context-aware
recommendation. Method 1 alone (i.e., using only user
IDs and item IDs) works quite well for POP RND, but
7

http://www.libfm.org/

this is not the case for POP USER. For methods 2 and 3,
the content features of the tracks give better results in the
POP RND setting. This confirms that content features can
mitigate the cold start problem [19, 21]. Though making
recommendations is more challenging in the POP USER
setting, as we have to select a relevant track, given a context from among tracks that a user has already listened
to, we find that the hashtags and the sentiment information contained in them (methods 6 and 7) contribute to
better personalized recommendations as compared to the
POP RND setting. The content features do not contribute
much for this setting. We believe that these preliminary
results may serve as a baseline for future context-aware
recommendation tasks.
5.3 Result on Next-song Recommendation
Table 6(b) shows the results obtained for context-aware
next-song recommendation. For methods 2 and 3, the content features of the audio tracks contribute significantly to
next-song recommendation. This suggests some acoustic
coherence between the sequence of tracks a user listens
to. While timestamps (i.e., method 4) give a sense of how
far apart consecutive LEs are, timezone (method 5) does
not contribute much to make next-song recommendation.
Methods 6 and 7 perform well for next-song recommendation. This suggests that the hashtags and sentiment information give important information about how the mood
of the user evolves with time on listening to the tracks.
This temporal and affective information can be used for
personalized playlist generation. These experimental results demonstrate that the proposed dataset can be used to
study how to leverage listening history along with other
contextual features of users for building a music RS.
6. CONCLUSION AND FUTURE WORK
In this paper, we have presented the #nowplaying-RS dataset,
which can be used to compare and evaluate large-scale recommendation approaches in a real-life setting. We believe
that the dataset can serve as a standard in benchmarking
context-aware recommendation, or at least supplement existing datasets—particularly given the diverse content and
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context features provided by the dataset.
We have only showcased two possible use cases of the
dataset in this paper. Further use cases could be to use the
combination of mood-related hashtags and timestamps that
allows us to track the emotion variation of users (i.e., how
people use music to modulate their emotion); and to utilize
the combination of user language and tweet language that
allows us to do culture-aware recommendation. The combination of content, context and temporal features makes
it possible to explain in greater detail why we recommend
an item to a user (i.e., explainability). We would further
like to explore the scope of using the various features of
the dataset to improve music recommendation quality using neural networks.
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ABSTRACT
Recent developments of web standards, such as WebAudio, WebSockets or WebGL, has permitted new potentialities and developments in the field of interactive music systems. Until now, research and development efforts have
principally focused on the exploration and validation of
the concepts and on building prototypes. Nevertheless, it
remains important to provide stable and powerful development environments for artists or researchers. The present
paper aims at proposing foundations to the development of
an experimental system, by analysing salient properties of
existing computer music systems, and showing how these
properties could be transposed to web-based distributed
systems. Particularly, we argue that changing our perspective from a Mobile Web to a Web of Thing approach could
allow us to tackle recurrent problems of web-based setups.
We finally describe a first implementation of the proposed
platform and two prototype applications.
1. INTRODUCTION
In last years, the specification and implementation of new
Application Programming Interfaces (APIs)—such as WebAudio, WebSockets or WebGL—in web browsers has allowed for envisioning the web platform as a fertile playground for artists and musicians. [1] The inherent networked nature and scalability of web technologies has permitted
to simplify and democratize the use of mobile devices (e.g.
smartphones) in the diffusion of sounds. [2] As such, these
web-based distributed systems can be considered as a new
development in the long history of multi-source electroacoustic music that starts with the creation of the acousmonium, created by Francois Bayle and Jean-Claude Lallemand at the Groupe de Recherche Musicale in 1974. [3]
Moreover, recent works have demonstrated that sufficient
synchronization can be achieved for distributed audio rendering in space. [4] Altogether, these technologies open
new opportunities for the exploration of intertwined sonic
and social interactions between participants [5] (see Fig.
1) or between a performer and a participative audience. [6]
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These works, among others, have demonstrated the qualities and potential of these technologies in terms of interoperability. However, we can observe some recurring difficulties, particularly in supporting exploratory processes.
This paper proposes to tackle this issue in improving existing frameworks and setups. Specifically, based on our past
experience, we highlight the following issues:
• Experimenting and exploring in fast iteration cycles
—crucial to artistic and research contexts—remains
difficult due to constraints inherent to the usage of
smartphones.
• The lack of versatile and high-level tools targeted towards non-expert users (e.g. artists or researchers).
Currently, experimenting with web technologies implies to first learn the basic involved technologies
(e.g. HTML, JavaScript, server-side implementation).
The methodology proposed in this paper is to first analyse conceptual and design aspects that characterize successful experimental computer music platforms. Then, we
propose to extend our formalization of such systems to rethink the development of web-based musical experimental
system. Conceptually, our proposal can be thus considered as a generalization built on top of existing libraries
and frameworks. [4, 7, 8] As we will fully explain in the
second part of the paper, this generalization corresponds
to move from a Mobile Web approach to a Web of Things
approach. [9]
Precisely, our main contributions in this paper are threefold:

unre-
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author and source are credited.

Figure 1. Collective Loops - An installation based on web
technologies featuring synchronized audio-visual rendering over smartphones and light projection on the floor.

• Formalizing a conceptual model for conceiving and
developing experimental music systems, enabling col-
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• Developing building blocks along with two implemented prototypes applications (section 4).
We believe that our proposal will help to deliver a more
effective experimental platform dedicated to the prototyping of distributed, embedded and interactive music. As
such, it could offer an interesting playground for multiple
artistic and research areas (e.g. collective and collaborative
human-computer interactions, spatialization, multi-agents
systems or distributed computing), as well as improve the
collaboration between different actors such as composers,
developers and researchers.

2. CONCEPTS
2.1 Experimental Platform in Art and Science
Recent studies on artistic research, [10] based on the Rheinberger’s epistemological work on experimental systems,
offer renewed perspectives on known issues in methodological and epistemological point of views. [11, 12]
In Rheinberger’s conceptual model, the experimental system is the starting point of every research work as well as
a dynamic system composed of technical things—that embody what is already known—and of epistemic things—
which are still to be known and stabilized in a technical artifact. As such, an experimental system must exhibit and—
maybe more importantly—preserve two fundamental and
conflicting properties: it must be well enough defined to
be manipulated properly, while being sufficiently open and
unstable to enable serendipity and emergence of new epistemic things.
As illustrated in Fig. 2, we can thus consider artistic
and scientific research as processes that share similar structural properties—despite qualitative differences in the outcomes—in which the experimental platform can act as a
shared space. Indeed, in both cases, the “completion of
the research process is marked by the stabilisation of the
epistemic object as a fact” [10]—be it a publication or an
artwork—which has to be evaluated and validated before
being re-injected into the experimental system as a stabilized knowledge.
Until now, research work dedicated to distributed and webbased music systems has focused on exploring and probing
their inherent possibilities and opportunities, rather than
in the characterization and implementation of an experimental platform that could act as a shared space for artists
and researchers. We propose to examine existing computer
music systems to identify salient design properties that a
web-based experimental platform should embody.

Studio

Laboratory

Experimental System
Technical / Epistemic things

stabilization

Artwork

Writings

Aesthetic judgement
Social validation

Reproduction
Peer review

knowledge

• Proposing a change of perspective, from a Mobile
Web approach to a Web of Things approach, enabling
novel features facilitating the appropriation of current setups (section 3).

location

knowledge

laborative work between artists and researchers (section 2).

validation

Figure 2. Figure that highlights how the experimental platform can be considered as a shared space that embodies
knowledge from different type of research outcomes.
2.2 Design Properties of Computer Music Systems
Music programming systems such as Max/MSP and PureData [13] [14] are nowadays among the most popular and
efficient prototyping and experimental platforms dedicated
to electroacoustic music. Despite the fact that these environments are not specifically designed to tackle problems
inherent to distributed music systems—such as synchronization or distributed state—nor to be integrated in a web
based framework, we can consider that some of their properties are particularly interesting for approaching the development of a web-based experimental platform.
More precisely, we postulate that their success relies in
part to their effective implementation of specific patterns
that greatly facilitate the user to accomplish particular tasks.
To explain such a statement, let’s first recall two important
concepts from software design: extensibility and composability.
2.2.1 Extensibility and Composability
In software architecture, extensibility is a common systemic design pattern that describes the possibility of adding
or modifying functionalities of a program without impacting its dataflow or internal structure. From a user-centered
perspective, it allows the user (e.g. composer, musician) to
include new functionalities—implemented and shared by
others—seamlessly into its own workflow.
The composability pattern—closely related to extensibility—defines the ability of a system to provide components
that can be selected and assembled in multiple ways. In
Max/MSP or PureData, this property is implemented by
providing to the user a Domain Specific Language (DSL)
in the form of a Visual Programming Language. More
precisely, these environments expose a number of boxes—
each one implementing some very specific and possibly
high-level functionality—that can be linked together in multiple ways [15]. Hence any user (e.g. artist, researcher, creative coder) can define the final behavior of the program by
composing a graph of boxes.
As shown in Fig. 3, these music programming environments implement extensibility and composability by establishing a clear separation among users and/or tasks, such as
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Figure 3. Figure that highlights how traditional Computer
Programming Systems, such as Max/MSP and PureData,
implement the composability and extensibility patterns by
establishing a clear distinction between two types of users.
low-level programming or high-level patching. On the one
hand, an important part of the extensibility of the system
is realized by using a low-level General Purpose Language
(e.g C/C++); in turns, this part of the system becomes accessible only to users that have expert and very specialized programming skills. On the other hand, composability
is achieved by exposing a number of (black-)boxes to the
high-level user. 1

by developers, artists and researchers, since they are based
on a common platform and a common scripting language
(i.e. JavaScript). This common environment is specified by
a consortium, the W3C (World Wide Web Consortium), and
implemented in web browsers by majors companies such
as Google or Mozilla (which tends to guarantee a certain
stability). In this context some of the lower-level aspects of
the extensibility of the system are thus managed by external actors (see Fig. 4). In turn, this situation provides a full
featured scripting language that allows users with different
background and objectives to work at various levels of the
same system. For example, a composer or researcher could
intervene directly in the implementation of a domain specific functionality without facing the necessity of learning
a new language nor need to have a specialized developer
on its side.
Artist / Developer

W3C / Browser vendors

Distributed Music
Systems
Composability

Extensibility

Web Technologies

2.2.2 Immediate Feedback and State of Flow
We argue that the most important characteristic, that makes
these environment such efficient experimental and prototyping platforms, appears when formalizing the immediate feedback property. Indeed, unlike many programming
tasks where the problem to solve is well defined, artistic
and research practices can be considered as exploratory
tasks were the problem to solve—the epistemic thing—is
intrinsically ill-defined.
Therefore—and more critically when programming in an
experimental setup composed of multiple devices distributed in space—a conflict appears between the time devoted
to write and update the application and, the need to maintain the required state of flow [16] for working on an exploratory task. In current web-based setups, this conflict is
generally solved by providing the end user (e.g. artist, researcher) a closed application that limits de facto its agency
and ability to explore possibilities not implemented by the
developer in the first place.
Max and PureData successfully resolved these issues by
providing a versatile programming environment where any
modification leads to an auditory or visual feedback in realtime, and that allows non-expert programmers to mostly
forget about many complex tasks (e.g. creation of Graphical User Interfaces) that are not related to their particular
domain or current activity.
3. FROM MOBILE WEB TO WEB OF THINGS
We will now present how the concepts described in the
previous section apply to Web technologies. First, Web
technologies, in the context of artistic practices, hold the
promise to blur the differences in the environments used
1 Such DSL—even in the Visual Programming Language paradigm—
necessitate some learning and skills that generally cannot be reused in
other domains.

Accessibility

Scalability

Public / Environment

Figure 4. Figure that shows the changes, in regard to Fig.
3, introduced by the distributed aspects and Web technologies in Music Programming Systems.

3.1 From Mobile Web...
3.1.1 Definition and Potentialities
Web technologies used conjointly with mobile devices (e.g.
smartphones) has been shown powerful to design musical
interactive systems. [5] We can refer to this approach as
a Mobile Web approach, or in other words, the possibility of accessing browser-based applications from handheld
devices through wireless networks (e.g. WiFi).
Indeed, such systems benefit from the ubiquity of mobiles
devices. Moreover, the use of web technologies importantly ease the cross-platform deployments, avoiding current limitations in publishing native applications.
3.1.2 Drawbacks
However, such setup hardly manages to deliver an effective
and efficient experimental platform, especially regarding
the need of immediate feedback described earlier. Indeed,
using smartphones as main components of the technical
setup impedes prototyping and experimental processes by
several aspects.
Principally, the complexity and difficulty of the workflow
imposed by closed source operating systems and manufacturers, that do not allow to automate some of the more
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repetitive tasks. For example, the need to manually perform numerous tasks such as: configure and launch the application on each device independently, necessity to touch
the screen to start the audio playback each time the application is reloaded, etc. Another important aspect is the cost
of such devices that hinders the possibility to create such
prototyping setup in the first place.

?
if (flag == 42)
playSound();

3.2 ...To Web of Things
To tackle these issues, we propose to move from a Mobile
Web to a Web of Things approach. We argue that this new
perspective could resolve some of the problems described
above, and thus allow to define and build a more efficient
experimental platform.

Figure 5. Figure that illustrates the envisioned distributed
prototyping platform where any modification leads to an
immediate feedback from the test devices (smartphones
and/or embedded devices) to the user.

3.2.1 Definition
The notion of the Internet of Things—closely related to the
computer science field of pervasive computing or ubiquitous computing— has been defined in the early 90s at the
Xerox PARC Research Lab by Mark Weiser in its seminal
paper The Computer for the 21st Century: [17]
The most profound technologies are those that
disappear. They weave themselves into the
fabric of everyday life until they are indistinguishable from it. [...] Therefore we are trying
to conceive a new way of thinking about computers in the world, one that takes into account
the natural human environment and allows the
computers themselves to vanish into the background.
In recent years, the reduction of size and cost of microcontrollers has allowed the development of such things in
many application domains such as smart home and cities,
industry or wearables. In this context, the Web of Thing
approach, [9] together with the spread of microcomputers,
proposes to simplify the development, deployment and interoperability of multiple devices by relying on Web standards.
3.2.2 Improving Immediate Feedback
In the domain of distributed music systems, the use of tiny
computers—such as the Raspberry PI—could strengthen
the current technical setups in several ways, particularly
regarding the immediate feedback property described earlier (see Fig. 5).
Additionally to the reduced cost of these devices, some of
their properties make them particularly interesting in our
objective:
• They run under a Linux operating system (which
makes them quite simple to install and setup), have
a low energy footprint and out of the box WiFi capabilities.
• They have enough processing capabilities to run a
Node.js environment, allowing to use the same programming language (i.e. JavaScript) on every part
of the system. Importantly, as described in the next

section, this allows us to reuse existing powerful libraries for building collective interactions using web
technologies.
• They can be easily scripted to automate repetitive
tasks, such as relaunching an application whenever
a change occur in the codebase.
3.2.3 Opportunities
Using such microcomputers also comes with the possibility of extending each module with dedicated sensors and
actuators. Together with the scalability offered by Web
technologies, such technical setup—composed of numerous modules—could enable new possibilities of expressive
interactions between people, environment, tangible interfaces and spatialized sounds.
Furthermore, the more controllable and standardized aspect of the hardware and software could help to create a
bridge—both technological and pedagogical—with more
traditional computer music approaches and tools.
4. BUILDING BLOCKS & PROTOTYPES
The technology required for ubiquitous computing comes in three parts: cheap, low-power
computers that include equally convenient displays, a network that ties them together, and
a software systems implementing ubiquitous
applications. [17]
In the design of the system, we choose to build from
modular and exchangeable elements over an all-in-one but
more monolithic approach. This architecture results of tradeoffs between: compatibility with current web based systems, scalability, simplicity of maintenance, sustainability and openness to evolutions. These points appear to be
of primary importance, particularly in a technical context
where hardware and software evolutions occur at very high
rate.
4.1 Hardware
A single module is composed of the following minimal
hardware setup:
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• A microcomputer system, such as the Raspberry PI
Model 3, a popular microcomputer featuring in-built
wireless abilities such as WiFi and bluetooth, a Quad
Core 1.2GHz 64bit CPU and 1GB of RAM, running
the Raspbian Stretch Lite operating system.
• A soundcard with 2 channels inputs and outputs.
• A battery for embedding a module into the environment with a relative autonomy, at minima for the duration of a concert.
The choice of such common hardware relies in large part
in the necessity to minimize price and maintenance of a
fleet composed of numerous devices. Additionally, it allows to replace or update each component independently
which improves sustainability, and leaves the door open
for extensions with sensors and actuators.

Figure 6. Figure that shows two modules composed of a
Raspberry PI 3, a soundcard and a small speaker.

4.2 Software Prototypes
On the software side, we explored two concurrent strategies for the implementation of our modules as clients of a
distributed system. Both approaches are based on a JavaScript environment, enabling the use of the same programming language on every element of the system (eg. server,
mobile or thing clients). As such, they also allow to reuse—
or simply adapt—many existing software components such
as clock synchronization, [4] scheduling [8], stream processing [18] or, at the application level, functionalities offered by existing frameworks. [7]
To explore the strengths and drawbacks of each solution,
we implemented two simple generative music systems based on an array of the hardware modules described above. 2
4.2.1 Etude 1: Pteroptyx Malaccae
Pteroptyx Malaccae is based on the firefly synchronization
algorithm described in [19]. In this prototype, each module embodies a single firefly that tries to synchronize with
its peers. The emergent synchronization process is sonified
using short burst of noise. All modules also contribute to
a common sonic environment by playing a part in a distributed additive synthesis.
2 The source code of each prototype is available at
https://github.com/b-ma/pteroptyx-malaccae and,
https://github.com/b-ma/clock-s-.

Technically, each module runs the Web application using
a headless Chromium browser, and thus, acts as generic
client of the system. In term of operability, this approach
proves to be very convenient as things follow thus the exact
same technical paradigm as mobile clients.
However, this solution also comes with all the constraints
and limitations common to the sandboxed nature of web
browsers. For example, it prevents from accessing the file
system or using sensors and actuators in a simple and convenient way. Indeed, doing such tasks would imply to run
a parallel application on each module and to create a bridge
for communicating between the Chromium browser and
this dedicated application.
4.2.2 Etude 2: Clock(s)
Clocks illustrate the synchronization possibilities enabled
by simple adaptation of existing libraries. In this prototype, each module plays a simple periodic rhythmical pattern built on a single pitch. The sonic result can be considered as a distributed polymetric and polyrhythmic texture
where complexity arises from the number of devices and
their distribution over space.
From a technical point of view, the prototype is based
on a Node.js—a JavaScript environment built on top of
the Google Chrome’s V8 engine—application. The environment however, does not yet provide an implementation
of the WebAudio API for audio rendering. To overcome
this problem, we developed a native Node.js extension 3 4
on top of the lib-pd library. [20] This new functionality
enables audio rendering by allowing to open and control
PureData patches directly from the JavaScript code.
However, this solution also comes with its own strengths
and drawbacks. On the one hand, using Node.JS applications as clients of the system allows for the simple usage of
all the capabilities of the underlying platform. For example, a number of third-party libraries are dedicated to the
usage of sensors and actuators on microcontrollers. 5
On the other hand, this approach implies, for now, the
introduction of a technology that is not part of the Web
APIs and, as such, limits the possibilities of code reuse and
cross-platform developments concerning audio synthesis.
Nevertheless, the usage of the lib-pd library in this context also propose an interesting and proven pattern for the
decoupling of application logic, scheduling and audio rendering that could serve as model for future developments.
4.2.3 Performance Considerations
As described in the two previous examples, each of the envisioned approach—Chromium or Node.JS—comes with
its advantages and limitations. To acquire a better picture of their respective implications in term of audio latency and memory footprint, we created a simple synchronized metronome application implemented following both
approaches. 6
3 In the Node.js environment, the JavaScript runtime can be extended
with new functionalities using native languages such as C/C++ or Rust.
4 https://github.com/b-ma/node-libpd.
5 http://johnny-five.io/, https://cylonjs.com/.
6 The measures presented are only meant to give an idea of the order
of magnitude of the performances of each approach. In any case, they can
be considered as accurate or precise results.
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Concerning latency, we could observe a delay of around
70ms introduced by the Chromium version compared to the
Node.js / lib-pd version of the application.
In term of memory footprint, a slight difference seems to
appear in favor of the Node.js approach too. Indeed, while
the CPU usage is around 10% in both cases, Chromium
uses around 20% of RAM, while the Node.js process only
uses around 5% of RAM.
Overall, despite the current unavailability of the WebAudio API in a Node.js context, this approach seems to exhibit
more qualities and interesting properties than the browserbased one. Additionally, we can reasonably expect that an
implementation of the WebAudio API will be available in
this environment in a near future. As such, it should be
considered as an interesting basis for our future developments.
5. DISCUSSION AND CONCLUSION
In this paper, we have proposed a system dedicated to webbased distributed music designed from the point of view
of the artist or researcher in situation of exploratory tasks.
Starting from the notion of experimental system, we described some of the design properties that characterize existing computer music systems and their articulation within
our specific context. We then proposed to generalize the
current Mobile Web approach to a Web of Things approach
as a mean to overcome some of the drawbacks of existing
prototyping setups. We finally described a first implementation of the proposed solution, and two prototype applications to assess its feasibility.
Concerning the use of microcomputer, with Linux operating system, our proposal can be compared to two existing platforms, the Bela [21] and the Satellite CCRMA. [22]
Both projects are designed toward the implementation of
new musical instruments, embedded projects and installations.
The Bela is an environment focused on low latency based
on the BeagleBone Black microcomputer. The environment is a combination of an extension board dedicated to
audio and sensors processing and a Linux distribution featuring a real-time kernel.
The Satellite CCRMA is a project based on the composition of a Raspberry PI microcomputer and an Arduino
Nano microcontroller. The kit also comes with a specific
Linux distribution (i.e. the Satellite CCRMA distribution)
specifically configured for interactive media.
Both projects share the same philosophy of proposing
a dedicated Linux distribution. However, the example of
Satellite CCRMA shows that this strategy introduces a fragility in terms of sustainability and maintenance. Indeed,
the last published version of the Satellite CCRMA distribution targets the Raspberry PI 2 and has not been updated since then. In contrast, our strategy tries to minimize this risk by accepting drawbacks of standard—and
exchangeable—hardware and software (e.g. operating system), and by building on top of widespread technologies.

We believe that our proposal can serve as a basis for the
implementation of an effective experimental platform dedicated to web-based distributed and interactive music systems. As such, it could simplify and democratize the usage of these technologies—while retroactively improving
them—in artistic and research contexts. However, to successfully achieve this goal, many points still need to be
tackled.
First of all, a first set of possible hardware setups need to
be stabilized and characterized. An application dedicated
to the deployment and management of the fleet of modules
must be implemented. Parallely, a set of high-level tools
dedicated to the simplification of the experimentation (e.g.
GUI tools) will have to be defined and implemented. Each
of these tools will need to be designed iteratively using
feedbacks from non-expert developer users such as composers, researchers or computer music designers.
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ABSTRACT
Guitar solos provide a way for guitarists to distinguish
themselves. Many rock music enthusiasts would claim to
be able to identify performers on the basis of guitar solos,
but in the absence of veridical knowledge and/or acoustical (e.g., timbral) cues, the task of identifying transcribed
solos is much harder. In this paper we develop methods
for automatically classifying guitarists using (1) beat and
MIDI note representations, and (2) beat, string, and fret
information, enabling us to investigate whether there exist “fretboard choreographies” that are specific to certain
artists. We analyze a curated collection of 80 transcribed
guitar solos from Eric Clapton, David Gilmour, Jimi Hendrix, and Mark Knopfler. We model the solos as zero
and first-order Markov chains, and do performer prediction based on the two representations mentioned above,
for a total of four classification models. Our systems produce above-chance classification accuracies, with the firstorder fretboard model giving best results. Misclassifications vary according to model but may implicate stylistic
differences among the artists. The current results confirm
that performers can be labeled to some extent from symbolic representations. Moreover, performance is improved
by a model that takes into account fretboard choreographies.
1. INTRODUCTION
Avid listeners of rock music claim they can easily distinguish between a guitar solo by Jimi Hendrix versus Jimmy
Page. This raises many questions about the types of features underlying such a task. For example, can artist identification of guitar solos be performed successfully from
compositional features alone; or are other performance and
timbral cues required?
Artist identification is an established research topic in
Music Information Retrieval (MIR). Timbral features extracted from audio representations have been used for artist
recognition [1–3] and for singer identification in popular
music [4, 5].
Identification of artists/composers from symbolic representations (digital encodings of staff notation) has also
been attempted [6–11]. Kaliakatsos-Papakostas et al. used
Copyright: c 2018 Orchisama Das et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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a weighted Markov chain model trained on MIDI files for
composer identification [8], as well as feedforward neural
networks [12]. Markov models have been used to distinguish between Mozart and Haydn [9]. Existing work on
feature extraction from symbolic music is extremely valuable for such a classification task. For example, Pienimaki
et al. describe an automatic cluster analysis method for
symbolic music analysis [13], while Collins et al. propose
computational methods for generating music in the style of
various composers [14, 15].
Past studies have modeled rhythm and lead content of
guitar parts. Of particular relevance is work by McVicar et
al. [16–18], in which models are trained to emulate playing
styles of various guitarists such as Jimi Hendrix, Jimmy
Page, and Keith Richards. The output is a stylistic generation of rhythm and lead guitar tablature based on string
and fret rather than staff notation representations. It is
unknown, however, whether this choice of representation
confers any analytic or compositional advantage. A single
MIDI note number (MNN) can be represented by several
different (string, fret)-pairs on the fretboard, and it could
be that such choices vary systematically from one artist to
another. Methods for separating voices in lute tablature
seemed to benefit from such a tablature-based representation [19].
In addition, Ferretti has modeled guitar solos as directed
graphs and analyzed them with complex network theories
to yield valuable information about playing styles of musicians [20]. Another study by Cherla et al. automatically
generated guitar phrases by directly transcribing pitch and
onset information from audio data and then using their
symbolic representations for analysis [21].
To our knowledge, the task of identifying artists from guitar solos has not been attempted previously. Furthermore,
McVicar et al.’s [18] work raises the question of whether
fretboard representations are really more powerful than
staff notation representations and associated numeric encodings (e.g., MIDI note numbers). In support of McVicar
et al.’s [18] premise, research in musicology alludes to specific songs and artists having distinctive “fretboard choreographies” [22], but the current endeavor enables us to assess such premises and allusions quantitatively.
Widmer [23] is critical of the prevalence of Markov
models in music-informatic applications, since such models lack incorporation of long-term temporal dependencies that most musicologists would highlight in a given
piece. Collins et al. [15], however, show that embedding Markov chains in a system that incorporates such
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long-term dependencies is sufficient for generating material that is in some circumstances indistinguishable from
human-composed excerpts. Whether the zero and firstorder Markov models used in the present study are sufficient to identify the provenance of guitar solos is debatable; however, we consider them a reasonable starting
point for the task at hand.
The rest of this paper is organized as follows. We describe the dataset and features, Markov models and maximum likelihood interpretations, and our classification procedure in Section 2. In Section 3 we visualize our data
and report classification results. We conclude in Section 4
with discussion of results, insights into stylistic differences
among the artists, potential issues, and avenues for future
research.
2. METHOD
2.1 Dataset
We collated our own dataset for the present study, since no
pre-existing dataset was available. First, we downloaded
guitar tabs in GuitarPro format from UltimateGuitar. 1 The
quality of tabs was assessed by us as well as the number
of stars they received from UltimateGuitar users. Any tab
with a rating below four stars was discarded. We then manually extracted the guitar solos from each song’s score and
converted them to MusicXML format with the free TuxGuitar software. 2 In total, our final dataset comprised 80
solos—20 each from Eric Clapton, David Gilmour, Jimi
Hendrix, and Mark Knopfler. While the size of this dataset
is in no way exhaustive, the number of songs curated was
restricted by the availability of accurate tabs.
2.2 Representations
For parsing MusicXML data and symbolic feature extraction, we used a publicly available JavaScript library. 3 Using methods in this library, we wrote a script that returns
ontime (symbolic onset time), MIDI note number (MNN),
morphetic pitch number (MPN), note duration, string number, and fret number for each note in the solo. To obtain the
beat of the measure on which each note begins, we took its
ontime modulo the time signature of that particular solo.
The tonic pitch of each song was identified from the key
signature using an algorithm in the JavaScript library that
finds the tonic MIDI note closest to the mean of all pitches
in a song. We then subtracted this tonic MNN from each
raw MNN to give a “centralized MNN”, which accounted
for solos being in different keys. When calculating pitch
class, we took centralized MNN modulo 12 to limit values
to the range [0, 11].
For guitar players, fingering positions on the fretboard
are crucial. To account for variability in key along the fretboard, solos were transposed to the nearest C major/A minor fretboard position on the same string, making sure
there were no negative frets. If a fret number was greater

than or equal to 24 (the usual number of frets on an electric guitar), it was wrapped back around to the start of the
fretboard by a modulo 24 operation, resulting in the fret
range [0, 23]. The resulting dimensions of beat, MNN,
pitch class, string and transposed fret were saved in JSON
format for each song in the dataset. Finally, we generated
two types of tuples on a per-note basis as our state spaces:
the first state space comprises beat and centralized MNN,
denoted (beat, MNN) hereafter; the second comprises beat,
string, and transposed fret, denoted (beat, string, fret) hereafter. The quarter note is represented as a single beat. For
example, an eighth note played on the fifth fret of the second string would be (0.5, 64) in the 2D (beat, MNN) representation and (0.5, 2, 5) in the 3D (beat, string, fret) representation.
2.3 Markov Model
A Markov model is a stochastic model of processes in
which the future state depends only on the previous n
states [24]. Musical notes can be modeled as random variables that vary over time, with their probability of occurrence depending on the previous n notes.
In the present classification paradigm, let xi represent a
state in a Markov chain at time instant i. In a first-order
Markov model, there is a transition matrix P which gives
the probability of transition from xi to xi+1 for a set of all
possible states. If {x1 , x2 , ...xN } is the set of all possible
states, the transition matrix P has dimensions N × N .
Given a new sequence of states [x1 , x2 , ...xT ], we can
represent it as a path with a probability of occurrence
P (x1 , ..., xT ). According to the product rule, this joint
probability distribution can be written as:
P (x1 , ..., xT ) = P (xT |xT −1 , ..., x1 )P (x1 , ..., xT −1 )
(1)
Since the conditional probability P (xT |xT −1 , ..., x1 ) in a
first-order Markov process reduces to P (xT |xT −1 ), we
can write:
P (x1 , x2 , ...xT ) = P (xT |xT −1 )P (x1 , x2 , ..xT −1 ) (2)
Solving this recursively brings us to:
P (x1 , x2 , ...xT ) = P (x1 )

https://www.ultimate-guitar.com/
https://sourceforge.net/projects/tuxguitar/
3 https://www.npmjs.com/package/maia-util

P (xi |xi−1 )

(3)

i=2

Taking the log of P (x1 , x2 , ...xT ) gives us the log likelihood, L1 defined as:
L1 = log P (x1 ) +

T
X

log P (xi |xi−1 )

(4)

i=2

Hence, the log likelihood can be calculated from the transition matrix P and initial distribution P (x1 ).
For a zero order Markov model, the joint distribution is
simply the product of the marginal distributions because
the present state is independent of any of the past states:

1
2

T
Y

P (x1 , x2 , ...xT ) =

T
Y

P (xi )

i=1
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(5)

Therefore, the log likelihood is defined as
L0 =

T
X

log P (xi )

(6)

i=1

2.4 Classification Procedure
For the present analysis, we performed classifications using a leave-one-out paradigm, i.e, we trained on all 79
songs except the song being classified, and repeated this
for all 80 songs in our dataset. 4 We used two different state spaces in our analysis: the 2D state space comprising beat and MNN, and the 3D state space comprising beat, string, and transposed fret. Each state in a state
space represents one note in a guitar solo. We then trained
zero-order and first-order Markov models on these data,
and used a maximum likelihood approach to classify each
song.
For zero-order models, a probability list was constructed
by obtaining the probability of occurrence of each unique
state in the training data. This was done empirically by
counting the number of times a unique state occurred, and
dividing this value by the total number of occurrences of
all states. A new set of states was obtained for an unseen
song, and their probabilities were individually looked up
in the probability list. If a state is previously unseen, we
give the probability an arbitrarily small value (0.00005) for
that state. The likelihood function L0 was calculated for
each artist, and the artist with maximum likelihood was
selected.
For first-order models, the transition matrix P for a particular guitarist was found by training on all songs played
by him except the song being classified. Once we computed P for each guitarist, we calculated the probability of
finding the sequence of states observed in the unseen test
song for each artist, and chose the artist whose transition
matrix maximized the likelihood L1 , according to
artist = arg max L0,1 (a),
a∈A

(7)

where A = {Clapton, Gilmour, Hendrix, Knopfler}.
Under a null hypothesis of chance-level classification,
we assume a binomial distribution—having parameters p = 1/nClasses (= 0.25), k = nSuccesses, and
n = nTrials (= 80)—for calculation of p-values. We
correct for multiple comparisons using False Discovery
Rate [25].
3. RESULTS
3.1 Data Visualization
3.1.1 Histograms
To better understand the choice of notes used by each guitarist, we plotted pitch class and note duration histograms.
As shown in Figure 1, the pitch class distributions shed
light on certain modes and scales that are used most frequently by the artists. For instance, the minor pentatonic
4 The dataset consisting of JSON files, code for classification and
analysis are all included in https://github.com/orchidas/
Guitar-Solo-Classification

scale (1, [3, 4, 5, [7) stands out prominently for all four
artists. It is also interesting to note that Eric Clapton uses
the 6th scale step more frequently than others. We performed chi-squared tests on all pitch class distributions to
assess uniformity, with the null hypothesis being that the
pitch class distributions are uniform and the alternate hypothesis being that they are not. The p-values were negligibly small, suggesting that none of the distributions are
2
uniform, but we report the χ statistic to see which distributions are relatively more uniform. Eric Clapton had the
2
largest χ value (5561.4), followed closely by Jimi Hendrix (4992.8), and then David Gilmour (3153.8) and Mark
Knopfler (2149.7). A smaller chi-squared value indicates
less distance from the uniform distribution, providing evidence that Knopfler is more exploratory in his playing style
because he makes use of a wider variety of pitch classes.
Note duration histograms indicate that all artists prefer the
sixteenth note (0.125) and the eighth note (0.5) except for
Knopfler, who appears to use more triplets (0.333, 0.167).
Knopfler’s exploratory use of pitch classes and triplets may
be related. He may use more chromatic notes in the triplets
to fill in the intervals between main beats. This could potentially set him apart from the other guitarists.
3.1.2 Self-similarity Matrices
To observe similarity between artists, we calculate a selfsimilarity matrix for each state space. To do so, we form
vectors for each artist, denoted by a(1) , a(2) , a(3) , a(4) ,
with each element in the vector representing a (beat, MNN)
or (beat, string, fret) state. To define similarity between
artists, we use the Jaccard index [17]. Each element in the
similarity matrix S is given as:
Si,j =

|a(i) ∩ a(j) |
|a(i) ∪ a(j) |

(8)

where |.| indicates set cardinality. The self-similarity matrices for both state spaces are shown in Figure 2. We
observe that similarity among artists is slightly lower
when we use a 3D state space with fretboard information.
Among the artists, we observe that the similarity between
Mark Knopfler and David Gilmour is highest, indicating
the possibility for confusion between these artists.
3.1.3 Markov Chains
In Figure 3, we show the transition matrices for each artist
as weighted graphs using R’s markovchain package [26].
The vertices represent states in the transition matrix and
edges represent transition probabilities. Sparsity is calculated as the ratio of number of zero entries to the total number of entries in the transition matrix. A combination of
high sparsity with a large number of vertices (more unique
states) indicates less repetition in the solos. While the details in these visualizations are not clear, some useful parameters of the graphs are given in Table 1. Although the
difference in sparsity is relatively small between artists,
it could play a significant role in classification. As expected, the transition matrices for the 2D state spaces are
less sparse than their 3D counterparts. The 2D state space
also contains fewer unique states, which makes intuitive
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Figure 1. Left: Normalized pitch class histograms. Right: Note duration histograms.

Figure 2. Artist self-similarity matrices. Left: State space of (beat, MNN). Right: State space of (beat, string, fret).
sense because a single MNN can be represented by several different sets of (string, fret) tuples on the fretboard.
We observe that Hendrix has the largest number of unique
states and his transition matrix is sparsest, indicating that
he is least repetitive among the artists. Knopfler, on the
other hand, has fewer unique states and more transitions,
which means he repeats similar patterns of notes in his solos. It is curious how this analysis complements our interpretation of the histograms—even though Knopfler was
shown to employ relatively unusual pitch and rhythmic material in Section 3.1.1, the current analysis shows he does
so in a more repetitive manner, while Hendrix is vice versa.
3.2 Classification Results

Vertices
Edges
Sparseness

Clapton
921
3437
0.9959

Gilmour
913
3616
0.9956

Hendrix
1751
5704
0.9981

Knopfler
889
3564
0.9955

Vertices
Edges
Sparseness

Clapton
1443
3817
0.9981

Gilmour
1536
4044
0.9982

Hendrix
2679
6241
0.9991

Knopfler
1414
4028
0.9979

Table 1. Properties of transition matrices for (beat, MNN)
space (top) and (beat, string, fret) space (bottom).

We performed classification tests on four models:
• Zero-order model, state space of (beat, MNN);
• Zero-order model, state space of (beat, string, transposed fret);
• First-order model, state space of (beat, MNN);
• First-order model, state space of (beat, string, transposed fret).

The classification results and overall accuracy are given in
the four confusion matrices of Table 2. All classification
accuracies are significantly above chance at the .05 level
after correction for multiple comparisons. The first-order
Markov model with 3D state space (beat, string, transposed
fret) performs best, with a classification accuracy of 50%.
This confirms that a model comprising temporal information and preserving fretboard information is the best choice
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Figure 3. Markov chain visualizations of guitar solos with a 3D state space of (beat, string, fret).
for this classification problem.
4. DISCUSSION
4.1 Interpreting Results
In this study we have proposed a novel classification
problem and used simple yet intuitive Markov models to
achieve automatic classification of guitarists. Motivated
by claims in the literature about (1) guitarists’ “fretboard
choreographies” [22], and (2) fretboard information leading to stronger models than ones built on pitch-based representations alone [18, 19], we considered two different
state spaces—a 2D state space comprising beat and transposed MIDI note, and a 3D state space comprising beat,
string, and transposed fret information. Pitch class and duration histograms reveal basic stylistic differences between
artists. Classification was significantly above chance for
all models, with performance strongest for the first-order
Markov model built on beat and fretboard information,
substantiating the claims about the efficacy of tablature
space. Results also highlight some useful inferences about
the playing styles of the guitarists.

We observe from the classifier output that Clapton always
has the lowest number on the diagonal of the confusion
matrices, which means he is particularly hard to classify
correctly. This may be because each of his solos is distinctly different from the others, and it is hard to detect previously seen states in them. Although his transition matrix
is not the sparsest, his transition probabilities themselves
are rather small.
The models that include MNN as a state space are able to
classify Gilmour more accurately. In fact, the classification
for such models is biased toward Gilmour, i.e, more artists
are misclassified as Gilmour. There may exist a number
of (beat, MNN) states where Gilmour’s transition probabilities dominate. If any of these states are detected in an
unseen song, the likelihood function will be heavily biased
toward Gilmour even if the true artist is different. This is
also due to the fact that we lose information by representing pitches merely as MIDI notes. For example, the note
C4 represented by MNN 48 can be represented in (string,
fret) format as (2, 1), (3, 5), (4, 10), (5, 15) or (6, 20). In a
state-space model that includes string and fret information,
these would be five unique states, but in the MNN model
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(a) Zero order, (beat, MNN)
Overall accuracy–35.00%

P\R
C
G
H
K

C
2
6
6
6

G
0
14
3
3

H
2
5
5
8

(b) Zero order, (beat,string,fret)
Overall accuracy–32.50%

K
2
9
2
7

P\R
C
G
H
K

C
3
7
4
6

G
0
9
2
9

H
3
6
5
6

K
0
9
2
9

(c) First order, (beat, MNN)
Overall accuracy–43.75%

P\R
C
G
H
K

C
4
4
7
5

G
0
10
4
6

H
3
1
12
4

(d) First order, (beat,string,fret)
Overall accuracy–50.00%

K
0
7
4
9

P\R
C
G
H
K

C
6
2
6
6

G
0
8
3
9

H
4
1
12
3

K
0
4
2
14

Table 2. Confusion matrices for all classification models, where “P” stands for prediction, “R” for reference, and “C”, “G”,
“H”, and “K” our four artists Clapton, Gilmour, Hendrix, and Knopfler, respectively.
they would all denote the same state.
The confusion matrices also show notable confusion between Knopfler and Gilmour. This makes sense based
upon the artist self-similarity matrices. The two first-order
models classify Jimi Hendrix and Mark Knopfler well.
One may expect Knopfler to have a high classification accuracy since he was shown to have the most repetitive pattern of states. Hendrix’s high classification accuracy is
more surprising, but can be explained. Although Hendrix
has a large number of unique states in his graph, his transition probabilities between those states are relatively high.
If these states with high transition probabilities are found
in a new solo, Hendrix’s log likelihood will have a high
value for that solo.
Ultimately, we conclude that the first-order Markov
model with 3D state space performs best because it captures fretboard choreographies that are somewhat unique to
guitarists. Musically, this makes sense because guitarists
are likely to repeat certain “licks” and riffs. These licks
consist of notes dependent on each other and linked in a
sequential manner, which a first-order Markov model can
capture. It is to be noted that a model built on a 3D state
space will not necessarily outperform one built on a 2D
state space, as we can see from the overall accuracy of the
zero-order models. Higher-dimensional spaces are sparser,
and more zero probabilities can lead to inaccurate classifications. The relationship between dimensionality and sparsity is more complex and calls for detailed study which is
beyond the scope of this paper.
4.2 Limitations
As ever with work on symbolic music representations, the
dataset could be enlarged and could contain a greater number of lesser-known songs. Second, the tabs have been
transcribed by different people and may not be exactly accurate, so there exists some noise in the data, especially
as we have chosen songs on the basis of average review
rating (e.g., not by the quantity of reviews). Moreover,
the transcribers may have included their own stylistic gestures during transcription, which were unrelated to the guitarist being analyzed but could have affected or even confounded classification performance [27]. This was one of
the reasons we chose not to incorporate techniques such
as bends, hammer-ons and pull-offs into our representations and classification systems, although in its most accurate form such information could lead to superior results. While there are more than 20 songs by each artist,
we found overall that increasing the number of songs per

artist resulted in lower-rated tabs.
As note dependencies extend beyond closest neighbors, a
first-order Markov chain may be too simple to model music [15,23]. Using musical phrases as states in an auxiliary
Markov model could yield better results, although it would
be challenging to define when two phrases should be considered “the same” for the purposes of defining states.
One might argue that we claim fretboard representations
are an important feature in distinguishing guitarists, yet we
transpose all solos to bring them to the same key. Transposition is justified because fretboard preferences among
guitarists are largely independent of key. Without transposition, the probability of finding similar states in different
solos is very low, yielding even sparser transition matrices,
which makes classification an even more difficult task.
4.3 Future Work
While the present findings are only an initial step for this
topic, they point to several directions for future research.
Identifying and distinguishing guitarists according to their
musical choices is useful because deeper understanding of
their style can aid in algorithmic composition and shed
light on what constitutes a stylistically successful guitar
solo. Music recommendation is another area where the
present research could have applications—for example,
someone who likes Eric Clapton may also enjoy B.B. King,
since both guitarists often exhibit slow, melodic playing
styles; but is not as likely to enjoy Eddie Van Halen, who
is known mostly for being a shredder.
In the future, we would like to extend the current approach to more data, and more complex and hybrid machine learning methods. Finally, the present analyses considered only symbolic features. As remarked above, it is
likely that acoustic features also contribute to the successful human classification of guitar solos. It will therefore be
interesting to compare the present results to performance
of a classification system based on acoustic features, or
combined acoustic and symbolic features. Assessing human identification of guitar solos based on symbolic features alone (e.g., using MIDI performances of the solos)
could further help to disentangle the contributions of compositional and acoustical cues.
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ABSTRACT
This paper describes the process of recreating a glass harmonica inspired new interface for musical expression. In
order to design and implement this interface, a number of
technologies have been incorporated in the development
process. By combining fabrication techniques like laser
cutting and 3D printing, a one octave chromatic scale replica
interface has been built. The interaction was facilitated by
using a MPR121 capacitive sensing chip paired with an Arduino Uno. The interface controls a physics based model
of a glass harmonica. We present a preliminary evaluation
of the interface as a solo instrument.

This project is the continuation of a series of experiments
whose goal is to recreate some musical instruments from
the Danish Musical Instruments’ museum using fabrication techniques and sound synthesis. The ultimate goal is
to encourage visitors of the museum to play with a replica
of the instruments, in order to experience their gestural interaction, playability and sound quality, without touching
the precious original counterpart.

1. INTRODUCTION
In 1743, the Irishman Richard Puckeridge had the idea of
rubbing the edge of stemmed glasses standing on a table and fill them with water to alter the frequencies of
the sounds produced. He called the instrument seraphim,
or sometimes musical glasses and later glasharfe, orglass
harp, glassharp, glasharp [?]. Different melodies can be
played on a set of tuned glasses, when filled with appropriate amounts of water or carefully selected by size, by
simply rubbing the edge of the glass with a moist finger.
Rubbing rims of glasses in order to produce music became very popular in Europe during the 18th century. Music on glasses has been successfully composed by Mozart,
Beethoven, and many others. The instrument invented by
Benjamin Franklin was heavily inspired by the work of
Richard Puckeridge. Glass harmonicas are musical instruments of two kinds. The first one, invented by Benjamin
Franklin, adopts glass bowls turned by a horizontal axle so
that one side of the bowl dips into a trough of water. The
second one is a combination of wine glasses of different
sizes. In its early days there were many variants of the
glass harmonica, generally composed of 20 to 54 blown
crystal glass or quartz bowls, 37 being a common size (see
Figure 1).
In modern times, the glass harmonica has seen some physics
based simulations, mainly using digital waveguide models.
As an example, in [1] a simulation is presented which uses
banded waveguides [2, 3].
c

Copyright:
This

is

an

2018

open-access

Razvan
article

Paisa

and

distributed

Stefania
under

Creative Commons Attribution 3.0 Unported License,

the

which

Serafin

et

al.

terms

of

the

permits

unre-

stricted use, distribution, and reproduction in any medium, provided the original

Figure 1. Glass harmonica displayed in the National Music
Museum - Copenhagen

2. INTERFACE DESIGN
The design process draws inspiration from the original glass
harmonica, both in shape and interaction. The historical instrument affords a continuos control of the sound by touching the glass bowls. If the rotation speed or the pressure
were not correct, the glass would not resonate. These characteristics have been implemented in the replica instrument
with one modification: the rotation speed is optimal by default and the user can alter it by increasing friction on the
disks. In order to allow for a more expressive performance,
a vibrato feature was designed, and will be described in the
following section.

Figure 2. Reproduced glass harmonica

author and source are credited.
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2.1 Physical Interface
The instrument was built using a combination of laser cutting techniques, 3D printing and basic circuitry. It consists
of 12 disks, a motor with a built in encoder, a MPR121
capacitive sensing chip, an Arduino Uno, a circuit for regulating the speed, a slip-disk, a pair of buttons, an On/Off
switch, a couple of bearings, an aluminum axle, a S3M
teeth belt on appropriate sprockets and an enclosure built
out of MDF. The disks are fabricated using UP3D Pro printers using ABS filament with a thickness of 0.4 mm and
have conductive copper tape on the outside. Their sizes is
between 140 mm and 92 mm following a linear decrease
of 4mm/disk. Every disk has a 44 * 23 mm core cylinder
with a 25 mm square opening to accommodate the axle, 3
support spokes and an outer 20 mm touchable surface (see
Figure 3). There is a 2 mm shaft between the touchable
surface and the inner opening, through one of the spoke
for the wire. The touchable size was inspired by piano key
sizes. This shape was chosen in order to obtain a rigid
structure, equally balanced, and to keep the 3D printing
resources low.

Figure 3. A 3D model of a single disk.
The touchable surface has a rounded profile to allow for
an intuitive vibrato. For the same reason the copper tape
sits in the center, 0.5 mm lower (see figure 4). All disk
were generated using the scripting language in Rhinoceros
3D.

Figure 4. Disk profile - Magnified

The disks sit on a 25 mm square aluminum profile. There
are 12 * 23 mm apart 2.5 mm holes in the axle for the
connection wire to pass through. The axle ends with M10
threaded caps. On top of allowing the wires to pass through,
the axle holds the Adafruit MPR121 board. The capacitive board was placed inside the axle in order to reduce the
number of wires needing to pass through the slip ring. The
axle sits on two ball bearings. In order to ensure smooth
operation, there is a pair of 3d printed spacers for each
bearing (figure 5).

Figure 5. Bearing Spacers
At one end of the axle a 40 teeth sprocket is bolted. The
sprocket connects to a smaller, 16 teeth one that is attached
on the motor axle via a S3M super-high torque timing belt.
The ratio 16/40 was selected as a good balance of speed/torque
after testing several fitting options. At the other end of the
axle a hollow bolt is used to secure it to the bearing, in order to connect slip ring to the MPR121 board. The hollow
M10 bolt is non-standard, and was obtained by drilling a
4mm hole using a lathe in a regular bolt. The enclosure is
build out of MDF using laser-cutting techniques. It is constructed by having two symmetrical pieces that account for
the bottom base and the back, two bearing stands, a motor
stand, outer panels and the covers for the electronics. All
components are made out of 6mm MDF, except the covers that are 2.5 mm MDF cut in a linear ”living hinge”
way. This pattern was generated using Inkscape and Living Hinge plugins. Each piece is cut in a way to fit into the
adjacent ones, creating a solid, self-sustainable enclosure.
Very limited quantity of hot glue has been used to hold it
together.
2.2 Electronics
Capacitive sensing is at the core of the interaction, and it
was achieved using one Adafruit MPR121 board. This chip
senses the capacitance on 12 inputs and is connected to the
Arduino microcontroller via the I2C protocol. All the processing necessary to detect touch and contact surface are
done in software via an Arduino library provided by the
manufacturer. The instrument works in a binary fashion,
only accounting for touch/no touch, but it can be extended
to detect contact surface without the need for new hardware. The motor used to spin the axle is a 24V/55W tape
reel motor powered by a 5V/3A power supply. Its speed
is controlled via a TIP120 transistor that receives a PWM
signal from the Arduino to its base connector. In order to
avoid any current being fed back into the Arduino board,
a Zener diode is placed between the motors terminals (see
Figure 6) The motor has a high mass rotor that acts like a
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flywheel, allowing for smooth rotation speed changes and
a pleasant interaction. Another benefit of it can be found
in its built in optical encoder that is used to calculate the
rotation speed of the axle.

deformation of the frictional interactions [8]. The exciter’s
model can control both the parameters of the interaction ’s
gesture, such as velocity and force of the frictional contact,
as well as parameters which are specific to the adhesion
properties between the surfaces in contact.
3.1 Mapping

Figure 6. Circuit schematic
In order to obtain a dynamic interaction, the motor has
variable speed. The idle speed of the axle (when no disk
is touched) is 130RP M with a PWM width of 90%. If
the speed decreases under 120 RPM, the PWM width is
gradually increased (up to 100%) to compensate for the increased friction from the user. An analog speed reduction
behavior is implemented for speed over 130RPM. This system combined with the high mass rotary found in the motor
affords for a very dynamic, organic feeling interaction with
the instrument. The last electronic components are the two
buttons pulled down to ground that are connected to the
Arduino ’s digital pins controlling octaves, a switch before
the motors power line and most importantly a gold covered
SRC022D slip ring. The slip ring is a piece of equipment
that allows for non-permanent electric connections that are
used to bridge the fixed Arduino to the rotating MPR121
board found inside the aluminum axle. The connection
between the physical interface and the computer running
Max/MSP is an Arduino Uno board. The micro-controller
is in charge of touch detection, speed detection, speed regulation and sending data to MaxMSP via serial protocol.
There are two external libraries used for this: one for the
MPR121 chip [4] and one for generic encoders [5].
3. SOUND SYNTHESIS
The sounds of the glass harmonica were simulated using
a friction based model from the Sound Design Toolkit [6]
implemented in Max 7. The model consists of an exciter
and a resonator. The resonator is implemented using a
modal synthesizer where each mode is discretized using
the bilinear transform, where three modes tuned at f0 , 2.4f0
and 4.7f0 were used. The ratio between the modes was determined by previous recordings made on a wineglass’ impulse response [7]. The excitation is implemented using a
friction model which simulates the interaction between the
finger and the instrument. The friction model is a so-called
elasto-plastic friction model, which accounts for the micro

The interface is connected to Max/MSP where the mapping and sound synthesis is performed. Each disk is mapped
to a toggle switch controlling the amplitude of an individual synthesizer. When a touch is detected, the amplitude
ascends to 0.8 in 200 ms. The release time is 500 ms and
it is triggered when the touch is not detected. These values have been approximated from listening to glass harp
samples. It is important to mention that each disk corresponds to an independent instance of a synthesizer algorithm. As mentioned before, the speed is controlling the
timbre of the sound, by controlling a global rubbing force
in the Max/MSP synth engine simulated by using sig object. The usable speed is between 60RPM and 150 RPM
and is inversely mapped to values between 0.6 and 0.75,
in order to simulate sounds raging from very rough, atonal
friction sound to a harmonic almost pure tone. If a speed
below 60RPM is detected, the synth engines are turned off
to avoid random click/pops and other sounds the algorithm
might produce with sub-optimal parameters. Lastly the
two octave buttons control the midi starting note for the
whole synth. Since the instrument resembles a C octave
found on pianos, the starting note is always a multiple of
12, and buttons add or subtract 12 semitones out of the root
note.
4. PERFORMING WITH THE INSTRUMENT
In order to gather feedback on the playability of the instrument, we collected qualitative feedback from nine players, 3 females and 6 males with ages between 23 and 47.
Out of these persons, 6 of them had musical experience to
a certain degree, with one being a professional musician.
All performers were requested to explore the instrument
and to attempt to play any simple melody. Each of them
was exposed to three octaves in random order (C4-B4, C5B5, C6-B6). The sound was played back through a pair
of M-Audio BM5 monitors. Overall, there were no major
problems with the instrument and all participants discovered easily how to interact with it. The capacitive sensing system proved to be inconsistent between users. Some
disks proved more difficult to trigger or not working at all
for certain participants. All but one participants used their
fingertips to play, predominantly in a monophonic way.
Some explored chords, but this was mostly avoided. All
participants understood that each disk represented a different frequency and expected the frequency to increase from
left to right or from high to low, so from larger to smaller
disks. This was not always the case, since the non-linear
friction model sometimes did not start the fundamental frequency of a specific tone but one of its harmonics. This
contradicted the users expectations of a linear evolution in
pitch and was reported to limit the exploration. The re-
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ments are enclosed behind a glass wall. Playing with the
reconstructed instrument in a museum settings can provide
more insight into the validity of reproducing instruments
for cultural heritage.
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lation between timbre and rotation speed was hardly explored. No participant could understand how to change the
timbre, while some reported that they did not expect it to
be possible. A few participants explored the possibility of
creating new timbres by combining harmonically related
notes. Two participants mentioned that some notes cancelled each others, especially in the case of a perfect fifth
interval. Only one participant experimented with vibrato.
Most users interacted with the instrument in an exploratory
way, being more interested in how it worked and how it
was controlled. This led to a similar interaction across
users: chromatically moving from one note to the other.
Only four participants succeeded at playing simple, monophonic melodies. The sound was reported to be suitable
for horror movies, sci-fi movies, or Harry Potter universe.
Four participants preferred the C6-B6 octave, 4 opted for
the C4-B4 one and one appreciated all equally.
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5. CONCLUSIONS
In this paper we presented a reconstruction of the glass
harmonica’s instrument originally designed by Benjamin
Franklin, as found at the Danish Music Museum. The reconstruction was assessed in laboratory settings by novice
performers, who appreciated the quality of the interaction,
the look of the instrument and the sound synthesis’ quality.
The ultimate goal is to exhibit the instrument in the museum, where until now only a Theremin and a reproduction
of a piano pedal can be touched, while all the other instru-
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ABSTRACT
This paper discusses a new method for encoding Byzantine
Music Neumatic Notation (especially the one developed
during the ‘transitory’ period 1670-1814). The Notation of
this period is characterized by difficulties and peculiarities.
The difficult access to Byzantine manuscripts and their deteriorated condition, complicate reading. In addition, our incomplete knowledge of the interpretation of signs impedes
the comprehension of the musical text leading in results that
are often in dispute. The fact that sign unions are complex
enough together with their presence in various places in
a composition make electronic transcriptions the ultimate
challenge. Moreover, there does not exist a framework for
data encoding and analysis. This work presents a proposal
for the development of such a model for the old Byzantine
Neumatic Notation in Python. The implementation of this
project is still at an initial stage, and focuses, mostly, on the
efficient digitization of old manuscripts. The system, even
though fully functional, has certain limitations. Some signs
are missing, and the musical text is created using microphotographies. Future developments of the program will focus
on resolving these deficiencies and adding more features to
the system.
1. INTRODUCTION
Byzantine Music is particularly interesting not only because
of its musical elements but it also incorporates cultural and
anthropological aspects. This music prevails in the region
of Eastern Mediterranean shaping culturally the populations
of a wider region. It is estimated that approximately 7000
to 10000 manuscripts were written in the old Notation, and
are currently scattered in monasteries and public or private
libraries, [1]. There exist approximately a thousand known
composers, whose work (thousands of chants) can be found
in old manuscripts and books.
The evolutionary course of Byzantine Notation according to Gr. Stathis [2] is separated in four periods: Early
(950-1175), Middle Complete (1177 – ca. 1670), Transitory
Explanatory (ca. 1670 – 1814), and New Analytic (1814 Copyright: c 2018 Nick G. Bouris et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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today). This division is based on a) the birth and chronological appearance of new signs, b) the function of the same
signs, c) the stultification or disappearance of some signs,
and d) the transcription or transformation of Notation in a
New System 1 [2].
During the 1st period, which was studied at great length
by Oliver Strunk, the Notation is archaic and comes across
in two forms, Chartres and Coislin [3]. The signs do not
have explicit intervalic value and do not have a one-to-one
correspondence with all the syllables of the poetic text. The
evolved form of Coislin Notation, coexists (mid. 12th century.) with the Medium Complete Notation. During the
2nd period, all signs acquired concrete intervalic value, all
great subsidiary signs appeared, while others disappeared.
The 3rd period is characterized, mainly, by the appearance
of kalophonic style, the beautification and explanatory analysis, that is to say the more analytic recording of chants.
At the same time, the subdiary (voiceless) signs disappeared.
Finally, during the 4th and last period, with the reform of the
Three Teachers, (Grigorios, Choyrmoyzios and Chrysanthos) a new Notation system was created. This system is
completely analytical and, based on the old Notation. Some
new signs were inverted and the functionality of others
changed. In the new Notation, which is in use today, the
function, value, and spelling of all signs are completely
defined. This work refers to the encoding and analysis of
the old Notation system for the reasons mentioned below.
2. COMPUTATIONAL MODELS OF BYZANTINE
MUSIC NOTATION
Prospective music researchers will sooner or later find themselves in the need for electronic transcriptions, facilitating
archiving as well as research. Several people have realized this need in the past [4–6] but the few attempts made
are either incomplete of still in progress Barton et al. [7]
proposed an online repository of Byzantine manuscripts,
as well as a system (Neumes Progect) in which users can
input digital copies of manuscripts online, and retrieve its
transcription [8, 9]. This encoding is following the MusicXML model [10, 11]. The first step towards the creation
of a Byzantine Music score involves the import of musical text into a processing environment. The easiest way to
achieve this is via automatic (musical) character recognition
(OCR) of the Byzantine Notation. Such implementations
1 As for example it happens in the case of the transition from Coislin to
Round Notation.
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have been attempted by Gezerlis [12] and Dalitz et al. [13],
and remain still in experimental phases. The most commonly used method of digitizing musical text, though, is
through direct typing. Various such software exist for the
New Byzantine Music notation, both commercial (Melodos [14], Byzantine Kalamos [15]) and open-source (Musical Texts [16], Byzantinografos [17], Byzantina 1.1 [18],
EZ Byzantine Music [19], PANDOURIS [20], Software
for Byzantine Music solfege BZQ [21], ABC Notation and
XeLaTex [22]). Some of them are autonomous (Melodos,
BZQ model, PANDOURIS, ABC Notation and XeLaTex)
while others exist as Microsoft Word add-ons (Musical
Texts, Byzantinografos, Byzantine 1.1, EZ Byzantine Music, Byzantine Kalamos). In the past few years, the use
of such encoding software facilitated research pertinent to
Computational Byzantine Musicology. As an examples of
such work we selectively report the research of Mavromatis [23, 24], and Pikrakis [25] on the melodic analysis of
Byzantine transcripts written in the new music Notation, as
well as on audio [26] and Maria Panteli’s project concerning the pitch patterns of the Cypriot traditional music with
regard to the Byzantine and Ottoman music [27].
This paper presents the design of an open-source system for the encoding of Old Byzantine Music Notation
manuscripts. Such manuscripts can be found in anthologies
and collections, usually not easily accessible. Some are
stored in public libraries, but most of them are located in
monasteries or private collections. Unfortunately, they are
not well-preserved as they can be dated back several centuries ago. The sign unions are particularly complicated as
they include formulas which are often difficult to interpret.
The use of signs is not fully comprehensible. The older
the manuscript is, the harder to decode it. A mechanism
allowing the digital encoding of such manuscripts will resolve some of the aforementioned issues, by making the
data easily accessible to a larger number of researchers,
hence, facilitating musicological research.
3. OVERVIEW OF BYZANTINE NEUMES
The developed application, was based on the study of the
pre-theory of Papadike [28], from a manuscript written by
John the Protopsaltes. This book contains an explanation
of the Old Byzantine Music notation signs and their unions
(p. 2v). Only the voice (intervallic) signs were included, as
well as from the rhythmical ones the so-called Klasma.
The standard separation of voice signs (Semadia Phonetika)
bodies (Somata) and spirits (Pneumata) is clearly described
in the p. 1v of the aforementioned pre-theory. Three rules
are found there with regard to the combinations of signs,
a) the ascending steps submit to descending and the Ison.
b) when the ascending spirits are placed in front of (on
the right) or under the bodies, they dominate. c) two new
signs are created with the same process of submission, the
Argosyntheton and the Seisma.
What Figure 1 presents is that each combination of signs
is developed around a central point, that presupposes two
additional spaces, one on each side, and two lines (one
above and one below it). We distinguished and pointed out
these possible positions of alignment, separated into three

Figure 1. The positions of signs.

(a)

(b)

Figure 2. Neume positioning examples.
columns (grey areas). Hence, sign unions can be created by
placing sings around a central neume, in the aforementioned
positions marked in gray (see Figure 1).
3.1 Encoding the neumes
The aim of this work is the development of a computer
program for typesetting the voice signs examined in the
previous section. The objective is to encode a music as a
text file and then digitalize in thw form of a music score. As
foe the technique, which was uses, LilyPond, the technique
of another widespread system was chosen to perform thw
specific project [29].
The first step towards this goal involves the design of a
system for recording /encoding Byzantine signs. In this
system, each sign is represented by a keyword created from
the first 4 letters of its name (Table 1).
As previously seen in Figure 1, each sign union follows
a rhombus shape. This can be applied on the coding of
combined signs. Each simple combined sign consists of a
main sign and two lines above and under it. The length of
the sign is subdivided in three columns. Every additional
sign is placed in one of those empty positions. This division
of combined sign assists the encoding process. An example
of such placement can be seen in Figure 2a. In this union
the main sign, Oxeia, appears in the grey region. A line
above and in the central column Kentemata are placed while
a line under and in the right column a Kentema is placed.
On the left and on the right of the main sign there are two
additional positions for minor signs such as the Bareia,
Kentema, or Hypsele.
Figure 2b depicts a case where the main sign, Oxeia, is
placed in the center combined with the Kentemata which are
place a line above in the same column over the Kentemata,
in the central column, a Hypsele is placed. The combination
is completed with a second Hypsele on the right of Oxeia. It
is obvious that such a layout requires groups of appropriate
lengths and cannot be applied to the remaining signs such
as the Kentema or Aporrhoe. This is the reason why such
signs are not subdivided in more than one column and such
writing not met in the manuscripts.
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VOICE
ison: Ison
isak: Isaki
olig: Oligon
oksi: Oxeia
peta: Petasthe
koyf: Kouphisma
pela: Pelaston
ken2: Kentemata
ken1: Kentema
ypsi: Hypsele
apo1: Apostrophos
apo2: Dyo apostrophoi
synd: Syndesmoi
kryp: Kratimoyporrhoon
elaf: Elaphron
apor: Aporrhoe
cham: Chamele

VOICELESS
para: Parakletike
krat: Kratema
lygi: Lygisma
kyli: Kylisma
anky: Antikenokylisma
trom: Tromikon
stre: Strepton
tros: Tromikosynagma
psif: Psephiston
psyn: Psephistosynagma
gorg: Gorgon
argo: Argon
stay: Stavros
anti: Antikenoma
omal: Omalon
teso: Thematismos eso
teks: Thematismos ekso
epeg: Epegerma
paka: Parakalesma
eter: Eteron
ksik: Ksiron klasma
arsy: Argosyntheton
gosy: Gorgosyntheton
oyra: Ouranisma
apod: Apoderma
tapo: Thes kai apothes
tapl: Thema haploun
xore: Choreuma
tzak: Tzakisma
pska: Psyphistoparakalesma
trka: Tromikoparakalesma
pias: Piasma
seis: Seisma
syna: Synagma
enar: Enarxis
bare: Bareia
ifon: Imiphonon
ifth: Imiphthoron
klas: Klasma

Table 1. Old Notation signs and their encoding names.
3.2 Placement of signs
The exact placement of the sign is specified using the English alphabet letters “D”, “U”, “L”, “C”, “R”, indicating
“Down”, “Up”, “Left”, “Center” and “Right” placement, respectively. Letters “D” and “U” are susceptible to additional
numeric definitions “1” or “2”, according to the line they
refer to. Analytically, the determination of each place is
portrayed in Figure 3.
The writing direction of signs imported in the musical
text is upwards and from left to right according to picture
3. That is to say, the following layout is applied beginning
from the central(main) sign.
DIRECTION of WRITING
CENTRAL SIGN>
D2C>D1L>D1C>D1R>U1L>U1C>U1R>U2C

The encoding of a sign and its place is achieved by specifying its 4-letter label, followed by an indication of its
placement. Thus, for example, the Kentemata 2 above the
2

Two kentemas.

Figure 3. Possible positions of signs and their encoding

olig_isonU1C

peta_oligU1L

peta_isonU1C

olig_kratD1C_ypsiU1R_ken2

koyf_isonU1C

bare_ison_aporD1R_klasU1C

pela_isonU1C

bare_ison_elafD1R_klasU1C

olig_ken2

bare_apo1_apo1D1R_klasU1C

olig_ken1

apo1_pias_klasU1C_apo1

olig_ken2U1C

apo1_elaf

olig_ken2U1C_ken1

synd_elaf

olig_ken1U1C

apo1_cham_apo1D1C_cham_U1C

oksi_ken2D1R

oksi_klasU1C_oligU2C

Figure 4. More examples from the encondings.

Oligon in the combination
are defined as “ken2U1C”,
where “ken2” means Kentemata and “U1C” means a line
above, in the center. In a second example,
Elaphron
is described as “elafD1R” by an underscore “ ” as seen
below.
Some additional combinations of signs which are indicative, are also included in the Figure 4 in order to make it
easier to comprehend the proposed model system .The total
number of combinations exceeds 200 - all of them can not
be mentioned in such a limited space.
The lyrics of the chant are added a syllable at a time after
each sign in curly brackets. Bellow follows an example
code of the very popular musical exercise ”di efhon ton
aghion pateron imon” (p. 7v, Figure 5).
Here can be seen, both the encoding of sign unions as well
as of the lyrics.
ison{di}
ison{ef}
peta isonU1C{chon}
apo1 klasU1C{ton}
elaf apo1U1L{a}
ken2{a}
olig diplD1R{gi}
olig{i}
ison{on}
bare olig elafD1R klasU1C{pa}
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Figure 5. Manuscript of the popular musical exercise “di efhon ton aghion pateron imon” (Papadike, p. 7v).
olig diplD1R{te}
apo1{ron}
apo1{i}
ison diplD1R{mon}
olig diplD1R ken2{ky}
peta ken2U1C{y}
elaf apo1U1L{ri}
apo1 klasU1C{e}
elaf apo1U1L{i}
ken2{i}
olig diplD1R{i}
olig{i}
ison{soy}
isak{}
ison{chri}
peta ken1U1C{ste}
apo1{e}
bare ison apo1D1R klasU1C{o}
bare ison apo1D1R klasU1C{the}
ison{os}
olig kratD1C ken1{i}
apo1{i}
apo1 klasU1C{i}
apo2{i}
ison diplD1R{mo}
olig diplD1R{o}
oksi ken1D1R{ne}
apo1 apo2D1R{on}
olig ken1{e}
ison{le}
peta isonU1L ken2U1R{i}
elaf apo1U1L{so}
ken2 piasD1C{on}
elaf apo1U1L{i}
olig diplD1R{ma}
olig klasU1C{as}
elaf diplD1C{a}
ison apodD1C{min}

Using this encoding method, a computer program was developed, which uses musical text as an entry and produces
a score using the old Byzantine music notation. The program was built in Python 3, because it is open source and
cross-platform. No additional Python tool was used apart
from ReportLab for the export of the music score in pdf.

An example of the program output for the aforementioned
“di efhon ton aghion pateron imon” exercise can be seen in
Figure 6. Precious aids in the above project was the book
of Manaris, Brown [30], the articles of Hankinson, Roland,
Fujinaga [31], Laskov, Dimov [32] and Baird [33].
4. CONCLUSIONS AND FUTURE WORK
In conclusion, this paper refers to development of an application, designed in Python so as to create Byzantine Music
scores by using thw old notation. This work is applied on
music of the 17th-18th century. Manuscripts of this period
are frequently stored in inaccessible areas. They are in bad
condition and usually incomplete. The presented signs are
many and they shape formulas that are not clearly defined
and concrete. Moreover, a complete theory of transcription
from the old into the new Notation is not in use, so that the
comprehension of texts and their transport in other Music
Notations are not easy. In the old Notation, because of its
complexity and incomplete comprehension, a satisfactory
development of typesetting as well as the import of musical
information in a computer have not been achieved yet.
The concretization of the project is still in initial stage. At
present, a disadvantage is the manually-operated import of
music score, a fact that includes a big probability of errors
on behalf of the user but also requires much time for its
completion. The optimum scenario would be if the music
score could be automatically imported, through some kind
of OCR. However, at present it is very difficult to be implemented at this stage, because of the poor condition of
the manuscripts. As it appears in the produced PDF, the
poetic text is not in satisfactory distance from the musical
line, something that should be corrected. The Isaki (Little
Ison) is not in short distance from the followed sign. The
voiceless signs and moreover the ones written into a different (red) color have not been included. Ideally, the unions
of signs should not be created from ready icons as there are
cases when they are not represented by the existing ones but
with characters of special font that will involve important
qualitative improvement of the produced result. Moreover,
a different font for the musical and poetic text could be
used, and different page sizes and multi column text could
be supported. It is also in our intention to create graphic
environment, to facilitate text imports. Spelling and syntax
check at the import of the musical text, the possibility of
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Figure 6. Example system PDF output of the popular musical exercise “di efhon ton aghion pateron imon” (Papadike, p. 7v).

numeration of musical lines and the insertion of Metrophonia of the melody, in the Latin alphabet, written above the
musical line, are currently being incorporated in the system.
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ABSTRACT
This work focuses on automatic makam recognition task
for Turkish makam music (TMM) using pitch distributions
that are widely used in mode recognition tasks for various
music traditions. Here, we aim to improve the performance
of previous works by extending distribution features and
performing parameter optimization for the classifier. Most
music theory resources specifically highlight two aspects
of the TMM makam concept: use of microtonal intervals
and an overall melodic direction that refers to the design
of melodic contour on the song/musical piece level. Previous studies for makam recognition task already utilize
the microtonal aspect via making use of high resolution
histograms (using much finer bin width than one 12th of
an octave). This work considers extending the distribution
feature by including distributions of different portions of
a performance to reflect the long-term characteristics referred in theory for melodic contour, more specifically for
introduction and finalis. Our design involves a Multi-Layer
Perceptron classifier using an input feature vector composed of pitch distributions of the first and the last sections
together with the overall distribution, and the mean accuracy of 10 iterations is 0.756. The resources used in this
work are shared for facilitating further research in this direction.
1. INTRODUCTION
In recent years, mode recognition has been one of the
popular tasks in computational studies focusing on nonwestern music. There exist similarities as well as particular differences in mode descriptions (makam, mugam,
raga, etc.) for different traditions. The following components play an important role in describing a mode: scale(s)
(involving specification of interval sizes), typical melodic
phrases, emphasis notes and melodic contour descriptors.
Studying a mode recognition task requires taking culture
specific descriptions for these dimensions into consideration. Here, we focus on makam recognition task within the
context of Turkish makam music (TMM) where two aspects are specifically highlighted: design rules for overall
melodic contour/shape and microtonal scale descriptors.
Copyright: c 2018 Furkan Yesiler et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

Xavier Serra
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One of the frequently used features for mode recognition tasks is the pitch histogram/distribution. Pitch histograms have indeed been used as features in various automatic recognition tasks since early days of Music Information Retrieval (MIR) [1]. The most common method for
pitch histogram based mode detection is “template matching” where pitch histogram templates are created for different modes, and the distance of the pitch histogram of a
recording to these templates are measured to find the closest match, and assign the mode of the closest template as
the mode of the recording. Alternatively, other machine
learning algorithms (such as K-Nearest Neighbor (KNN))
are applied using pitch distributions as features.
For Western music studies (considering the tonality detection task), most of the methods in literature rely on template matching based on music theoretical [2], psychological [3] and data-driven models [4]. The psychological
model proposed by Krumhansl and Kessler [3] is one of the
most influential models, and proposes use of 24 templates
for major and minor modes where pitch distributions are in
the form of pitch class distributions using a 12 dimensional
(equal tempered) pitch space.
Pitch histograms are also used in mode recognition tasks
for Carnatic, Hindustani, Dastgah and TMM traditions.
Raga recognition methods for Hindustani music are proposed by Chordia and Rae [5] using pitch distributions
and Support Vector Machine (SVM) algorithm that demonstrated 0.750 accuracy for 31 ragas, and by Chordia and
Senturk [6] comparing twelve-dimensional, fine-grained
and kernel-density pitch distributions with different classifiers that demonstrated the accuracy of the best system as
0.915 for 23 raga classes. Dighe et al. [7] used a variety of
features including chroma features, and achieved average
accuracies in a range from 0.835 to 0.977 for 4 ragas in
various experimental settings for Carnatic music. Another
study by Dighe et al. [8] using pitch histograms demonstrated 0.943 accuracy for 8 ragas in Carnatic music. For
Dastgah music, Abdoli [9] achieved an overall accuracy of
0.850 on 5 dastgahs with computing similarity measures
between Interval Type 2 Fuzzy Sets of songs and dastgah
prototypes. Heydarian [10] compared the performances of
various features including chroma features and pitch histograms on automatic dastgah classification for 5 dastgah
classes, and reported a mean accuracy of 0.868 with using spectral features and Manhattan distance. Gedik and
Bozkurt [11] considered the makam recognition task for
TMM, and applied template matching for 9 makams reporting a mean F-measure of 0.680 Ioannidis et al. [12]
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compared template matching and SVM approaches using
Harmonic Pitch Class Profiles (HPCP) as features. For a
dataset containing 9 makams of TMM, their experiments
achieved a mean F-measure of 0.730. The most recent attempt was demonstrated by Karakurt et al. [13], and used a
dataset of 20 makams with 50 recordings for each makam
to perform a joint tonic and makam recognition with using
the KNN algorithm. Their results demonstrated a mean
accuracy of 0.718.
In this research, we aim at automatic makam classification using pitch distributions as features and MultiLayer Perceptron (MLP) algorithm as the classifier. We
consider two strategies for improving performance of automatic classification: extending the feature vector with
pitch distributions computed from specific portions of each
recording and parameter optimization for the MLP model.
The first strategy roots from the culture-specific overall
melodic contour description for TMM that distinguishes
makams using the same scale by their melodic contour.
We have tested our system on the Ottoman-Turkish Makam
Recognition Dataset published by Karakurt et al. [13] and
achieved a mean accuracy of 0.756.
2. METHODOLOGY
In this section, we introduce our methodology which follows the general supervised classification approach in the
MIR tasks. The initial step, feature extraction, consists
of extracting the predominant melody, estimating the tonic
frequency and creating pitch distributions for each recording. The obtained pitch distributions are then used as features, and an MLP model is trained. To test our system, the
hyper-parameters of the MLP model are optimized with
cross-validation, and the obtained model is evaluated on
the test set.
2.1 Predominant Melody Extraction
For extracting the predominant melody in heterophonic
recordings, Atli et al. [14] has proposed a tuned version
of the algorithm by Salamon and Gomez [15] for TMM
recordings (with specific settings on windowing and dynamic range) including a post-processing step to correct
octave errors and remove noisy estimates in low-energy regions. In our experiments, the pitch series extracted by using the algorithm of Atli et al. [14] and shared by Karakurt
et al. [13] is used.

step is essential for aligning pitch distributions in the frequency plane. Gedik and Bozkurt [11] handled the tonic
frequency estimation by using pitch histograms with the
assumption that the makam is known. This technique relies on sliding the pitch histogram of each recording on the
pre-defined makam pitch histogram template, finding the
closest matching location, and by assigning the peak that
matches the tonic peak of the template as the tonic of the
recording, the tonic frequency is estimated. Atli et al. [17]
proposed to use a specific property of TMM, all the performances ending in the tonic frequency. A post-filter is
used to reduce the existing noise at the end of the recordings; thus, a reliable estimation of the tonic frequency is
achieved via estimating the frequency of the last note. The
dataset published by Senturk [18] contains manual annotations for the last note from which tonic frequencies are
extracted. We use this ground truth tonic data in our experiments.
2.3 Computing Pitch Distributions
In our study, pitch series and tonic frequencies data published by Karakurt et al. [13] are used to represent the pitch
series information in intervals (in cents) with respect to the
tonic frequency. The size of the distribution should conform the pitch space divisions specified in the music culture being studied. In TMM, the most accepted theory is
Arel-Ezgi-Uzdilek (Arel) [19]. Arel theory uses the 53TET system that divides an octave into 53 equal tempered
notes. In our study, the 53-TET system is utilized to create
the pitch distributions.
Pitch class distributions are proven useful for mode
recognition tasks in which the scales are the main characteristics of modes. In TMM, however, the set of notes are
not the only identifier of makams. Along with the emphasis notes, the direction of the melody is one of the main
characteristics to separate makams that share the same
scale. To utilize this characteristic, the feature vector is
extended with 53-bin pitch distributions of the first and
the last sections of the recordings. Since makams that
share the same scale would present different distributions
of notes in the beginning and in the end of the song, extending our feature vector as mentioned above would facilitate
classifying makams using the same scale. To find the best
performing proportion to use for our task, we test various
section sizes from 5% to 50%.

2.2 Tonic Frequency Estimation

2.4 Training and Optimizing a Multi-Layer
Perceptron

One key feature defining the pitch space of TMM recordings is the use of several possible concert pitch standards
(named as the ahenk system) instead of a single standard
(such as A4=440Hz). While all notations are written in a
single key, in interpretation, key transposition is applied.
The most commonly used ahenk today is Bolahenk which
specifies ’neva perdesi’ (D on staff notation) as about
440 Hz. The key transposition standards define frequency
ranges instead of fixed well-defined frequency values. A
table of frequency ranges for each ahenk is presented by
Erguner [16]. For this reason, a tonic frequency estimation

With created pitch distributions, a dataset of 1000 instances
and 159 attributes is obtained, and the values for each instance are normalized with respect to maximum value. For
evaluation of our model, stratified subsets are created in a
random way: a training subset with 900 instances (45 instances per makam) and a test subset with 100 instances
(5 instances per makam). 10-fold cross validation is performed with the training subset (i.e. the train set is further
divided into train and validation sets). To select the best
performing model, a grid search is performed to find the
optimum combination of the hidden layer size and alpha

SMC2018 - 250

coefficient. Hidden layer size defines the number of hidden
layers and the number of nodes in each hidden layer. Alpha
coefficient is the weight parameter of the regularization
term using L2 norm. The hidden layer sizes we considered are one hidden layer with 70, 90, 110, 130, 150, 170,
190 nodes while the alpha coefficients are 0.1, 0.01, 0.001.
The momentum coefficient for stochastic gradient descent
algorithm is set to 0.5 and the learning rate is 0.001. 10fold cross validation with all the hyper-parameter combinations gives the best performing combination, and an MLP
model using the selected hyper-parameters is created. To
estimate the accuracy, the MLP model is finally trained
with the entire training subset and the obtained model is
used to predict the classes of instances in the test subset.
To get a mean accuracy value, this process is repeated 10
times with different randomized and stratified training and
test subsets.

makams as using very similar scales, and mainly differing
in overall melodic contour characteristics.

10

3.1 Dataset
For our experiments, the Ottoman-Turkish Makam Recognition Dataset published by Karakurt et al. [13] is used.
It contains 50 recordings each from 20 most performed
makams in Turkish Music. The recordings are taken
from commercial albums with metadata present in Music
Brainz, and their makams are annotated by using the information from each relevant album. In case of missing
makam information, other sources such as musical scores
of the pieces were used. Tonic frequencies and the pitch
values of extracted predominant melodies for each recording are also included in the dataset. The recordings are
taken from commercial albums available in CD format including live and studio recordings, monophonic and heterophonic recordings. The quality of the recordings vary
in terms of noise.
3.2 Analyzing Scale Relationships of Makams Using
Pitch Histograms
Prior to the automatic recognition tests, to be able to interpret the results, we first consider forming hierarchical
clustering (using the specific implementation in scipy [20])
based on histogram distances, and studying groupings
formed automatically. We created pitch histogram templates via averaging tonic aligned pitch histograms of 50
recordings per makam, and calculated the distances between them using Canberra distance [21]. Figure 1 illustrates that makams using the same or similar scales
are grouped closer such as “Rast”-“Mahur”, “Huseyni”“Beyati”-“Ussak”-“Muhayyer”. These makams are indeed
among the most confused ones in makam recognition studies. Most of the TMM theory resources present these

6

4

2

0

Figure 1. Hierarchical clustering of makams using pitch
histograms

3.3 Automatic Classification using the Entire
Recordings
To investigate the performance of using MLP models with
pitch distributions, the first experiments consider using the
pitch distribution of the entire record, without the first and
the last sections. As the result of 10 iterations, the achieved
aggregated confusion matrix is presented in Figure 2. The
mean accuracy of 10 iterations is 0.726.
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In this section, we introduce the dataset used in the experiments, and present the results for various experimental
settings. Our data is balanced in terms of the number of
instances for each class. To compare the achieved results,
we use the mean accuracy.

True Label

3. EXPERIMENTS AND RESULTS
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Figure 2. Confusion matrix using overall distributions
In terms of the mean accuracy, we observe that the most
accurately classified makams are “Huzzam” with 0.920,
“Karcigar” and “Segah” with 0.880 mean accuracy values.
The most confused makam pairs are “Rast”-“Mahur” and
“Nihavent”-“Sultaniyegah”.
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Here, we present two examples for demonstration of differences observed in histograms of different parts of a
piece. In Figure 3, we present pitch histograms of two
makam pairs, “Huseyni”-“Muhayyer” (left) and “Beyati”“Muhayyer” (right) computed via averaging histograms
of all recordings in a given makam. The distribution of
the note annotated by Peak 1 is considerably higher for
“Huseyni” than “Muhayyer” in the first 10% of the recordings; however, in the last 10%, such relationship is not observed. For Peak 2, the figure demonstrates that the ratio of
distributions are significantly different in the first 10% of
the recordings compared to the last 10%. Similar trend is
observed for the distributions of “Beyati” and “Muhayyer”
for Peak 3, 4 and 5. These observations are in-line with
TMM theory which explicitly specifies emphasis of these
specific notes in the introduction of a composition or improvisation.
2

5

First 10%

Last 10%

Last 10%

Huseyni
Muhayyer

Beyati
Muhayyer

Pitch class with respect to tonic (cents)

Figure 3. Pitch histograms of the entire recordings and the
first and the last sections
3.5 Automatic Classification with Including the First
and the Last Sections of the Recordings
For analyzing the effects of extending the feature set with
the first and last sections of each recording, the second set
of experiments consider the extended feature sets. Pitch
distributions of the first and the last sections of each recording are added as extra features. In Figure 4, the mean accuracy results of using different sizes of the first and the
last sections of the recording to extend the feature sets are
presented. The best performing method is using the first
and the last 30% of the recording in addition to the entire
record, although using 10% demonstrates slightly lower results. The highest mean accuracy of the 10 iterations for
using 30%-size sections is 0.756.
In Figure 5, we present the aggregated confusion matrix of 10 iterations with using 30% for the section size.
“Segah”, “Huzzam”, “Acemasiran” and “Hicaz” are the
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top 4 most accurately classified makams with the mean accuracy values 0.920, 0.880, 0.820 and 0.820, respectively.
The lowest accuracy results are found for “Beyati”, “Kurdilihicazkar” and “Rast” (they are confused with makams
using the same or similar scales).
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Figure 4. The mean accuracy values for different first and
last section sizes
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3.4 Analyzing the Characteristics of the First and the
Last Sections of the Recordings
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Figure 5. Confusion matrix using the extended feature vector with the first and the last section distributions
In terms of the mean accuracy, we observe that extending
our feature set improves the performance of the classifier.
For “Nihavent”, “Huseyni”, “Mahur” and “Neva” makams,
the mean accuracy increases 10%, 8%, 8% and 8%, respectively. The extended feature set has a positive or neutral
effect on the mean accuracy, except for 4 cases: for “Huzzam” and “Ussak” 6%, for “Bestenigar” and “Saba” 2%
decrease in the mean accuracy is observed.
4. DISCUSSION AND CONCLUSION
In this study, we have considered the automatic makam
recognition task for TMM using an MLP classifier with
pitch distribution features. The initial set of experiments
using the pitch distributions of the entire recordings resulted in a mean accuracy of 0.726. The misclassified makam pairs such as “Rast”-“Mahur”, “Nihavent”-
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“Sultaniyegah” are similar in terms of scales; hence, it is
an expected result considering TMM theory. The parameter optimization with cross validation and using an MLP
model as a classifier can be accounted for the slight improvement in the mean accuracy over the state of the art.
We have further considered extending the feature vector
by including pitch distributions of the first and the last sections of the recordings. Testing with values ranging from
5% to 50%, we observed that using 30% as the size of the
sections resulted in the highest mean accuracy. The classification performances for a number of makams that share
the same or similar scales with others such as “Nihavent”“Sultaniyegah” and “Beyati”-“Huseyni”-“Muhayyer” are
improved by this extension of the feature vector, and the
highest achieved mean accuracy of the proposed method
is 0.756. To facilitate further research on this field, the
source code used to produce each step of the experiment is
shared. 1
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Università degli Studi di Milano (Italy)
lastname@di.unimi.it

D.A. Mauro
Dept. of Computer &
Information Technology (CIT)
Marshall University (USA)
maurod@marshall.edu

ABSTRACT
The formalization of musical composition rules is a topic
that has been studied for a long time. It can lead to a better
understanding of the underlying processes, and provide a
useful tool for musicologist to aid and speed up the analysis process. In our attempt we introduce Schoenberg’s
rules from Fundamentals of Musical Composition using a
specialized version of Petri nets, called Music Petri nets.
Petri nets are a formal tool for studying systems that are
concurrent, asynchronous, distributed, parallel, nondeterministic, and/or stochastic. We present some examples
highlighting how multiple approaches to the analysis task
can find counterparts in specific instances of PNs.
1. INTRODUCTION
The goal of understanding the compositional processes behind the creation of music, or to mimic those processes by
creating set of rules, has been pursued by many different
approaches. If we focus our attention on modern attempts
at building automatic composition systems, or model for
the analysis of a musical piece, we can find a vast literature. For example, [1] presents different approaches aimed
at encoding a musical piece. In [2] the author suggests
an automatic system for score following that makes use of
models in order to improve the prediction. More recent
research on computer-based music modeling includes [3],
addressing the relationship between programming systems
and music theory and composition, and [4], that focuses
on temporal dependencies modeling and applies it to polyphonic music generation and transcription.
In this context, we will explore the characteristics of Petri
nets (PNs), a formal tool profitably used in Computer Science to study and describe systems that are concurrent,
asynchronous, distributed, parallel, nondeterministic,
and/or stochastic. When their application to the music field
was first proposed, the following properties were considered: PNs are associated with a graphical form of notation that requires few symbols; they support hierarchical
descriptions and the definition of macro-structures; they
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2. AN OVERVIEW OF MUSIC PETRI NETS
A formal description of the general net theory by
Carl Adam Petri would fall beyond the scope of the present
paper. For details about this subject, please refer to works
such as [6], [7] and [8]. For the sake of clarity, we will
only summarize the key elements to let the reader understand the theoretical approach proposed in the following.
A PN is an abstract and formal model to represent the
dynamic behavior of a system with asynchronous and concurrent activities. PNs are made of a combination of basic
objects, falling in the following categories: places, transitions, and arcs. Usually represented in a graphical forms,
the instances of such categories are drawn as circles, rectangles, and oriented lines respectively. Places and transitions are also referred to as nodes.
Arcs can have a number associated, called the arc weight.
PNs are not static models, rather they present an evolution
from a state to another. The current state is indicated by
place marking, namely by the number of tokens in each
place. The dynamic evolution of a PN is determined by the
following firing rules:

unre-

stricted use, distribution, and reproduction in any medium, provided the original
author and source are credited.

are able to describe music-objects processing, supporting
timed representations and deterministic as well as
non-deterministic models [5].
The use of a formal tool such as Petri nets for the encoding has a number of advantages with respect to other nonformal representation formats. For example, if we want to
compare different “objects” encoded through Petri nets, we
can rely on the theory behind, that allows to establish relationships based on the structure of the networks themselves
(e.g., identify two network that share the same structure via
an isomorphism) or investigate its mathematical properties.
The paper is structured as follows: Section 2 will briefly
introduce the formalism of Petri nets and their applications
to music, Section 3 will provide the musical background
for our proposal, Section 4 will clarify why Petri nets are
still a relevant tool to formalize musical composition rules,
Section 5 will apply this formal tool to Schoenberg’s theories, Section 6 will discuss some clarifying examples, and
in Section 7 we will summarize the main strengths and
weaknesses of the proposed approach.

• A transition is enabled when all the incoming places
of that transition present a number of tokens greater
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or equal to the weights of the corresponding incoming arcs, and - after the fire of the transition - the
marking of all the output places will be less than or
equal to their capacities;
• When a transition is enabled, its firing subtracts from
the incoming places a number of tokens equal to the
weights of the incoming arcs, and adds to each outgoing place a number of tokens equal to the weights
of the corresponding outgoing arc.
The relationship between PNs and music has been investigated in a number of scientific works. To cite but a few
examples, reference [9] represented a milestone on music
description and processing through PNs; in [5],
ScoreSynth, namely an experimental software tool for
score synthesis through PNs, was presented; in more recent times, great emphasis was placed on the applicability
of PNs to music analysis [10] and composition [11], even
in real time environments [12].
In Music Petri nets (MPNs), that are a specialized extension of PNs, it is possible to associate music objects to
places. A music object may be anything that could have a
music meaning and that could be thought as an entity, either simple or complex, either abstract or detailed. Such
an entity will present some relationship with other music
objects. Consequently, with respect to traditional PNs, in
MPNs the following cases can occur:
• A place can have no music fragment associated and
no music fragment in input. In this way, it has only
a structural function (e.g., a counter, a selector, a
semaphore, etc.) in a given net topology, in accordance with the definition of places in ordinary PNs,
where markings represent the state of the system;
• A place can host a music fragment that will be transferred to output places after the possible fire of the
corresponding transitions. In this case, the music
fragment will be delivered to output places after the
processing operated by transitions;
• A place can receive a music fragment from either a
single or multiple input transitions. If multiple fragments arrive simultaneously and/or a music object is
already present, fragments are mixed to form a more
complex music object, potentially available for outgoing transitions.
Moreover, in MPNs a place can be either enabled to play
music objects or not. When an enabled place containing a
music object receives a token, the fragment (either already
present or transferred from other places) is played; when a
non-enabled place hosts or receives music objects, its only
function is to mix inputs, store music fragments and send
them in output when transitions fire.
In MPNs transitions can host music algorithms (defined
as abstract transformations); they can be used to process
music objects in input, that are modified accordingly and
then transferred in output.
As an example, one can create a simple net with a place
that has an associated music object containing a single note

(say, a C pitch) with the Play flag set to false, an output
transition with an associated algorithm that creates a major scale in the key of the input note, and an output place
that plays the objects thus modified (in this case, the C major scale). Then, the same net topology can be reused by
changing the music object associated to the input place:
e.g., if the original note is set to D, the D major scale is
obtained; as another example, if a sequence of pitches is
used as the input instead of a single note, the final result is
a progression. Other examples will be provided in Section
5. For a formal description of MPNs, please refer to [13].
3. BACKGROUND
This research is based on two didactic textbooks dealing
with music theory and composition authored by Arnold
Schoenberg as the result of his teaching activity. In [14],
the author provides simple models for beginners in composition. The main objectives of this syllabus are ear-training,
the development of a sense of form, and the comprehension
of the basic technique and logic of musical construction.
In [15], a more advanced work that combines the analysis
of masterworks with practice in the writing of music forms,
Schoenberg expresses his vision on music composition.
Schoenberg’s works have been conceived as a new
method of achieving coordination of melody and harmony
in order to make composing easier to students. It is worth
noting that his pedagogical approach is not just one of theoretical speculation, but of exposing fundamental technical problems in composition and of showing how they can
be solved in multiple ways. Great stress is laid upon the
concept of variation, seen as the most important tool for
producing logic in spite of variety.
As stated in the preface to [14], the reader should realize
that such models show merely one way of approach to the
technique of composing. But he or she should not in any
case think that a composer would work in such a mechanical manner. What produces real music is solely and exclusively the inventive capacity, imagination, and inspiration
of a creative mind – if and when a creator has something
to express. A student should never write mere dry notes, at
all times he should try to “express something”.
4. RESEARCH QUESTIONS
As mentioned in Section 1, currently many algorithmic approaches and computer-based techniques are available to
generate music or assist composers in their creative processes. In this context, why should we formalize Schoenberg’s composition theories in terms of MPNs?
A first goal is to better understand Schoenberg’s principles by adopting a more formal approach. In his didactic
works, the Austrian composer tried to explain the way a
music idea can be originated and developed, starting from
the simplest structures (i.e. how to build two-measure motifs, or phrases, on a single harmony). Even if the subject
is treated in a comprehensive way and through a number
of clarifying examples, no notion of formalization or algorithm is explicitly given.
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Moreover, as we will better explain in Section 5, the Petrinet formalization of a music excerpt is not unique, rather
this formal tool allows to focus on different aspects of the
score fragment and analyze its semantics from multiple angles. In this sense, the construction of the corresponding
Petri net is not a mechanical operation, but it poses questions that lead to greater awareness about composition processes. The analytical valence of Petri nets applied to music scores has been discussed in other scientific works [16],
highlighting both the advantages and the limits of this approach.
It is important to point out once more that the use of a formal tool presents a number of advantages. Regarding musicological tasks, the adoption of PNs in analyzing music
can benefit from underlying theoretical tools. For instance,
the expressive power of mathematical constructs can guide
the analysis (e.g., “find all the PNs that are isomorphic to
a certain test object”).
After obtaining the expected formalization, results can be
profitably used to generate (either manually or automatically) other music fragments sharing the same structure of
the original or introducing new variants. The potential of
Petri nets in a creative context has been explored in [12].
Realizing a corpus of PNs formalizing Schoenberg’s approaches can be thought as a useful tool for comparative
analysis. It can be envisioned an application built on a
database constituted by formalizations of a collection of
compositions, and the possibility to automatically analyze
and compare those models with the rules presented in
Schoenberg’s work.
5. FORMALIZATION THROUGH PETRI NETS
In the current section we will apply Petri nets to the formalization of the compositional processes suggested by
Schoenberg. This implies the analysis and decomposition
of complex musical objects, intended here as sequences
of notes characterized by pitch and duration information,
into simpler entities whose relationships and transformations can bring to the reconstruction of the original motif.
In our approach, these relationships and transformations
are formally represented by Petri nets.
It is important to point out that a given sequence of music
symbols, even a very simple one, can be treated in multiple
ways. For instance, let us consider a two-measure motif on
a single harmony in the form of a broken chord, like the
first example mentioned in [14] and shown in Figure 1a.
Despite its apparent simplicity, it can be decomposed and
represented in a multiplicity of ways, e.g.:
• Simply describing the whole motif as a major triad
broken into a sequence of ascending half notes, with
the last one transposed an octave below;
• Expressing the distance among notes in terms of
halftone offset with respect to the previous pitch, resulting in the sequence [+4, +3, -7]. In this case, no
recurrent pattern seems to emerge;
• Declaring such a distance in terms of number of
grades over a given scale, e.g., in C major. Adopt-

(a) The original exercise.

(b) Three alternative MPNs for its formalization, later referred to as case
1, 2, and 3 respectively.

Figure 1: A two-measure motif on a single harmony in the
form of a broken chord (Exercise 1 excerpted from [14]).

ing this approach, resulting values are [+2, +2, 4]. In this case, the motif can be decomposed into
two repetitions of the same ascending movement followed by the return to the original pitch. The resulting MPN supports such a behavior by introducing
two additional places – graphically represented by
smaller circles – that carry no music information and
act as semaphores to enable/disable transitions.
Considering the same motif from different perspectives
requires analytical skills that intrinsically foster a better
comprehension of the composition process. For example,
such a critical activity can unveil tonal relationships among
notes, or recurrent patterns, or processes of re-elaboration
and variation of the original thematic material. On the
other hand, it introduces a great variability in formalization, since different musical parameters or mathematical
relations can be emphasized, and the complexity of the formal description varies accordingly. In terms of Petri nets,
the three cases mentioned above can be translated into as
many net structures, where the musical operators associated to transitions are very heterogeneous in function and
algorithmic complexity (see Figure 1b). For the sake of
clarity, let us stress the difference between implementing
a musical operator based on the concepts of interval and
scale in order to decompose the chord on one hand (case
1), and another operator that takes a numerical value in
input and produces a numerical output after a trivial sum
operation on the other (case 2).
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(a) The original exercise.

(b) A possible formalization through MPNs: a variant of case 2 in Figure
1b.

Figure 2: Exercise 2 proposed in [14].

6. EXAMPLES
Starting from the models presented in the previous section,
one can change the parameters associated to the transposing algorithms in the second net to generate all the basic examples proposed by Schoenberg, concerning both
pitches and rhythmic values. For instance, adopting the
halftone distance approach, Exercise 2 can be computed
by changing the sequence of Exercise 1 from [+4, +3, -7]
to [+4, -4, -5], as shown in Figure 2.
Similarly, Exercise 3 can be generated by removing the
last place, and then adding a new step to the algorithm associated to transition T2 in order to double the note duration, as shown in Figure 3.
It is worth noting that, after the creation of MPN mod-

(a) The original exercise.

Figure 4: Exercise 13 and its variants proposed in [14].

els, one can change the musical object associated to place
Note1 and obtain the corresponding examples in several
keys, as Schoenberg himself indicated as a good composition exercise in the preface of his manual. Needless to
say, this behavior is strictly connected to the modeling approach in use: here it works since the musical operators
associated with transitions alter halftone distances among
pitches. Conversely, the third model presented in Figure 1b
would transpose notes diatonically in the same scale, thus
potentially changing intervals. For instance, if the musical
object in place Note1 was a D instead of a C-pitched note,
the sequence would become D–F–A–D, thus inverting the
position of the major and minor third intervals in the motif. These “side effects” of PN models can be studied and
profitably used to generate new motifs.
Moving towards more complex and demanding examples, let us mention Schoenberg’s exercises included in
Part 2 – “Motive and motival features in two-measure
phrases”. Here the approach is different: in the discussion
above the goal was to create a simple phrase by modifying
a single starting note, while in the following we will focus
on how to modify (more complex) musical fragments in
order to generate different exercises.

(b) A possible formalization through MPNs. Even if the conceptual approach can be seen as a variant of case 3 in Figure
1b, the resulting net topology, that now includes a subnet, is
different.

Figure 3: Exercise 3 proposed in [14].

For instance, let us consider Exercises 95, 96 and 97, proposed in [14] as variants of Exercise 13 and graphically
listed in Figure 4. The corresponding MPNs are presented
in Figure 5. The first net shows how the original phrase can
be seen as the juxtaposition of four fragments, each having
the duration of a half note. The second model can be obtained from the first one by changing the content of places
Fragm2 and Fragm3, thus loading the original fragment
and modifying it through suitable algorithms. In particular, the places of this model are represented as sub-nets, a
syntactic possibility already supported in standard PNs. In
this way, sub-nets can be delegated the representation of
simpler models that implement the desired behavior. Exercises 96 and 97 share similar solutions.
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position,” ACM Computing Surveys (CSUR), vol. 43,
no. 4, p. 30, 2011.
[4] N. Boulanger-Lewandowski, Y. Bengio, and P. Vincent, “Modeling temporal dependencies in highdimensional sequences: application to polyphonic music generation and transcription,” in Proceedings of the
29th International Coference on International Conference on Machine Learning. Omnipress, 2012, pp.
1881–1888.
[5] G. Haus and A. Sametti, “Scoresynth: a system for the
synthesis of music scores based on Petri nets and a music algebra,” Computer, vol. 24, no. 7, pp. 56–60, 1991.
Figure 5: Possible MPNs that formalize the variants in Figure 4.

[6] C. A. Petri, “Introduction to general net theory,” in Net
theory and applications. Springer, 1980, pp. 1–19.
[7] J. L. Peterson, Petri net theory and the modeling of systems. Prentice Hall PTR, 1981.

7. CONCLUSIONS
Currently, this work mainly represents a proof of concept
about the applicability of MPNs to the creation and reelaboration of motifs in music composition. Even if the
mentioned examples are relatively simple and do not cover
all the possibilities offered by MPNs, they should provide
a broad idea of the proposed approach.
Since Schoenberg’s exercises imply only basic transformations of music parameters, this didactic corpus provides
learners with a valid test bed to acquire competences and
skills in the use of formal description tools.
In our opinion, students in composition and musicology
should be invited to create MPN models to represent
Schoenberg’s rules, in order to abstract from the notational
aspects of the exercise and to concentrate on its intrinsic
structure, on modification possibilities, on harmonic relationships, and on complex music forms intended as macrostructures.
We believe that, far from being a conclusive methodology for the complex subject of music analysis and composition, MPNs can provide a useful didactic method and a
powerful artistic tool. Moreover, the creation of an extensive database of MPNs covering not only exercises but also
music themes from literature can lead to more meaningful
insights thanks to the possibility of performing automatic
analysis on the collection.
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[12] A. Baratè, G. Haus, and L. A. Ludovico, “Realtime music composition through P-timed Petri nets,”
in ICMC—SMC—2014 Proceedings, Athens 14-20
September 2014, A. Georgaki and G. Kouroupetroglou,
Eds., Athens, 2014, pp. 408–415.
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ABSTRACT
This article treats an aspect in a larger research agenda to
understand DJ practices, which are an important part of
popular music culture: We present a heuristic algorithm
that estimates cue points where tracks should cross-fade in
a DJ mix. We deduced statistics and heuristics from a list
of rules provided by human experts, and from a database of
example tracks with given cue regions. We then created an
algorithm for cue-point estimation based on rich automatic
annotations by state of the art MIR methods, such as music structure segmentation and beat tracking. The results
were evaluated quantitatively on the example database and
qualitatively by experts.
1. INTRODUCTION
DJ techniques are an important part of popular music culture but are not very frequently the topic of scientific research [1]. This article treats one aspect in a larger research
agenda to understand DJ practices. The outcomes from
such an understanding are many, for instance musicological research in popular music, cultural studies on DJ practice and reception, music technology for computer support
of DJ’ing, automation of DJ mixing for entertainment or
commercial purposes.
We focus in this article on the automatic estimation of cue
regions (see figure 1), i.e. the points in the source audio
tracks of a DJ mix, where two tracks should cross-fade.
The work is part of the ABC DJ EU project 1 within
which an automatic track annotation and DJ mixing algorithm is to be developed in the context of audio branding
for in-store music delivery. It is based on input provided
by one of the project partners HearDis! 2 , an agency for
audio branding. Their music experts provided heuristic
rules (section 3.1) and an example database of tracks with
cue-points (section 3.2). The rules were then verified with
the examples (section 3.3) and those rules that could be
realised computationally were implemented in a prototype
automatic annotation software (section 3.4). The software
was run on the example tracks and the results evaluated
1
2

http://abcdj.eu
http://heardis.com
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computationally and by human experts (section 3.5). Their
feedback gave rise to adaptations in the algorithm, which
improved the quality of the annotations (section 3.6). Thus,
the article is structured to give an account of the informal
iterative design process that allowed to keep the end-users
closely in the loop. Also note that the project context is
not DJ mixing for clubs or performance, but point-of-sale
(PoS) automatic mixing in shops, based on semi-automatic
music annotation and generated playlists. However, the
automatically produced mixes should retain a certain DJ
quality (beat synchronicity, cross-fades).

2. RELATED WORK
There is quite some existing work on tools to help DJs produce mixes [2–7], bit much less regarding annotation and
information retrieval from audio tracks or recorded mixes.
The first works opening up research on DJ-related information retrieval are on constitution of playlists [8], segmentation of mixes [9, 10], and identification of tracks within
a DJ mix by fingerprinting [11]. The latter team also produce an extensive database of ground truth annotations of
playlists with approximate start and stop times of tracks on
a large number of Creative-Commons licensed mixes made
from open-licensed dance tracks published on the Mixotic
net label. 3 However, that database was not aimed at and
is not precise enough to give information about cue points.
Schwarz and Fourer [1] introduced a larger framework of
DJ music information retrieval, where the tracks constituting a DJ mix are sample-aligned to the recorded mix in
order to be able to separate the source tracks and estimate
the volume fade curves and cue-points. They published an
openly available database of artificial but realistic DJ mixes
with the necessary ground truth of their construction [12],
based on the tracks collected by Sonnleitner et. al. [11].
Kim et al.’s approach of highlight detection [13] chooses
segments from a collection of tracks that “stand out” as
determined by a convolutional recurrent attention network,
and cues them beat-synchronously.
Our work is heavily based on music structure estimation
from audio, see [14, 15] for an overview of existing methods. We use the method described in [16] that fuses the
representation of a piece of music as a succession of states
with similar and acoustically homogeneous content (separated by peaks in a novelty function), and the approach
aiming to detect the repetition of sequences in the music.

permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

3
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Figure 1. Cue points and cue regions with the resulting volume fade curve for one track in a DJ mix.
The novelty function is computed by convolving a selfsimilarity matrix with a checkerboard kernel [17].

1. Track is too long in general (more than 6 to 7 minutes)

3. CUE POINT ESTIMATION

3. Intro is too quiet for too long (more than 4 to 8 beats)
until track is of discernible loudness (at the PoS). Exception: Artist is already singing

Cue points define the regions where tracks in a DJ mix fade
in or out to blend with other tracks (see figure 1). DJs will
usually choose them by hand according to the context of
the current DJ set, based on their experience and familiarity with the specific track. However, when computer support or automation of DJ mixing is called for, we have to
devise heuristics and an algorithm that can analyse the music content of a track in order to come close to the human
decision.
In our context of PoS automatic mixing, the automatically estimated cue region proposition saves time for the
human annotators of new tracks to be included in new automatically generated playlists, who only have to verify the
automatic annotation and correct it if necessary.
3.1 Human Expert Rules
In order to get a high-level framing of the problem of cue
point estimation from the point of view of the users, project
partner HearDis! provided the content- and context-based
criteria in table 1 for the choice of cue regions for the aim
of PoS automatic mixing. The concern in that case is to
decide if the song can start immediately, or if the intro has
to be shortened, possibly because it is a prolongued club
DJ-friendly version, and if the end has to be shortened because in-store music needs to change more often than club
music in order to achieve a higher level of variety.
We can already see that many of these points are dependent on audio and musical content (repetition, presence of
voice) and even cultural context (what is too noisy or nonmusical?). The key point of the ensuing work was to find
out which of these criteria were computationally feasible
with the current tools, and whether the rate of errors with
regard to the unfeasible criteria not modeled in our algorithm was acceptable.
3.2 Ground Truth Database of Cue-Points
HearDis! provided a set of 30 example tracks in MP3 format, each in two versions:
1. the full length track

2. Intro is too repetitive (especially DJ-friendly versions)

4. Intro is too noisy/non-musical
5. Outro is too repetitive
6. Loudness drops significantly but outro lasts longer than
4 to 8 bars. Exception: Artist is still singing
7. Outro is too noisy/non-musical
8. Generally silence at the beginning and end of a track
should be shortened to a minimum
Table 1. Expert-provided criteria for choice of cue regions.
segment
cue in
cue out
track end

mean / median
start time
13.6 / 8.9
290.0 / 316.7
369.1 / 363.0

mean / median / number
of non-zero durations
1.3 / 0.9 / 23
8.4 / 9.2 / 4
n/a

Table 2. Statistics of start time and duration of ground truth
cue regions for the 30 example tracks in seconds.

2. the track shortened according to human-decided cuein and cue-out regions with fades applied to them
We then annotated the start and end points of the cut
regions, and the durations and kinds of fades or cuts by
hand in text label format as produced by AUDACITY 4 .
This does provide example cases of shortening and fade
times. The results of a statistical analysis of the annotations are given in tables 2–3. Statistics of cue region
durations are always given with the zero-duration regions
removed, since they correspond to ”cut” transitions (no
cross-fade).
Furthermore, the examples revealed other content-based
decisions, such as, in one track, removing one repetition of
the exposition of a synth line by cutting the intro in half, or
removing redundancy in long end parts of songs.
4

http://audacity.sourceforge.net

SMC2018 - 260

segment

min / max
start time

min / max
end time

cue in
cue out
track end

0.0 / 57.4
163.9 / 418.0
182.0 / 741.1

0.0 / 57.4
166.6 / 428.8
182.0 / 741.1

min / max
non-zero
duration
0.2 / 4.3
2.0 / 14.6
n/a

Table 3. Statistics of minimum/maximum start and duration of ground truth cue regions for the 30 example tracks
in seconds.
3.3 Comparison of Ground Truth Cue Points with
Music Structure Analysis
The audio-based music structure analysis algorithm [16]
divides a piece of music into its significant parts, and organises them into classes (e.g. corresponding to intro, outro,
chorus, verse). This is done on multiple-levels, where,
from the lowest to the highest level, the structural segments
are fused into larger classes.
Our hypothesis was that the intro and outro segments
would stand out and could be a good basis for cue regions. We verified this by calculating two versions of automatic structural analysis, using the tool I RCAM S UMMARY,
on the full length example tracks. The first version, state
mode [16], is based on a fusion of homogeneous state and
sequence repetition segmentations. The second version,
NSMF mode [18], uses non-negative matrix factorisation
(NMF) of similarity matrices as a mid-level representation
to classify the structure. This mode is called NSMF for
Non-negative Similarity Matrix Factorization.
We then compare the structural segments with the human
suggestions of cue regions. The plots in figures 2 and 3
show the ground truth cue regions of the example tracks
overlaid with multi-level structure analysis regions. Each
level’s segment boundaries are shown on one horizontal
line as coloured dots, from lower levels in violet to higher
levels in cyan, which proceed by fusing lower-level segments. Right-pointing triangles show the cue-in fade region, or cut, when only one triangle is visible (length of
zero). Left-pointing triangles show the cue-out region and
end point of the full length example. Tracks are sorted
by length, for easier observation of maximum final track
length.
These plots reveal that, first, the lowest (most detailed)
level state mode summary in figure 2 is more pertinent,
since it has a segment structure better coinciding with the
annotations (it is also beat-synchronous, unlike the NSMF
mode summary in figure 3), and, second, that almost half
of the songs were not shortened at the beginning:
• 14 cue-in start points are cuts at song start
• 16 cue-in start points are within the first structure
segment
• only 3 cue-in segments are longer than 1s 5
5 The frequent presence of cuts instead of fade regions are due to the
fact that the existing PoS playout system at HearDis! does not yet do
cross-fade mixing, so that the experts are trained to find cue points where
tracks can cut from one to the next.

• the cut-off point for long tracks is mostly between
5:30 and 6:00, with 3 tracks going until 7 minutes
3.4 Cue Point Estimation Heuristic Algorithm
The first proposed algorithm detailed below is solely based
on the song structure estimation by the I RCAM S UMMARY
module, which determines significant parts of the track,
including the intro and outro sections which are used to
place the cue regions. For this first iteration, we wanted
to see how far we would come only with song structure
information, without taking the audio content into account.
The above observations from the example tracks suggest
the following heuristic algorithm for the cue region estimation (always of 10 s length):
1: function CUE - IN
2:
return cue region such that its end coincides with
the end of the first long enough (10 s) structural region at the lowest level
3: end function
1:
2:
3:
4:
5:
6:
7:
8:
9:
10:
11:
12:
13:

function CUE - OUT
if the song is not too long (<= 6 min) then
return start of the last structural region that is
long enough (10 s) as cue-out start
else
. for long songs, we apply the explicit rule to
shorten songs that are too long (see 3.1)
if there is a structural segment longer than 10 s in
the time span between 5:30 and 7 minutes 6
then
return the cue-out region placed at its start
else
return cue-out start at 5:30
end if
end if
end function

3.5 First Evaluation of Cue-Point Detection
We created cue region estimations for the tracks in the cuepoint example database. To facilitate evaluation, we also
exported the example tracks faded at the estimated cuepoints. These examples were evaluated by music annotators at HearDis! in order to validate the heuristics. (But
keep in mind that the cue-point estimation is always only
a starting point for a human annotator who solely is in the
position to correctly judge the content and context of the
tracks.)
Nevertheless, the numerical comparison between the estimated cue points and the hand-annotated ground-truth cue
points from the test database in figure 4 shows that over
50% of estimated cue points are within 10 seconds from
the manual choice and for two thirds of the examples the
absolute time differences are smaller than 20 seconds. The
two outliers with cue end estimation differences over 60 s
are due to a more flexible interpretation of the shortening rule by the human annotators (some tracks were left
at much longer than the cutoff rule of 6 minutes).
6

These times are suggested by the ground truth database.
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Figure 2. Ground truth cue regions of the example tracks (black) overlaid with I RCAM S UMMARY multi-level structure
analysis regions in state mode (violet to cyan dots), and cue-points estimated by final algorithm (red).
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Figure 3. Ground truth cue regions of the example tracks (black) overlaid with I RCAM S UMMARY multi-level structure
analysis regions in NSMF mode (violet to cyan dots), and cue-points estimated by final algorithm (green).
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Figure 4. Histogram of the time difference between handannotated ground-truth cue points and cue points estimated
based on state mode.

Figure 6. Histogram of the time difference between handannotated ground-truth cue points and estimated cue points
with loudness criterion.

A subjective but systematic evaluation of the automatically faded example tracks was carried out by the human
music experts at HearDis!. They provided precise feedback in the form of screenshots with the 3 versions of each
track aligned (original, human-cut, automatically cut) and
remarks for the problematic cases (see figure 5).

too quiet, without introducing false positives. 7
We then shift the cue region until its minimum loudness is
larger than -9 dB relative to the max loudness of the track.
Loudness of a segment is calculated as the max peak RMS
energy in 2s windows.
The second evaluation results, shown in figure 6, slightly
improve the difference between estimated cue-regions and
manual choice, and has been approved by the human experts.The found cue points are also shown in figures 2 and 3.
Musically, the decision to place the cue-in region at the
end of a song-structure region work very well, since at the
end of the fade in of the new track, just when it has reached
full volume, and the previous song has just vanished, there
is a clear change in content (as predicted by the song structure), that catches the ear and clearly signals the start of the
track.
4. CONCLUSIONS

Figure 5. Example of subjective feedback: The human expert hand-aligned the original track (bottom), the manually
cut and faded track (top), and the automatically cut and
faded track (middle) to evaluate and comment on important differences.
The feedback was positive about the algorithmic choice
of cue points, with the remark that, for PoS applications, it
is always OK to cut more than a human annotator at beginning and end. There were only 5 problematic cases, listed
in table 4. The remarks show the limits of our simple algorithm, where the human decision mobilises deep contentand context-dependent knowledge up to the cultural level
(e.g. that applause is a special noise that marks the end of
a performance).
3.6 Second Iteration
Based on the above feedback, we chose to implement the
only computationally feasible content based criterion for
cue-in/cue-out estimation of loudness. From an analysis of
the example tracks, we could determine that a threshold of
-9 dB relative to the max loudness of the track catches all
the cases where an intro or outro had been considered as

We presented a heuristic algorithm to estimate cue points
for generating DJ-like mixes based on automatic annotations by state of the art MIR methods of music structure
segmentation, coupled with domain knowledge of human
experts, and backed by a database of example tracks. The
iterative design process created a close feedback loop between researchers, developers, and expert users, quickly
reaching a satisfactory solution for their specific needs of
in-store music playout and audio branding.
The next step we will take is to determine fade-in and
fade-out times relative to the beat positions of the track,
as estimated by the beat marker annotation of the I RCAM B EAT module. The cue regions would last for 4 measures,
and it is straightforward to adapt the algorithm to search for
the beat position closest to a structural boundary to anchor
a cue region.
In future work, we could examine which of the criteria in
section 3.1 are possibly detectable by content descriptors
and classifiers available in MIR research, e.g. voice detection, or develop specific descriptors and classifiers for the
“music-ness” of audio. However, this would need many
7 Note that our algorithm will only ever encounter professionally produced music that is optimised for being loud and punchy to stand out in
radio or streaming listening conditions, so we’re fairly confident that that
threshold will be generalisable.
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position
end
end
end
start
end

evaluator remark
end applause should be faded out
just noises?
too noisy and weird
intro too long?
outro too long

computable
no
no
no
yes
yes

observations
music continues during applause
free guitar + voice
fade in of 2sec of Morse code
intro very low volume -24dB
outro -15 dB (last struct segment silence)

Table 4. Feedback on individual tracks in the first version of cue-point detection output by human expert, and assessment
of computability.
more annotated tracks to train the method. Before this effort is made, feedback should be gathered about the number of problematic cases in real-world usage of the existing
system.
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ABSTRACT
In the past, Acoustic Scene Classification systems have
been based on hand crafting audio features that are input to
a classifier. Nowadays, the common trend is to adopt data
driven techniques, e.g., deep learning, where audio representations are learned from data. In this paper, we propose
a system that consists of a simple fusion of two methods of
the aforementioned types: a deep learning approach where
log-scaled mel-spectrograms are input to a convolutional
neural network, and a feature engineering approach, where
a collection of hand-crafted features is input to a gradient
boosting machine. We first show that both methods provide complementary information to some extent. Then, we
use a simple late fusion strategy to combine both methods. We report classification accuracy of each method individually and the combined system on the TUT Acoustic
Scenes 2017 dataset. The proposed fused system outperforms each of the individual methods and attains a classification accuracy of 72.8% on the evaluation set, improving
the baseline system by 11.8%.
1. INTRODUCTION
Environmental sounds provide contextual information about
where we are and the physical events occurring nearby.
Humans have the ability to identify the environments or
the contexts where they are (e.g., park, beach or bus) leveraging only acoustic information. However, this task is not
trivial for systems that attempt to automatize it. One of the
goals of machine listening is to have systems that perform
similarly as humans in tasks like this, which is receiving
growing attention from the research community [1].
The consecutive editions of the Detection and Classification of Acoustic Scenes and Events (DCASE) Challenges
have stimulated the research in this field by benchmarking a variety of approaches for acoustic scene classification
and acoustic event detection using common publicly available datasets. Acoustic Scene Classification (ASC) can be
defined as the task of associating a label to an audio stream
thereby identifying the context or environment where the
audio stream was recorded, e.g., park or beach [2]. The
acoustic scene consists of all the acoustic material that can
Copyright:
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be present in a given context, including both background
noises and specific acoustic events that may occur either
in the foreground or merged as part of the background.
The benefits of machine listening systems performing similarly as humans in recognizing acoustic scenes are manifold. Existing applications range from audio collections
management [3] and intelligent wearable interfaces [4] to
the development of context-aware applications [5]. Some
concrete examples include automatic description of multimedia content, or optimization of hearing aids parameter
settings based on the recognized scene.
In the past, ASC systems have been based on a feature engineering approach, where pre-designed low-level features
are extracted from the audio signal and input to a classifier.
The most popular hand-crafted features in audio-related
tasks are cepstral features, e.g., MFCCs. Initially taken
from the speech recognition field, they are one of the most
widespread in ASC too [6, 7]. Typical examples of classifiers used in ASC include GMM [6] and SVM [7]. The
feature engineering approach relies heavily on the capacity of the pre-designed features to capture relevant information from the signal, which in turn may need significant
expertise and effort. In fact, this approach turned out to be
neither efficient nor sustainable in many disciplines given
the high diversity of problems and particular cases encountered in the real world.
In recent years, we have witnessed a paradigm shift in
ASC similarly to those experienced in areas like computer
vision or speech recognition. New techniques have arisen
based on learning representations from data. These datadriven approaches—especially deep learning—have allowed
significant research breakthroughs and have rapidly spread
across the audio research community. In this case, the system is able to learn internal representations from a simpler one at the input (typically, a time-frequency representation), and the two stages of the feature engineering approach (feature extraction and classification) are optimized
jointly. Among the various deep learning approaches available, Convolutional Neural Networks (CNNs) have proved
to be effective for several audio related tasks, e.g., speech
recognition [8], automatic music tagging [9] or environmental sound classification [10]. Specifically for ASC,
CNNs have also been successfully used e.g., [11, 12].
In this paper, we propose an acoustic scene recognizer
that employs the fusion of the two presented trends. First,
a simple 2-layer CNN designed using domain knowledge
learns features from mel-spectrograms. Second, a pool of
low-level audio features are extracted and input to a Gra-
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dient Boosting Machine (GBM). By combining both approaches with a simple fusion method, we obtain a system that takes advantage of the complementary information that they provide. The proposed system is an extension of our previous work [13], including improvements in
both individual approaches and in the late fusion method,
as well as further discussion. In particular, the main improvements are due to the usage of pre-activation in the
CNN, LDA feature reduction in the GBM pipeline, and
learning-based late fusion. The remainder of this paper is
organized as follows. Section 2 describes the CNN and
GBM methods that compose the system. In Section 3 we
present the dataset used and the evaluation setup. Results
and discussion for each method individually and the combined system can be found in Section 4. Section 5 summarizes and concludes this work.
2. METHOD
2.1 Convolutional Neural Network
When CNNs are presented with an audio time-frequency
representation, they are able, in theory, to capture spectrotemporal patterns that can be useful for recognition tasks.
Furthermore, the dimensions (width and height) of the convolutional filters can be related to the time and frequency
axes, respectively. In this work, we explore how this relation can be exploited when designing the convolutional
filters for ASC.
2.1.1 Audio Pre-processing
We consider two input representations for the CNN: melspectrograms and gammatone-based spectrograms. Both
start with the computation of the power of the short-time
Fourier transform (STFT) (using Hamming windows of
40 ms with 50% overlap) after down-mixing the 2-channel
of the binaural files to mono. In short, the mel-spectrogram
aggregates the power values using triangular filters (in the
frequency domain) distributed according to the mel scale.
In contrast, the gammatone-based spectrogram aggregates
the power values using gammatone filters with center frequencies distributed according to the ERB-rate scale [14].
For the former we used the Librosa library (v0.5.1), while
for the latter we used the Essentia implementation [15],
which is in turn adapted from [16]. After preliminary experiments we chose mel-spectrograms as input representation, whose computation is detailed next.
A mel filter bank consisting of 128 bands from 0 to 22050
Hz according to Slaney’s formula [17] is applied to the
power of the STFT. Our mel filter bank presents triangular
filters with a peak value of one, as opposed to other filter
banks where the filters have equal area. Finally, the mel energies are logarithmically scaled. We standardize the logscaled mel-spectrograms by subtracting the mean and dividing by the standard deviation. We do this on whichever
subset of data we use for training. Then, we keep the
normalization values and subsequently apply them to standardize the corresponding test set (see Section 3.2).
Since the recordings of the dataset used are 10s long, the
dimensionality of the corresponding spectrograms is con-

sidered too high for the proposed architecture. Therefore,
they are split into non-overlapping time-frequency patches
(T-F patches) or segments of 1.5s (i.e., 75 frames). We
hence obtain 7 segments per recording, the last one being
padded with the last original frame. Thus, the CNN learns
from T-F patches of R75×128 .
2.1.2 CNN Architecture
The proposed CNN architecture is depicted in Table 1 and
illustrated in Fig. 1.
Input: 1 x (75,128)
Conv1: 48x (3,8) | 32x (3,32) | 16x (3,64) | 16x (3,90) +
BN + ReLU
Max-Pooling: (5,5)
Conv2: 224x (5,5) + BN + ReLU
Max-Pooling: (11,4)
Dense: 15 units + softmax
Table 1. Proposed CNN architecture.
The architecture is composed of two convolutional layers (Conv1 and Conv2) alternated with max-pooling operations and it ends with a softmax layer. It can be regarded
as a relatively simple network comprising standard operations. Also, the network can be regarded as wide, in contrast to the trend of building deeper networks with tens of
layers (or more in other disciplines like image recognition).
One of the most distinctive aspects of this network is
the convolutional filters in the first layer. We hypothesize that the spectro-temporal patterns that allow to recognize many of the scenes considered are more discriminative along the frequency domain (rather than in the time domain). We consider this during the filters’ design. That is,
our approach attempts to prioritize the modeling of spectral envelope shapes and background noises, rather than
onsets/offsets or attack-decay patterns of specific acoustic events. While most CNNs in the literature leverage
squared filters and only one filter shape in the first convolutional layer [10, 18, 19], some recent works suggest to
employ rectangular filters and different shapes at the same
time [20, 21]. In particular, we explore several configurations of filters with multiple vertical shapes in the first
layer. We call vertical filters to those whose frequency dimension is much larger than its time dimension. By using
these filters, we intend to aid the learning process towards
what we intuitively assume as more important for ASC.
The first convolutional layer is implemented as the concatenation of several convolutional layers such that every
layer has filters of one single and distinct shape. Using
filters of different dimensions leads to feature maps of different dimensions as well. In order to come back to samesized feature maps, two options exist: i) zero-pad network’s
input appropriately, and ii) use filter-dependent max-pooling
operations. Preliminary experiments were run with both
options and no major difference in performance was observed. Hence the simpler zero-padding option was adopted.
The filter shapes employed are listed in Table 1 as number
of filters x (time, frequency). The first convolutional layer
presents 112 filters. This number is doubled for the second
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Figure 1. Sketch of the proposed CNN architecture. Four vertical filter shapes co-exist in the first convolutional layer.
layer. The proposed final network presents four different
filter shapes in Conv1, as illustrated over the T-F patch of
Fig. 1. All the filters in Conv1 have a time dimension of 3.
On the contrary, filters in Conv2 are squared 5x5.
We apply batch normalization (BN) [22] and Rectified
Linear Unit (ReLU) [23] after every convolutional layer,
followed by max-pooling operations. The latter downsample the feature maps while adding some invariance along
the time-frequency dimensions. In particular, max-pooling
is applied over squares of dimension 5 after Conv1. After Conv2, global time domain pooling is applied in order
to select only the most prominent feature [18]. Finally, after flattening the resulting feature maps, the predicted class
(for the input T-F patch) is obtained by a dense layer with
softmax activation with 15 output units (corresponding to
the 15 acoustic scenes).
We also experiment with the concept of pre-activation
[24]. This technique was initially devised for image recognition in the context of deep residual networks. In [24] a
residual unit is proposed containing two paths: i) a clean
information path for the information to propagate and ii)
another path with an additive residual function. In the latter path, BN and ReLU are applied as pre-activation of
the convolutional layers (in addition to the common postactivation consisting of the same couple BN and ReLU
after the convolution operation). Reported advantages in
the particular case of deep residual networks, with 100+
layers, include ease of optimization and improved regularization. Moreover, pre-activation has recently proved successful for ASC in [11], still with a deeper network than the
one proposed here. We want to explore this technique in
a fairly shallow network. Based on the results obtained in
Section 4.1.2, we add BN and ReLU non-linearity directly
at the network’s input of Fig. 1 (before the first convolution
layer) to form the final proposed CNN.
2.1.3 Training Strategy and Hyperparameters
Network weights are initialized with a uniform distribution. The loss function is categorical cross-entropy and the
optimizer is Adam. The initial learning rate is 0.002, and
it is reduced by a factor of 2 whenever the validation loss
does not decrease during 5 epochs. We also experimented

with i) dropping the learning rate by half every fixed number of epochs and ii) using Adam with no learning rate
scheduling. However, best results were obtained by reducing learning rate when the validation loss plateaus. The
training is early-stopped if the validation loss is not improved during 15 epochs, up to a maximum of 200. For
early-stopping, a 15% validation set is randomly split from
the training data of every class. The batch size is 64, and
training samples are shuffled between epochs. In both convolutional layers L2 regularization is applied with a parameter of 10−5 . The system is implemented using Keras
(v2.1.3) and Tensorflow (v1.4.1).
2.2 Gradient Boosting Machine
Gradient Boosting Machine [25] is a technique for constructing predictive models based on an ensemble of many
weak learners—typically regression trees. The trees are
added iteratively, in such a way that the new tree focuses
on the misclassifications by the previous ensemble of trees.
Predictions of multiple trees are combined together in order to optimize an objective function, and the parameters
of added trees are tuned by gradient descent. Two GBM
frameworks are widely used: XGBoost [26] and LightGBM. 1 Experiments on five public datasets show that LightGBM outperforms XGBoost on both efficiency and accuracy, with significantly lower memory consumption [27].
In our experiments, we also found out that LightGBM trains
faster and achieves a slightly better overall classification
accuracy. Hence we use LightGBM in this work.
2.2.1 Feature Extraction and Pre-processing
We segment each 10s recording into 7 non-overlapped segments. The first 6 segments last 1.5s, and the last one
1s. We then extract features on each segment using the
FreesoundExtractor, 2 an out-of-box feature extractor from
the Essentia open-source library for audio analysis [15].
This extractor computes hundreds of features for sound
and music analysis and it is originally used by Freesound 3
1

https://github.com/Microsoft/LightGBM
http://essentia.upf.edu/documentation/
freesound_extractor.html
3 https://freesound.org/
2
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in order to provide sound analysis API and searching functionalities. The most musically-related features (e.g., key,
chords, etc.) are discarded. The selected pool of features is
listed in Table 2, along with their dimensionality. The features are calculated at frame-level by using the same frame
and hop size mentioned in Section 2.1.1. All other parameters of the FreesoundExtractor are set to default values. We
perform four statistical aggregations—mean, variance, and
mean and variance of the derivative—to the frame-level
feature vectors of each segment. Therefore, a R820×1 (i.e.,
205×4) feature vector is output for each segment. As in
Section 2.1.1, we fit a mean and variance standardization
scaler over whichever subset of data we use for training,
and use it to standardize both train and test data.
Feature name
Bark bands energy
ERB bands energy
Mel bands energy
MFCC
HPCP

Dim.
32
23
45
13
38

Feature name
Tonal features
Pitch features
Silence rate
Spectral features
GFCC

Dim.
3
3
3
32
13

Table 2. Selected features extracted by FreesoundExtractor and number of dimensions.
2.2.2 Linear Discriminant Analysis Feature Reduction
Linear Discriminant Analysis (LDA) can be used as a dimensionality reduction technique after the feature extraction stage. The ultimate goal is to mitigate overfitting by
projecting a high dimensional dataset onto a lower dimensional space. This is done by maximizing the variance of
the data as well as the separability of classes. Some of
the features of Table 2 are computed in a similar way, e.g.,
several energy bands are computed with different psychoacoustic scales (e.g., Bark or Mel). While they may provide some complementary information, it is likely that they
also have a considerable amount of redundancy. This, together with the high dimensionality of the feature vector,
may cause overfitting and a slow-down of model training.
In order to mitigate this, while keeping the rich information of the extracted features, we perform LDA-based feature reduction. It is applied on any subset of data used for
training, and then the corresponding test set is transformed
accordingly (see Section 3.2).
2.2.3 Hyperparameter Tuning
Since ASC is a multi-class classification problem, we use
logarithmic loss as the objective function. We do grid search
over 5 hyperparameters. Four of them relate to the GBM
(learning rate, max bins, number of leaves, and min data
in leaf ) while the reduced feature dimension relates to the
LDA. The number of leaves is the main parameter to control model complexity, whereas max bins and min data in
leaf are two important parameters to deal with overfitting.
All other hyperparameters are set to default values. We do
the grid search in two cases—with and without LDA—and
the hyperparameter values considered are listed in Table 3.
The grid search is performed using cross-validation on the
development set. The hyperparameters setting leading to

the best cross-validation accuracy is kept for the final GBM
model, which is used to predict acoustic scenes on the evaluation set.
Hyperparameter
Learning rate
Max bins
Number of leaves
Min data in leaf
Reduced feature dimension

Values
[0.01, 0.05, 0.1]
[128, 256, 512]
[64, 128, 256]
[500, 1000, 2000]
[64, 128, 256, 512]

Table 3. Hyperparameter grid search for GBM and LDA.
2.3 Late Fusion
In order to combine the predictions from both methods,
we tried approaches with and without learning, all of them
starting from the individual models’ class probabilities computed on the development set using the proposed four-fold
cross validation setup. The simplest approach (i.e., without
learning) consists of combining the prediction probabilities
by taking their geometric mean, arithmetic mean, or rank
averaging. Then, the final predicted label is selected by
taking the argmax over the resulting values. The learningbased approach consists of two steps. First, using the models’ prediction probabilities computed on the development
set as training data, we fit a classifier or meta learner.
We experimented with logistic regression and SVM with
several kernels. The models’ hyperparameters were determined by grid search on the training data using four-fold
cross validation, trying to restrict the parameter search to
ranges providing large regularization. Then, once the meta
learner is fit, we predict labels on the evaluation set by taking as input the pre-computed prediction probabilities from
CNN and GBM on this set. This approach is sometimes referred to as stacking.
3. EVALUATION
3.1 Dataset and Baseline
Systems are evaluated with TUT Acoustic Scenes 2017, a
dataset that contains recordings made in 15 acoustic scenes.
The dataset is split into a development and an evaluation
set, of 4680 and 1620 audio recordings respectively. 4 The
development set contains 312 recordings per class. All
recordings last 10s and have a sampling rate of 44.1 kHz.
A four-fold cross-validation setup is provided for the development set. The dataset presents a mismatch between
development and evaluation set due to differences in the
recording conditions. The average accuracy drop between
both sets across all submitted systems to the ASC task of
DCASE2017 is 20.1%. 5 A multilayer perceptron (MLP)
is provided as baseline system. The input representation is
40 log mel-band energies in 5 consecutive frames and the
MLP has 2 layers with 50 hidden units each.
4 A list of the scenes together with more details about the dataset can
be found in http://www.cs.tut.fi/sgn/arg/dcase2017/
challenge/task-acoustic-scene-classification.
5 http://www.cs.tut.fi/sgn/arg/dcase2017/
challenge/task-acoustic-scene-classification-results
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3.2 Evaluation Setup
The output of CNN and GBM models for every input 1.5s
segment is a R15×1 vector with the probabilities of the
segment belonging to every class. The class prediction
for each 10s recording is computed by averaging per-class
scores across segments and finding the class with maximum average score. The development set is used for training/testing the CNN and GBM approaches according to the
provided four-fold cross-validation setup (see Fig. 2).

can be repeated a different number of times, as illustrated
in Table 4, but in all cases the total number of filters is 112.
System
MLP
CNN sq
CNN 1
CNN 2
CNN 3
CNN 4
CNN 5

Filter configuration - #filters x (time, freq)
112x (5,5)
112x (3,40)
64x (3,20) | 48x (3,70)
48x (3,10) | 32x (3,30) | 32x (3,60)
48x (3,8) | 32x (3,32) | 16x (3,64) | 16x (3,90)
36x (3,6) | 22x (3,26) | 22x (3,48) | 16x (3,70)
16x (3,96)

Table 4. Filter configurations in the first layer for the CNN
of Fig. 1.

Figure 2. Flowchart illustrating the workflow in development mode.
For predicting acoustic scenes on the evaluation set, the
models are trained on the full development set and evaluated on the evaluation set (see Fig. 3). The metric used is
classification accuracy, i.e., the number of correctly classified recordings divided by the total amount of recordings.

The motivation for designing filters with different vertical
dimensions is to intuitively be able to cover diverse spectral patterns, ranging from narrow-band patterns to others
that may spread over frequency. In order to establish a fair
comparison among networks, the number of parameters
was kept approximately constant by adjusting the number
of filters per shape and the filter dimensions. The number
of parameters in all cases lie in the range 656k-660k, with
the exception of the squared filters case that has 648k (due
to the smaller size of the squared filters). In particular,
the top performing case of CNN 4 has 657k parameters.
The specific filter shapes in Table 4 were chosen through a
number of preliminary experiments. While an exhaustive
search may be desirable, it may require prohibitively long
computation times.
Fig. 4 shows the classification accuracy values for the architecture of Fig. 1 and the filter configurations of Table 4.
The accuracy of the MLP baseline is specified as well.

Figure 3. Flowchart illustrating the workflow in evaluation
mode. Models are trained on the full development set and
predictions are computed on the evaluation set.

4. RESULTS AND DISCUSSION
4.1 Convolutional Neural Network
Two types of experiments were carried out with the CNN:
i) experimenting with filter configurations in the first layer,
and ii) exploring the concept of pre-activation. Since results obtained with GPU are generally non-deterministic,
accuracies reported in this Section are the result of averaging ten independent trials of every experiment. Confidence
intervals are also shown.
4.1.1 Filter Configurations
We design filter configurations with several filter shapes in
the first layer. The number of shapes is specified in Table 4
and Fig. 4 as CNN x, where x denotes the number of different shapes. 6 Every shape (denoted by (time, frequency))
6 CNN sq refers to the case where filters are squared, which is a specific case of CNN 1.

Figure 4. ASC performance using the CNN of Fig. 1 with
the filter configurations in the first layer given by Table 4.
No pre-activation is adopted in these experiments. Note
that the y-axis differs for development and evaluation sets.
It can be observed that the accuracy on the evaluation set
increases overall with the diversity of the filter shapes, until
a point where this diversity no longer helps (CNN 5). We
also carried out some preliminary experiments with horizontal filters but results were slightly worse than those obtained with vertical ones.
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4.1.2 Pre-activation
Fig. 5 shows the results obtained by adding pre-activation
[24] to the top-performing case of Fig. 4, i.e., to CNN 4.

a 7.8% of the initial dimensionality (820), which indicates
considerable information redundancy in the initial pool of
features gathered from the FreesoundExtractor. After the
feature dimension reduction, we observe significant boost
in training speed.
Hyperparameter
Learning rate
Max bins
Number of leaves
Min data in leafs
Reduced feature dimension

non-LDA
0.05
128
128
1000
–

LDA
0.05
128
128
500
64

Table 5. Best hyperparameters in both LDA and non-LDA
cases by grid searching on the development set.

Figure 5. ASC performance by adopting pre-activation in
the CNN of Fig. 1, i.e., adding BN and ReLU before the
first convolutional layer. Note that the y-axis differs for
development and evaluation sets.
It can be seen that adding pre-activation improves the results slightly on the evaluation set (see preact bar). However, the gap between development and evaluation accuracies is still substantial. Curiously, we found out that this
gap is reduced when we complement pre-activation with
normalization of the input audio waveform (see norm&preact
bar). This is somewhat surprising as the T-F patches that
input the CNN were already standardized (see Section 2.1.1).
Finally, we report the accuracy obtained by applying only
time domain normalization of audio (without pre-activation),
to confirm that it is the combination of both which yields
the improvement (see norm bar). We also experimented
with pre-activation not only prior to the first convolutional
layer, but also between every max-pooling operation and
the next layer, following previous work [11]. Resulting accuracies were not higher.
It hence appears that the combination of pre-activation
and normalization of the input waveform helps to improve
model’s generalization, showing slightly lower development accuracy while increasing evaluation accuracy. Nevertheless, further experiments are needed to better assess
and understand the benefits of pre-activation and its dependency on audio signal energy or dynamic range. For
example, one aspect of the audio signal in acoustic scenes
or field-recordings is its small dynamic range. This happens often as sources can be far away from the microphone,
since the goal is to capture the entirety of the acoustic context rather than specific acoustic events. Evaluating this
approach on different datasets may be revealing.
4.2 Gradient Boosting Machine
The best hyperparameters found for LDA and non-LDA
cases are listed in Table 5. The dimensionality of the feature vector after LDA-based feature reduction is 64. This is

Table 6 shows the accuracy results. The performance using LDA feature reduction is greater than the one without
LDA and the MLP baseline, resulting in small improvements of 1.7% and 2.6% on the evaluation set. However,
we still witness a significant accuracy drop in both cases.
It is worth to mention that, to tackle the overfitting problem, we have experimented with another two techniques,
namely PCA and feature selection using feature importance. However, no significant improvements were observed. For the late fusion we use the GBM with LDA.
Approach
Baseline
GBM non-LDA
GBM LDA

dev acc (%)
74.8
81.4
81.1

eval acc (%)
61.0
61.9
63.6

Table 6. ASC performance by the GBM model with and
without LDA feature reduction.

4.3 Models’ Comparison
The CNN method clearly outperforms the GBM method.
However, we wanted to assess the potential complementarity of these models, i.e., whether their output predictions
are complementary or redundant. We follow the approach
of [28] consisting of plotting the difference of confusion
matrixes yielded by both systems, which is shown in Fig. 6.
If we have a look at the main diagonal, positive red numbers illustrate scenes where CNN performs better, whereas
negative blue numbers represent scenes where the GBM
achieves more correct predictions. The CNN yields better
results in most of the acoustic scenes. However, despite the
lower performance of the GBM, it interestingly yields better predictions in the ’park’, ’beach’ and ’cafe/restaurant’
scenes. Then, off the diagonal, positive red numbers illustrate that the CNN presents higher confusion between pairs
of acoustic scenes. Similarly, negative blue numbers represent that the GBM suffers from higher confusion between
pairs of acoustic scenes. Overall, it can be seen that the
models get confused between different pairs of scenes. In
summary, the methods present different behaviour to some
extent, and hence their predictions may be complementary.

SMC2018 - 270

Figure 6. Difference between the confusion matrixes produced by i) the CNN and ii) the GBM models (in this order), evaluated on the evaluation set.
4.4 Late Fusion
After exploring the approaches described in Section 2.3,
the logistic regression led to the best results, which are
listed in Table 7.
System
MLP baseline
Proposed CNN + GBM

dev acc (%)
74.8
83.3

eval acc (%)
61.0
72.8

Table 7. ASC performance by the combined system.
The proposed combined system shows an improvement
of 3.1% over the average score provided by the best CNN
architecture, and an improvement of 11.8% over the MLP
baseline. It also shows an improvement of 5.5% with respect to our previous work [13]. We consider as state of
the art the top performing submissions to the ASC task of
DCASE2017 Challenge.5 Among them, there are a few
systems that outperform the one proposed here. However,
they have the burden of being more complex or computationally intensive, including Generative Adversarial Networks, ensembles of 4 or more systems (with several CNNs),
data augmentation, or deeper networks. Compared to them,
we consider that our system is simpler in overall terms.
The proposed CNN is more interpretable as domain knowledge was used in its design. The GBM can be trained in
a standard desktop computer without need of additional
infrastructure, e.g., a GPU. Figure 7 shows the confusion
matrix for the proposed combined system, where it can be
seen which acoustic scenes are misclassified the most. The
worst case occurs when the systems predicts ’residential
area’ while the true label is ’beach’ or ’park’.
5. CONCLUSION

Figure 7. Confusion matrix for the proposed combined
system evaluated on the evaluation set.
tractor. Evaluated on the TUT Acoustic Scenes 2017 dataset,
the CNN performs substantially better than the GBM, which
is not able to generalize well on the evaluation set. Despite
their difference in performance, the models provide somewhat complementary predictions, and their fusion leads to
a slight improvement. The proposed system attains a classification accuracy of 72.8% on the evaluation set, which
means a 11.8% improvement over the MLP baseline. Our
experiments empirically show that adding pre-activation
and waveform normalization help the proposed CNN to reduce overfitting. Future work includes evaluating the properties of pre-activation on different datasets and networks,
and exploring additional measures against overfitting.
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ABSTRACT
This paper presents a novel classification technique for datasets of similar audio fragments with different durations,
that allows testing pertinence of fragments without the need
of embedding data in a common representation space. This
geometrically-motivated technique considers direct DTW
measurements between alternative different-sized representations, such as MFCCgrams or chromagrams, and defines
the classification problem over relative embeddings based
on point-to-set distances. The proposed technique is applied to the classification of voice recordings containing
both normal and disturbed speech utterances, showing that
it significantly improves performance metrics with respect
to usual alternatives for this type of classification, such
as bag-of-words histograms and Hidden-Markov Models.
An experiment was conducted using the Universal Access
Speech database (UA-Speech) from the University of Illinois, which contains over 700 different words recorded by
19 dysarthric speakers and 13 speakers without any speech
disorder. The method proposed here achieved a global Fmeasure (with 10-fold cross-validation) above 95%, against
81% for a bag-of-words classification and 83% for Hidden
Markov Models.

for the original audio data, as MFCCgrams for speech utterances and f0-grams or chromagrams for melodies and
harmonies. Such frame-based feature spaces are heterogeneous spaces in the sense that they contain matrices of
different lengths 1 and for this reason items cannot be easily combined using the regular linear-algebraic DSP artillery (consider trying to take the centroid of several MFCCgrams of different lengths). Figure 1 illustrates both the
heterogeneous nature of the frame-based feature space as
well as the motivation for the relative embedding here proposed, which is to allow viewing a certain class of heterogeneous items through a simple geometric model.
The embedding of the original data in such heterogeneous
frame-based feature spaces allows direct comparison of
pairs of items, for instance using Dynamic Time Warping [5] as a means of establishing similarity between data
of differing lengths, and this synchronization mechanism
may even entail strategies for alleviating the lack of said
linear operators (e.g. temporally synchronizing data before
taking averages), but it still does not allow simple characterizations of sets of several similar items, such as Gaussian models based on centroids and covariance matrices.

1. INTRODUCTION
There are many important practical problems involving
classes of similar audio items with different durations, e.g.
the development of voice command devices, where user
commands have the form of vocal utterances with varying
speed and timbre [1, 2], query-by-humming mechanisms,
where database queries have the form of sung melodies
to be matched against symbolic data [3], synchronization
of different music performances [4], among many others.
In all these cases classification problems may have to be
solved somewhere in the processing chain: which among
a set of available voice command is this utterance most
similar? Which known melodies have similar interval profiles? Is this audio recording a potential reinterpretation of
a given song?
Usually these problems are recast in terms of comparing matricial data in frame-based feature spaces which are
known to provide meaningful alternative representations
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Figure 1. Binary classification setup with heterogeneous
items. Items may be MFCCgrams or Chromagrams, or any
other type of frame-based feature matrix.

There are a few off-the-shelf strategies that allow embedding of such items in homogeneous metric spaces, over
which machine learning algorithms can be trained: in very
simple lines, a first approach consists in applying Vector
Quantization (VQ) to the frame-dependent features vectors followed by Bag-of-Words (BoW) modeling [6], a sec1 We will use the term length to refer to the temporal dimension of the
frame-based feature matrix, i.e. length is the number of frames used to
segment the audio.
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ond approach uses Hidden Markov Models (HMM) [7].
VQ+BoW starts with a clusterization (e.g. using Kmeans)
of all features known to a training stage, using K clusters,
and then each item is encoded in a K-dimensional histogram, where each counter k = 1, 2, . . . , K represents
how many of this item’s feature vectors belong to the kth cluster; in this way all variable-length items are represented through homogeneous (and possibly length-normalized) K-dimensional features, allowing all sorts of operations to be performed that are useful for classification,
including the use of Support Vector Machines (SVM) [8].
With HMM a very different sort of implicit representation is built, by viewing in-class heterogeneous items as
observations produced with high probability by a Markov
model, where K interconnected inner states reflect the temporal/stochastic evolution of data, and feature vector emission probabilities provide the statistical link between inner
states and observed feature vectors; classification then proceeds by Viterbi reconstruction of optimal paths through
the Markov chain, with associated probabilities that allow
discrimination between in-class and out-of-class items.
Both VQ+BoW and HMM have some drawbacks. VQ+
BoW throws away the temporal sequence of features: essentially any reordering of the same frame-based feature
matrix would produce the same histograms. This may represent a huge problem or no problem at all, according to the
application context: models for global timbre [9], chord
recognition [10] or speaker identity [11] are usually based
on frame-based features without temporal nexus, but word
recognition [7], melody recognition [3], and cover-song
identification [12] are all time-dependent tasks, for which
reordering of frames makes absolutely no sense. HMM
preserves the temporal nexus of the frame-based feature
matrix, but length differences have an impact on the Viterbi
reconstructions in the sense that spending too many frames
on a single node produces a decreased probability with respect to a similar signal that moves on through the Markov
chain at a quicker pace, i.e. an HMM model penalizes
lengthier data with respect to shorter data.
It should by now be also immediate that the use of wellknown classifiers such as SVMs within the original representation space is not possible without a prior embedding
into a homogeneous feature space, e.g. via VQ+BoW or
HMM. Taking Figure 1 again as an example, an SVM approach would require not only this prior embedding, but
also the definition of a kernel function in order to bend the
linear classifier around a more or less rounded class, an
operation which would also depend on the notion of a centroid, absent in our original heterogeneous representation
space.
The goal of this paper is to propose a classification strategy for time-dependent audio data that extends DTW distances 2 between pairs of heterogeneous frame-based feature matrices to point-to-set distances that allow a relative
embedding of multidimensional data into a relative distance space used for actual classification. This embed2 It is well-known that DTW, as the cosine distance, is not formally a
distance due to its violation of the triangle inequality. We will however
stick to the MIR tradition of referring to these dissimilarity measures or
pre-metrics as distances.

ding is relative because items have no fixed position, in
fact items are positioned only relatively to the whole set
of in-class items. The motivation is to provide a surrogate
representation for the centroid+radius idea of Figure 1 that
does away with the need of a centroid and yet allows the
classification based on a simple distance-based geometric
criterion. The proposed strategy is then applied to a classification problem related to disturbed versus regular speech,
and compared to both VQ+BoW and HMM approaches.
The structure of the paper is as follows. Section 2 formalizes the proposed relative DTW embeddings and its corresponding classification strategy. Section 3 presents the
experimental methodology for the application of the proposed strategy to the speech classification problem, whose
results are then presented and discussed in Section 4. Concluding remarks and further work are outlined in Section 5.
2. DTW RELATIVE EMBEDDINGS
As suggested in the Introduction, the motivation for the
strategy to be presented is allowing us to look at a class of
heterogeneous time-dependent audio data using a Gaussianlike geometric model, through a relative embedding that
considers point-to-set distances from items to the modelled
class (see Figure 1).
Consider a set of items or frame-based feature matrices
N = {M 0 , M 1 , . . . , M N } that comprise the class of interest for the classification problem. We will extend the
regular DTW distance between items to allow computation
of point-to-class distances for any item within this heterogeneous feature space. Specifically, let x be an arbitrary
(in-class or out-of-class) item within the feature space, and
let
MinDTW(x) = min DTW(x, z),
(1)
y∈N \{x}

be the smallest DTW distance from x to any (other) inclass item y, i.e., MinDTW(x) expresses how close is x to
the closest representative of class N that is not x itself. The
mapping x 7→ MinDTW(x) is named relative DTW embedding of x since it does not position items in any absolute manner, but simply places them in a one-dimensional
space relatively to class N .
Take for instance the example in Figure 2, where a class
N consists of 3 blue items, and there are 2 red out-of-class
items. For each item x, MinDTW(x) is represented by an
outbound arrow departing from x and reaching the representative y ∈ N \{x} closest to x. In this case the two
lower in-class items are very close to each other and their
MinDTW(x) values are the same; a borderline in-class
item stands relatively farther away, and out-of-class items
are reachable through a longer path. It should be noted that
distances between out-of-class items are not used in any
way in the embedding, and also that when new items are
included in the class, all values MinDTW(x) either lower
or stay the same (by monotonicity of the min operator with
respect to set inclusion).
The relative DTW embedding is defined for all items in
the heterogeneous feature space, and its usefulness is dependent upon a property of class N , namely that in-class
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where the F-measure is computed by applying the above
classification strategy to all known labeled items available
to be used during the training stage.
There are other possibilities for defining similar relative
embeddings of items from a heterogeneous frame-based
feature space to a unidimensional point-to-class relative
distance space, using DTW as a means to preserve timecoherency of the relative measurements. One such alternative is the use of the Hausdorff distance H, defined for
general sets A, B and any given distance d as


H(A, B) = max sup inf d(x, y), inf sup d(x, y) ,
x∈A y∈B

Figure 2. Binary classification setup using relative DTW
embedding. Item x is associated to its distance to the closest representative y 6= x within class N .

items are positioned closely together with respect to outof-class items. In other words, it is assumed, for the purpose of applicability of this model, that intra-class distances DTW(x, y) for x, y ∈ N are generally smaller than
distances DTW(x, y) between in-class and out-of-class
items (x ∈ N , y 6∈ N ), or equivalently that the statistical
distributions of intra-class distances and in-class/out-ofclass distances are significantly different. This assumption
should hold for many of the application examples mentioned in Section 1, e.g. cover-song identification, melody
matching in query-by-humming, and disturbed speech classification (the latter is addressed in Sections 3 and 4).
Based on the above assumption, a simple classification
strategy is defined by means of characterizing the borders
of the in-class and out-of-class items. Specifically, let
%+ = max MinDTW(z)

(2)

%− = min MinDTW(z)

(3)

z∈N

and
z6∈N

be the largest intra-class distance and the smallest out-ofclass distance to the class. If it should happen that %+ <
%− then perfect separation between in-class and out-ofclass items is achieved, and an intermediary threshold such
as
%+ + %−
(4)
τ=
2
may be used for classification of new unknown items, according to

z ∈ N if MinDTW(z) < τ
(5)
z 6∈ N otherwise.
In general it could happen that the relative DTW embeddings of in-class and out-of-class are not perfectly separable (i.e. %+ ≥ %− ), and then a more fitting threshold
may be defined by taking the optimal value τ ∈ [%− , %+ ]
according to a performance measure of interest, e.g.
τ=

argmax F-measure(α),

α∈[%− ,%+ ]

(6)

x∈A y∈B

(7)
i.e. the distance between the sets is the largest distance
you are forced to travel from some point of one set to
the closest point of the other set. When one of the sets
is unitary, the above expression simplifies to H(x, B) =
supy∈B d(x, y), from which we define a relative DTW embedding as
HausdorffDTW(x) =

max DTW(x, y).

y∈N \{x}

(8)

The main motivation for considering Hausdorff distances
in this classification context is the fact that out-of-class
items are now being compared to the farthest in-class item
possible, which might make the classification task easier.
It is also true however that intra-class distances will in general increase, but by how much they will increase depends
on the distribution of the values DTW(x, y) for x, y ∈ N ,
e.g. if all values are very close (not necessarily close to
zero) as typically occurs for time-warped versions of the
same signal, then the relative HausdorffDTW embeddings
of the in-class items could remain more or less in the same
region. It should be noted that, since DTW does not satisfy the triangle inequality, it is not necessarily true that
when DTW(x, y) are small for x, y ∈ N then the values
HausdorffDTW(x, w) and MinDTW(x, w) would be close
for x ∈ N and w 6∈ N .
3. EXPERIMENTAL METHODOLOGY
We will illustrate the proposed classification strategy based
on relative DTW embedding by employing it in a disturbed
speech classification problem. In this problem, the goal is
to classify a speech recording, usually of a specific word,
as normal or disturbed based on its similarity to a set of
reference speech recordings. This classification problem
is asymmetric in the sense that the class of normal utterances of a given word are relatively homogeneous and using DTW to compare any pair of normal utterances typically produces small values, but disturbed utterances have
no intrinsic similarity to each other, due to the large number of different speech disorders that cause them, and also
due to differences in the syllable where a deviation is observed.
In this experiment we use the Universal Access Speech
database (UA-Speech) recorded at University of Illinois by
Mark Hasegawa-Johnson’s group [13], which is one of the
largest databases available for disordered speech. It contains speech recordings by 19 speakers with cerebral palsy,
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and reference recordings of normal speech by 13 speakers, each one contributing with a total of 765 recordings
of isolated words, separated according to word categories,
which are: 10 digits (e.g. ’Zero’ to ’Nine’), 26 NATO phonetic alphabet words (e.g. ’Echo’, ’Sierra’, ’Bravo’), 19
computer commands (e.g. ’Delete’, ’Enter’, ’Command’),
100 common words (e.g. ’The’, ’It’, ’In’) and 300 uncommon words (e.g. ’Naturalization’, ’Hypothesis’). Each
speaker has recorded each word 3 times, with exception
of uncommon words which have a single recording, and
each recording has been captured by 8 microphones. We
will refer to as UA-Speech Original the dataset using only
the first microphone per recording, and as UA-Speech Extended the dataset with all 8 microphones. In addition, the
UA-Speech dataset contains speaker details such as age,
sex, range of intelligibility (very low, low, mid, high) and
type of dysarthria. Recordings are encoded as mono wav
type audio files with 48kHz sampling rate.
Figure 3 shows the required steps to classify a new speech
recording, i.e. feature extraction, similarity measurements,
and proper classification, which will be detailed below.

Figure 4. Similarity matrix for all recordings of the word
“SEVEN”. N = {0, . . . , 39} correspond to the set of normal recordings in this example, and the remaining recordings present some form of disturb.
(small intra-class distances) whereas disturbed recordings
are widely spread with respect to both normal and other
disturbed recordings.
According to the relative DTW embedding strategy defined in Section 2, the set of normal recordings is used to
define a classification threshold. For all recordings, we define the point-to-set distances:
MinDTW(i) =

Figure 3. Stages of the speech classification experiment.
The upper row represents the training stage from labeled
data in UA-Speech database, and the lower row stands for
the classification of new items. In a cross-validation context, a selection of the database is used for training and the
remaining items are used for testing.
In the audio feature extraction phase we use Mel Frequency Cepstrum Coefficients (MFCC) to represent each
audio frame; MFCCgrams are the preferred frame-based
matrix representation for phoneme-related speech processing [14], and this is especially true in the speech classification problem here considered, because dysarthric utterances are essentially modifications of the phonetic contents with respect to normal utterances, which are otherwise very similar in terms of other audio characteristics
[15]. Each MFCC vector with 12 coefficients is obtained
from audio frames of 2048 samples (with 75% overlap) using the librosa library [11] with parameters y = audio signal
and sr = sample rate of the audio. Each speech recording i
is then represented through its MFCCgram M i
Based on all data available for training, we build a similarity matrix S from the DTW distances between all pairs
of MFCCgrams:
Sij = DTW(M i , M j )

(9)

Figure 4 shows a similarity matrix for recordings of the
word “SEVEN”, where it is possible to see that the set
of normal recordings N form a tightly connected cluster

min Sij

j∈N \{i}

HausdorffDTW(i) = max Sij
j∈N \{i}

(10)
(11)

Classification is then done by sieving one of the above
metrics through a simple threshold. This threshold is defined with respect to the relative diameter of the normal set,
defined by the largest intra-class distance
%+ (AnyDTW) = max AnyDTW(i)
i∈N

(12)

and the Smallest Out-of-class Distance
%− (AnyDTW) = min AnyDTW(i),
i6∈N

(13)

where AnyDTW stands for either MinDTW or HausdorffDTW. The threshold is defined as

%+ + %−


,
if %+ < %− ,
2
(14)
τ=

 argmax F-measure(α), otherwise.
α∈[%− ,%+ ]

where F-measure(α) is computed with respect to all data
available to the training stage.
We will compare our method to two other well-known
methods: VQ+BoW and HMM. In VQ+BoW we first clusterize all MFCCs available for training in order to build
normalized histograms to represent each recording;
K-means is used for VQ with an optimal K chosen according to the silhouette coefficient. After that, the set of normal recordings is represented through a centroid of the normal histograms and a radius associated to a threshold in between the maximum distance from any normal histogram
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to the centroid, and the minimum distance from any disturbed histogram to the centroid. In HMM, the number K
of inner states has been allowed to vary between 20 and 70;
for each K, all training MFCCgrams are used to calibrate
the transition matrix and emission probabilities, and then
Viterbi probabilities are obtained for all normal and disturbed training data, and a threshold is selected in between
the minimum normal speech probability and the maximum
disturbed speech probability.
All methods are trained and tested following the same
procedure, according to the same general guidelines:
• Each word in the dataset defines a different (DTW,
BoW or HMM) model. Different words define different classification problems.
• All thresholds have been selected in order to optimize performance independently for each method.
• All methods are submitted to 10-fold cross-validation.
For each fold k, 90% of data is used for training and
10% for testing, and the corresponding amounts of
true positives TP[k], true negatives TN[k], false positives FP[k] and false negatives FN[k] are stored.

Figure 5. Classification of the word “Command” using
DTW relative embedding. Circles and squares represent
training data and triangles are testing data; horizontal axis
is relative distance to the normal class; vertical lines represent (from left to right) %− , τ and %+ .

• Performance is evaluated using a global F-measure,
defined as
P
2·
T P [k]
Pk
P
.
(15)
F
= P
global
2·

k

T P [k]+

k

F P [k]+

k

F N [k]

This is done to minimize several types of biases associated to combining F-measure, Precision or Recall values from different folds [16].
4. RESULTS AND DISCUSSION
Figures 5 and 6 illustrate the result of one cross-validation
fold for classification of the words “Command” (one of the
computer command words) and “Hypothesis” (one of the
uncommon words) using DTW relative embedding. The
horizontal axis represent the relative embedding of each
item with respect to the normal recordings used in training,
and the vertical axis represent the values of the probability
density function (pdf), blue for the datas labeled as normal
and red for the datas labeled as disturb. Training data is
identified by circles and squares, and test data by triangles.
In the particular fold displayed for the word “Command”
(Figure 5) it can be seen that even though separation was
not perfect for training data (%+ > %− ) no test data appeared on the wrong side of the threshold, and so in this
particular example the classifier got a perfect score (F-measure of 100%). In Figure 6 (example for the word “Hypothesis”) it can be seen that a normal testing item was
embedded to the right of some disturbed recordings, and
the F-measure for this particular fold is 66%.
In Figures 7 and 8 it is possible to see that the distribution
of normal and disturbed data using VQ+BoW is very overlapped, making it difficult to separate the classes. For the
word “Command” using VQ+BoW the F-measure is 90%
and for the word “Hypothesis” the F-measure is 80%.

Figure 6. Classification of the word “Hypothesis” using
DTW relative embedding.

Figure 7. Classification of the word “Command” using
VQ+BoW; horizontal axis is distance to the centroid of the
normal class.
Figures 9 and 10 show the same example for HMM. Here
again classes overlap, and for the word “Command” the
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Figure 8. Classification of the word “Hypothesis” using
VQ+BoW.

Figure 9. Classification of the word “Command” using
HMM; horizontal axis is the absolute value of the Viterbi
log-probability.

Figure 10. Classification of the word “Hypothesis” using
HMM.
F-measure is 91% whereas for the word “Hypothesis” the
F-measure is 66%.
Figure 11 show comparative performance measurements
(mean and variance of global F-measures) of the relative
DTW embeddings and also VQ+BoW and HMM meth-

ods for all categories of words in the UA-Speech database,
using the original dataset (single microphone). It is immediately noticeable that the proposed strategy is a huge improvement over the other two approaches for this dataset.
Overall, HMM has better performance than VQ+BoW,
which is expected, since this type of classification is sensitive to the temporal sequence of frames, an important aspect of time-dependent models such as HMM and DTW
but is utterly ignored by the bag-of-words approach.
It can be seen in the MinDTW column of Figure11 that
the uncommon words have the worst performance measurements among word categories, and also the largest variation. One possibility of explaining it is the fact that these
words may present particular challenges not only to subjects with some form of dysarthria, but also to normal participants, creating more blurried borders between classes.
Furthermore, these are the only words for which subjects
record a single take (compared to 3 takes for words in other
categories), and so models are built out of training with a
set 1/3 the size of the training sets for words in all other
categories (digits, radio alphabet, etc.).
Figure 12 extends the results in Figure 11 of relative MinDTW and HausdorffDTW embeddings to the extended dataset (including 8 microphones per recording). Comparing
MinDTW and HausdorffDTW in both the original and the
extended datasets, it can be safely posited that HausdorffDTW produce worse classification results for the UASpeech dataset. Being geared at reflecting a sort of worstcase distance between sets, or in our point-to-set case reflecting the distance to the extreme opposite border of the
set of normal speech recordings of a word, Hausdorff enlarge the relative embeddings not only of the disturbed
recordings, but of the normal recordings as well, which
in the case of this data was reflected in a larger number of
classification errors. That is not meant to discredit HausdorffDTW, whose utility in the general case is regarded
as a function of how tightly close together are the in-class
items in comparison to typical out-of-class items.
As for the comparison between the original and the extended datasets, it would be tempting to presume that the
availability of more recordings of the same speech utterance would reinforce the classification mechanism and
make it more robust to variations in timbre (arguably the
main differing characteristic between the eight different
but simultaneous microphone takes). This abductive interpretation is compatible with the improved performance
observed for the MinDTW distance in Figure 12 compared
to Figure 11. The fact that HausdorffDTW had the opposite outcome suggests that a more involved argument might
clarify these empirical findings.
One difficulty encountered is the fact that the UA-Speech
dataset labels subjects, rather than recordings, as either
normal of dysarthric. But dysarthria does not manifest itself in every single vocal emission of a dysarthric subject.
This entails situations in which an otherwise normal utterance would be used as disturbed in the classification mechanism, with a corresponding increase in False Negatives
(FN), because the boundary of the disturbed class would
be pushed into the class of normal recordings, lowering
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Figure 11. Global F-measures for the original dataset, for each method and word category.

Figure 12. Global F-measures for the extended dataset, for each method and word category.
TP and consequently F-measure.
Recall= TP+FN
Another experimental difficulty relates to the lack of preprocessing, because a significant portion of the dataset is
affected by noise, other simultaneous voices and variable
lengths of silence. This pre-processing was not the focus of
the experiment, so severely affected recordings were manually removed from the dataset, in order to avoid a significant increase in the radius of the normal classes and a corresponding increase in the number of false positives (FP),
TP and consequently F-measure.
affecting Precision= TP+FP

One aspect worth mentioning, relating to how each technique uses the original data, has to do with quantization,
which is bound to introduce noise. Relative DTW embeddings, being computed directly from the frame-based
matrix representations, does not require any quantization
step before actual classification. Bag-of-Words only makes
sense in a quantized setting, due to the very nature of how
histograms are built; hence there is an intrinsic relationship
between the choice of the quantization parameter K (used
in Kmeans) and the performance of a classification strategy
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based on BoW. We adopted the widely-used silhouette coefficient for the choice of this parameter, but a brute-force
search over other values of K might uncover a better alternative. HMM can be defined over the original data, using
continuous models for the emission probabilities; this was
the approach adopted here. Alternatively, frame-based data
can be quantized in order to produce smaller and possibly computationally more efficient discrete models for the
emission probabilities. Preliminary experiments suggested
that success rates were higher using the original data, so
this was the standard adopted in our comparative experiment.
5. CONCLUSION
In this paper we have introduced a novel strategy for binary classification of heterogeneous time-dependent data
via relative DTW embeddings. Items are mapped into relative point-to-class distances, from which suitable thresholds for classification may be computed.
The proposed strategy has proved to produce very good
results within a speech classification context when compared to usual alternatives for this type of classification,
namely Vector quantization followed by Bag-of-Words and
Hidden Markov Models. Typical F-measure values for classifying disturbed versus normal word utterances in the UASpeech dataset were above 0.95 for relative MinDTW embedding, against 0.71–0.81 for VQ+BoW and 0.77–0.83
for HMM.
One idea that looks worthwhile pursuing in the future is
the possibility of multi-dimensional relative DTW embedding, considering several distances simultaneously, e.g. a
bidimensional embedding of items into a
(MinDTW,HausdorffDTW)
relative distance space. The motivation for this is the fact
that different distances may respond differently to in-class
and out-of-class items, as discussed in Section 2; these
subtleties, when taken simultaneously into account, could
result in improved performance for binary classification
problems involving frame-based feature matrices.
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ABSTRACT
Deep learning has yielded promising results in music information retrieval and other domains compared to machine
learning algorithms trained on hand-crafted feature representations, but is often limited by the availability of data
and vast hyper-parameter space. It is difficult to obtain
large amounts of annotated recordings due to prohibitive
labelling costs and copyright restrictions. This is especially true when the MIR task is low-level in nature such
as instrument recognition and applied to wide ranges of
world instruments, causing most MIR techniques to focus
on recovering easily verifiable metadata such as genre. We
tackle this data availability problem using two techniques:
generation of synthetic recordings using MIDI files and
synthesizers, and by adding noise and filters to the generated samples for data augmentation purposes. We investigate the application of deep synthetically trained models to
two related low-level MIR tasks of frame-level polyphony
detection and instrument classification in polyphonic recordings, and empirically show that deep models trained on
synthetic recordings augmented with noise can outperform
a majority class baseline on a dataset of polyphonic recordings labeled with predominant instruments.
1. INTRODUCTION
Music information retrieval (MIR) encompasses a wide
range of tasks for classification or discovery of structure
in music. These tasks may range from track-level descriptions such as genre and artist to audio analysis of framelevel information such as chord tagging and instrument
activations. Polyphony estimation and instrument recognition are two related frame-level MIR tasks that may be
improved by the use of deep neural networks due to their
ability to learn representations without extensive domain
knowledge of music, but are limited by a severe lack of
recordings with frame-level annotations. We thus experiment with the use of synthetically generated recordings
augmented with the addition of noise for training deep convolutional networks for these tasks.
Copyright: c 2018 Rameel Sethi et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

The ability to search based on instrumentation is fundamental to several applications of music information retrieval such as ethnomusicology, efficient querying of music databases, and playlist recommendation systems. Services like Shazam [1] allow users to identify a currently
playing track through input of a short segment of audio,
as well as discover new tracks similar to the one currently playing. Interest in applying MIR techniques to field
recordings has also been expressed, even though such research is still in an early stage [2].
Instrument recognition, among other MIR classification
tasks, is largely dependent on the availability of large
amounts of clean, annotated audio for training classifiers.
Recently, deep neural networks have achieved state-ofthe-art results in classification tasks in a number of domains [3]. Music information retrieval is no exception;
deep learning has achieved state-of-the-art results in MIR
tasks including predominant instrument recognition [4]
and genre recognition [5]. The surge in popularity of deep
learning approaches can be attributed to their flexibility
and large number of parameters that may be learned; however, training deep models requires large amounts of labelled examples.
Although there are many datasets containing vast
amounts of audio either on the web or in ethnomusicology archives in the form of field recordings, it is rare for
these audio databases to be accompanied by adequate labels. There are a number of reasons for the lack of sufficient labelling, particularly in the case of musical attributes
at the level of a single audio analysis frame–a small number of audio samples (e.g., 256). It is difficult for musicologists to label audio clips on a frame-level basis since
each audio frame needs to be listened to before assigning
labels. Additionally, many music databases are not openaccess due to copyright restrictions.
Synthetic generation of training examples is one method
of data augmentation that has found success in domains
such as image classification [6]. This involves generation
of realistic training samples using some prior knowledge
of the underlying data distribution or other domain expertise. An important component of realism in data augmentation is the application of deformations, most prominently
for images [7]. Augmentation techniques may similarly be
applied to audio in the form of noise addition, as long as labels are either unchanged or transformed appropriately [8].
In this paper, we explore the use of synthetically gener-
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ated audio recordings based on a predefined specification
of instruments as training data for instrument recognition
in polyphonic music. We generate multi-track compositions of instruments following General MIDI (GM) standard specification of instruments and render these to audio
using a soundfont synthesizer. We apply deep convolutional neural networks trained on these synthetic recordings to the MIR tasks of polyphony detection and instrument recognition.
The main contribution of this work is that it demonstrates
the effectiveness of deep classifiers, trained on synthetic
generated examples, on MIR tasks where they share no
training data yet still perform. This implies that existing
MIR tools that employ deep learning can augment their
training sets and improve their robustness with synthesized
examples.
2. RELATED WORK
2.1 Polyphony Estimation and Instrument
Recognition in Polyphonic Music
In this work we consider polyphony to be the number of instruments sounding, rather than multiple sounds from the
same instruments, such as a 6-string guitar). Polyphony
estimation in music is a challenging task due to overlap between sound sources, in this case instruments, in both time
and frequency domains. Polyphony inference in music is
often performed through the use of frame-based models for
multiple fundamental frequency (f0 ) estimation [9]. More
recently, convolutional neural networks have been used for
instrument recognition in polyphonic music [10]. Polyphonic instrument recognition is an instance of the more
general problem of sound-source separation, where the
task is to separate individual sources of audio from a given
mixture. A classical approach to sound-source separation
utilizes non-negative matrix factorization with sparse coding [11], while more recently deep networks have been
used [12]. Our work seeks to model polyphony estimation and instrument recognition in tandem using a single
classifier since they are intertwined in nature.

from a source task to a target task, deep networks are often trained starting with pretrained weights [21]. Our aim
in this paper is not to investigate novel approaches to improving performance of deep convolutional networks in
MIR tasks, but rather to simply utilize existing networks
while focusing on synthetic data augmentation aspects as
described in later sections.

2.3 Data Augmentation and Synthetic Data
Generation
Data augmentation is the transformation of existing data by
adding noise or other means to make more training and test
examples. Data augmentation can be used to help simulate
noisy environments where a classifier is expected to run.
Training on both clean and augmented or noisy data can
improve the accuracy of a classifier to future unseen which
we consider to be the quality of robustness. Thus, data
augmentation is of utmost importance in producing a better
model. Audio data augmentation utilizing label-preserving
audio transformations including pitch shifting has been
shown to improve classification accuracy on singing voice
detection [22]. Recently, software frameworks for data
augmentation [23] [8] approach data augmentation in music as application of a pipeline of transforms which may be
label-invariant or label-variant in nature. Software frameworks for data augmentation in soundscape event classification have also been built [24]. However, there is often no
access to large amounts of real annotated music recordings;
augmentation using synthetic examples, such as generated
music, may help in such cases. Synthetic data generation
has been applied to pose recognition [25] and person reidentification [26]; in music it has been used to generate
synthetic mixtures of monophonic instruments to improve
performance in instrument transcription [27]. The goal of
our approach is to complement and extend the use of data
augmentation by training deep convolutional networks on
synthetically generated clips of multiple instruments. This
synthesis and augmentation enables us to better train and
improve MIR task performance of supervised classifiers.

2.2 Deep Convolutional Neural Networks in MIR
Convolutional neural networks or convnets are artificial
neural network architectures that use convolution in place
of matrix multiplication in some layers. Deep neural networks, multilayered networks, have the ability to learn feature representations at multiple levels [13], which often results in improved performance over hand-crafted features
and eliminates the need for area experts to spend large
amounts of time and effort in finding effective feature representations. The success of deep learning has its origins
in areas such as computer vision [14] [15] and speech
recognition [16]. The use of deep learning has improved
upon the state-of-the-art in several MIR tasks such as automatic music transcription [17] [18] music recommender
systems [19]. Deep belief networks have also been used in
conjunction with hidden Markov model frame-smoothing
methods for tablature transcription [20]. In order to speed
up training, and to yield benefits of transfer of knowledge

3. PROBLEM FORMULATION
In this section we formally define the twofold problem of
polyphony estimation and instrument recognition in polyphonic music. There is currently no standard MIREX [28]
task definition for instrument recognition largely due to the
ambiguity between producing frame-level or track-level
predictions. We use the definition of instrument recognition by of Li et al. [10], but modified to include polyphony
estimation as well.
The input is an audio segment with a known maximum
polyphony p (including the possibility of no instruments
playing) and total number of possible instruments l according to an instrument taxonomy for the specification against
which synthetic recordings are generated. The output is
a vector y ∈ {0, 1}l+p+1 , a concatenation of polyphony
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estimation, and instrument estimation.
(

1 if polyphony is i


0≤i≤p



0 otherwise
yi = 
1 if instrument i − p − 1



p<i≤l+p+1
is playing





0 otherwise

Algorithm 1: Pseudocode describing operation of
synthesis loop
1

2
3
4
5

For example given l = 5 (5 instruments) and maximum polyphony of 3, if the last 3 of the 5 instruments were sounding the vector y would be the concatenation of [0, 0, 0, 1] (3 instruments) and [0, 0, 1, 1, 1]
(the last 3 instruments are playing) to form the vector
[0, 0, 0, 1, 0, 0, 1, 1, 1]. An output vector might look like
[0.1, 0.2, 0.3, 0.4, 0.0, 0.1, 0.9, 0.8, 0.7] which when processed with softmax on the polyphony would produce the
expected output vector after normalizing. This is formulated as a multi-label classification problem since multiple instruments may be playing according to the maximum
polyphony specified. If a prediction results in a mismatch
between the predicted polyphony number and the number
of instruments, only the prediction of polyphony is marked
correct if the polyphony is correct and vice versa for instruments.
4. CONTINUOUS SYNTHESIS OF MIDI MUSIC
TRAINING EXAMPLES
In this section we describe a simple algorithm for continuously training a polyphony estimation and instrument
recognition classifier employing continuous synthesis of
training examples as music represented as MIDI files.
4.1 Data Generation
To overcome the difficulty of finding large annotated
datasets which cover a wide variety of musical styles, our
system generates synthetic training data in the form of
MIDI compositions of instrument note events sampled at
random following a uniform distribution over the complete
General MIDI specification (GM1) [29] of 128 program
numbers. It is worth noting that not all program numbers
correspond to instruments and thus some irrelevant classes
exist in the resulting classifier as well as in the training
data. The polyphony of each composition is chosen uniformly at random from the range [0, 3]. We choose this
range since performance on polyphony tasks is found to
decrease significantly as the maximum polyphony of the
track under consideration increases beyond this range. We
use the Python library mingus 1 to create MIDI files.
In the generation process, we first choose a subset of
available instruments to include in the clip. The generated
file contains one track for each instrument present. Notes
are then placed in each track until a full 2 second bar is
filled (120 BPM), with no overlapping of notes within the
track. Notes range in pitch from C2 (MIDI 24, 65.41 Hz)
to C7 (MIDI 84, 2093 Hz) and in duration from 1/4 to 1/16
of the clip. The note pitches were chosen to be close to the
1

https://bspaans.github.io/python-mingus/

6
7
8

9
10
11
12
13

network: A polyphony/instrument classifier with
learned weights
regen: Number of epochs between data generation
accuracy← 0
tolerance← 10−4
learning-rate← 0.1
while ∆accuracy > tolerance do
generate labelled music
generate noised versions of music, using the
randomized noise functions of described in
Section 4.3
combine both datasets
learning-rate← 0.1e−0.01∗epoch + 0.0000001
split into train and test sets
train network for Regen epochs
accuracy← evaluate performance

instruments with lowest and highest fundamental frequencies, the cello and piccolo respectively.
Once the MIDI files have been generated, they are
rendered to WAV using TiMidity++ 2 using the freelyavailable Fluid R3 GM soundfont 3 . Some of the files may
be slightly longer than 2 seconds because the instruments
have significant sustain; to remedy this, the WAV files are
then clipped to exactly 2 seconds in length using ffmpeg 4 .
If the audio is less than 2 seconds in playing time, then the
clip is padded with silence.
4.2 Synthesis Loop
The synthesis loop focuses on generating new samples to
train and test by generating music as described in the previous section, adding noise to the music, and then training
and testing on the new music for some specified number
of epochs, which we call regen for the remainder of this
paper. After regen epochs, the neural network is evaluated
and the music is thrown out, and the loop repeats. It should
be noted that the the purpose of discarding old clips and regenerating new clips after regen epochs is not to yield performance improvements on the test set, but rather to keep
the process memory-efficient without having to save all
clips on disk. The learning rate is exponentially scheduled
to decay from a starting value of 0.1 as described below.
Figure 1 shows a diagram of the operation of the synthesis
loop.
4.3 Noise
Noise is added to the music with the use of csound 5 , a program utilizing an audio domain-specific language (DSL).
2

http://timidity.sourceforge.net/
https://packages.debian.org/stretch/
fluid-soundfont-gm
4 https://ffmpeg.org
5 http://csound.github.io/
3
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Figure 1: Diagram of synthesis loop

There are 3 channels of input: amplitude, phase and phase
gradient with respect to time. Supplying the network
with the phase gradient is intended to enable more precise
frequency estimation, in a manner inspired by the phase
vocoder.
4.5 Network Architecture
We use the AlexNet [7] convolutional neural network architecture with weights pretrained on ImageNet [30]. The
final softmax output layer is modified to have only l +p+1
output classes instead of the usual 1000 classes for ImageNet. A one-hot encoding is used for the polyphony
class labels. The network output consists of two parts:
first n + 1 neurons, one-hot, indicating how many of the
n instruments are sounding, then n neurons indicating the
probability of each of the n instruments being present in
the clip. The output is interpreted by choosing the k instruments with highest probability, given that k instruments are
predicted to be sounding.
For all training during experiments a stochastic gradient
descent (SGD) optimizer is used with learning rate determined according to the schedule used in Algorithm 1.
Hyperparameter and network selection is performed using a grid search over the following parameters (each repeated 5 times):
• Batch size: in range [5, 50, 500]

An effect from the following noise effects is chosen uniformly at random and applied to each sample. 6
• reverb: random reverb added to the signal
• subtlereverb: a more subtle reverb added to the signal
• manytrees: a lowpass filter meant to emulate trees
dampening sound
• tree: a small lowpass filter
• high pass: a high pass filter at a random frequency
• mid high pass: a high pass filter at a random frequency between 800 and 2000hz
• high high pass: a high pass filter at a random frequency above 2000hz
• hiss: lowpassed white noise added to the signal
• whitenoise: white noise added to the signal

• Epochs: In range [10, 25, 50, 100, 200, 500, 1000,
2000]
• Loop: Whether we regenerate compositions continuously in a loop, or use a fixed set of compositions
• regen: In range [5, 10, 20, 50]
• Networks: One of [AlexNet, VGG-19 [31],
GoogleNet [32]]
Figure 3 shows a partial plot of the grid search described
above.
Based on the best grid search performance, for all networks discussed in this paper we use parameters of batch
size of 5, with a maximum of 100 epochs, using the
AlexNet architecture with regen = 10. We also utilize
early stopping with a loss tolerance of 10−4 and a patience
of 3 epochs.

4.4 Spectrogram Design and Input
The network input is a 227x227 (scaled down from
256x256 to fit AlexNet input dimensions without cropping) spectrogram image generated using the short-time
Fourier transform (STFT). 256 overlapping FFTs of size
512 are taken over the 2 second synthesized audio clip using a Hamming window. We reduce the frequency range
to between 100 and 10000 Hz to reduce noise; although
the cello has a minimum frequency of 65 Hz, most notes
played are above this frequency. Log-amplitudes with linear frequency buckets are used for spectrogram creation.
6 The noise program we used:
abramhindle/audio-fuzzer

https://github.com/

5. EXPERIMENTS
5.1 Evaluation Criteria
The evaluation metrics used on our polyphony/instrument
classification experiments are:
• Polyphony Accuracy: The polyphony accuracy is
the percent of examples for which the correct
number of sounding instruments was predicted.
Polyphony follows a one-hot encoding scheme ranging from zero to the maximum number of instruments sounding simultaneously, yielding a binary
crossentropy loss function.
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(a) Amplitude

(b) Phase

(c) Phase gradient

(d) Resulting spectrogram

Figure 2: RGB spectrogram composed of amplitude, phase and phase gradient channels

Figure 3: Plot of f-measure against number of epochs for
different architectures, batch sizes and continuous versus
fixed composition generation
• Instrument Accuracy: The instrument accuracy is
the percent of examples for which the correct instruments were guessed. Instrument prediction is treated
as a multilabel classification problem, necessitating
a binary crossentropy loss function.
• Total Accuracy: Determined through a binary
crossentropy loss function over both polyphony and
instruments.
• Confusion Matrices: These are computed for classification of both polyphony and instruments.
• F-measure:
The F-measure is required for
polyphony and instrument recognition in music evaluation due to class imbalances in frame-level
polyphony and number of instruments.
5.2 Synthetic Test Performance
Our first task is to classify the polyphony and the instruments sounding of our generated music. Per each model,
we perform 8 runs with 10,000 training samples (generated at random for each run), 2,500 validation samples,
and 2,500 test samples generated once and held out. We
set the polyphony p = 3 and total instruments l = 127.
The samples are generated in such a way that the numbers of classes of each polyphony are the same; there may
be slight differences in the numbers of samples containing

each instrument, but not enough to cause a statistically significant class imbalance problem since each instrument is
equally likely to be chosen. The validation and test sets
were kept constant across trials. For all experiments, we
evaluate on the validation set at the end of each epoch to
check for eventual overfitting within a tolerance level of
10−4 .
To investigate the robustness of synthetically trained networks to noise, we evaluate models obtained from spectrograms generated from clean WAV audio on test datasets
with noisy audio and vice versa, where the noise added can
be at random from any of the types described previously.
The number of samples trained on is kept constant regardless of whether the model is trained purely on clean data or
a mix of clean and noisy data (where the ratio of clean to
noisy data is 1-1). The results are summarized in Table 1.
Table 2 summarizes polyphony F-1 scores obtained on
a separately generated test set of 2500 MIDI samples for
both clean and noisy models. For polyphony values of 1
and 2, clean models show poor performance when applied
to noisy data and vice versa. This may be due to the additional noise effect being modeled as a sound source.
Despite the large number of output classes, both
polyphony estimation and instrument recognition outperform a majority class baseline on a synthetically generated
test set. As expected, models trained on clean audio perform best on clean test audio. Surprisingly, however, clean
audio models applied to noisy data perform significantly
better than noisy audio models applied to clean data. The
clean model did suffer much in terms of performance by
being applied to noisy samples, while noisy data demonstrated more stability or robustness by maintaining performance on clean and noise evaluations although at generally
lower performance.
5.3 Evaluation on real world musical recordings
In order to demonstrate the feasibility of this method on
actual recordings we engage in polyphony detection (the
number of instruments sounding) and instrument recognition on existing benchmark datasets. We evaluate our
synthesis loop algorithm on the IRMAS [33] dataset 2874
test samples in the form of excerpts from songs ranging
from 5 to 20 seconds in length containing a total of 11
instruments. We do not train on any of the IRMAS samples. In order to make the classification on spectrograms
resulting from clips longer than 2 seconds a well-defined
task, we divide the clip into 2-second overlapping windows
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Train-Test
Clean-Clean
Noisy-Noisy
Clean-Noisy
Noisy-Clean

Poly. Prec.
0.73 ± 0.02
0.53 ± 0.02
0.65 ± 0.03
0.52 ± 0.03

Poly. Recall
0.73 ± 0.02
0.53 ± 0.02
0.65 ± 0.03
0.52 ± 0.03

Poly. F-1
0.73 ± 0.02
0.53 ± 0.02
0.65 ± 0.03
0.52 ± 0.03

Inst. Prec.
0.35 ± 0.02
0.25 ± 0.02
0.28 ± 0.03
0.24 ± 0.03

Inst. Recall
0.33 ± 0.02
0.21 ± 0.02
0.24 ± 0.03
0.21 ± 0.03

Inst. F-1
0.34 ± 0.02
0.23 ± 0.02
0.26 ± 0.03
0.23 ± 0.03

Table 1: Test precision, recall and F-1 scores of clean and noisy models
Train-Test

Polyphony
0
1
Clean-Clean
2
3
0
1
Noisy-Noisy
2
3
0
1
Clean-Noisy
2
3
0
1
Noisy-Clean
2
3

F-1
0.99 ± 0.06
0.80 ± 0.06
0.60 ± 0.05
0.36 ± 0.08
0.99 ± 0.06
0.99 ± 0.06
0.99 ± 0.06
0.99 ± 0.06
0.96 ± 0.04
0.15 ± 0.07
0.01 ± 0.08
0.85 ± 0.06
0.99 ± 0.07
0.15 ± 0.06
0.01 ± 0.01
0.95 ± 0.04

Table 2: Polyphony F-1 scores on test MIDI

Instrument
Cello
Clarinet
Flute
Guitar (ac)
Guitar (el)
Organ
Piano
Saxophone
Trumpet
Violin
Voice

with 50 per cent hop size and evaluate our synthesis loop
model on each window. We calculate the mean frame-level
F-score per instrument over all recordings. For IRMAS,
the labels are predominant instruments, but since multiple instruments are labeled per recording we may use the
labels for multiple instrument recognition purposes. We
performed a manual mapping from the instrument taxonomy of the dataset to the MIDI specification. We count
a prediction as correct if any of the MIDI instruments in
the original instrument’s mapping are predicted. The mean
polyphony and instrument recognition scores along with
standard deviation over 8 trials are found using the same
8 models trained on clean synthetic compositions as described in the previous section. The noisy models did not
perform as well on the IRMAS dataset. The results are
summarized in Tables 3 and 4.
Poly
1
2
3
Mean

M
C
N
C
N
C
N
C
N

Precision
0.50 ± 0.05
0.24 ± 0.06
0.37 ± 0.06
0.10 ± 0.05
0.75 ± 0.03
0.75 ± 0.07
0.48 ± 0.05
0.41 ± 0.08

Recall
0.56 ± 0.04
0.10 ± 0.06
0.24 ± 0.04
0.05 ± 0.06
0.14 ± 0.05
0.28 ± 0.05
0.28 ± 0.06
0.29 ± 0.09

F-1
0.53 ± 0.05
0.14 ± 0.06
0.29 ± 0.06
0.06 ± 0.05
0.24 ± 0.06
0.41 ± 0.07
0.35 ± 0.06
0.34 ± 0.05

Table 3: Test polyphony precision, recall and F-1 scores
on IRMAS. N for noisy models, C for clean models
Polyphony estimation results from our synthetic classifier

M
C
N
C
N
C
N
C
N
C
N
C
N
C
N
C
N
C
N
C
N
C
N

Precision
0.00 ± 0.00
0.00 ± 0.00
0.20 ± 0.03
0.02 ± 0.01
0.00 ± 0.00
0.00 ± 0.00
0.04 ± 0.01
0.00 ± 0.00
0.02 ± 0.01
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.02 ± 0.01
0.00 ± 0.00
0.82 ± 0.20
0.05 ± 0.02
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00

Recall
0.00 ± 0.00
0.00 ± 0.00
0.01 ± 0.01
0.01 ± 0.01
0.00 ± 0.00
0.00 ± 0.00
0.01 ± 0.01
0.00 ± 0.00
0.01 ± 0.01
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.01 ± 0.01
0.00 ± 0.00
0.07 ± 0.04
0.03 ± 0.01
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00

F-1
0.00 ± 0.00
0.00 ± 0.00
0.02 ± 0.02
0.02 ± 0.01
0.00 ± 0.00
0.00 ± 0.00
0.03 ± 0.01
0.00 ± 0.00
0.02 ± 0.01
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.02 ± 0.01
0.00 ± 0.00
0.13 ± 0.06
0.04 ± 0.02
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00
0.00 ± 0.00

Table 4: Test instrument precision, recall and F-1 scores
on IRMAS. N for Noisy Models, C for Clean Models
outperform a majority classifier, like ZeroR, at the frame
level. The clarinet and trumpet classes yield the best average frame-level precision, while others such as flute fail
to be positively classified. F-measure are not competitive with state-of-the-art approaches, Slizovskaia et al. [34]
achieved 0.67 F-measure on IRMAS over all instruments.
But the majority classifier is still outperformed for several
instruments without any training on the IRMAS training
set. Poor performance on some classes like voice may be
explained by the lack of a standard MIDI program number for voice events. While instrument recognition is not
much better than a majority class rule, this may again be
attributed to the large number of output classes the model
was trained on.
6. CURRENT LIMITATIONS AND FUTURE
WORK
Our synthesis loop algorithm currently generates training
examples at random. We could focus more on achieving high performance on a specific dataset (e.g. different
genre) and tune the loop to generate data more similar to
the test dataset under consideration.
Although we evaluated on a dataset of real music recordings, the effects of noise were not investigated. Augmenting these datasets with noise would enable us to further
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test robustness of our synthesis loop algorithm to noise.
An additional path to explore is comparison of our noising
framework with other open-source frameworks utilizing
both label-invariant and label-variant transformations [8]
to investigate which types of noise effects and other augmentations yield the best improvements in performance.
It is worth noting that soundfonts such as the one used
to render are mostly restricted to Western instruments and
are typically rendered in 12-tone equal temperament. A
different approach may need to be taken for non-Western
music collections.
We restricted the use of transfer learning in this work to
the use of pretrained model weights on ImageNet for facilitating speedup in network training. Transfer learning,
the application of a model trained on one domain applied
to a different domain, has been shown to improve performance between related MIR tasks such as genre classification and music similarity when faced with a limited
number of training examples [35]. Transfer learning has
also been applied to cross-domain prediction between music and speech [36], where it is shown that models trained
on speech emotion generalize well to detection of music
emotion and vice versa. One possible investigation is to
fine-tune a synthetically trained model on real music to determine whether similar performance may be achieved in a
sample-efficient manner.
7. CONCLUSIONS
In this paper we presented a method for overcoming limitations in the amount of training data available for MIR in
the form of a simple synthesis loop algorithm for generating batches of synthetic music clips to be used in training
a convolutional neural network. This network was to estimate the number of instruments sounding, as well as which
instruments are sounding.
We show that our method results in reasonable performance on the tasks of polyphony estimation and instrument recognition in music without usage of any training
data supplied by 3rd parties or the target task. The benefit of this work is that synthesis and augmentation lets
classifiers perform on unseen data well, as demonstrated
by clean versus noisy tasks, and as demonstrated by the
real world examples. This implies that synthesis and augmentation has a place in MIR, as it opens up the possibility for training synthetically trained classifiers to achieve
state-of-the-art performance in a variety of MIR tasks with
limited training data available. We show that purely synthetic examples can achieve reasonable performance and
robustness. Perhaps a combination of augmentation and
synthesis can aid future MIR tasks?
We suggest some improvements to our algorithm to improve learning efficiency and bring performance closer to
existing state-of-the-art methods. Future directions include
studying generation of more realistic synthetic recordings,
investigation of the effects of audio deformations other
than noise by comparing different open-source audio deformation frameworks, and the possibility of using transfer
learning to enable sample-efficient fine-tuning of trained
deep audio classifiers.
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ABSTRACT
Deep learning has proven very effective in image and
audio classification tasks. Is it possible to improve the
performance of emotion recognition tasks based on deep
learning approaches? We introduce the strength of deep
learning in the context of soundscape emotion recognition (SER). To the best of our knowledge, this is the first
study to use deep learning for SER. The main aims are to
evaluate the performance of the Convolutional Neural
Network (CNN) trained from scratch, the Long ShortTerm Memory Recurrent Neural Networks (LSTM-RNN)
trained from scratch, the CNN trained through supervised
fine-tuning, the Support Vector Machines for Regression
(SVR), and the combination of CNN and SVR (Transfer
Learning) for predicting the perceived emotion of soundscape recordings. The results show that deep learning is a
promising approach for improving the performance for
SER. Moreover, the fine-tuned VGG-like audio classification model outperforms the other deep-learning frameworks regarding predicting valence. The best performance of predicting arousal is obtained by the CNN trained
from scratch. Finally, we analyze the performance of predicting perceived emotion for soundscape recordings in
each of Schafer's soundscape categories.

1. INTRODUCTION
A soundscape recording is “a recording of sounds at a
given locale at a given time, obtained with one or more
fixed or moving microphones” [1]. The research in
soundscape emotion recognition (SER) investigates computational systems to recognize the perceived emotion of
soundscape recordings. One application of such research
is to build automatic sound design systems that help
sound designers to create sound effects that evoke target
emotions. It can also be an effective tool for engineers to
design emotion-based recommendation systems for retrieval of soundscape recordings.
In the last few years, the development of deep learning
techniques has greatly improved the performance of audio and image classification tasks. These breakthroughs
are caused by the powerful hardware, larger datasets and
the designs of neural network architectures [2]. Now,
there are publicly available annotated soundscape recordings datasets that can be used in SER studies [3]. Although they are far from being as large as datasets such as
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AudioSet [4], it is possible to apply the deep learning
approaches to improve the performance of SER.
In this work, our goal is to maximize performance and
compare five state-of-the-art architectures for the prediction of perceived valence and arousal of soundscape recordings. The five frameworks are fine-tuned Convolutional Neural Network (CNN), CNN trained from scratch,
Long Short-Term Memory Recurrent Neural Networks,
(LSTM-RNN) trained from scratch, Support Vector Machines for Regression (SVR), and transfer learning. To
the best of our knowledge, this is the first study using
deep learning approaches to perform SER.
The paper is organized as follows. Section 2 provides
background material on SER works, as well as deep neural networks and kernel methods. In Section 3, our dataset and data augmentation are described. The five machine learning frameworks are presented in Section 4.
Their performance is discussed in Section 5, while the
paper ends in Section 6 with conclusions.

2. BACKGROUND
2.1 Soundscape Emotion Recognition
A great deal of the literature has discussed emotion induction as it relates to music and movies, but not much
has been written about the perceived emotion of soundscapes. To obtain the important emotional attributes in
soundscapes recordings, Berglund et al. [5] conducted a
survey where 100 listeners were asked to evaluate 30
outdoor soundscapes recordings based on 116 perceptualemotional attributes. Then, the authors used principal
component analysis on the survey data to select two critical dimensions: pleasantness and eventfulness. The author indicated that these two dimensions are corresponding to the two dimensions (valence and arousal) [6]
in the circumplex model of emotion developed by Russell.
Valence represents the pleasantness of a stimulus.
Arousal indicates the level of eventfulness [6].
Later, Brocolini et al. [7] investigated the relationship
between perceived pleasantness of soundscapes and other
subjective variables. The authors asked 120 people to rate
the pleasantness of soundscapes, incorporating "global"
perceptions such as visual and air quality pleasantness, on
a continuous scale from 0 to 10. They found that the
acoustic scene has a strong impact on the evaluation of
pleasantness.

Copyright: © 2018 Fan et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in any
medium, provided the original author and source are credited.
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Thorogood and Pasquier [8] designed the Impress system for predicting perceived pleasantness and eventfulness for soundscapes recordings. The authors selected
audio excerpts from the Freesound database and used a
segmentation algorithm [9] to search for regions with a
consistent soundscape characteristic greater or equal to 4
seconds. The segmentation algorithm was designed based
on perceptual categories including background, foreground, and background with foreground sound. Next,
the authors extracted low-level audio features and applied
the bag-of-frames approach (BOF) [10] to represent audio signals. Multiple linear regression models were designed for the mapping between features and ratings of
the perceived emotion of soundscape recordings provided
by one expert user. Based on this work, Fan et al. [11]
curated a corpus of audio files extracted from the Sound
Ideas sound effects library1 and the World Soundscape
Project library2. The authors collected annotated soundscape recordings from an online survey where 20 participants annotated 120 soundscape excerpts. Then, they
analyzed the level of agreement between annotators and
built a gold standard model to predict perceived emotion
of soundscape recordings. Their evaluation showed that
the models provide strong prediction for both arousal (R2:
0.816) and valence (R2: 0.567).
Lundén et al. [12] investigated yet another method
mapping audio features of soundscape recordings onto
the 2-D emotional space. The authors extracted 93 excerpts from 77 soundscape recordings and invited 33 participants to rate the soundscapes recordings on 2-D emotional space. A Gaussian mixture model is used to cluster
audio features. The authors did outlier detection and used
the resulting dissimilarity matrix to train two support
vector regression models. Evaluation of the model
showed a good fit of the Mel-frequency cepstral coefficients (MFCCs) to responses of models of predicting both
eventfulness (R2: 0.83) and pleasantness (R2: 0.74).
Later, Fan et al. designed a crowdsourcing experiment
to collect annotations of perceived valence and arousal of
1,213 soundscape excerpts [3] and published the dataset:
Emo-Soundscapes, which is described in section 3. The
authors used a ranking-based annotation method instead
of rating-based methods. The authors also defined protocols to assess performance of SVR. The results are human competitive (arousal, R2: 0.853; valence, R2: 0.622).
2.2 Kernel Methods, Deep Neural Networks and Affective Computing
SVR is one of the most common kernel methods in machine learning [13]. The model maps the data into a highdimensional feature space based on a non-linear function
induced by the selected kernel. SVRs have been used
extensively in the affective computing field for music
emotion recognition [14], SER [3], and affective video
content analysis [17].

A CNN consists of stacked convolutional layers followed by one or more fully connected layers [16]. In affective computing, CNNs have been mostly used for facial expression recognition [15]. Researchers have also
done affective video content analysis using CNNs [17].
Regarding audio, Liu et al. presented a CNN framework
to classify music emotion based on spectrograms [18].
Their method outperforms traditional methods.
Long Short-Term Memory networks (LSTMs) are a
special kind of recurrent neural network (RNN) [19]. The
output of an RNN depends not just on the network input
but also on a hidden state, which is updated with each
new input. Unlike a standard RNN, an LSTM-RNN network can learn long-term dependencies. It contains
memory blocks that are composed of a memory cell,
an input gate, an output gate and a forget gate. These
learnable gates accumulate new information to the cell
and control the state of the cell.
In affective computing, Weninger et al. utilized LSTMRNN to predict perceived valence and arousal of songs
using psychoacoustic features [20]. Recently, Malik et al.
proposed stacked convolutional and recurrent neural networks for music emotion recognition [16]. Their model
has fewer parameters compared with the state-of-the-art
methods for the same task and yet achieves the best result
reported on the MediaEval2015 Music dataset3.

3. EMO-SOUNDSCAPES DATASET
We use the Emo-Soundscapes dataset curated by Fan et
al. [3]. Emo-Soundscapes is a database for soundscape
emotion recognition composed of 1213 6-seconds long
monophonic soundscape excerpts. Emo-Soundscapes also
contains rankings of the perceived emotion of 1213
soundscape recordings in the 2D valence-arousal space.
To collect affective annotations, Fan et al. conducted a
crowdsourcing study where 1182 trusted annotators from
74 different countries did pairwise comparisons of all
soundscape experts regarding perceived valence and perceived arousal. Each pair has been annotated by three
annotators. Based on the pairwise comparisons, the database is sorted along the valence and arousal axis. In this
study, we convert the rankings to ratings by mapping the
range of ranking values, 1 to 1213, to a range of rating
values, 1.0 to −1.0, so that the highest ranked excerpt has
the highest rating.
There are two sets of soundscape recordings in the
Emo-soundscape dataset. The first set has 600 excerpts
that are extracted from soundscape recordings downloaded from Freesound.org4 shared under Creative Commons
licenses5. Fan et al. retrieved these soundscape excerpts
based on the audio quality and the keywords that are selected following Schafer’s soundscape taxonomy [21].
Table 1 shows Schafer’s taxonomy. There are six categories. In the first set, there are 100 excerpts per category.
The second set contains 613 excerpts that are mixed using the selected excerpts from the first set.
3

1

https://www.sound-ideas.com/
2
https://www.sfu.ca/~truax/wsp.html

http://www.multimediaeval.org/mediaeval2015
http://freesound.org/
5
https://creativecommons.org/licenses/
4
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Categories
Natural sounds
Human sounds
Sounds and society
Mechanical sounds
Quiet and silence
Sounds as indicators

Examples
Bird, thunder, rain, wind
Laugh, whisper, shouts
Party, concert, store
Engine, factory
Quiet part, silent forest
Clock, church bells

Table 1. Murray Schafer’s Taxonomy [3, 21].
We adopt a windowing method to perform data augmentation to artificially enlarge the training set. We
chose the window size of 4096 and a step size of 2048.
The sample rate of each excerpt is 44100 Hz. First, we
cropped the beginning of each excerpt to make the duration of the remaining part of the original excerpt equal to
100 step size, which is 4.644 seconds. This is because
there are usually differences regarding the timbre between the beginning of each excerpt and the remaining
parts. Second, we segmented the remaining part of the
original soundscape excerpt to generate more augmented
excerpts. For one soundscape excerpt, we kept selecting
30 consecutive windows as one augmented excerpt and
moving one step ahead until we reach the end of a soundscape excerpt. Here, the step size is 20480, which is 10
times of the original step size. One augmented excerpt is
1.393 seconds long. After the data augmentation, we end
up having 8491 excerpts. The annotations of each augmented excerpt are the same as the annotations of the
original soundscape excerpt.
We used two different sets of audio feature extraction
methods. The first method is to use a pre-trained deep
neural network for audio classification [22] to extract
latent features. The second set of audio features used in
this study are 54 dimensions of handcrafted features,
which include loudness, energy, perceptual spread, perceptual sharpness, spectral flatness, spectral rolloff, spectral flux, spectral slop, spectral variation, spectral shape,
temporal shape, zero cross rate, and 13 MFCCs. Regarding features extraction, we applied the window size of
4096 and the step size of 2048. Both YAAFE [23] and
MIRToolbox [24] are used for the feature extraction.
Since we extract features from 30 consecutive windows
in a soundscape excerpt, and we have 54 dimensions of
features for one window, we end up with having a 54×30
feature vector for each augmented excerpt.

4. FRAMEWORKS FOR EMOTION
RECOGNITION
In this section, we describe the five frameworks. We train
and test all the models twice: once for predicting perceived arousal and again for predicting perceived valence.
4.1 Deep Learning
4.1.1 Fine-tuning
This first framework is based on the fine-tuning strategy.
The concept of fine-tuning is to use a model pre-trained
on a large dataset, replace its last layers by new layers

dedicated to the new task, and fine-tune the weights of
the pre-trained network by continuing the backpropagation. The main motivation is that the most generic features of a deep neural network are contained in the earlier
layers and should be useful for solving many different
tasks. However, later layers of a deep neural network
become more and more specific to the task for which the
network has been originally trained.
In this work, we fine-tune the VGG-like audio classification model6 (VGGish) trained on a large YouTube dataset proposed by Hershey et al. [22]. The authors exploited ideas from the image classification task and compared several CNN architectures for the audio classification task. They introduced the YouTube-100M dataset
that contains 100 million YouTube videos [22]. Each
video is labeled with one or more tags. The audio was
then divided into non-overlapping 960 ms frames. Next,
the authors computed the log-Mel spectrograms of multiple frames to create 2D image-like patches as the input to
the CNNs. These experiments show that the “analogs of
the CNNs do well on the audio classification task, and a
model using embedding from these classifiers does much
better than raw features on the AudioSet” [22].
To adapt VGGish to our task, the last layer is replaced
by a fully connected layer composed of 64 neurons. Then
the output later contains one neuron to produce the prediction score for valence/arousal. The loss associated
with the output of the model is the mean square error.
Thus, the model minimizes the sum of squares of differences between the ground truth and the predicted score
across training examples. All the layers of the pre-trained
model are fine-tuned. We trained the fine-tuned models
using the Adam optimizer with a batch size of 32 examples, learning rate of 1×10−4, and epsilon of 1×10−8.
4.1.2 CNN (Trained from Scratch)
We built and trained a CNN from scratch. We used a grid
search method to find the number of kernels in each layer,
kernel size, learning rate and decay. The model is composed of two convolutional layers and one fully connected layer. The first convolutional layer filters the
54×30×1 input features with 8 kernels of size 5×5×1
with a stride of 1. The second convolutional layer, connected to the first one, uses 8 kernels of size 3×3×8. We
used maxpooling (2×2) for the outputs of both convolutional layers. The dropout rate is 0.15. The fully connected layer, connected to the second convolutional layer, is
composed of 256 neurons. The ReLU non-linearity is
applied to all the convolutional layers and the fully connected layer. The output layer is composed 1 of neuron.
We use the linear activation for the output layer to obtain
the predicted score. All the weights are initialized based
on a Xavier uniform, which draws samples from a uniform distribution within a range. The range is determined
by the number of input units and the number of output
units. We trained the CNN using the RMSProp optimizer

6

https://github.com/tensorflow/models/tree/master/research/audioset
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with a batch size of 32 examples, learning rate of 1×10−3
and decay of 1×10−6.
4.1.3 LSTM-RNN (Trained from Scratch)
We built and trained an LSTM network from scratch. We
used a grid search method to find the number of neurons
in each layer and parameters, learning rate and decay.
Our model is composed of two stacked LSTM units. The
network for predicting arousal has 128 neurons in each
LSTM unit, while the network for predicting valence has
64 neurons in each LSTM unit. In both cases, the LSTM
units use the tanh non-linearity. The output layer is composed of 1 neuron. We use the linear activation for the
output layer to obtain the predicted score. Similar to CNN,
all the weights are also initialized based on a Xavier uniform. The dimension of the input is 54×30, while 54 is
the dimension of the feature vector extracted from one
window and 30 is the number of consecutive windows.
We trained the LSTM-RNN using the RMSProp optimizer with a batch size of 32 examples, learning rate of
1×10−3 and decay of 1×10−6.
4.2 Standard SVR
This model is similar to the baseline framework presented
by Fan et al. [3]: two independent SVRs are trained to
predict arousal and valence scores separately. The SVR is
fed with the handcrafted features detailed in Section 3.
All features are normalized using the standard score. We
used the BOF approach proposed by Aucouturier and
Defreville [10], which represents signals as the long-term
statistical distribution of local spectral features. Next, all
features are normalized between [0, 1.0]. We eliminated
features whose variance is lower than a threshold (0.02).
We choose threshold as a heuristic value [3]. We selected
the Radial Basis Function (RBF) kernel and used a grid
search method to find the parameters C and gamma.
4.3 Transfer learning
Because the VGGish embedding is more semantically
compact than raw audio features, we used the VGGish
model as a feature extractor to convert the audio input
into a semantically meaningful, high-level 128-D embedding that is then fed as input to the SVR outlined in the
previous section. Regarding SVR, we selected the RBF
kernel and used a grid search method to find the parameters C and gamma. The VGGish is used to improve the
performance of the SVR.

5. PERFORMANCE ANALYSIS
To learn and evaluate the various frameworks, the augmented dataset composed of 8491 1.393-seconds segments is shuffled 10 times. Each time, 10% of the dataset
is randomly selected for testing, and the remaining 90%
is used for training the model.
5.1 General Performance
Table 2 presents the results of using fine-tuned VGGish,
CNN and LSTM-RNN trained from scratch, transfer

learning, standard SVR and the combination of transfer
learning and standard SVR. We use R2 and MSE to evaluate the performance of the prediction.
Table 2 shows that the fine-tuned VGGish outperforms
the other deep-learning frameworks in terms of predicting
valence. This is because pre-training VGGish on the
YouTube-100M dataset captures timbre features in its
early layers and high-level semantic information in the
mid layers, which are useful for predicting perceived
emotion for soundscapes. Table 2 shows that the highest
R2 of predicting arousal is obtained by the CNN trained
from scratch.
An LSTM-RNN can remember things and find patterns
across time to make predictions. However, in our case,
the performance of the CNN trained from scratch is better
than the LSTM-RNN trained from scratch. We think this
is because LSTM-RNN is much more complex than CNN
and LSTM-RNN need more data for training. Since the
CNN trained from scratch sees the entire 54x30 feature
vector as input, it is able to learn filters that capture temporal patterns directly [25, 26].
Regarding standard SVR, the performance for predicting arousal (R2: 0.850) is almost the same as the previous
study (R2: 0.853) [3]. The performance for predicting
valence (R2: 0. 656) is slightly better than the result in the
previous study (R2: 0.622) [3]. Since we provide the same
handcrafted feature set and we use the same method, the
improvement is solely caused by data augmentation.
Although the performance of transfer learning is not as
good as other frameworks in this study, it still reaches
those of previous studies regarding valence [12]. Moreover, we combine the transfer learning and the standard
SVR by concatenating embedding extracted by VGGish
and the handcrafted features together. When we use the
concatenated features as the input for a SVR model, the
results are significantly better than either that of standard
SVR or of transfer learning. This result reveals that
VGGish provides generic mid-level audio representations
that can be transferred to the task of predicting the perceived valence and arousal.
Framework
VGGish
(Fine-tuned)
CNN
(Trained from Scratch)
LSTM-RNN
(Trained from Scratch)
SVR
(Standard)
SVR
(Transfer learning)
SVR
(Standard + Transfer
learning)

Arousal
R2
MSE

Valence
R2
MSE

0.873

0.040

0.759

0.078

0.892

0.035

0.712

0.096

0.873

0.042

0.654

0.115

0.850

0.049

0.656

0.114

0.747

0.083

0.665

0.111

0.864

0.045

0.717

0.094

Table 2. Prediction results for valence and arousal dimensions (R2: Coefficient of determination, MSE: Mean
Square Error)
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5.2 Comparisons between Schafer’s Categories
We investigate the SER for each soundscape category.
For arousal, we use the best model, CNN trained from
scratch. Regarding valence, we use the best model, finetuned VGGish. We train the models as we described in
Section 4. During the test stage, we select the prediction
results of test samples that belong to each category and
analyze their performance. It is worth pointing out that
there are test samples that are mixed soundscape excerpts,
which we do not categorize as any specific category and
are not included in this analysis. We only analyze the first
set, which is composed of 600 excerpts following Schafer's categories as described in Section 3. Table 3 shows
the R2 of predicting arousal and valence for each category.
Categories
Mechanical sounds
Natural sounds
Human sounds
Sounds and society
Quiet and silence
Sounds as indicators

Arousal (R2)
0.903
0.884
0.907
0.865
0.646
0.848

Valence (R2)
0.794
0.843
0.808
0.547
0.810
0.900

Table 3. Results of predicting perceived valence and
arousal of soundscape recordings that belong to each category.
The previous study indicates that “sounds as indicators
carries strong semantic information, which plays an important role in evoking valence to listeners” [27]. It is
difficult to model valence with only timbre features [28].
However, our Fine-tuned VGGish model performs very
well in predicting valence for “sounds as indicators.”
Again, we think this is because the model learned highlevel semantic information in the mid layers. When predicting the valence of “sounds and society,” the R2 is low.
We find that most annotations of valence for “sounds and
society” are neutral, and its distribution is close to the
uniform distribution. Therefore, the values of valence of
soundscape excerpts belonging to “sounds and society”
are difficult to differentiate, and it is difficult for machine
learning models to learn.

6. CONCLUSIONS
This work presents the performance of deep-learning
approaches for soundscape emotion recognition. We have
found that the fine-tuned CNN framework is a promising
solution for predicting valence and CNN trained from
scratch is good at predicting arousal. Intermediate layers,
originally trained to perform audio classification tasks,
are generic enough to provide mid-level audio representations that can greatly improve soundscape emotion
recognition. However, the limited size of the training set
(8491 samples) prevents the LSTM-RNN framework
from obtaining good performances in terms of R2.
In future work, we plan to further explore the deep
learning design space, and in particular whether residual

connections or dense connectivity [29, 30] can improve
SER. We also plan to investigate whether such architectures can be learned automatically from data [31].
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Sound designers routinely mix source soundscape recordings. Previous studies have shown that people agree with
each other on the perceived valence and arousal for
soundscape recordings. This study investigates whether
we can compute the perceived emotion of the mixedsoundscape recordings based on the perceived emotion of
source soundscape recordings. We discovered quantifiable trends in the effect of mixing on the perceived emotion of soundscape recordings. Regression analysis based
on the trajectory observation resulted in coefficients with
high R2 values. We found that the change of loudness of a
source soundscape recording had an influence on its
weight on the perceived emotion of mixed-soundscape
recordings. Our visual analysis of the center of mass data
plots found the specific patterns of the perceived emotion
of the source soundscape recordings that belong to different soundscape categories and the perceived emotion of
the mix. We also found that when the difference in valence/arousal between two source soundscape recordings
is larger than a given threshold, it is highly likely that the
valence/arousal of the mix is in between the valence/arousal of two source soundscape recordings.

perceived emotion of soundscape recordings. We used
Emo-Soundscapes, a dataset for soundscape emotion
recognition that contains a group of annotated source
soundscape recordings and annotated mixed-soundscape
recordings [4]. The source soundscape recordings are
selected following Schafer’s taxonomy so as to cover the
diversity of soundscapes as much as possible [5]. The
perceived emotion is represented as the ranking of a twodimensional vector of valence and arousal [6]. As identified by Thorogood and Pasquier [3], valence represents
the pleasantness of a stimulus, which is used to report the
perceived pleasantness of a soundscape recording.
Arousal indicates the level of eventfulness.
Next, we convert the annotators’ rankings to ratings
and used regression models to determine the effect of
mixing on the perceived emotion of soundscape recordings. Moreover, we analyzed the center of mass data plots
to find the relationships between the perceived emotion
of the mixed-soundscape recordings and perceived emotion of source soundscape recordings that are selected
within Schafer’s category. Last, we analyzed the likelihood of the perceived emotion of mixed-soundscape recordings lying between the perceived emotions of the two
source soundscape recordings that are used for the mix.

1. INTRODUCTION

2. RELATED WORKS

Audio-based creative practices, such as sound design and
soundscape composition, often use recordings to create
musical works. A soundscape recording (or field recording) is “a recording of sounds at a given locale at a given
time, obtained with one or more fixed or moving microphones” [1]. Often, sound designers select source soundscape recordings and carefully mix them together, which
has a profound influence on meaning, significance, and
perceived emotion. Together, the mixed-soundscape recordings create a rich, cohesive experience.
Previous studies demonstrate that people have a high
level of agreement on the perceived emotion of source
soundscapes recording [2]. It is also possible to build
machine-learning models to predict the perceived emotion of soundscape recordings [3]. However, to our
knowledge, no study has been presented regarding the
effect of mixing on the perceived emotion of soundscape
recordings.
In this study, we focus on the effect of mixing on the

2.1 Taxonomy of Emotion and Affect Models
Emotional responses are subjective with people having
possibly a different response to the same stimulus. According to previous studies [7], two types of emotions are
involved when listening to soundscapes:
•
Perceived emotion: emotions that are communicated and expressed by the source.
•

Induced emotion: emotional reactions that the
source provokes in an audience; it is what the audience feels from the source.

The perceived emotion is the emotion a source expresses.
For example, the perceived emotion of happy songs is
always “happy”. However, the induced emotion is more
subjective. The same happy music may not necessarily
induce happiness because of the internal interpretations
and experiences of a listener. In this study, we focus on
the perceived emotion of soundscapes.

Copyright: © 2018 Fan et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in any
medium, provided the original author and source are credited.
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3. DATASET

2.2 Soundscape Emotion Studies
There are few studies that investigate modeling the perceived emotion of soundscape recordings. Thorogood and
Pasquier [3] propose the Impress system, which uses a
linear model predict the perceived pleasantness and
eventfulness for soundscape recordings. Building on that
research, Fan et al. [8] describe a corpus of audio files
extracted from the Sound Ideas sound effects library and
the World Soundscape Project library using an automatic
segmentation algorithm [9]. A protocol maps audio features and expert user responses to soundscape recordings
with stepwise linear regression models. Analysis of the
protocol revealed a good fit of features for predicting
eventfulness (R2: 0.816) and pleasantness (R2: 0.567). To
further the design and evaluation of soundscape emotion
research, Fan et al. designed a crowdsourcing listening
experiment to collect ground truth annotations of 1,213
audio excerpts [4]. The authors used a ranking-based annotation method instead of rating-based methods [10].
The authors introduced baseline models and defined protocols to assess such models performance. The results of
using support vector regressions are human competitive
(eventfulness, R2: 0.855; pleasantness, R2: 0.629).
Lundén et al. [11] investigated another method of predicting the outcome of the soundscape assessment based
on acoustic features. The authors extracted 120 excerpts
(30 seconds) from 77 audio recordings (15 min) and
asked 33 participants to move an icon into a 2D space to
assess the pleasantness and eventfulness of soundscapes.
The authors used the bag-of-frames approach [12] to represent the audio features. Then, they used a Gaussian
mixture model to cluster the aggregate of features and
used the resulting dissimilarity matrix to train two separate support vector regression models to predict soundscapes’ pleasantness and eventfulness. The result indicates that the Mel-frequency cepstral coefficients
(MFCCs) provide the strongest prediction for both eventfulness (R2: 0.83) and pleasantness (R2: 0.74).
2.3 Soundscape Taxonomy
Based on Fan et al. [2], we selected sound excerpts following Murray Schafer’s soundscape taxonomy [5].
Schafer’s referential taxonomy is widely used for the
classification of soundscapes. Table 1 shows Schafer’s
taxonomy.
Categories
Natural sounds
Human sounds
Sounds and society
Mechanical sounds
Quiet and silence
Sounds as indicators

Examples
Bird, thunder, rain, wind
Laugh, whisper, shouts
Party, concert, store
Engine, factory
Quiet part, silent forest
Clock, church bells

Table 1. Murray Schafer’s Taxonomy [2, 5].

We use the Emo-Soundscapes dataset curated by Fan et
al. [4]. Emo-soundscapes is a soundscape recording database for soundscape emotion recognition composed of
1213
soundscape
excerpts
downloaded
from
Freesound.org. The dataset also contains rankings of the
perceived emotion of 1213 6-seconds long soundscape
recordings in the 2D valence-arousal space. Fan et al.
conducted a crowdsourcing study where 1182 trusted
annotators from 74 countries did pairwise comparisons of
all soundscape experts regarding perceived valence and
perceived arousal. Each pair has been annotated by three
annotators. Based on the pairwise comparisons, the database is sorted along the valence and arousal axis.
There are two sets in the Emo-Soundscapes dataset. The
first set has 600 excerpts that are selected following
Schafer’s taxonomy [5] with 100 excerpts per category.
The second set contains 613 excerpts that are mixed from
the first set. We used the second subset in this study. As
described in Tables 2, each mix consists of two or three
audio excerpts selected within and between Schafer’s
soundscape categories. In this paper, we only focus on
the mixed-soundscape recordings that are composed of
two source excerpts. Before the mixing, each source excerpt is digitally attenuated by either −6 dB or −12 dB.
We applied these attenuation levels to examine the influence of loudness changes of sources on the perceived
emotion of the mix.
To examine mixing of different types of sounds, we
mix excerpts as pairs both from within and between
Schafer’s categories. Table 2. shows the treatment given
to these mixed pairs.
Categories
Within
Soundscape
Categories
Between
Soundscape
Categories

Excerpt Attenuation
(A, B)
−6dB
−6dB
−12dB
−6dB
−6dB
−12dB
−6dB
−6dB
−12dB
−6dB
−6dB
−12dB

Number of
Excerpts
60
60
60
75
75
75

Table 2. Mixed Audio Excerpts (Two Excerpts) [4].

4. RESULTS AND ANALYSIS
4.1 Regression Analysis
We performed regression analysis on the data. We aim
not to maximize absolute performance, but rather to study
the relationship between the perceived emotion of two
source soundscape recordings and the perceived emotion
of the mix, and analyze the influence of the loudness of
one source soundscape recording on its weight for the
perceived emotion of the mixed-soundscape recording.
We convert the rankings to ratings by mapping the
range of ranking values, 1 to 1213, to a range of rating
values, 1.0 to −1.0, so that the highest ranked excerpt has
the highest rating. This procedure has two assumptions.
First, the distances between two successive rankings are
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equal. Second, the valence and arousal are in the range of
[−1.0, 1.0]. We assumed that two dimensions are independent, and we hypothesized a linear relationship where
soundscape recording 𝐴 and soundscape recording 𝐵
combine to yield a mixed-soundscape recording. The
relationship is as follows:
(1)

𝑀𝑖𝑥𝑒𝑑𝑆𝑜𝑢𝑛𝑑 !""#$% = 𝛼 ∙ 𝐴!""#$% + 𝛽 ∙ 𝐵!""#$%

The subscript “Affect” is the dimension (arousal/valence) of emotion. 𝐴𝐴𝑓𝑓𝑒𝑐𝑡 is the value of affect of
soundscape recording 𝐴. 𝐵!""#$% is the value of affect of
soundscape recording 𝐵. 𝑀𝑖𝑥𝑒𝑑𝑆𝑜𝑢𝑛𝑑 !""#$% is the value
of affect of the mix. 𝛼 and 𝛽 are the weights optimized by
the regression model, respectively.
We use the coefficient of determination (R2) to evaluate the performance of our models. R2 describes the ratio
of the variance of the model’s predictions to the total variance. The closer R2 is to 1, the better the performance of
the model. We obtained the R2 based on 10-fold crossvalidation. The results are summarized below.

Dimension

Arousal

Valence

Excerpt
Attenuation
(A, B)

−6dB, −6dB
−12dB, −6dB
−6dB, −12dB
−6dB, −6dB
−12dB, −6dB
−6dB, −12dB

2

𝛼

𝛽

R

0.597

0.518

0.751

0.429

0.612

0.716

0.668

0.276

0.724

0.535
0.291
0.576

0.359
0.590
0.288

0.647
0.444
0.526

Table 3. Regression results of predicting the perceived
emotion of the mix (Within Schafer’s categories).
Dimension

Arousal

Valence

Excerpt
Attenuation
(A, B)

−6dB, −6dB
−12dB, −6dB
−6dB, −12dB
−6dB, −6dB
−12dB, −6dB
−6dB, −12dB

𝛼

𝛽

R2

0.667

0.476

0.660

0.483

0.577

0.659

0.786

0.353

0.739

0.527
0.496
0.771

0.401
0.521
0.271

0.216
0.418
0.514

Table 4. Regression results of predicting the perceived
emotion of the mix (Between Schafer’s categories)
From Tables 3 and 4, we can find correlations between
change of loudness and change of weight. When the
loudness of soundscape recording 𝐴 goes from −6 dB to
−12 dB, its weight goes down as well. Meanwhile, even
though the loudness of the soundscape recording 𝐵 stays
at −6 dB, the weight of soundscape recording 𝐵 goes up.
The same pattern can be found when the loudness of the
soundscape recording 𝐵 goes down and the loudness of
the soundscape recording 𝐴 stay still. The correlation

indicates that the loudness of a soundscape recording has
a strong influence on its weight for the perceived emotion
of the mixed-soundscape recording.
Comparing the performance of regression models for
valence and arousal, we find that the prediction of arousal
is more accurately modeled than the valence, confirming
the findings in Fan et al. [2].
In general, the results of predicting the valence and
arousal of mixed sound within soundscape categories are
better than the results of predicting the mixed sound between soundscape categories. Specifically, when both
excerpts are attenuated by −6 dB, the results of predicting
the valence and arousal of mixed sound within soundscape categories are significantly better than the results of
predicting the valence and arousal of mixed sound between soundscape categories. We believe this is because
the texture of the mixed-soundscape recordings within
the same categories is more homogenous. When mixing
them together, it introduces less contrast so that the perceived emotion is more predictable.
4.2 Center of Mass Plots of Mixing Two Source
Soundscape Recordings (Within Categories)
In Figures 1–4, we illustrate the center of mass of two
source soundscape recordings for visual analysis of the
all the data points of mixed sound within soundscape
categories. Each figure has 10 mixed-soundscape recordings (combinations of 5 attenuated source recordings) of
one soundscape category showing one attenuation condition; adding up to 180 mixed-soundscape recordings.
On these center of mass charts, each green dot represents a source soundscape recording; red stars represent
mixed-soundscape recordings. Finally, the influence of
the mixing is shown as the trajectory through data points
from a source soundscape recording (green circle)
through a mixed-soundscape recording (red star) to another source soundscape recording (green circle).
Figure 1 shows the center of mass plots of mixed
sound within the categories of “natural sounds” and “quiet and silence.” From Figure 1, we see that when source
soundscape recordings have a low level of arousal and a
high level of valence, it is the same for the mixedsoundscape recording.
Figure 3 shows the center of mass plots of mixed
sound within the categories of “mechanical sounds.” It
indicates that when the source soundscape recordings
have a high level of arousal and a low level of valence, it
is highly likely the case for the mix.
Figure 2 shows the center of mass plots of mixed
sound within the categories of “human sounds” and
“sounds and society.” In comparison to “natural sounds,”
“quiet and silence,” and “mechanical sounds,” the distribution of soundscape recordings on the two-dimensional
emotion space is more scattered and the valence/arousal
values are more diverse.
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Figure 1. Center of mass of mixed “natural sounds” (Top) and mixed “quiet and silence” (Bottom). The left column
shows the attenuation of −6 dB and −6 dB. The middle shows the attenuation of −6 dB and −12 dB. The right column
shows the attenuation of −12 dB and −6 dB. (Arousal is the Y-axis, Valence is the X-axis)

Figure 2. Center of mass of mixed “human sounds” (Top) and mixed “sounds and society” (Bottom). The left column
shows the attenuation of −6 dB and −6 dB. The middle shows the attenuation of −6 dB and −12 dB. The right column
shows the attenuation of −12 dB and −6 dB. (Arousal is the Y-axis, Valence is the X-axis)
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Figure 3. Center of mass of mixed “mechanical sounds”. The left chart shows the attenuation of −6 dB and −6 dB. The
middle chart shows the attenuation of −6 dB and −12 dB. The right chart shows the attenuation of −12 dB and −6 dB.

Figure 4. Center of mass of mixed “sounds as indicators”. The left chart shows the attenuation of −6 dB and −6 dB. The
middle chart shows the attenuation of −6 dB and −12 dB. The right chart shows the attenuation of −12 dB and −6 dB.

From Figure 2, we can find that the soundscape recordings that have high arousal or low valence (located in
the third quadrant) usually have a bigger impact on the
valence and arousal of the mixed-soundscape recording,
especially when the difference between two source
soundscape recordings regarding valence/arousal is large.
Mixed soundscapes within the “human sounds” category
(−6 dB, −6 dB), for instance, are an example of the hypothesized effect of one source soundscape recording
influencing the emotion of the mix. One possible explanation is that the emotion of the high-arousal and lowvalence soundscape recordings drew listeners’ attention
from the mixed-soundscape recordings.
Moreover, for “human sounds” and “sounds and society,” note that the center of mass for the mixedsoundscape recording is situated on a path between two
source soundscape recordings. With only a few exceptions, the mixed-soundscape recording’s valence/arousal
ratings lie on a smooth trajectory from one source’s rating to another source’s rating.
Regarding “sounds as indicators,” the relationship between mixed-soundscape recordings’ ratings and source
soundscape recordings’ ratings is more complex. Figure 4
shows the center of mass plots for “sounds as indicators.”
The fact that “sounds as indicators” is difficult to model
confirms the finding in the previous study [2]. “Indicators

serve as clues that something more fundamental or complicated is happening than what is measured by them”
[13]. They carry strong semantic information, which is
important for perceived emotions.
When we converted rankings to ratings, we also found
the following. When the difference between arousal of
two soundscape recordings’ ratings is larger than a given
threshold (0.5), it is highly likely that the rating of arousal
of the mixed-soundscape recording lies in between the
rating of arousal of two source soundscape recordings.
This is also true for valence. This corresponds to the finding that the mixed-soundscape recording occurs on a trajectory from one soundscape recording to another one.
Tables 5 and 6 show the probability of occurrence of the
above statement for mixed sound within soundscape categories and mixed sound between soundscape categories.
We also tested the probability of occurrence of the
above statement when we removed the soundscape recordings that belong to “sounds as indicators.” Table 5
shows the results, which indicate that the probability increases when we removed “sounds as indicators.” This
means the patterns in “sounds as indicators” are more
complex. A similar explanation for this is that the semantic information increases the complexity of modeling this
category.
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Dimension

Arousal

Valence

Excerpt
Attenuation
(A, B)

−6dB, −6dB
−12dB, −6dB
−6dB, −12dB
−6dB, −6dB
−12dB, −6dB
−6dB, −12dB

80.00%

Probability
(Not include
“sounds as
indicators”)
89.47%

84.00%

89.47%

84.00%

89.47%

92.86%
71.43%
78.57%

100.00%
87.50%
87.50%

Probability

Table 5. The probability that the rating of the perceived
emotion of the mix lies between the ratings of the perceived emotion of sources that are selected within Schafer’s categories.
Dimension

Arousal

Valence

Excerpt
Attenuation
(A, B)

−6dB, −6dB
−12dB, −6dB
−6dB, −12dB
−6dB, −6dB
−12dB, −6dB
−6dB, −12dB

Probability
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ABSTRACT
In this paper we present our current work on the development of a web-based system that allows users to design
and interact with virtual music instruments in a virtual 3D
environment, providing three natural and intuitive means
of interaction (physical, gestural and mixed). By employing the Leap Motion sensor, we benefit from its high performance on providing accurate finger tracking data. The
proposed system is integrated as a creative tool of a novel
STEAM education platform that promotes science learning through musical activities. Our approach models two
families of music instruments (stringed and percussion),
with realistic sonic feedback by utilizing a physical modelbased sound synthesis engine. Consequently, the proposed
interface meets the performance requirements of real-time
interaction systems and is implemented strictly with web
technologies that allow platform independent functionality.
1. INTRODUCTION
Motion and gestural interaction have been studied for
decades in areas including cognitive science, communication theory, linguistics and music. However, in recent
years, gestural interaction has gained an increasing interest
in the Human-Computer Interaction (HCI) research community, due to the reduction of cost and widespread availability of various sensors that allow the acquisition of natural gestures in great detail and in a non-intrusive manner [1]. As a consequence, the trends of 3D User Interfaces
(3DUI) and Virtual Reality (VR) re-emerged [2]. Their
significance in the context of virtual interaction lies in the
addition of an extra layer of realism to the visual feedCopyright: c 2018 Kosmas Kritsis1,2 , Aggelos Gkiokas1 , Quentin Lamerand3 ,
Robert Piéchaud3 , Carlos Acosta4 , Maximos Kaliakatsos-Papakostas1 , Vassilis
Katsouros1 et al.

back [3], which is also known with the general term of
“immersion” [4].
Even though there are multiple projects that experiment
with augmented and virtual music instruments, most of
them are custom made and platform dependent, while their
setup is usually difficult to reproduce [5]. However, web
technology standards, such as HTML5 1 , Web Audio 2 and
WebGL 3 specifications, render web browsers flexible and
powerful platforms for developing and designing such interactive multimedia applications. Additionally, browsers
are able to “hide” the underlying hardware and provide a
common framework for developing real-time and platform
independent applications.
In this sense, our approach focuses on combining stateof-the-art web technologies in order to display their potentials in developing a cross-platform virtual 3D environment, where the user is capable to design and interact conveniently in real-time with virtual music instruments. The
virtual environment, as described in this paper, is part of a
novel STEAM (Science, Technology, Engineering, Arts,
Mathematics) education platform, that aims to help students learn basic science principles, through creative and
interactive music activities. For instance, a use case scenario of our STEAM platform includes the designing of
virtual music instruments based on mathematical principles, which can be played in a virtual environment.
Additionally, our proposal approaches the aspect of musical expressiveness by providing realistic aural feedback
based on a quite mature physical model-based sound synthesis engine, named Modalys [6]. As a motion capture
system we employ the Leap Motion controller, a depth sensor that comes with a JavaScript client library which can be
integrated easily in any web application.
The rest of the paper is organized as follows; Section 2
introduces related research work. Next, we describe our
methodology and system architecture along with the different tools that we employed in the development of our
application. In Section 4, we present the evaluation proce-
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1

https://www.w3.org/TR/2010/WD-html5-20100624/
https://www.w3.org/TR/webaudio/
3 https://www.khronos.org/registry/webgl/specs/
latest/
2
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dure based on usability testing campaigns and analyze the
results. In Section 5, we discuss future developments and
finally we provide some further acknowledgements.
2. RELATED WORK
In order to play a musical instrument, the musician is required to interact continuously with the instrument by performing a set of complex subtle control gestures, which
are affected by certain proprioceptive sensorial feedback,
including the sensorimotor, haptic, visual and auditory
cues [7]. This compound aspect of musical gestures is usually required to follow a multidisciplinary approach for
adapting an effective mapping strategy between the gestural information and the controlled musical parameters [8].
However, building computational models for the analysis
of higher-level gestural features still remains a challenging
task. Therefore, natural gestures are usually employed for
controlling virtual music instruments in a way that simulates the corresponding sensory conditions, by approximating the actual interaction status of real instrumental performances. In this sense, three main research directions can be
specified in the context of gesture-controlled computer music interaction [9]. Sound synthesis control, where the user,
in real-time, modifies fundamental sound synthesis properties of the virtual instrument, such as note pitch, timber and
velocity; score-level control, where the user alters semantic features of a predefined musical sequence; and sound
processing control, by means of post-production events,
where the user may manipulate the amount of digital audio effects or control the spatialization of sound during a
live performance.
There are various research approaches that experiment
with more than one of the aforementioned directions. For
instance, “NexusUI” [10] is a JavaScript library that addresses both sound synthesis and processing functionalities, since it offers various touch-compatible interfaces
which can be integrated in web audio applications. Another project called “Handwaving” [11] is a participatory musical system that has been developed based on
web standards and takes advantage of the built-in accelerometer of the smartphone in order to recognize specific gestures and produce sounds in a given musical context. Other approaches employ electromyography sensors
like the Myo Armband 4 for analyzing musical performance gestures [12] or to control sound and light spatialization [13].
Depth camera sensors, such as Leap Motion 5 and Microsoft Kinect 6 , in addition to common RGB cameras,
are frequently used in gesture-driven musical projects as
well. Due to its high precision in hand tracking, Leap
Motion has found application in projects regarding expressive real-time sound synthesis [14, 15], as well as modulation of digital effects and spatialization of sound in
multi-array speakers installations [16]. Microsoft’s Kinect
depth camera was designed with the aim to provide skele4

https://www.myo.com/
https://www.leapmotion.com/
6 https://developer.microsoft.com/en-us/windows/
kinect
5

tal body tracking data. The software called “Disembodied
Voices” interprets the gestural data from the Kinect sensor and controls articulated events which are performed by
a virtual choir [17]; skeletal tracking information is also
employed for evaluating music conduction gestures, using
various Machine Learning (ML) techniques, such as Gaussian Mixture Models (GMMs) [18], multi-modal Hidden
Markov Models (HMMs) [19] and Dynamic Time Warping (DTW) [20].
Nevertheless, few proposals focus on the aspect of visual
and haptic feedback. For instance, Leonard et al. [21] have
experimented with custom-built haptic controllers that allowed them to simulate realistic touch feedback of keyboard and bow based instruments. Other proposals like
“Revgest” [22], try to bridge the gap between the transparency of virtual instruments and the touch stimuli of
physical objects. Their proposal utilizes depth camera sensors as gestural acquisition systems, in addition to projectors for augmenting visually the physical objects by displaying virtual graphics. Examples with immersive VR applications usually employ Head-Mounted Displays (HMD)
and high precision marker-based motion capture systems
like OptiTrack 7 for controlling virtual avatars in VR environments [23].
Going through the literature, we notice the absence of intuitive installations regarding musical virtual instruments.
Most of the studies, either employ expensive motion capture systems [12, 23] and custom-built controllers [21] or
platform specific software tools [5]. However, there are
some applications that focus on web-based audio interaction [10, 11] but the aspect of realistic visual feedback is
still missing.
3. PROPOSED METHOD
Our system comes as part of a STEAM education platform
that aims on promoting the learning of sciences though music in secondary education. The novelties of our work are
twofold; first, we enhance the virtual music instruments
with realistic visual and audio feedback; and second, we
try to provide easy access to virtual music interaction activities by strictly utilizing web technologies that allow us
to develop and run the application in almost any modern
Internet browser. The rest of this section describes in detail the overall architecture and the individual components
of the proposed method.
3.1 Architecture Overview
An overview of the proposed architecture is illustrated in
Figure 1. It consists of three main components, that will be
described individually in the following subsections. The
aim of the first component is to provide the environment
in which the student would be able to design a 3D virtual
music instrument by altering certain parameters of the instrument that affect directly its sound. The second component is the physical model-based sound synthesis engine
of the virtual instrument. The physical parameters of the
virtual instrument are closely simulated with those found
7

http://optitrack.com/
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(a) Monochord

Figure 1: General overview of the system architecture.

in physical, “real life”, analog instruments. The third component is the 3D environment in which the user performs
the virtual instrument by using the Leap Motion sensor.
Furthermore, it takes into account the geometrical parameters of the designed instrument, in order to compute the
corresponding interaction feedback between the captured
hand motions and the virtual instrument. Gesture data are
processed specifically and sent in real-time to the physical
model-based sound synthesis engine, bringing “life” to the
musical instrument. In the current state of the proposed
system, we consider two families of instruments, namely
string and percussion instruments. More specifically, as a
string instrument we consider a two stringed monochord
instrument with each string being divided by a bridge, resulting in a total of four string components. As percussion
instruments we consider simple drum membranes with circular or square shape.
3.2 3D Instrument Design
The 3D Instrument Design environment enables designing
of 3D graphical models, of predefined virtual instruments,
without requiring any advanced skills in 3D graphics design. Even though the modeling software has several tools
for editing 3D objects, it was essential to limit the number of available functionalities in order to prevent the users
from designing deformed 3D models, while keeping only
the essentials. In addition to the 3D editing tools, the user
is encouraged to modify several physically-based modeling parameters of the instrument, such as string material
or membrane tension. The 3D modeling environment consists of a 3D editing software with features like painting,
sculpting and parametric design. The modular core engine
is written in C++ and it utilizes OpenGL 8 , thus enabling
a cross platform architecture. The modeling engine is already ported to several platforms, including desktop, mobile and web-based versions.
In the proposed system we employed the web-port of
the 3D modeling engine, that was produced with the Emscripten 9 transpiler to JavaScript, thus resulting in an
8
9

https://www.opengl.org/
http://emscripten.org

(b) Percussion with circle membrane

(c) Percussion with square membrane

Figure 2: Illustration of the considered 3D instrument
models in the design environment. The blue elements on
the 3D models indicate the area where the user can change
the shape of the instrument. On the right side lies the options menu for choosing materials and modifying tension
among others.
HTML5-compatible web library. As it is illustrated in
Figure 2, the 3D Instrument Design environment currently
provides two models of instruments: a monochord, where
the user is free to enable any of the two strings, modify
the length of the instrument, move any of the two bridges
that divide each string into two parts and choose different
string materials as well as specify its radius and tension;
and a percussion which can be either circular (Figure 2b)
or square shaped (Figure 2c), where the user can modify
the size of the instrument and choose the material of the
membrane along with its tension. In addition to the 3D
editing tools, the modeling engine is also enabled to work
with 3D printers and modern VR HMDs as an embedded
solution.
3.3 Physical Model-Based Sound Synthesis
The core of the physical model-based synthesis utilizes a
web port of Modalys [6], which unlike sound sampling of
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Figure 3: Overview of the 3D Interaction Engine

additive synthesis, physical model-based synthesis tries to
mimic mother Nature as closely as possible. Under this
paradigm, sounding objects (strings, plates, bars, membranes or tubes), which are described in physical terms of
geometry, material and other properties, can be connected
with one another through specific interactions, including
striking, bowing, and blowing. The evolution of the physical model system is processed in real-time according to
the complex physics equations that rule the corresponding
phenomena of both objects and interactions, resulting to a
very subtle and lively sound.
Although the model that is at the heart of our sound engine is a modal one, describing object resonances as linear
combinations of modes, processing the sound synthesis of
a virtual musical instrument in real-time still implies heavy
CPU computation. The code base of the engine being originally in C++, it was ported to JavaScript using Emscripten
transpiler in order to be able to run it in HTML5 environments. We then used various optimization strategies until
we were eventually able to perform a musical instrument
in a satisfactory way, without perceptible latency and audio artifacts, while rendering the instrument in the 3D environment, receiving data from the gesture module, and also
using sound visualization tools at the same time.
3.4 Interacting with the Physical Instrument
The interaction with the virtual instrument contains three
modes of interaction, namely Physical Based Interaction,
Gesture Based Interaction and Mixed Based Interaction,
all three being encoded in the architecture that is presented
in Figure 3. The input to the proposed interaction method
are the geometrical parameters of the instrument and the

output data from the depth sensor (the hands’ skeleton coordinates). This information is fed to the two core components of the interaction environment, the Collision Detection Engine (CDE) and the Gesture Engine (GE). The CDE
detects in real time, whether the hands collide with the instrument, in addition to information regarding the collision
point, speed, direction etc. On the other hand the GE takes
as input only the hands data and detects if certain gestures
are performed by the user. The Interaction Engine (IE)
component uses as input the results of the Collision and
the Gesture Engines and triggers the corresponding messages to the physical model-based sound synthesis engine
according to the type of the selected interaction. Moreover, the interaction environment is equipped with a hand
recording feature where the user is able to record his hand
movements, and then reproduce his recorded performance.
During the playback, the recorded hands appear in the virtual world according to the recorded sensor data, and triggers the CDE and the GE respectively. Furthermore, the
3D environment that is illustrated in Figure 4 has been developed using the Three.js 10 3D library, which is a mature and easy to use, lightweight JavaScript library that offers WebGL rendering. A video demonstrator of the virtual
instrument performance environment can be found in this
URL 11 . Next we describe the implementation of the three
modes of interaction.
3.4.1 Physical Based Interaction
By choosing the Physical Based Interaction the user interacts with the music instruments as if they were in the
physical world. This type of interaction is applied to both
instrument families, string and percussion, and thus the IE
takes into account only the output of the CE. Moreover,
the CE receives the hands’ data as a set of line segments,
where each segment corresponds to a different finger. With
respect to the anatomy of the human hand and the specifications of Leap Motion, each finger is represented by
four continuous line segments, except thumbs, which are
formed by three segments.
Music instruments on the other hand, are represented
only by a set of geometrical shapes that correspond to
the intractable components of the instrument, and not the
whole 3D mesh of the instrument model. Hence, in the
case of the stringed instrument, each string is represented
as a line segment, while the drum membrane is simulated
by a disc or a square surface according to its shape. The
CDE contains internal libraries for detecting the collision
events between various geometrical shapes. For instance,
in the scenario of a stringed instrument with four strings,
the CDE detects if any of the line segments that correspond
to the fingers collide with the four line segments of the instrument. According to the collision results, the IE sends
the corresponding messages to Modalys.
3.4.2 Gesture Based Interaction
In contrast to the physical interaction mode, the Gesture
Based Interaction ignores the CE and the virtual instru10
11

https://threejs.org/
https://zenodo.org/record/1213560
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(a) Monochord

(b) Percussion with circle membrane

(c) Percussion with square membrane

Figure 4: Examples of the considered musical instruments in the 3D interaction environment.
ment is performed solely with finger gestures. Moreover,
the position of the fingers does not play any active role in
the context of interacting with a virtual 3D avatar, rather
than being visible to the camera’s Field-Of-View (FOV) in
order to recognize if the user performs specific gestures.
Currently, we consider a certain type of gesture, the finger tapping, which is used to control the four strings of a
virtual instrument. Each finger but the thumb of the right
hand, corresponds to one of the four strings of the instrument, while on the left hand, the tapping gestures mimic
the control of guitar’s fretboard. Moreover, if all fingers
of the left hand are “open”, then the produced notes by
the right hand correspond to the fundamental pitch of the
strings. Consequently, if the user taps the index finger it
raises the pitch of each string by one semitone, the middle to one tone, the ring finger by three semitones and the
pinky by four semitones. The finger tap gesture is recognized by using a simple heuristic approach, that considers
the angle between the metacarpal bone of each finger along
with its direction. If the angle exceeds a specified threshold, the finger movement is recognized as the tapping gesture. To adapt the recognition to different users, there is a
calibration procedure which allows manual adjustment of
the threshold for each finger individually.
3.4.3 Mixed Interaction
In the Mixed Interaction the IE considers both the outputs
of the CE and the GE. It can be considered similar to the
physical interaction, but with the restriction that the finger
tapping gesture is performed to hit the string. If a finger
gesture is detected, then the CE is activated solely for that
finger, and only if it collides with a string, then the sound
synthesis engine is triggered.
4. EVALUATION AND USABILITY TESTING
The evaluation of the 3D environment was mainly focused
on the overall user experience of the interface, according
to the feedback received from students between the ages
of 13 and 16 during usability testings in the context of the
iMuSciCA project 12 . These tests have been carried out at
schools in three countries, namely Belgium (11 students),
France (10 students) and Greece (29 students), where participants have been provided with a use-case scenario and
12

http://www.imuscica.eu/

its corresponding questionnaire, while the researchers that
were conducting the tests were engaged in informal conversations with the students and keeping notes about remarks that were not accounted for in the questionnaires.
The usability scenario that was handed to the participants
incorporated simple instructions for performing tasks and
playing music by navigating in the User Interface (UI) of
the STEAM platform and using the provided tools; the
intention was to allow participants to explore the gestural environment and reveal potential weaknesses of the
UI or misinterpretations related to the functionality of the
tools. The questionnaires incorporated questions regarding whether the user had an enjoyable experience, if the
UI elements of the environment were easily accessible and
intuitive, as well as whether the setup was audio-visually
pleasing. The evaluation presented in this paper concerns
only the feedback received for the instrument interaction
environment, while readers interested on the overall scope
of the STEAM project and its technical as well as educational aspects are referred to the Work Packages documents
hosted at the iMuSciCA home URL which can be found as
a footnote below.
In brief, the usability scenario guided the user through
successive steps to select instrument and different modes
of interaction at different stages, while at the same time exploring other accompanying tools in the environment. The
main goal was to evaluate the free and gesture-based interaction modes, while the additional tasks included zooming
in and out the instrument view, in addition to recording
and playing back their performance (actual movement of
hands). A translated print of the scenarios was given to
each participating student in their language, while the coordinating researchers were assisting and giving instructions
correspondingly to each step. After carrying out all the
tasks included in the usability scenario, the students had
to respond to the questions of an on-line translated questionnaire; the included questions regarding the instrument
interaction of the environment are shown in the following
list:
Q1: How familiar are you with playing a musical instrument? (Likert scale: 0: I don’t play any instrument,
1: I consider myself a musician)
Q2: How would you rate the overall usability of the interface? (Likert scale: 0: Not usable at all, 1: Very
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Table 1: Compressed representation of answers in the
questionnaire by all participating students (total of 50) in a
normalized scale from 0 to 1.
Question
Q1
Q2
Q3
Q4
Q5
Q6
Q7

Mean
0.42
0.73
0.68
0.71
0.55
0.62
0.73

Std
0.32
0.22
0.24
0.24
0.28
0.29
0.36

Skewness
0.52
-0.42
-0.35
-0.98
-0.38
-0.21
-0.94

Kurtosis
-0.75
-0.58
-0.64
1.19
-0.58
-1.03
-0.35

easy to use)
Q3: How would you rate the free interaction mode with
the instrument? (Likert scale: 0: Very difficult, 1:
Very easy)
Q4: How would you rate the sound quality of the instrument? (Likert scale: 0: Very poor, 1: Excellent)
Q5: How would you rate the responsiveness of the instrument? (Likert scale: 0: Very poor, 1: Excellent)
Q6: How would you rate the gesture based interaction
mode with the instrument? (Likert scale: 0: Not
good at all, 1: Very good)
Q7: Was it easy to record the gestures of the performance?
(Multiple choice: 0: No, 0.5: Not sure, 1: Yes)
Question 7 included multiple choice answers, while all
other questions were answered in a Likert scale from 1 to 5.
The descriptions in the list shown above correspond to the
numeric values presented in the “compressed” answer representation of Table 1; therein, the answers are encoded in
normalized values from 0 to 1. Regarding multiple choice
questions, numeric values have been attributed to possible answers: negative and positive responses are assigned
the values 0 and 1 respectively. The Likert scale responses
have been normalized by linearly transforming the answers
of the range 1 to 5, to the range 0 to 1.
Table 1 presents the mean values (0 and 1 stand for the
negative and positive ends), the standard deviation (which
indicates the agreement among participants), the skewness
(positive values show a skew towards the negative end and
vice versa) and the kurtosis (greater values indicate sharper
edges towards the mean). The students gave positive answers for the general usability and appearance of the environment (Q2). Regarding free interaction with the virtual instrument, students had moderate to positive opinion
(Q3), while for gesture based there were difficulties in understanding how they should perform; however their answers were comparable for both interaction modes (Q6),
since, besides the difficulties, they found gesture interaction more interesting, based on informal feedback given
to the researchers who conducted the tests. Most students
had a positive opinion about the sound quality (Q4) but answers were controversial about the “responsiveness” of the
instrument (Q5). This misalignment might be due to different hardware setups used in each validation setup (CPU,
memory, video card), which can greatly affect the perfor-

mance of the environment. Students found it relatively
easy to record their gestures and the audio of a session
(Q7).
5. CONCLUSION AND FUTURE WORK
In this paper we presented a web-based interface that utilizes the Leap Motion sensor for real-time interaction with
virtual music instruments within a 3D environment, in the
context of STEAM education. The architecture of our proposal consists of three core modules: an instrument design
environment where the user is able to alter physical features of two musical instrument models; a music interaction environment where the instruments can be performed
according to three different interaction modes; and a physical model-based sound synthesis engine that produces realistic sound. Preliminary results involving students from
three different EU countries are promising, since their answers regarding the overall usability and design of the environment where positive.
However, our system is still under development and future work includes multiple tasks. First we plan to add
two more virtual instrument models including a xylophone
and a bell. Next we are going to optimize the overall
performance of the 3D environment by improving the GE
with more convenient interaction mappings, update the 3D
modeling engine and reduce the latency of the sound feedback by portings to WebAssembly 13 as this standard allows better performance in browser environments. Furthermore, a VR version of the environment is currently under
development.
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ABSTRACT
Despite the proliferation of new digital musical instruments
(DMIs) coming from a diverse community of designers, researchers and creative practitioners, many of these instruments experience short life cycles and see little actual use
in performance. There are a variety of reasons for this, including a lack of established technique and repertoire for
new instruments, and the prospect that some designs may
be intended for other purposes besides performance. In addition, we propose that many designs may not meet basic
functional standards necessary for an instrument to withstand the rigors of real-world performance situations. For
active and professional musicians, a DMI might not be viable unless these issues have been specifically addressed in
the design process, as much as possible, to ensure troublefree use during performance. Here we discuss findings
from user surveys around the design and use of DMIs in
performance, from which we identify primary factors relating to stability, reliability and compatibility that are necessary for their dependable use. We then review the state
of the art in new instrument design through 40 years of
proceedings from three conferences - ICMC, NIME, and
SMC - to see where and how these have been discussed
previously. Our review highlights key factors for the design of new instruments to meet the practical demands of
real-world use by active musicians.
1. INTRODUCTION
The advent of real time digital audio processing and availability of low cost, robust computational resources, electrical components and sensor technologies have led to the
ongoing design and development of a stunning variety of
new digital musical instruments and interfaces for musical performance [1]. As evidenced by the establishment of
dedicated research laboratories, academic programs, and
conferences with specific instrument/interface design and
performance tracks, the design of DMIs is a popular and
meaningful domain within music technology research.
However, despite the wide array of new instruments and
interfaces that are developed and demonstrated, many see
limited use in real-world performances and there are few
examples of DMIs that have experienced long-term use.
Copyright: c 2018 John Sullivan et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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Reasons suggested for this include a lack of skilled and/or
professional DMI performers and “too little striking music” being made [2], absence of established instrumental
techniques and repertoire and insufficient forms of musical
notation for new instruments [3], and varying motivations
by instrument designers [4].
In addition to these, we consider a more fundamental
set of operational requirements that are imperative to performing with any musical instrument and propose that basic system quality issues such as stability and reliability
also preclude some new DMIs from successful and continued use. For active and professional music performers, whose time is stretched between concerts, rehearsals,
travel and more, and who may rely on their instruments for
their livelihood, these issues are all the more critical. New
technologies will likely be quickly discarded or passed over
if they suffer from hardware or software instability, durability problems, or lack compatibility with other instruments and performers.
Research on the design of new instruments and interfaces
has provided a variety general frameworks and guidelines
to aid designers in the creation of new instruments (see [5]
for a review). There are also some well-known touchstones
in the literature that provide heuristic principles for quality in DMI design such as those proposed by Cook in [6]
and updated in [7]. Additionally, case studies in design
evolution of instruments such as the Continuuum [8] have
highlighted aspects of design for stability and reliability in
performance.
As the field of DMI design continues to grow and mature,
quality issues become all the more important to consider.
In [9], Buxton asserted that artistic spec – encompassing
the domain of musical instrument and interface design –
was the hardest level of design to achieve, more so than
standard and military spec. Advancing technology, improved design methodologies and an ever-growing body of
research and literature are just some factors of many that
have led to increasingly powerful, complex and capable instruments and interfaces [10].
While historically there seems to have been a lack of systematic research to address these basic quality issues, it is
an area that is receiving more attention in recent years. In a
review of sensor technologies and signal processing techniques used in new musical interfaces, [11] found that oftentimes new designs were plagued by poor sensor choice
and “unsophisticated engineering solutions” that would hinder their reliable use. The authors outline options for better hardware choices and optimized signal processing tech-
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Type of musical practice
Professional
Hobbyist/Recreational
Student
Instructor/Educator

%
43%
38%
11%
7%

Table 1. Musical practices of survey respondents

niques like sensor fusion to improve the fidelity of new
instrument designs. In addition, a recent report on performance usage of DMIs coming from the NIME conference [4] focuses on instrument builders and the link between design and performance, which we will discuss in
Section 2.2.
To help strengthen the link between innovative new instrument design and a diverse body of performers who would
use them, we aim to identify specific areas that designers
could target to adequately meet basic operational requirements for instruments intended to be used in performance.
We begin by considering user survey data from musicians
and instrument makers about the use of new instruments
in performance, motivations behind the design of new instruments, and factors that influenced the uptake, continued use and abandonment of new technologies for performance. Then we present a detailed analysis from the papers in three main conferences on music and technology,
going back over forty years to 1975. The combined scope
of the three conferences is essential to cover dozens of indispensable contributions that pre-date the establishment
of the NIME conference in 2002 after the initial NIME
workshop in 2001 [12], but also to go beyond the NIME
aesthetics and address similar works in other important
conferences in this field such as SMC and ICMC.
Together, the survey results and literature analysis highlight key focal points regarding the development of new instruments that active musicians would be willing to work
with, and are intended to contribute to a larger dialogue
about DMI use in performance.

Musical Style
Experimental/Avant-Garde/Computer Music
Rock/Popular
Classical
Acoustic/Folk/Country
Jazz/Blues/R&B
Electronic/EDM/House
Religious
TV/Film/Theatrical
Hip Hop/Rap
International/World Music
Country
Other:

%
24%
22%
14%
7%
7%
5%
2%
2%
1%
1%
0%
15%

Table 2. Musical styles reported by survey respondents
2.1.1 Uptake and Abandonment
The survey took special interest in understanding factors
that influence performers’ uptake and continued use or rejection of new technology.
As shown in Figure 1, respondents indicated that they
commonly learned about new instruments by experiencing
them from someone else – a friend, bandmate, or seeing it
used live in performance. However many new DMIs are
created as prototypes or one-offs and lack the recognition
and availability of commercial instruments. This would
make them less likely to be introduced to performers and
limit their adoption into practice. Furthermore, adoption
of new instruments assumes that they have been designed
with the intent of having them put into use which, as we
discuss in the next section, may not always be the case.

2. USER SURVEYS AND FEEDBACK
2.1 DMI Performers
The basis for this investigation came from a survey conducted by the first author to gain a general understanding of how new digital instruments and interfaces are used
across different performance communities [13]. An online questionnaire collected information from performing
musicians about their background, training, choice of instruments and styles of music they perform, along with answers to specific questions about DMI use. The survey was
interested in capturing a variety of different kinds of performers, which was reflected in the makeup and diversity
of respondents. Over 100 responses were received, with
nearly half identifying as professional musicians as shown
in Table 1. A wide distribution of musical styles was represented with experimental and computer music, rock and
pop, and classical the most common, shown in Table 2.

Figure 1. How do you learn about new digital and electronic instruments?
A question about abandoning instruments relates closely
to our discussion about quality factors for DMIs in performance, and is shown in Figure 2. Participants were asked
if they had stopped using certain DMIs and if so, why. The
multiple choice answers presented a variety of issues, from
interface and performance issues to personal preference.
11% of respondents reported that they had discontinued
using certain instruments because they worked poorly or
not at all.
Additionally, over one-third of the respondents wrote in
their own answers under the “Other” category. Of these,
most cited specific issues that hindered the proper functioning of their instruments:
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inquiry here but is an important aspect of the DMI ecosystem to consider and has been discussed in depth in [15],
a long-term, multidisciplinary project based on the design
and performance with new DMIs.
2.3 Takeaways

Figure 2. What factors influenced you to discontinue using
an instrument or new technology?
• “Instruments fell apart too easily, and I ran the risk
of damaging them beyond repair or during a live
performance.”
• “Age and better tech option”
• “Difficult to maintain and keep current with collaborating technology”
• “New, better technology”
• “Do not run with current OS”
• “Cost too much to repair.”
• “The company stopped firmware updates for it.”
2.2 DMI Makers
Another recent survey polled DMI makers who had presented new instruments and interfaces at the NIME conference between 2010 and 2014 [4]. The objective of this
work was to find out what designers’ motivations were for
creating new DMIs, and to give information about their instruments’ current state and use. The survey revealed that
most new instruments had experienced little sustained use
beyond their initial build and demonstration. Responses
showed that often the designers’ original motivations were
not for performance at all, but for other reasons such as
research, technology tests, in-progress prototypes, or academic exercises.
The survey also found that, of the respondents’ instruments that were intended for performance, only half of
them remained in playable condition. Reasons included
lack of time, attention or interest, outstanding hardware
and software maintenance issues, and dissatisfaction with
the instrument. It also highlights a trend in which the DMI
designer is the primary (or only) performer over the instrument’s life.
Regarding DMI use in performance contexts, a related
survey that polled NIME performers found that most performers had either designed or were closely involved with
the design of the instruments that they played [14]. While
the integrated role of designer-performer presents interesting possibilities for both design and performance, it may
also suggest limitations in the propagation of DMIs into
more widespread practices. This topic moves beyond our

User data from these surveys show that lack of use and
abandonment of DMIs can be attributed to a variety of reasons. It comes as no surprise that, coming from a researchminded community like NIME, instruments frequently struggle to progress beyond prototype or developmental stages
[16]. This is understood not as a failure but an part of ongoing research and design processes that may extend well
beyond the life cycle of a single instrument.
Beyond the motivations of the designers and researchoriented focuses that may not include performance, both
surveys indicate that the non-functioning of instruments is
a common occurrence and cause for instruments to be removed from use. From the responses we found that the following terms loosely characterize the most common issues
relating to the basic operational functioning of an instrument: stability, reliability, and compatibility.
By stability, we refer to the proper and robust operation of
all aspects of an instrument - it should be playable in a dependable state without unreasonable risk of failure. Reliability extends the concept of stability over time. An instrument should remain stable, dependable and in good working order over the course of long-term use and designed to
withstand the rigors and wear and tear of normal operation
throughout the intended life cycle of the instrument. We
include topics of maintainability and repairability here as
well. Finally, compatibility refers to an instrument’s capability for integration with and use alongside other instruments, performers, devices, softwares and systems without
need for extensive modification or use of special equipment or software. These three areas form the basis of our
literature analysis in the next section.
3. TERMINOLOGY IN DESIGN LITERATURE
In order to construct a broad overview of how much attention has been paid to these topics and in what specific
contexts, we conducted a linguistic analysis of proceedings
from three conferences dedicated to music and computing:
the International Computer Music Conference (ICMC, 19742016), the International Conference on New Interfaces for
Musical Expression (NIME, 2001 to 2016), and the International Sound & Music Computing Conference (SMC,
2004 - 2016). Together the proceedings represent over
forty years of published research on music and computing,
including DMI design and performance.
3.1 Methodology
The methodology for our review was based on techniques
used by Jensenius in his analysis of “gesture” and associated terminology in [17]. First we performed a search
through each year of proceedings to return the number of
papers containing a set of keywords relevant to our topic.
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This was followed by concordance and collocation analyses that yielded a ranked list of terms closely associated
with the keywords.
3.2 Paper Selection
The first step in our process was to collect proceedings
from the three conferences, which are freely available for
download 1 2 3 .
For NIME, we performed our analysis on the entire collection of proceedings, as the conference is centered around
research on new interfaces and instruments for musical expression (including performance). It got its start in 2001 as
part of the ACM Conference on Human Factors in Computing Systems (CHI) 4 . Citing the continued evolution of
technology and its applications in musical interface design, along with established scholarship and interest in the
area of musical expression [1], Poupyrev et al. [18] organized a CHI workshop dedicated to these topics, and NIME
was born. Fourteen papers were presented in 2001 (which
are included in our analysis here), and the following year
NIME expanded into a conference of its own.
The ICMC and SMC conferences cover a wide range of
topics relating to music and computing, many of which
fall outside the area of instrument design and performance,
such as computer music composition, musicology, signal
processing, music information retrieval and more. Because
of this, we limited our analysis to the papers we considered relevant to our topic. Our selection procedure entailed
scanning the title and abstract of each paper and collecting only those that reference novel musical instruments,
interfaces and controllers (and more generally performerinstrument interaction), and performance with new musical
instruments.
Table 3 shows the complete breakdown of total papers
and those included in our review. In total, 2227 papers
were included in our search spanning from 1975 to 2016:
665 from ICMC, 1416 from NIME, and 146 from SMC.
To condense the large dataset, we present our results in
four-year blocks, noting the following adjustments. Proceedings from ICMC 1974 and 1976 are missing from the
download archive, and the conference was not held in 1979.
Therefore the first four-year block consists of 1975, ’77,
’78 and ’80. In 2014, the ICMC and SMC co-hosted a single conference, with papers assembled into a single volume
attributed to both conferences. To spare redundancy they
are included in only the ICMC dataset. Finally, we note
that SMC’s inaugural year was 2004 and is the only year
contained in ‘01-‘04 for SMC. Thus the metrics for this
block (as in Fig. 3 and 4) are based on a smaller sample
size than the other blocks.
3.3 Keyword Occurrence
Our analysis began with a keyword search to identify papers in our corpus that were relevant to our topic. We
began with the basic issues we proposed from the user
1

https://quod.lib.umich.edu/i/icmc/bbp2372.*
www.nime.org/archive
3 http://smcnetwork.org/resources/smc_papers
4 https://chi2018.acm.org/
2

1975-1980
1981-1984
1985-1988
1989-1992
1993-1996
1997-2000
2001-2004
2005-2008
2009-2012
2013-2016
Totals:

ICMC
All
Inc.
138
27
176
29
262
41
451
51
581
73
518
74
473
56
745 127
518 104
567
83
4429 665

NIME
All
Inc.
—
—
—
—
—
—
—
—
—
—
—
—
137
137
346
346
480
480
453
453
1416 1416

SMC
All Inc.
—
—
—
—
—
—
—
—
—
—
—
—
18
9
159 40
290 47
268 50
735 146

Table 3. Number of papers from each conference per fouryear block and those included in our review (in bold).

surveys and augmented them with closely related factors
to form a list of functional requirements for a DMI used
in performance: stability, reliability, durability, compatibility, maintainability and robustness. The terms are far
from a comprehensive list of DMI design considerations;
instead we are mostly concerned about general quality attributes that characterize successful and trouble-free functioning of instruments through real-world situations and
activities that active performing musicians operate in: on
and off stage and other performance environments; interfacing with venue sound and multimedia systems, other
instruments and players; transporting and storing instruments; and so on.
To automate the search, a shell script was written that
returns the number and filenames of papers by year that
match a given search query. This methodology made it
possible to quickly extract some high-level information and
retrieve a focused subset of literature from a large collection that would have been impractical to sort through manually. Our results are shown in Figure 3 as the percentage
of papers that contain each of the individual keywords as
well as the percentage that contain any of the keywords.
The term maintainability was removed from the table to
preserve space, as it occurred in less than 0.5% of all papers, however it is included in the rest of the analysis.
The same search was run a second time using a lemma
list, which included syntactical variations of the same root
word. However, we found this not to be useful, as it returned many results unrelated to our topic. For example,
the lemma of reliability is rely, which is commonly used
in a wide variety of situations that fall well outside of our
concern. Therefore the search was kept with only the specific terms.
The results revealed that the list of terms occurred somewhat infrequently throughout the literature. Across the entire corpus, the most common of the terms, stability, occurred in 7.5% of all papers. For the most part, however,
we were able to observe a general upwards trend through
the more recent years, starting around 2001. The most recent block, 2013 - 2016, shows that around 25% of papers
included in our corpus across all conferences contained at
least one of the terms.
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Figure 3. Percentage of papers containing our quality attribute keywords for each conference. For each plot, the first five
bars indicate the percentage of papers containing individual keywords, while the larger right-most bar indicates the papers
that contained any of the keywords. See Table 3 for total number of papers included in the search.

Figure 4. Percentage of papers containing performance keywords. For comparison, the smaller rightmost bar indicates the
percentage of papers containing quality attribute keywords.
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Quality
stability
reliability
robustness
compatibility
durability
flexibility
support
usability
accuracy
condition
complexity
responsiveness
safety
maintenance
portability
repairability

#
210
124
112
58
27
22
17
14
14
13
13
12
9
9
6
4

Design
system
testing
interaction
implementation
analysis
development
requirements
future
mapping
evaluation
algorithm
framework
protocols
properties
HCI
commercial

#
105
26
26
18
15
14
10
10
9
9
7
6
5
5
4
4

Usage
performance
control
gesture
improve
feature
physical
live
performer
player
playing
operate
musicians
rehearsal
professional
experience
long-term

#
72
72
38
24
19
18
18
15
13
10
9
8
6
6
6
5

Function
expression
signal
structure
real-time
order
output
rate
pattern
electronic
controller
state
input
mechanical
standard
effective
balance

#
25
22
20
20
19
18
17
17
16
16
12
11
9
8
8
8

Focus Areas
sensors
data
parameters
rhythmic
pitch
note
hardware
environment
tempo
software
latency
motion
haptic
network
MIDI
feedback

#
59
38
35
25
20
20
20
20
18
18
18
24
15
14
14
14

Table 4. Top concordance results, sorted and ranked by category. The original keywords are italicized.
3.3.1 Performance Keywords
For comparison, we ran the search again with a list of
performance-related terms: performance, performing, concert, stage, and professional, shown in Figure 4. Overall,
93% of the all papers contained at least one of the terms,
with the word performance alone appearing in 89% of all
papers. The contrast of these compared to our quality attributes suggests that use of new instruments in performance is a fundamental preoccupation within the research
community, yet discussion of the basic, practical qualities
an instrument must possess to reliably achieve that goal is
less prevalent.
The least common performance keyword occurring in literature was professional. This is also an important consideration, as it may suggest that designing for professional
use is not currently a strong motivation in the field. However, frequency of the term has steadily increased each
year, so a trend in this direction may be inferred.
3.4 Contextual Analysis
To understand how the keywords were used in the literature, we continued with a contextual analysis of the corpus, running concordance and collocation analyses. While
somewhat different in the way they are carried out, they
both served the purpose of contextualizing vocabulary in
literature by revealing associated words and topics.

alConc 6 , a linguistic analysis tool, which showed each
keyword occurrence in its original context. Manual filtering of the surrounding text yielded a list of associated
terms, which were then sorted into five categories: System
quality attributes (including the original search terms), design terms, usage terms, functional and descriptive terms,
and specific areas of focus. This provided an indication
of some specific contexts in which DMI system quality issues have been addressed in research. The most frequent
terms related to our keywords (and including the keywords
themselves), sorted by category, can be seen in Table 4.
3.4.2 Collocation
Along with the concordance analysis, we performed a collocation on the corpus, which ranks the positional relationship of related words and phrases to the original terms
[19]. While the terms revealed from the concordance results were filtered manually and involved a certain amount
of subjective judgment, the collocation was a strict quantitative analysis that yielded a ranked list of words appearing
directly to the left and right of the keywords in the texts. A
stop list was used to filter out common words that that are
not relevant to our topic [20], and the results were compiled into a list of terms for each keyword. The top results
across all keywords are displayed as a word cloud in Figure
5.

3.4.1 Concordance

3.4.3 Grouped Results

A concordance is a tool used in lexicographic analysis that
returns a list of words that appear directly before or after
a given term in a corpus. By itself, a concordance doesn’t
feature sorting or filtering methods, so for our use, we performed our own ranking and qualitative categorization to
on the results to characterize the results.
To start, the papers making up our corpus were converted
from .pdf to plain text files using the free PDF2Text Pilot application 5 . Then they were processed with Casu-

To bring the results together, the terms produced from both
analyses were grouped together thematically, then compared and reduced to yield fifteen terms, shown in Table
5. Collectively, these terms comprise a focused set of related issues from the literature that pertain to the design of
highly functional DMIs intended for active use in performance.
More work remains to provide a detailed accounting of
how these key design areas can be effectively addressed in

5

http://colorpilot.com/extract-pdf-text.html

6

https://sites.google.com/site/casualconc/Home
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Figure 5. Related terms from collocation analysis.
Physical design
Feature set
Functionality
Musicality
Feedback

Technology
Compatibility
Usability
Timing & latency
Communication

Build quality
Control
Sustainability
Product support
Versatility

Table 5. Key design areas for DMI performance
the creation of functional, performance-ready instruments.
For one, the areas arise across different levels of the design process, from low-level engineering concerns such
as choice of technologies and communication protocols,
to high-level issues of musicality, usability and versatility.
Continued research will seek to develop the initial findings
presented here into specific design recommendations.
4. CONCLUSIONS AND FUTURE WORK
In this paper we examined some of the core issues around
the design of functional DMIs intended for professional,
long-term use. We presented findings from a user survey
by the first author, along with data from a related survey,
which indicate that many new instruments see limited use
in actual performance. While this is partially due to the fact
that instrument designers do not always intend for their instruments to be used in performance, overall both surveys
showed that basic functional issues related to instrument
stability, reliability and compatibility are common factors
that limit their suitability for regular, long-term use and increase their likelihood of being abandoned.
We have provided an analysis of published literature spanning forty years of DMI development and performance to
conceptualize how and where these areas have been addressed previously. Our review of more than 2000 papers
from the ICMC, NIME and SMC conferences shows that
despite a historical lack of focused attention, increasing
consideration has been paid to these issues in recent years.
From our results, we have identified a set of key design
areas that could be addressed to facilitate the creation of

robust, reliable instruments ready for regular use in performance.
The literature analysis allowed us to quickly gain a highlevel understanding of trends from a large document set.
Our continued work will entail returning to the collected
documents to extract more detailed information around these
topics and compile a thorough review of the topics presented here. In addition to this work, we intend concentrate our grounded efforts on the practitioners: designers
and performers. A new survey is under way to gather more
focused information about musicians working with DMIs,
and a user study has been planned to track a small group
of musicians using a new DMI prototype over an extended
period of time.
In considering the general topic of fostering more widespread
and sustained use of DMIs in performance, we note that
DMIs are often idiosyncratic in their design [21] and are
not widely used in mainstream professional performance
contexts. While a professional musician might not be the
prototypical target for most DMI creations, designing for
this type of active user can be beneficial. An important
part of NIME research is dedicated to performance with
DMIs, and the community benefits most when DMIs are
put into use [16]. By considering active, professional musicians who have to depend on the tools they use, we hope
to highlight these design considerations that can lead to the
creation of robust, reliable instruments ready for their moment in the spotlight.
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ABSTRACT
Although the physics of the bowed violin string are well
understood, most audio feature extraction algorithms for
violin still rely on general-purpose signal processing methods with latencies and accuracy rates that are unsuitable
for real-time professional-calibre performance. Starting
from a pickup which cleanly captures the motion of the
bowed string with minimal colouration from the bridge
and body, we present a lightweight time-domain method
for modelling string motion using segmented linear regression. The algorithm leverages knowledge of the patterns of
Helmholtz motion to produce a set of features which can be
used for control of real-time synthesis processes. The goal
of the paper is not a back-extraction of physical ground
truth, but a responsive, low-latency feature space suitable
for performance applications.
1. INTRODUCTION
The current paper discusses an implementation of a realtime feature extraction algorithm on the violin, designed
specifically for time-domain bowed string signals. The aim
is to develop digital instruments which use acoustic instrument signals as control information for digital synthesis.
Besides the preservation of ergonomics and physiological
stimuli, this approach enables the new sounds to be closely
related to the response of the acoustic instrument, so that
the player’s learned musical skills still apply.
This approach has been explored and evaluated in various studies in the last two decades, with Jehan’s AudioDriven Timbre Synthesizer [1], Essl and O’Modhrain identifying augmented instruments and “reappropriation of instrumental gestures” as ways to repurpose existing musical
expertise [2], Janer and Maestre’s voice-driven sound synthesis [3], Tremblay and Schwarz’s concept of “recycling
virtuosity” [4], Puckette’s “grafting” of synthesis patches
onto live musical instruments [5], McMillen’s StringPort
[6] and Poepel’s PhD thesis on audio signal-driven sound
synthesis [7].
Another approach to repurpose player skills is to use a
musical instrument controller with an ergonomically similar behaviour as an original instrument, which is e.g. studied in [8]. However, even though physical models could
Copyright: c 2018 Kurijn Buys et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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be used to regenerate similar sounds from the gesture data
provided by such a controller, it is known that the vibrational behaviour of musical instruments in relation to the
playing gestures is very complex, so that the instrument
would feel unfamiliar to the player. Present-day physical
models of the violin for instance, are still not capable of
reliably predicting the transient details to a given bow gesture [9]. This is in particular so for the control over the
wide variety of subtle sound differences, to which professional players have invested many years of training.
In addition to Poepel, McMillen and others, we not only
seek to inform new sound generation using generic audio
descriptors, but to rely on the underlying physics of the
bowed string and the related perceptual features, to obtain
specific instrument-related features. We hypothesise that
introducing this instrument-awareness in the design of the
algorithm enables a more efficient and precise implementation than using generic sound analysis, and more suitable
to reduce the full audio data to preserve principal components that are meaningful to the player’s musical expression. Meanwhile, a much richer and less discrete feature
set is obtained than only MIDI data for instance, so that
the subtleties of the expression are captured.
That being said, our goal is not to have a physicallyaccurate set of features (such as the the bowing-parameters,
which can be indirectly acquired using statistical audio analysis [10]) but one with subjectively relevant qualities, so
we purposely use an empirical approximation, as opposed
to exact physical theories. The interest of this approach is
also underlined in paradigms such as Cook’s “Physically
Informed Sonic Modelling” [11], or Farnell’s “Procedural
Audio” [12]. It is shown in this paper how a piecewiselinear signal model enables the extraction of extremely precise sound features, capturing a substantial part of the sound
properties.
The work presented in this paper forms part of a project
with a broader scope, aimed at the design of new musical instruments that repurpose the expertise of professional
musicians who are known to play with a traditional instrument. As with many other human motor tasks, it is known
that a musical instrument player’s focus is on the target,
that is, the sound, while their gestures are produced by an
internal (sensorimotor) mental model that couples action to
perception [13]. In other words, the player is not actively
thinking about their gestures in a musical performance and
the instrument becomes, so to speak, transparent to the performer [14]. Hence, to aid the task of repurposing expertise it is a reasonable idea to promote a familiarity in the
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2. MOTION OF THE BOWED STRING
It is a reasonable assumption that the bowed string vibration captures almost all the player’s musical intentions, even
though the violin body resonances are disregarded [7, p.
164]. This is so, as the body and sound radiation can be
interpreted as filters on an escaping fraction of the string
energy. As a result, any intended sound output must be noticeable in the original oscillatory mechanism, i.e. in the
string vibration. In this paper we focus on the periodic
regime. Non-periodic regimes (occurring at some note onsets or e.g. when the bow force is too high) will be considered in later work.
2.1 Signal-model Of Oscillation Cycles
In the late nineteenth century, Helmholtz discovered that
the bowed string vibrates in a V-shape, with the corner
traveling up and down the string terminations [15]. Later
Raman developed a theory that could explain the ideal Helmholtz motion, assuming a lossless string model with reflection coefficients less than unity and a bow-string friction coefficient relative to the sliding velocity between the
string and the bow [16].
In the time domain, this lossless and non-stiff string displacement is a triangular signal, where the corner position
relative to its neighbouring corners corresponds to the relative measurement position along the string [17]. However, in practice the interplay of dissipation and stiffness in
the string and the characteristics of the bow-string interaction can direct this position somewhat towards the middle
(this can be understood for instance in terms of a reduction of higher harmonics in the Fourier series of a sawtooth
wave, which results in a smoothening of the discontinuity
in that signal, i.e. a relocation of the corner towards the
middle). These losses also cause the otherwise perfectly
sharp corners to become rounded, reducing the high frequency content from the sound, a phenomenon that has
been first described by Cremer, who proposed an empirical model with smoothed corners [18]. McIntyre further
extended this model to include transient behaviour, which
lead to the “digital waveguide model” of bowed-string motion [19]. In contrast to the “steady-state” regime where
the oscillations are perfectly repetitive cycles, the oscillations in the transient regimes are non-repetitive, which is
the result of an energy imbalance between the excitation
(injecting energy into the resonator) and the resonator (collecting and consuming that energy in a standing wave); in
its turn caused by a change of the physical input parameters such as the bow speed or force, or a finger pressing
the string. The energy storage property of the resonator
and the nonlinear character of the bow-string interaction
will seek for a new consensus for that given input parameter state, which demands a short settling time. Given that
there are relatively few losses in a string resonator, and
the steep stick-slip transition of the bow-string interaction
relatively quickly introduces new energy in the resonator,
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musical interaction by using the sound of a traditional instrument to inform the generation of new sounds.
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Figure 1. Example of a measured velocity cycle and the
corresponding displacement signal with indication of the
stick and slip regions.
the attack transients are fast while decays are slow. Many
other effects can be distinguished in the vibrational signal
of the string, such as “(multiple) flyback”, “multiple slip”,
“Schelleng ripples”, “bow-string scraping noise”, etc. For
an overview see [9].
2.2 Measurement
One significant advantage of using the string vibration signal is that it represents a remarkably simple geometric shape
(due to the phase-locking property of the bow-string interaction), which enables a relevant time-domain use of the
measured string vibration for real-time analysis, so that
cumbersome and intrusive frequency domain methods can
be avoided.
To minimise the effects of bridge and body resonances, it
is ideal to measure the string signal on the string itself. It
was concluded that the “StringAmp” pick-up system 1 was
a suitable system for this task. This system uses the strings
as electric conductors moving in a magnetic field created
by magnets placed under the fingerboard. We developed
a custom preamplifier that allows quadraphonic capture of
the violin strings. Hence, the pick-up system produces a
signal proportional to the velocity of the string at its measured location, near the fingerboard end at the side of the
bridge. The displacement signal can be easily obtained
from the velocity via numerical integration. Furthermore,
a high-pass filter is used to prevent the amplification of
DC-offset and low frequency noise from the bowing gestures. Appropriate cut-off frequencies are found to be in
the range of 15 Hz to 50 Hz. Figure 1 shows an example of a measured velocity oscillation cycle along with the
corresponding displacement signal.
3. SEGMENTATION ALGORITHM
The theoretical findings presented in section 2.1 and our
own empirical observations of string displacement data lead
us to the idea to design of an algorithm that first approximates the measured displacement signal by an ideal Helmholtz signal. While this model only captures an amplitude, fundamental frequency and relative corner position,
1

produced by MusikLab Danemark, http://www.stringamp.com
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these features can be obtained directly from each oscillation cycle with sub-sample precision while their timevariation provides transient effects. We hypothesise that
this information relevantly captures important aspects of
the player’s musical intent.
Given that the Helmholtz motion in the periodic oscillation regime predicts a cyclic linearly up-and down going
displacement signal, it was concluded that a linear segmented signal model, consisting of two line segments per
cycle, would be an appropriate first model. The mathematical challenge with this model is to produce a regression of
line segments that minimises the total residual error. In a
first stage (developed in section 3.1), our algorithm identifies these lines-segmented cycles, resulting in initial breakpoints, i.e. estimated time values of the Helmholtz corners.
In a second stage (detailed in section 3.2) the break-points
between the segments are optimised with an iterative regression. Finally, in a third stage (explained in section 3.3)
features are extracted from the regressed model and from
its relation to the original data.

3.1 Initial Segmentation Estimation
Given that our algorithm is considering Helmholtz motion
of the string, a fast and computationally lightweight timedomain detection of the period is possible. In this first
stage, crude estimations of the Helmholtz corners are identified. The algorithm consists of detecting signal changes
from a positive to a negative RMS threshold and vice versa.
By using thresholds greater than zero, false identifications
by small additional oscillations such as “flybacks” or “Schelleng ripples” (see [9]) are avoided. Finally, the location of
the minimum and maximum values between the up and
down transitions are used as initial “break-point” values
(i.e. the time values of the transitions between the linear
segments).
It was empirically found that the displacement signal is
optimal for this task, since its oscillation cycles are most
clearly distinguishable. It should be noted however that
this method requires the RMS calculations to accurately
follow the amplitude of the oscillation, which is so, provided that the low-pass filter used in the RMS calculation
is appropriately chosen so that it is slow enough to be independent of the signal oscillations, but fast enough to follow
transient behaviour. Therefore, on one hand, its cut-off frequency should be sufficiently below the fundamental frequency of the lowest note of interest, while on the other
hand, it should ideally be higher than the frequency of the
amplitude changes caused by transient behaviour. In practice, a frequency of 150 Hz is found to be suitable for the
detection of all four strings. Only in rare particular cases
does this lead to erroneous results. However, this is not
the focus of this paper and alternative initial segmentation
strategies are envisaged in later work.
Figure 2 shows the positive and negative RMS curves
(in dashed blue) calculated for two measured oscillation
cycles, as well as the initially segmented estimation (in
dashed green).

3.2 Optimisation Through Regression
This algorithm optimises the initially provided break-points
by minimising the mean square error between the linear
segmented model and the data, where the break-points represent non-linear parameters. The purpose of this procedure is to optimally fit the entire cycle in two line segments,
which represents an approximation that is maximally reliable with regard to all data provided to avoid ambiguous
approximations and to improve precision. Since the effect of any moved break-point influences the regression
of neighbouring segments and therefore could influence
any break-point value in theory, the ideal regression would
require the entire signal to be known in advance. However, this would not allow for a real-time implementation.
Hence, a compromise is made where a number of N segments is isolated, i.e. assuming the limiting break-points
Φk and Φk+N to be fixed (where k is a arbitrary firstbreak-point index). When that regression is completed, a
new set of N segments is chosen by removing the oldest
segment (on the left) and including a new segment (on the
right), i.e. with limiting break-points Φk+1 and Φk+N +1 .
While the rightmost regressions will be influenced by the
imprecision of the initial break-point that is held fixed, the
leftmost segments become independent of that effect.
3.2.1 Segmented Regression model
The chosen approach draws on a method proposed by Muggeo, which enables a probabilistic linear segmented fit on
a set of discrete data using an iterated optimisation of initially chosen break-points [20]. Muggeo’s regression model
is based on a discrete set of observations, say {Zn , Yn } 2
with no knowledge about the relation between those observations (as is generally the case for regression problems).
However, in the current case of discretely sampled audio
data with a relevant sampling frequency, it is known that
intermediate data can be approximated by interpolation.
The inclusion of interpolation enables an increased fractional sample precision and avoids conversion to false local
minima (since samples at break-point values can partially
belong to each of the two surrounding segments). It can
be shown that a regression including an increasing amount
of interpolated data converges to using continuous interpolated functions of the explanatory variables Z = Zn + z 0
and response variables Y = Yn + yn0 (where z 0 ([0, 1[) and
yn0 ([0, 1[) represent the continuous interpolation functions
over one sample), and replacing the summation over the
observations by an integral.
To enforce a regression with a fixed leftmost break-point,
say Φk , the regression must be expressed as relative from
that break-point and its ordinate αk (updated after each regression), which can be achieved by subtraction of it. The
newly defined explanatory variable-function is z = Z −
Φk , the break-points are ϕi = Φk+i − Φk (note that ϕ0 =
0) and the response function becomes y(z) = Y (Z) −
αk , but for notational convenience the z argument will
be dropped after the introduction of a variable, or where
it should be clear from the context. The data concerned
2 note that an index n always refer to a sample number while indexes
i, j, ... or numeric indexes refer to a break-point number.
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in this regression is comprised in the restricted domain
z = [0, ϕN [, where ϕN is the rightmost (fixed) breakpoint.
The continuous time model equation can be simply obtained by replacing the discrete with the continuous variables:
y (z) = β0 z0 +

N
−1
X

βi (z − ϕi )+ + r (z)

(1)

i=1

where β0 is the slope of the first segment and the succeeding βi are the differential segment slopes (i.e. how
much change inPslope there is compared to the previous
m
segment), i.e.
i=0 βi is the slope of segment m, with
i = {1, 2, ..., N − 1} and for i < j, ϕi < ϕj < ϕN
and r is a residual signal. Hence, the segmented regression
model ym , to be used in this iterative procedure at each
step s, is
y=

(s)
ym

+r

(s)

= β0 z0 +

N
−1 
X

(s)

β i zi

(s)

+ γi ci



+ r(s)

i=1

(2)
where {β0 , βi , γi } are the model’s parameters and
(
(s)


0
z ≤ ϕi
(s)
(s)
(3)
=
zi
=
z − ϕi
(s)
(s)
+
z − ϕi
ϕi < z
(
(s)


0
z ≤ ϕi
(s)
(s)
ci
= (−1) I z > ϕi
=
(4)
(s)
−1 ϕi < z
are the explanatory variables. After regression, the breakpoint values can be updated as follows
(s+1)
ϕi

=

(s)
ϕi

γi
+
βi

(5)

And iterated regressions are performed until desirable conversion. Note that hereafter the iteration step argument (s)
will be left out for notational convenience.
3.2.2 Minimising mean square error
To find an optimal fit, first the sum of the least square error
can be expressed
Z ϕN
2
R2 =
(y − ym ) dz
(6)
0

and its minima with regard to all parameters are found by
looking for the zeros of the partial derivatives with respect
to the parameters. E.g. for βj this gives

Z
ϕ
N
∂R2

2
=
2βj zj − 2yzj + 2β0 z0 zj
∂βj
0

+2

N
−1
X



(7)


(βi zi zj + γi zj ci ) dz = 0

i=1
i6=j

This results is a set of 2N − 1 equations and unknowns,
which can be solved after the integration is calculated for

each term. For terms of the form zi cj≥i , zj≥i ci and ci cj ,
not containing any response variable, the linear interpolation results in linear functions, which allows to analytically reduce the calculations to only include the lower
and
R ϕNupper limits of the integration. For instance the terms
zi zj>i dz reduce to
0
ϕ3N − ϕ3j
ϕ2N − ϕ2j
− (ϕj + ϕi )
+ ϕi ϕj (ϕN − ϕj ) (8)
3
2
and analogous expressions can be found for the other terms.
Terms containing a response variable require the interpolation equation to be introduced. Writing y = yn + an z 0
with sample-slopes an = yn+1 − yn , the integral over z
becomes a sum of integrals over each interpolated sample
PnN R fN,n 0
n=ni fi,n dz with ni = bϕi −zn=0 c the sample index
of the sample where break-point ϕi occurs, and where


n < ni
1
fi,n = ϕi − zn n = ni
(9)


0
ni < n
is the fractional part of each sample to be included in the
PnN R fN,n
integration (for each ϕi ). Hence, the n=n
yzi dz 0
i fi,n
terms reduce to
"
nN
2
2
3
3
X
fN,n
− fi,n
fN,n
− fi,n
+ (an zi,n + yn )
an
3
2
n=ni
#
+ yn (zn − ϕi ) (fN,n − fi,n )
(10)
and an analogous expression can be found for terms of the
form yci .
Once the βj and γj coefficients are obtained, it can be
verified if γj is inferior to a tolerance value γth of choice,
which ends the iteration if true for all j and otherwise
triggers a new regression with updated break-points using
equation (5). Figure 2 shows an example of a few oscillations with an initial segmentation (in dashed green) and
regressed segmented estimations (in solid red).
3.2.3 Exception Handling
After each regression, apart from the convergence condition γj < γth ∀j , two more conditions are verified to handle singularities and other exceptions.
While most initially detected segments converge reasonably quickly, there are some exceptional cases. Box stipulates that convergence is not necessarily guaranteed with
this linearised iterative regression model [21]. Therefore,
the initial break-points should be chosen in a convex region around the finally regressed break-point, while the iteration updates should not lead the break-points out of that
region. As already reported by Muggeo, in certain cases
the algorithm can stagnate in alternating between two values, so that the tolerance value γth is never reached [22].
In other cases, an alternation with eventual conversion occurs, but often only after a long iterative process. For now,
we simply allow a maximum number of iterations that is
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Figure 2. Example of a few measured steady-state oscillation cycles (in solid black) produced with an up bow on
the E-string, playing an F# (744 Hz). The blue dashed
lines represent the positive and negative RMS signals, the
dashed green line shows the initial segmentation and the
solid red line shows the regressed segmentation.
sufficient for almost all tested data. It was noted that exceptions exceeding 100 iterations only occur for particular
wave-shapes, which is not further discussed in this paper.
The foremost exception occurs when the a set of successive break-points lose the time-order when recalculated after an iteration. This can occur when the data between the
break-points is significantly conflicting with the model, i.e.
when it is significantly nonlinear in a way that it misleads
the first order Taylor series approximation, leading to an
excessive break-point jump. For such cases, a reasonable
workaround was found by shifting the new break-point values closer and closer towards the values from the previous
iteration (repeatedly calculating the mean value) until the
time-order conflict is resolved. This exception typically
occurs when the data and initially estimated break-points
do not conform with the model, e.g, for some multipleslip, and transient regimes. Since we plan to improve the
initial segmentation strategies for this purpose, we are not
concerned about these exceptions at this stage.

3.3.2 Relative corner position
The model also enables retrieval of a third cycle-related
feature, given by the position of the middle break-point
within each oscillation cycle (i.e. the corner position relative to the oscillation cycle, e.g. in figure 1 the ratio of the
stick duration over the stick and slip durations together),
which will be referred to as the “(relative) corner position”
or the “duty cycle” 3 .
This feature bears an interesting relation to physically
known aspects. While the acoustic losses and string stiffness try to bring the duty cycle to 50% (as explained in subsection 2.1), it is the bow-string-interaction that tends to
force the duty cycle towards the ideal Helmholtz case [17].
Hence, it may be expected that a bow release from the
string could be identified by a changing corner position towards the middle.
Furthermore, provided the pick-up and bow position are
closer to the bridge than to the nut or the finger pressing
the string (which is the case for the majority of finger positions), the longest of either the measured up or down going
oscillation sections will correspond to the case where the
Helmholtz corner is traveling on the nut (or finger) side of
the string and where the string is sticking to the bow (as
indicated in figure 1). Since in this state the string and
the bow nearly coincide in velocity [9], the up or down
movement reveals the bowing direction (and an approximation of the bow velocity). Therefore, the relative corner
position is expected to alternate between the [0, 0.5] and
[0.5, 1] ranges when bow direction changes occur.
3.3.3 Normalised corner position

As mentioned earlier, the acoustically-informed segmentation model is expected to provide characteristics that are
inherent to the sound which in its turn captures the player’s
musical intentions.
The features can be extracted from the parameters of a
single complete oscillation cycle, which is defined as one
stick and one slip, or two line segments encompassing three
breakpoints.

Another physical fact related to the corner position can be
derived from the theory in section 2. In an ideal Helmholtz motion the relative corner position matches the relative pick-up position in the freely vibrating part of the
string (which can be estimated from the priorly measured
pick-up position and total string length, and using the estimated fundamental frequency). Hence, it can be expected
that the measured deviation from that theoretical prediction is dictated solely by the mentioned interplay between
acoustic losses and bow-string-interaction properties.
In other words, while fingered notes change the relative
pickup-position and thereby the relative corner position,
the ratio of those features, hereafter referred to as the “normalised corner position”, should provide a feature whose
deviation from 1 or −1 reveals a more note-independent
indication of the player’s input.

3.3.1 Amplitude and fundamental frequency

3.3.4 Root-mean-square deviation (RMSE)

Provided that the oscillation cycles were identified correctly in the initial segmentation stage, the amplitude and
the fundamental frequency can be derived directly from the
current model by respectively calculating the signal amplitude between the successive break-points and the temporal
distance between each pair of segments. Multiple consecutive periods could be considered, equivalent to a moving
average filter, to reduce noise in the parameters at the cost
of latency.

The limitations of the model also potentially carry useful
information, which can be studied by comparing the segmented signal and the original data. For now, we only consider the total root-mean-square deviation (RMSE) of this
residual error, which can be interpreted as a lumped feature, comprising the combined effects of all other so far

3.3 Feature Extraction

3 We note that the duty cycle of the signal reflects the stick and slip
regions as they pass by the point of measurement, which would be slightly
different than the actual stick and slip regions at the point of bowing.
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Figure 3. Four examples of segmented regressions of measured violin string displacement signals. The black and orange curves respectively show the measured and regressed
signals.
neglected properties of the original signal. From a physical viewpoint, most deviations from the ideal Helmholtz
motion are roughly proportional to the amplitude and period of the signal. Hence, it is more appropriate to express
the error as relative to these features. Meanwhile, from a
perceptual viewpoint, this independent expression of the
error feature makes it more consistent with timbre.
4. RESULTS
We carried out an evaluation where we instructed an advanced violin player to perform a set of specific techniques
and a series of musical excerpts. The separately measured
string movement was recorded and analysed with the presented algorithm. By comparing the feature results with
various amounts of segments N in the regression, it was
found that a number of N = 6 segments results in the optimal balance between low-noise features and latency (a
more detailed report on this is out of the scope of this paper), and convergence was obtained in about 10 to 30 iterations with γth = 10−6 .
It must be stressed that the purpose of this paper is not to
solve a physical model to provide performance parameters
such as speed or force of the bow, but rather to generate a
parametrisation that responds meaningfully to the changes
in the performer’s actions, which can later be used in realtime performance applications. This means that there is no
obvious ground truth to compare against in this case.

interrupted by short intermediate sticking phases. It can be
also noted that also all non-modelled effects in these examples repeat themselves exactly on consecutive cycles, i.e.
they also represent deterministic steady-state components.
All examples also show rounded corners, but it is worth
mentioning that other signal examples showed a wider variety of corner roundings (not plotted). In figure 3 (d), the
low amplitude at the beginning of the note onset proves
vulnerable for bowing gestures causing an offset in the signal as the first oscillation cycles are not detected. It can be
also seen, in this example, how a second slip (i.e. a second
harmonic) occurs but fades out again quickly.
4.2 Sound Features
Figure 4 (a) shows the obtained features for a few particular playing techniques, which are annotated at the bottom 4 . We note that that the data used for this figure only
contains samples without bow changes. Figure 4 (b) shows
the features for the first twelve notes of J.S. Bach’s II Double BWV 1002, along with indication of note-changes and
the played note and string.
The fundamental frequency is compared with an f0 estimation provided by the Sonic Visualiser software, which
relies on the LibXtract library [23, p. 69] that implements
an estimation based on the “Average Magnitude Difference
Function”. It should be noted that this estimator uses an at
least four times larger time frame than the oscillation periods, resulting in a low-pass filtered yet slower response.
4.2.1 Varying bow speed
It is interesting to note that the normalised corner position
deviates more from unity for the lower bow speed. As can
be seen in figure 3 (b), it is likely that the ripples in the
sticking section are biasing the actual corner position. A
closer examination confirmed that a virtually equal corner
position is found between high and low bow speed when
the feature is derived from the initial segmentation (i.e.
using the minimum-to-maximum peaks), which may support this hypothesis. This example illustrates how effects
that are not taken into account in the model can slightly
influence the features. While there is no significant change
in the average fundamental frequency with changing bow
speed, there is a clearly increased noisiness of this feature
in the low bow speed case. This may be related to the
fact that low oscillation amplitudes are more sensitive to
bowing gestures, which can also be perceived as a more
hesitating sound.

4.1 Segmented Regressions
4.2.2 Varying bow force
Figure 3 shows four examples of segmented linear regressions of oscillation cycles. Figures 3 (a), (b) and (c) are all
steady-state regimes of A4 notes, but they are played with
different playing techniques, which can be noted from figure 4, where reference to these figures is made in the time
axis. Meanwhile, (d) is an attack transient of an F#5 note.
In most cases, the regressed segmented signal is reasonably close to the measured signal. Especially the shorter
segment, corresponding to the bow-string slip-phase, is generally very linear, except for rare cases such as in figure 3
(c) where “multiple flybacks” occur, i.e. the slip-state is

While a change in bow force also evokes a change in amplitude, it does not affect the corner position so much, but
rather the fundamental frequency and its noisiness seems
to show a noticeable correlation.
4.2.3 String release
As predicted by the theory, when the bow is released from
the string, the corner position converges towards 0.5. This
4 It should be noted that, in this brief study, the evaluation of the bowing parameters hasn’t been strictly independently evaluated.
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Figure 4. Obtained features for signal samples of various playing techniques (a) and of a musical phrase (b). Playing
techniques and played notes are indicated at the bottom rows. The labels (3a), (3b), (3c), (3d) in the timeline refer to the
respective plots of figure 3.
appears to occur quite fast, and it is also worth noting that
it even surpasses this value. The increase in RMSE can
be explained by the fact that the gradually rounding wave
shape diverges more and more from the triangular Helmholtz shape. However, the fastest identification of this particular regime seems to be provided by the corner position features. The more precise representation of the normalised corner position reveals a clearly abrupt transition
when the bow releases the string.
4.2.4 Sul tasto bow position 5
This bowing technique results in a very good approximation of the Helmholtz motion, which can be noted from
the remarkably low RMSE feature. Because of this low
RMSE, we can confidently say that the fundamental frequency obtained from the regression is not corrupted by
falsely detected cycles, and that it are failures of the LibXtract method that are at the cause of the deviations between
the curves.
4.2.5 Staccato
As shown in figure 3 (c), the first of the played staccato
notes is marked by multiple flybacks in the slip regime.
Meanwhile, the wave shape in the second staccato note is
similar to 3 (a). The flyback regime may well be the cause
of the former’s unusually low normalised corner position.
4.2.6 Musical phrase
As theoretically predicted, most bow direction changes can
be clearly identified from the swap in corner position. It
would be useful if there were a feature threshold that enables separation of note onsets and more steady-state oscillation regimes. With the current model, the note onsets
cause erroneous initial segmentations which lead to the
high RMSE values noted in figures 3 (b) and 3 (d), which
would therefore be a potential candidate to identify noteonsets. However, closer examination revealed that there is
5

Sul tasto means bowing near or over the fingerboard.

no RMSE threshold that enables fully consistent identification.
Since various finger positions are used in this excerpt, it
can be noted that the normalised corner position indeed
confirms a behaviour that is more independent from the
note than the relative corner position on its own.
While there appears to be an erroneous leap in pitch at
the end of the first note, closer observation reveals an ambiguous fundamental frequency situation due to a strong
double-slip oscillation regime. It can be noted that many
dropouts occur in the fundamental frequency obtained by
LibXtract, which is mainly due to the low performance of
this method at low amplitudes.
It is further interesting to note that the notes E5, F#5 and
G5 are played both on the E and A string. The normalised
corner position for all of these notes is somewhat higher
when played on the A string (unlike the low bow speed
note in figure 3 (a), there are no ripples on the signal, excluding this potential cause). While a more comprehensive
study will be needed to draw pertinent conclusions, it can
be hypothesised that there is an inverse correlation with
the (vibrating) string length, which in turn may be related
to the amount of acoustic losses.
5. CONCLUDING REMARKS
Real measured string displacement signals appear to behave reasonably close to the ideal Helmholtz motion of
string vibration. Therefore, we hypothesise that approximating the measured signal by this signal model using regression yields meaningful parameters with regard to the
character of the sound and therefore to the player’s musical intent.
As a next step, the extracted parameters take a form that
could easily be adapted to control a musical synthesiser.
The frequency and amplitude parameters have obvious mappings for this application. While these can also be extracted with more generic signal-processing algorithms (e.g.
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[7]), our system takes advantage of the known characteristics of the bowed string. This specific-purpose approach
can provide less ambiguous features regarding the physics
taking place, with low and constant latency (compared to
spectral or windowed methods); which we believe can significantly improve fast and reliable quantisation of detailed
musical intentions. Our approach also allows a tuning between latency and precision based on the number of segments to be fit at a time.
The corner position enables detection of bow direction,
which could be used to shape the output sound, and its
converge toward 0.5 when the bow leaves the string could
change the state of a connected synthesiser from sustain to
release, even before the violin sound entirely stops. Meanwhile, the deviation of the normalised corner position from
±1 appears to be an indicator of the string length (yet it
may be biased by non-Helmholtz signal deviations, which
will be considered later). The periods of increased RMSE
often correspond to bow changes in a way that could detect
note onsets with less latency than the spectral methods that
are often used for onset detection on string instruments.
Meanwhile, low RMSE values may enable the identification of the sul tasto playing style. That being said, it should
be stressed that the goal of this work is not to extract physical parameters of violin performance, but it suggests a relationship with timbre or tone quality.
Finally, the systematic deviations identified in Figure 3
between the original signal and the segmented linear regression point the way toward further, more detailed feature extraction which could be used for performance applications.
The purpose of this paper has been to lay out the theoretical and mathematical foundations of a real-time feature extraction algorithm which draws on the physics of
the bowed string. The next stages of this work will apply
the results to real-time sound synthesis and consider the
subjective response of the performer to the resulting digital instruments.
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ABSTRACT
Dervish Sound Dress is a wearable piece of technology; a
garment that is inspired by the sacred experience of the
Whirling Dervishes or the Mevlevi Sufi order in Turkey.
The garment functions as an instrument when it is worn
and changes depending on how the wearer moves. The
cultural traditions of the Mevlevi Sufis and their
metaphysical experience during the turning ritual of the
‘sema’ performance is the inspiration behind the creation
of a garment that emulates sounds by using body
movement. Dervish Sound Dress is outfitted with sensors
that emit musical sounds with every movement that the
wearer makes. The movement triggers sensations through
haptic feedback like when a musician plays an instrument.
The project seeks to explore how technology can be
integrated into a garment as an expressive body instrument
to amplify contemporary sonic performance. Dervish
Sound Dress explores how through performance, sound
and sound vibrations that are used in a garment can
generate an emotive response in the wearer by creating
sonic expression. This dress is accessible to anyone
wishing to embark on a unique musical journey.
Keywords: Dervish, sound design, haptics, wearable
technology

1. INTRODUCTION
Dervish Sound Dress draws upon the sacred turning ritual
of the sema which means ‘to hear’ or to ‘listen’. It
symbolically expresses the formation of the universe and
man’s transition of love and respect to the Creator. 1 Often
referred to as the ‘Whirling Dervishes’ in the West, it is a
practice that originated in Turkey in the early 13th century
by renowned poet and Sufi mystic Celaluddin Rumi
otherwise known as Mevlana in Turkey. The sema
originated as a practice that was established as a
Copyright: ©2018 Hedy Hurban et al. This is an open-access
article distributed under the terms of the Creative Commons
Attribution 3.0 Unported License, which permits unrestricted
use, distribution, and reproduction in any medium, provided the
original author and source are credited
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supplement to regular obligatory Islamic prayers as a way
to create a direct connection to the divine using music,
body movement and contemplative prayer. Although still
in existence today, the practice was banned in the 1920’s
by Mustafa Kemal Ataturk as a means to ‘modernize’ or
‘Westernize’ Turkey. Many Dervish tekke2 were closed and
Dervishes were forced to practice the sema underground.
Nowadays the practice is a dwindled tourist attraction in
Turkey, however authentic tekke and dervish performances
still exist and have been revived. Dervish Sound Dress is a
commentary on the past, present and the future of Turkish
culture that uses a sophisticated ideal of technology by
taking the sacred experience and Islamic tradition and
creating artistic expression from it. The thrust of this
research is to implement new technologies within
garments to explore new performance practices. This is
explored through designing a garment that uses a wide
range of sounds, melodies and rhythms and utilizing active
haptic3 mechanisms and proprioception for the wearer. By
combining the areas of wearable technology, costume
design, computer music and performance, a musical
journey which is felt and created by the performer can also
be experienced by the viewing/listening audience
immersing them into a unique sound experiment.
1.1 A Performative Wearable
The differing layers of Dervish Sound Dress establish it as
a unique piece of performance art that combines fashion
design aesthetics with sound design, wearable technology
and cultural traditions. It is a performative wearable that
can be worn by a dancer, a Dervish or the public. The
initial experiments of the dress will be the catalysts for
developing garments that generate musical sounds to
formulate compositions using body movement.
Seamlessly integrating technology and textiles to create a
streamlined, intuitive interface which is performer
controlled is the core of this project. Based on these
1

http://www.semazen.net
The ‘tekke’ refers to the gathering place or ‘lodge’ in which dervishes
practice the sema and gather for prayer and training.
3
The term ‘haptic’ is derived from the Greek word meaning ‘touch’, from
Greek haptikos "able to come into contact with," Harper, D. 2018.
Available at: https://www.etymonline.com/word/haptic [Accessed:
February 2, 2018].
2
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observations, the research for creating contemporary
performance inspired by the sema using intelligent
garments will be explored.
The intention is to analyze whether the dress could
potentially enhance the interactive aspect of what a dervish
may encounter during a sema by allowing the wearer to be
immersed in a more interactive experience. This is done by
implementing haptics which act as sensory indicators on
the dress itself. When sound is emitted, the haptic vibration
is triggered on the bodice of the dress allowing the wearer
to ‘feel’ the sound vibrations. Introducing haptics as a tool
for stimulating and enhancing the sensory experience of
the wearer can lead to an effective and tangible output.
Haptic technology can assist the wearer by providing cues
that are given by gestural recognition. Essentially, the
garment is a wearable instrument which is a programmable
interface that is controlled by the wearer.

1.2 Background and design inspiration
The inspiration is derived from the sema and is also
influenced by the playing of instruments that are situated
close to the body, such as a stringed instrument. One of the
essential elements to a performance is the music and
rhythm which propels the Dervishes into a trance-like state
or meditation through movement. Mevlevi or Sufi music
can also be described as religious or classical music which
is essential to the mystical component of the sema
(Friedlander, 1975). Sufism can be described as the
“mystical experience in, and the ecstatic and emotional
realization of, the presence and power of God” (Lifchez,
1992). The ‘Whirling Dervish’ performance is a spiritual
expression of love and devotion to God. The music that is
used during the sema enhances the Dervish’s experience
of striving to attain a higher level of consciousness and
connection to his faith.
The sema ideally involves the use of poems and music to
focus the listener’s concentration on God and perhaps even
induce a trance-like state of contemplative ecstasy (Lewis,
2000). During a sema performance, the Dervish begin their
‘turning’ very slowly; almost as though they are
undetected. The hands start to spread out as one faces the
heavens, the other points down to the earth, and the turning
begins as though their skirts reflect the orbital patterns of
the planets.
Although Dervish Sound Dress is not meant to be a
‘fashion’ garment per se, the textiles used are influenced
by Ottoman Turkish garments of the 15th to 16th centuries
which are rich in embroidery and colorful fabrics. The
lush, vibrant and contrasting colors of the textiles were
commonly worn during this period. Many entaris4 that
were worn by the Ottoman Sultans were also appropriated
by the Dervish orders in Turkey although their garments
were far less ornate and detailed. The different layers of
cloth are an important characteristic of the diversity of
4

The entari is a traditional garment composed of layered robes worn in
Turkey dating back to before the Seljuk period (10th Century).

Turkish traditional clothing (Koç, 2011). The traditional
garments worn by the Mevlevi are an ensemble of a white
jacket that is tied around the waist, a belt or sash and a
large white circular skirt with long trousers underneath. As
the skirt opens during a ‘turning’ performance, the more
magnificent the silhouette becomes. Dervish Sound Dress
resembles the silhouette of the tenurre5 worn by the
Mevlevi Dervishes, using a pale blue jacquard fabric and
a red contrasting lining and is exposed when the dress
becomes fully ‘turned’ during the performance. It is
constructed in two pieces; a bodice and a skirt with a belt
that stores a microcontroller unit.
A design that can combine these elements into a singular
technologically sound user interface will allow for the
overlapping of different disciplines, whilst respecting a
venerable cultural tradition to be used in a contemporary
art performance practice.
The project strives to emphasize the intersection between
digital art, biometrics, music, performance, costume
design, culture and wearable technology.

2. WEARABLE TECHNOLOGY
Wearable technology can be defined as the use of
technological interfaces that are interlinked with textiles
for fashion or practical functionality. Humans have had a
desire to develop technology that extends the functionality
of the human body (Olsson, 2008). Wearable tech also falls
under the umbrella of ‘smart’ accessories such as
wristwatches, headgear, eyewear and footwear. Wearable
fashion technologies are in fact ‘designed’ garments
accessories, or jewelry that bring together aesthetics and
style with functional technology.
Fashion designers who are using smart textiles or
integrating fashion and technology in some way require
collaboration with electrical engineers and programming
professionals.
2.1 Innovations in wearables
The changing landscape of technology and how societal
and economic pressures of using technology in varying
ways to suit consumer interest and demand is what the
future beholds. Thus, commercial interest in fashionable
wearables is increasing, as seen in clothing using
embedded technologies that are becoming more evident in
the areas of sport, healthcare, rescue services and security
(Seymour, 2010). The possibilities of exploring emotive
textiles and garments can change the shape of the
capabilities that wearable technology can provide. The
scope for creating textile interfaces that engage a global
audience should be intuitive, and compatible with
emotional adapters (Quinn, 2010).
Where fashionable technology refers more directly to the
sense of style that a person reflects while wearing a
5

The tenurre is the skirt portion of the attire worn by Dervishes (Lifchez,
1992 pp. 270).
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garment that is designed with a mode of conveying an
amplified fantasy, wearable technology deals with wearing
objects that have been electrically engineered or
programmed in such a way that the wearer can interact
with the garment. Berzowska (2005) remarks that a
‘wearable’ garment should be constructed in a way that
makes sense to the wearer; that it is practical for use on the
body and doesn’t interfere with functionality. Moreover, it
should be attractive and a seamless integration in the cloth
so that the wearable computer is less fragile. The
explorations of the intersections between wearable
technology and fashion are inevitable. Fashion designers
who are using smart textiles or integrating fashion and
technology in some way require collaboration with
electrical engineers and programming professionals.
Technological innovations have made it possible to allow
for processing power to double, components to become
miniaturized, and alternative energies to become viable
options (Seymour, 2009). Fashionable wearables require
new offerings from computational technology where
innovation is much more advanced than in clothing design
technology (Zhang, 2016). Technological advancements in
using smart or conductive threads and textiles as well as
biomimicry, chemical, Nano, and bacterial textiles are
breaking ground in the research for new implementations
of wearable tech.

Turkish performance artist whose ‘Dervish in Progress’ is
an exploration of dance and performance without the use
of technology, yet his performance of turning and design
of a garment which resembles a dervish dress reveals a
unique possibility for interlacing the disciplines.
Imogen Heap is a musician/performer whose work with
the Mi. Mu gloves is changing how electronic music is
performed live. The gloves are designed using numerous
flex sensors and can handle gestural movements by
implementing conductive textiles connected to a computer
using a wireless interface. The gloves have the capability
to perform a variety of sounds by changing the movement
of the fingers.
CuteCircuit is a company that has developed several
garments using haptic mechanisms embedded in textiles.
The ‘Sound Shirt’ has made headway in the development
of using haptic vibrations in clothing to emulate a live
orchestral performance that is ‘felt’ rather than heard by
the wearer. The importance of how music can be felt as a
sensory experience is evident in their work.
Fashion designers are embracing the demand for
commercializing their products, making them accessible
for the mass market. Integrating software interfaces into
clothing is becoming more streamlined and less gadgetlike.

2.2 Fashion designers using Wearable Technology
Many fashion designers are collaborating with electrical
and software engineers to develop products that are
becoming more accessible to people. Moon Berlin 6 is a
design company that uses a unique light technique in their
high fashion garments creating a dynamic between light
and shadow effects (Berglin, 2013).
Hövding is a Swedish company that developed a collar
made for cyclists that uses accelerometers and gyroscopes
that are triggered by abnormal movements in the wearer
and inflates in the case of an accident to protect the head
(Berglin, 2013).
Integrating technologies seamlessly with the body poses
numerous challenges, including the intuitive nature of
computing. Humans are increasingly demanding that their
bodies become outfitted in the latest technologies. Fashion
designers are collaborating with engineers and scientists to
create groundbreaking designs and technological
advancements. Seymour (2009) discusses the importance
of collaboration between designers and engineers as key to
developing technology and wearable garments. Designers
such as Ying Gao use interactive garments such as the
‘(No)Where (Now)Where’ dresses which use photo
luminescent thread and imbedded eye-tracking technology
so that the viewer’s gaze changes the shape of the dress.
Many designers are using technology combined with
fashion design incorporating the significance of using
sound as a tool for creating a more emotional and
interactive experience within a garment. Ziya Azazi is a
6

Fashion designers using technology and wearables in their
designs need to be more concerned with creating new
experiences of human to computer interactions for benefits
other than for superficial or commercial uses. Exploring
these relationships with embodiment through multisensory engagement can have effective appeal (Cranny et
al, 2008).
The scope of the research for Dervish Sound Dress is to
implement new technologies within garments to explore
new performance practices. This is examined through
designing a garment that utilizes a wide range of sounds,
melodies and rhythms and active haptic mechanisms and
proprioception for the wearer.

3. MUSICAL COMPOSITION AND
PROCESS OF DERVISH SOUND DRESS
The principles of the dervish sema resonate with the design
of the costume. It embodies the enduring custom of
mystical ‘turning’ while taking a leap in an abstract
exercise using technological innovations and honoring the
cultural belief system of the Islamic practice. For this, the
sonic essence of the dress is one of the key elements of the
dress. The infusion of musical composition into the
garment itself provides a unique platform for performance
possibilities. Using authentic traditional Turkish
instruments for the sound element of the dress strengthens
the aesthetic of the design by enabling the genuine nature
of the musical aspect of the sema.

www.moonberlin.com
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3.1 Traditional Turkish classical music
The traditional composition of a sema can take several
hours, the first of which is spent in prayer and preparation.
The Dervish must fully brace themselves for the rigors of
turning for a considerable length of time. A practice which
takes copious months of training comes to fruition in the
magical turning spectacle of the sema.
Traditionally, several instruments are used during a
performance; most notably the ney (a flute-like
instrument), a khudum which is a percussive instrument
and the tambur (a classic stringed instrument).
Historically, these instruments and the genre of Klasik
Türk Muzigi7 or Classical Turkish Music were
instrumental in compositions created for the sema.
Dervish Sound Dress draws upon the sounds of the tambur
and the rhythms that are created by it. The motive is to
emulate the vibrations that are felt while a musician plays
an instrument, and the emotional response that the
musician and a performer such as a Dervish feels.
According to Eryaman, (2012) the sema consists of
listening to music and participating in whirling movements
and chanting to reinforce ecstasy and attain a mystical
state. In traditional performances, the musicians
improvised melodic compositions called ‘taksim’ and
determined the direction of the sema based on their
mystical feelings (Friedlander, 1974). For the ceremony to
be validated, three important elements must exist including
music, dance and oneness with Mevlana (Friedlander,
1974). Therefore a timed composition is key to
coordinating the body movement with the sounds that are
initiated by the performer. The goal is to allow space for
interpretation in terms of sound combinations however for
the initial performance, the aim is to explore how the
movement coordinates with the melodies and sound
compositions in the pre-programmed sensors.
3.1 Compositional elements using haptics
Using haptics can result in a much more expressive
experience for the wearer in that the vibrations felt while
sounds are being emitted enhances the progression. Leman
(2008) remarks that research on haptic feedback is often
linked with research on musical expression and performer
nuances. Not only are vibrations important because of how
they explain the instrument’s reverberation, but also
during the performance the sounds can heighten this
experience as the performer moves in the dress.
“Implementation of haptic feedback technology within
wearables will lead us into a new era, where we will be
able to carry virtual world and feel it” (Demidenko, 2017).
The dress design features haptic vibration as a sensory
reverberation so that the experience of wearing and
performing in the dress is more immersive and interactive.
The haptic vibrating motors will be triggered when sound
is activated by the wearer touching the conductive thread

‘buttons’ sewn onto the bodice. Haptic feedback can be
described as a sensory vibration that is felt when a sensor
is triggered on a garment or an electronic device. Haptic
or tactile feedback communicates information to the
wearer by using vibrations through tactile touch. Touch
sensation uses in a garment have several implications. A
feature of using tactile touch or haptics enables the discrete
sensory communication of vibrations from the device to
the wearer. If reverberations are sensed on the body, the
wearer can interact with the enabling design, much like a
musician interacts with an instrument that is played in
close contact to the body emitting similar haptic
vibrations. Haptics can contribute to imparting a more
powerful and tactile experience.
3.1.1 The interactive sonic space and haptic feedback
During a sema, the Dervish is focused on many sensory
applications that are initiated in the space that is created by
both the performer, the musicians and the audience.
Notably, the act of turning is a mode for transmitting
vibrations as is the constant and rhythmic rotation of the
body and the tempo of the music which drives the
movement. This mechanism of repetitive motion
inherently provides tactile sensations between the
performer and the interactive space as “musical
performance depends on bodily movement that goes
beyond the auditory and the sense of hearing” (Rebelo,
2006).
3.2 Turkish Tambur
The sensors are programmed with synthesized sound
samples of the traditional Turkish tambur which is an
instrument that is sometimes used during a sema
performance. Keeping the integrity of the instrument is a
fundamental component of the design and overall output
of the sounds. The tambur is a stringed instrument with a
high frequency of vibrations which reverberate for a longer
period, creating a droning ambience. The sound design
component relies on using organic sound samples of the
classic Turkish tambur. The samples have been recorded
by a classical tambur musician and manipulated in
computer music design software creating ambient tones,
drawn out melodic arrangements and rhythms that
resemble the classic instrument. This gives the garment a
unique edge by functioning as a computer digitized
representation of a stringed instrument that is activated by
motions of the body.

4. TECHNICAL ELEMENTS
The proposed composition is a performance that is
initiated by the wearer and output to a speaker system,
whereby the audience can also become involved in an
audio/visual event.
The construction of the dress is done by enabling a variety
of sensors that perform according to how the sound is

7

Bates, E. 2011. Music in Turkey: experiencing music, expressing
culture. New York: Oxford University Press.
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triggered by movement of the wearer. These determine the
output based on the rotation of the dress using a
gyroscopes/accelerometers/compass sensor which will
measure the speed of the dress as it is turning. Flex sensors
are placed in the sleeves close to the inner elbow and
trigger sound when the arms are in certain positions based
on a threshold of values. The flex sensors efficiently detect
the angle of movement in the sleeves and are placed there
to emphasize the gestures made by the arms which release
sound.
The progression of the dress corresponds to how the sound
elements evolve. A key component to the technical
element of the dress is the composition and choreography.
The performer must comprehend the operating functions
of the dress whilst following a planned composition with a
notated score and set of movements. Although the dress
provides the opportunity to create a scored musical
composition, the sounds can also be interpreted by the
wearer as they experience the dress.

The dress is programmed using the Arduino
microcontroller system which is attached to the belt
section of the dress. The thresholds are determined using
algorithms created with Max by Cycling ‘74 and Arduino
software. The sensor data is preprocessed by mapping the
sound samples to each individual sensor and analyzing the
data created from it. The dress functions wirelessly
enabling the performer in free, unrestrictive movement.
All wiring and components are concealed within the lining
of the dress.

Flex R
Flex L

Conductive
thread ‘buttons

4.1 Sensor Placement and choreographed body
movement
Capturing the movement and energy of the Dervish is the
inspiration for how the dress initiates sound depending on
its position. In a performance setting, the starting position
of the dress begins with the performer’s arms crossed at
the chest and the body is standing still. As one arm unfolds
and then the other, sounds are triggered until the performer
begins to turn. As the speed of turning increases, more
sounds are triggered until the dress is fully opened
allowing for a cacophony of sounds to be emitted. The
conductive thread button is sewn in a circular pattern on
the bodice of the dress and attached to a capacitive touch
sensor. When the performer touches the button, haptic
vibrations are released along with pre-programmed sounds
of the synthesized tambur. Other buttons are used and
when touched these will also activate ambient sounds to
accompany the melodic sounds output from the turning of
the dress and the arm movements.
The overall placement of the sensors tracks the various
movements, positions and gestures of the performer (see
Table 1). Analyzing the form of the dress from starting
position to when the dress is fully rotating is done by
testing the speed and momentum of the rotation.
Aesthetically, the conical shape that the skirt forms while
in a fully turned position is what makes the performance
mesmerizing. Maintaining the shape of the dress while in
a continuous state of ‘whirling’ is the driving force behind
how the sensors are placed and how the musical
composition evolves over time (see Figure 2).
The accelerometer/gyroscope/compass determines the
increase and decrease in volume of the melodic sound
sample based on the rotation of the dress. The performer
as well as the audience can anticipate the progression of
sound. This bonds the relationship between the performer
and the audience by offering a direct link to how the sound
evolves during the performance.

Haptic vibration motor
Arduino microcontroller

Gyroscope/Accelerometer

Figure 1. Design concept and sensor placement for
Dervish Sound Dress

Sensor/hardware
component
Flex Sensor Right(R) and
Left (L)

Conductive
‘buttons’

thread

Haptic vibration motor
Arduino microcontroller

Accelerometer/gyroscope

Description of Function
Flex sensors in sleeves
detect movement and
produce sound when
sensor value reaches a
certain threshold.
Attached to capacitive
touch sensors, the buttons
are programmed with
synthesized musical tones
and melodies.
When buttons are touch,
vibrations are released.
Stored in the belt of the
dress and programmed
wirelessly.
Detects both speed and
velocity of the dress.
Based on a defined
threshold of movement,
sound is triggered.

Table 1. Description of sensor placement and function.

5. OBSERVATIONS
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A prototype using the previously mentioned sensors and
conductive thread has been produced with promising
results (see Figure 2). The implementation of sound
samples which are allocated to the sensors provide a
variety of sound possibilities and compositions.
The next phase will be coordinating a performance in a
theatre setting with a skilled dancer. After these initial tests
Dervish Sound Dress will be constructed from the blue
jacquard and red satin textiles. The goal of the design is to
make it comfortable to wear, practical to put on and off and
perform in. The sleeves will need to fit closer to the skin
to allow for accurate data flow from the flex sensors.

Figure 2. Prototype of Dervish Sound Dress displaying
touch pad buttons on bodice

6. FINAL REMARKS
The essential features that enable Dervish Sound Dress to
perform use haptic feedback, computer music sound and
design. Combining these elements needs further
exploration in the realm of wearable and fashionable
technologies and in performance. The dress is influenced
by the classic Ottoman Turkish textiles and layers of fabric
and appropriates the sacred sema experience of the
Mevlevi Dervishes. It is a commentary on how wearable
technology can be seamlessly integrated for a meaningful
interactive experience for the wearer that expresses sound
through gestural movement and performance.
Based on conclusions of experiements conducted in the
first performance, the aim will be to analyze the options
for using smart fabrics rather than attaching sensors to the
garment. This result will be a less restrictive design from
the reduction of bulk of hardware units for easier flow of
movement of the performer, and a more streamlined,
intuitive interface of the garment which is performer
controlled. Feedback from performers will be essential in
refining how the dress will work against the body and
movement.
The future of fashionable garments or costumes that use
wearable technology such as Dervish Sound Dress can be
built with much more enhanced technological capabilities.
These innovations could further explore how the garment

would function as an extension of the body; as an
instrument, capable of autonomously making musical
compositions by using gestures. The design of clothing
seamlessly integrating with technology could be used in a
variety of art and performance practices including dance,
theatre, and opera to augment the wearer and audience
experience.
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ABSTRACT
The aim of this paper is to explore deep learning architectures for the development of a real-time gesture recognizer
for the Leap Motion Sensor that will be able to continuously classify sliding windows into targeted gesture classes
related to responsive interactions that are used in controlling the performance with a virtual 3D musical instrument.
In terms of responsiveness it is assumed that the gestures
can be recognized within a small time interval, while the
employed gestures are inspired by interaction with realworld percussive and string instruments. The proposed
method uses a Long Short-Term Memory (LSTM) network
on top of a feature embedding layer of the raw data sequences as input, to map the input sequence to a vector
of fixed dimensionality which is subsequently passed to a
dense layer for classification among the targeted gesture
classes. The performance evaluation of the proposed system has been carried out on a dataset of hand gestures of 8
classes with 11 participants. We report a recognition rate
of 92.62% for a 10-fold cross-validation setup and 85.50%
for a cross-participant setup. We also demonstrate that the
later recognition rate can be further improved by adapting the trained model with the addition of few user gesture
samples in the training set.
1. INTRODUCTION
Along with the modern software and hardware advances in
Motion Capture (MoCap) technology, the demand for designing touch-less interfaces shown up, which by its side
inspires further research activities related to body and hand
gesture recognition. Human-Computer Interaction (HCI)
applications that directly utilize gesture recognition systems include sign language recognition, robotics, Virtual
Reality (VR), and music among others. This paper focuses
on hand gesture recognition and according to the literature, two main gesture types are found: static and dynamic
hand gestures [1]. Static hand gestures refer to the postural information derived from the instantaneous extraction
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of hand contours and regions of interest. On the other
hand, dynamic hand gesture recognition lies on the temporal evolution of the fingers’ joints positions and overall
hand movement during a performed motion pattern.
However, dynamic hand gestures are still non-trivial to
be robustly recognized by computers due to the complex
anatomy of the hand skeleton which provides 27 Degrees
Of Freedom (DOFs) in total [2]. Hence, the fingers motion
trajectories have a great variety of possible shapes which
could be subjected to serious occlusions [3], as well as diverse intraclass and interclass similarities that complicate
the recognition process [4]. Furthermore, the musical gestures that are continuously carried out during an instrumental performance, are affected by numerous cognitive mechanisms such as visual, auditory and tactile sensorial cues
that should be taken into account when designing gesturedriven virtual music instruments [5].
With the emergence of depth sensors such as the Creative Senz3D 1 , Microsoft Kinect 2 and Leap Motion 3 ,
various studies have explored the potential of employing
such interfaces for interacting with virtual music instruments [6–8]. However, the interaction frameworks that
are usually employed in these gestural applications do not
consider the active role of prediction, rather than focusing on reactive mappings [9]. Despite recent advances in
the fields of Machine Learning (ML) and Artificial Intelligence (AI), significant work remains to be done for achieving satisfactory recognition performance in expressive and
real-time music interaction scenarios [10].
Therefore, this paper focuses on recognizing dynamic
hand gestures with the Leap Motion (LM) sensor in the
context of musical performance with virtual instruments,
which are inspired by real-world instrumental interactions.
Recognizing such gestures is challenging since: (a) they
convey a great amount of temporal information; (b) the
recognition window is very short; (c) there is a lack of
physical constraints (e.g. specific tangible instrument body
or string positions); and (d) there is great diversity in the
way a single gesture is performed by different or even individual users. We consider two families of musical gestures, namely, tapping and plucking for simulating percussive and stringed based instrumental interactions respec1 https://us.creative.com/p/web-cameras/
creative-senz3d
2 https://developer.microsoft.com/en-us/
windows/kinect
3 https://www.leapmotion.com/
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tively. The proposed gesture recognition system receives
as input the raw hand skeletal tracking data from a LM
sensor which are fed to a deep neural network that performs a classification problem of 8 categories; the corecomponent of the employed classifier is a Long ShortTerm Memory (LSTM) Recurrent Neural Network (RNN).
The highest recognition rate for a 10-fold cross-validation
setup is 94,5% and 86,5% for a cross-participant setup (i.e.
when the data of a participant at a time are left as test-set);
the incorporation of few gesture samples from the testparticipant is also studied, examining a scenario where the
user fine-tunes the system with his own gestures for improved accuracy. These results concern a window-based
accuracy (i.e. the recognition accuracy within a window of
LM frames), which can be applied in real-time scenarios
of gesture recognition in consecutive windows.
The remainder of the paper is organized as follows; in
Section 2 we briefly introduce some related research works
in the context of dynamic hand gesture recognition and
gesture-based interaction with virtual music instruments.
Next, Section 3 introduces the research problem that we
address along with its application context. In Section 4 we
describe the collected dataset and the system architecture
of the gesture recognizer, while Section 5 presents the experimental setup, the configurations and the performance
of the proposed system. Finally, Section 6 draws the conclusions along with a discussion on future improvements
and developments.
2. RELATED WORK
Early contributions on the task of 3D dynamic gesture
recognition relied mostly on the extraction of hand features from consecutive RGB image sequences by applying computer vision and image processing techniques [11].
However it is quite difficult to capture the rich spatiotemporal movement relations of dynamic hand gestures
with a monocular camera sensor [3]. With the advent of
innovative depth sensors such as the Microsoft Kinect and
LM sensor, there was an increasing interest by the research
community to incorporate depth tracking data streams for
estimating real-time hand gestures.
One of the first studies that targets sign language recognition based on tracking data from a LM sensor was developed by Marion et al. [12], where ad-hoc hand features
computed from the raw positions and orientations of the
fingertips are fed to a Support Vector Machine (SVM) classifier for estimating the performed letter signs. Furthermore, they examine additional features extracted from a
combination of depth data captured from both Kinect and
LM sensors, which could increase the overall recognition
performance. A similar approach was followed in [13],
where LM and Kinect sensors were jointly calibrated by
means of combining two classifiers for the different feature
streams; a SVM classifier for the LM-based features and a
Random Forest for the depth-based features of Kinect.
A music related project that utilizes both LM and Kinect
sensors for interacting with a virtual music instrument,
called “Intangible Musical Instrument” (IMI) [14], targets
piano-like gestures. More specifically, two LM sensors

(i.e. one for each hand) are dedicated to recognize the
piano-like gestures which are directly mapped to the inherent dynamics, articulation and duration metaphors of
natural music interaction, while a Kinect sensor targets the
motion trajectories of the head, arms and vertebral axis,
which are indirectly mapped to a granular sound synthesis engine. An attempt to use simple artificial neural networks for real-time recognition of piano-like gestures was
introduced in the “Virtual Piano” instrument [15], where
finger-based features were firstly computed from raw LM
tracking data and then fed to a simple Multilayer Perceptron (MLP) classifier. An interesting study that focuses
on out-of-range (not captured entirely by the sensors) and
overlapping (with significant occlusion) hand gestures is
called “Embodied Sonic Meditation” (ESM) [16], where
the authors experiment with K-Nearest Neighbors (KNN),
Binary Decision Tree and SVM classifiers for recognizing
7 ancient Buddhist hand gestures named mudras.
With the breakthrough in deep learning architectures
there is a growing trend towards the development of complex models that are able to extract high-level features
and predict the spatio-temporal evolution of hand gestures. McCartney et al. [17] proposed a 3D gesture recognition model based on Convolutional Neural Networks
(CNNs), which can identify 2D projections of the 3D
space by combining the output of three different 2-layered
CNNs for each individual projection plane (i.e. XY, YZ
and XZ). A different CNN-based approach was introduced
by Molchanov et al. [4], who utilized depth and intensity
channels with 3D CNNs, where each channel was fed to
a dedicated network. However, most methods either consider pre-segmented gesture data sequences or treat segmentation and classification as separate problems. For instance, Dynamic Time Warping (DTW) [18] and Hidden
Markov Models (HMM) [3, 19] have been used as segmentation methods to determine presumable start and stop
points of gestures.
On the other hand, Recurrent Neural Networks (RNNs)
are able to address this issue, since they are designed to
model the temporal structure within a gesture, as presented
in [4], where a deep 3D-CNN was used for spatio-temporal
feature extraction, a recurrent layer for global temporal modeling and a softmax layer for predicting classconditional gesture probabilities. It is only recently that
some approaches have experimented with LSTM architectures in the task of dynamic hand gesture recognition. The
authors of [20] propose a method where firstly 3D hand
descriptors are computed from depth data coming in realtime from a mobile Time-of-Flight sensor, which are then
fed to a single-layered deep LSTM network as a classification problem of 4 categories. Likewise, the study described
in [21] demonstrates the performance of a LSTM architecture capable of segmenting hand gestures from raw LM
hand tracking data, which are then fed into either a CNN
or a LSTM based classifier. To the best of our knowledge,
up to the current date there is a lack of similar deep learning approaches in the context of musical interaction with
gesture-based virtual music instruments.
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Leap motion data stream

3. PROBLEM DEFINITION AND APPLICATION
CONTEXT
In the scope of the iMuSciCA 4 project, a STEAM (Science, Technology, Arts and Mathematics) paradigm is developed where students, among other activities, have the
chance to employ scientific/engineering principles for constructing virtual musical instruments with which they can
interact and play music. Accurate music performance is
important for achieving the goal of STEAM education,
which is the integration of all elements in an enjoying and
meaningful experience for the students. The utilization of
proper gestures that are inspired by gestures in real-world
instruments is also important for offering a realistic performance experience that is related with physical interactions
(e.g. tapping a drum or plucking a string). On the other
hand, it is not necessary for someone to develop virtuosity in playing a virtual musical instrument, since they can
be custom-modified to produce a wide variety of timbres
and specific note sets that sound meaningful and interesting. Along these lines, interaction with virtual instruments
could generally (not necessarily in the context of STEAM
education) serve as a means of musical expression by individual who do not have conventional musical training.
The study presented in the paper at hand and the methodology presented in Section 4 are parts of ongoing research
on a gesture recognition module from Leap Motion data,
focused on quick gestures that triggering events during performance with 3D virtual musical instruments; these gestures are inspired by gestures used in physical instruments.
The ultimate goal is to enhance user experience in the way
they control a virtual musical instrument using hand gestures. Although our goal is to have a generic hand gesture
recognition module that is suitable for many 3D virtual instruments, we initially restrict the problem by focusing on
the interaction with string and percussive instruments.
Therefore, the hand gesture classes mainly concern
plucking a string with one of the fingers or using a tapping gesture on a percussive instrument. We aim to achieve
recognition of quick gestures in real-time by running a gesture recognition component on successively overlapping
windows that slide on the data stream obtained from the
Leap motion sensor. Figure 1 depicts the designed realtime work-flow; the focus in this paper, though, is on the
gesture recognition task in a single window of data. To this
end, the proposed methodology, the collected data and the
presented results concern strategies to train and evaluate a
system at the window level that includes a single gesture,
while follow-up work will study the effectiveness of the
framework in a real-time setting of recognizing continuously gesture sequences.
4. HAND GESTURE DATASET AND GESTURE
RECOGNITION SYSTEM
The intended application context requires gestures that
have not been used in any work so far, to the best of the
authors’ knowledge. Additionally, the required gestures
are performed without physical constraints and feedback,
4

http://www.imuscica.eu/

…
Gesture recognition frame
Figure 1: Overview of the temporal windowing, where
successive overlapping input frame sequences of raw hand
tracking data are fed to the recognition system.
i.e., there is no physical mass to communicate haptic information about the momentary evolution of the gesture to the
user. Therefore, it is expected that different users will perform a given gesture quite diversely; this fact constitutes
necessary to employ gesture recognition methods that are
based on machine learning from multiple examples, obtained by multiple users. To this end, multiple instances
of gesture data were collected by multiple users, which are
used to train and test a deep neural network. The collected
data along with the code of the presented implementation
are available on-line 5 .
4.1 Dataset description
The classes of targeted hand gestures (focusing on plucking and tapping) are depicted in Figure 2 and described in
Table 1; the labels in the aforementioned table correspond
to the label annotations in the on-line available dataset.
We consider in total eight gesture classes, five related with
plucking, two with tapping and one “unknown” which allows the system to have a “not in the targeted gestures”
state 6 . In particular, we consider the plucking gesture
performed separately by each of the five fingers (Figures
2c-2g), while for the tapping gesture we consider either
tapping using an open palm (Figure 2b) or with the extended index finger (Figure 2a). For the “unknown” gesture class participants were instructed to perform random
hand movement that was as less related as possible with
the other 7 gestures.
Data were collected from 10 participants (5 female and
5 male) using the LM sensor for the eight gesture classes
(of the right hand) described above. Gesture recording was
lasting 2 seconds with an intermediate break of 3 seconds
countdown before recording the next sample. Participants
provided from 10 to 15 samples for each gesture.
The sample rate was set to 50 frames per second; however, there are always expected inaccuracies in the actual
frame-rate, which can unpredictably vary depending on
the CPU power and current CPU processes of the operating system during gesture recording. To compensate for
the minor differences in the frame length of each recorded
sample, all samples were zero-padded up to a specific number of total frames.
5

http://doi.org/10.5281/zenodo.1260336
In the absence of an “unknown” class, the system would forcefully
identify every user action (even if no gesture is performed) as one of the
learned gestures.
6
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(a) Finger tapping

(d) Index plucking

(b) Palm tapping

(e) Middle plucking

(c) Thumb plucking

(f) Ring plucking

(g) Pinky plucking

Figure 2: Illustration of the considered instrumental gesture classes corresponding to the right hand. For each gesture, the
temporal evolution of the fingers’ motion trajectories follows the direction of the arrow.
The Leap Motion sensor identifies the hand/s that fall
within its capturing range and generates a stream of
frames, each including information about the the position
and velocities among many other properties of the bones
in tracked hand/s. All these values constitute the set of 186
features, called the “raw” set of features, that are used to
train the system:
Positions: 3D positions of all finger joints (including
a zero-length array for describing the missing
metacarpal thumb bone), palm center, wrist and elbow (cardinality: 84).
Velocities: 3D velocity vectors for palm center and finger
tips (cardinality: 18).
Directions: 3D vectors of directions for hand and each
finger, along with the 3D vector of the palm normal
(cardinality 21).
Miscellaneous: This set includes the arm and palm
widths, length for each finger, estimated pinch and
grab strengths, finger touch distances and touch
zones, 3D position of the hand’s sphere radius, stabilized positions for palm and each finger, along with
the hand type constant (i.e. left/right) (cardinality:
61).
Except from the “raw” features, the set of 30 handcrafted
features described in [13] are also used for comparison:
• 5 values for the cosine of the angle between each
fingertip and the plane defined by the palm,
• 5 values for the distances between the each fingertip
and the palm center,
• 5 values for the distances of each finger from the
plane defined by the palm and

Table 1: Considered gesture classes and their labels.
Gesture Description
Palm tapping
Index finger tapping
Thumb finger plucking
Index finger plucking
Middle finger plucking
Ring finger plucking
Pinky finger plucking
Unknown

Label
RHPT
RHIT
RHTP
RHIP
RHMP
RHRP
RHPP
RHUK

• 15 values for each fingertip 3D positions in the orthonormal axis defined by the hand’s direction and
normal vectors.
All the aforementioned features are normalized in the
range of [0, 1] for each gesture recording; according to [13]
the length of each finger is normalised according to the
length of the middle finger, which is considered the largest
one.
4.2 Gesture Recognition System
As mentioned above the proposed system focuses on the
classification task of a single window of input data that
includes one of the eight classes. The proposed methodology at its core employs a Long Short-Term Memory
(LSTM) neural network. Figure 3 shows the architecture
of the proposed system for gesture recognition of individ(i)
ual windows as input. The input of this network, xt 7 , is
7 For the remainder of this paragraph, the subscript (t) refers to the
window in a sequence of arrays, while the operators (i.e. multiplication,
sum and division) and functions are considered to be performed element-
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a window that contains a sequence of 75 frames of either
“raw” (as produced by the LM sensor) data (186 dimension) or handcrafted features (30 dimension). This input
vectors are then “embedded” into a space of a fixed dimension through, a linear transformation in the “Dense linear”
(fully connected) layer as follows:
(b)

xt

(i)

= Wi xt + bi ,

(1)

class
output

where ϑ(c) are the parameters of the LSTM network –
defined as a function FLSTM of the architecture; finally,
the LSTM output is linearly transformed in a space with
dimension equal to the number of gesture classes (top
“Dense linear” layer) as
(l)

(c)

xt = Wo xt + bo ,

(3)

where Wo and bo the weights and biases of the top “Dense
linear” layer, the output of which is passed through a softmax function:
(l)
ext
(o)
(4)
xt = P (l) ,
ext
which results to the probabilities of each target class. The
denominator in equation 4 represents the sum of all ele(l)
(l)
ments in the ext (element-wise exponential of xt ) array.
The recognized gesture class is the one with the highest
probability, i.e.
(o)

ct

(o)

= arg max{xt }.

(5)

(o)

Equation 5 returns the index of the xt vector with the
maximum value (which is the number of the one-hot encoded assigned class).
5. EXPERIMENTAL RESULTS
As mentioned above, we have considered two types for input data; the first by using directly the raw data captured
by the LM Sensor and the second by using the handcrafted
features described in the previous Section. In the first case,
therefore, the dimension of the input vector is 186 and in
the later case 30. We consider input vector sequences of
fixed length, in our case 75 (after zero padding, as explained earlier).
The specific training parameters that produce the results
reported in the experiments include a learning rate of 0.001
using the Adam optimisation algorithm [22] for the minimization of the cross entropy cost function, with L2 regularisation of weights set to 0.015, a dropout rate of 0.5 applied on the LSTM cells and gradient clipping during back
wise.
8 For the remainder of this paragraph the subscript or superscript indexes (i), (b), (c), (l) and (o) will be respectively representing the
(i)nput, (b)ottom dense linear layer, RNN (c)lass output, (l)inearly transformed RNN output and (o)utput of the entire network.

(o)
t

Softmax

x

classification

(l)
t

Dense linear

8

where Wi and bi are the arrays of weights and biases
respectively in the bottom “Dense linear” layer. This embedding representation is further encoded using a LSTM
network,

(c)
(b)
xt = FLSTM xt , ϑ(c) ,
(2)

x

feature
encoding

feature
embedding

input
sequence

x

(c)
t

RNN

x

(b)
t

Dense linear

x

(i)
t

Figure 3: Architecture of the employed neural network.

propagation in the range of [−1, 1]. These values for the
parameters have been set after running a few experiments
on a small subset of samples.
In the experiments we have used two types of evaluation protocols: (i) the classical 10-fold cross validation in
which we select 90% of the samples per participant and
gesture class for training and the rest 10% as test set and
(ii) cross participant validation, meaning that we leave one
participant out for testing and include the rest in the training set.
For the feature embedding layer, see Eq. ( 1), we run experiments with dimensions of 32, 64 and 128 for each type
of input feature vectors having set the number of LSTM
cells to 128. Figures 4 and 5 show the moving averages
of the recognition rates on the test set of participant # 7
for 2000 training steps. It can be seen that in the case
of the handcrafted features adding an embedding layer decreases rather than increases the recognition rate. On the
other hand, in the case of raw data as input the addition of
the embedding layer improves the performance, with the
dimension of 32 giving the best results.
Having selected the dimension of the feature embedding
layer for each type of input data, i.e. 32 for raw input data
and no embedding for the handcrafted features as input, we
run experiments for different values on the number of the
LSTM cells. Figures 6 and 7 show the moving averages of
the recognition rates on the test set of participant # 7 for
2000 training steps. It can be seen that for both types of
input data the value of 128 give the best recognition rate.
We also run experiments with higher values, however, the
recognition rate did not improve but it rather decreases.
In addition, we have experimented with LSTMs of multiple layers and we have also considered BLSTMs. In Figures 8 and 9 we present the moving averages of the recog-
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Figure 4: Recognition rates for various values of dimensions of the feature embedding layer when handcrafted features are used as input.

Figure 5: Recognition rates for various values of dimensions of the feature embedding layer when raw data
are used as input.

Figure 6: Recognition rates for various values of LSTM
outputs for input data the handcrafted features.

Figure 7: Recognition rates for various values of LSTM
outputs for input data the raw data.

Figure 8: Recognition rates for various numbers of layers of LSTM having input data the handcrafted features.

Figure 9: Recognition rates for various numbers of layers of LSTM having input data the raw data.

nition rates for 2000 training steps using the two types of
input data for the fold #2. One can observe that in the case
of raw data as input a single layered LSTM gives the best
performance, whereas in the case of the handcrafted fea-

tures a 4-layered LSTM gives the best results. In addition,
we observe that the recognition rates for the raw data as input is greater than the rates we take for the handcrafted features. At the same time the variability for the handcrafted
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features is greater than the corresponding variability for the
raw data, which means that the proposed architecture in the
case of raw data as input gives more stable results during
the training process.
In tables 2 and 3 we present the averaged recognition
rates on the testing sets using the two architectures in
the cases of having as input handcrafted features and raw
data for the two types of evaluation protocols, i.e. 10-fold
cross validation and participant cross validation respectively. The averaging has been performed with the respect
to the various runs on the test sets as well as with respect
to the training steps between 800 and 900 epochs for the
raw data and 200 to 300 epochs for the handcrafted features. We use different ranges of training epochs since the
two systems converge after a different number of epochs
depending on the training parameters. In addition to the
averages we also report the respective standard deviations.
As mentioned above, the single layered LSTM on the raw
data with embedding result in better recognition rates than
the 4-layered LSTM on the handcrafted features in both
types of evaluation protocols. Furthermore, we observe
that the average recognition rate decreases significantly in
the cross participant validation, especially in the case of
the handcrafted features. This means that the number of
users in the training set is not sufficient to produce models that are generalized enough to give a good performance
independent of the user.
In order to address this issue under real-world circumstances, a small number of gesture samples could be given
by the user to “fine-tune” or re-train the system, including
their own gesture input. To this end we consider the experiments in which we added as training set few samples of
each gesture class of the participant and observed the imTable 2: Recognition rates for various configurations for
10-fold cross validation

Configuration
Handcrafted + no
embedding + 4-layered
128 LSTM encoding
Raw Data + 32 dense
embedding + 128
LSTM encoding

Average
Recognition
Rate

Standard
Deviation

90.56 %

2.04%

92.62%

1.82%

Table 3: Recognition rates for various configurations for
participant cross validation

Configuration
Handcrafted + no
embedding + 4-layered
128 LSTM encoding
Raw Data + 32 dense
embedding + 128
LSTM encoding

Average
Recognition
Rate

Standard
Deviation

63.31%

4.21%

85.50%

2.36%

Table 4: Recognition rates of subjects with ids #5 and #7
for different number of gesture samples in the training set
Number of samples
in training set
0
2
5

Participant
#5
89.55%
89.81%
94.29%

Participant
#7
71.03%
85.38%
85.81%

provement of the recognition rate. The results presented in
Table 4 demonstrate the corresponding average recognition
rates for the training steps between 800 and 900 on the test
sets of users with ids #5 and #7, following the aforementioned “real-world” scenario where the user would provide
a number of training samples. The results in Table 4 indicate that by adding few samples of the user would lead to
better accuracy: for user with id #5 average accuracy increases from 89.55% (when no “fine-tunning” gestures are
included in the training data) to 94.29% when 5 gestures
are given, while for user with id #7 the average accuracy
increases from 71.03% up to 85.81 %. This shows that a
system implementation would benefit from asking the user
to provide some “personal” gesture samples.
The experiments run on a computer with Intel Core i7
at 2.80 GHz processor and 16 GB RAM, and for the implementation we used the TensorFlowTM framework. We
observed that the average time of the system to produce
the class of an input sequence of 75 frames was around 85
msecs. This fact provides an indication that this recognition rate could suffice for real-time applications, even
though a rigorous evaluation of real-time capabilities of the
presented method is left as future work.
6. CONCLUSIONS AND FUTURE WORK
In this work, we have showed that a single layer LSTM
on an embedding representation of raw data sequences of
Leap Motion Sensor can be the basis of a real-time gesture interaction engine for performing with virtual musical
instruments. Although we have not yet employed the system to a real-time setting, we have strong indications of
its responsiveness and its high precision recognition rate.
We have also demonstrated that although the system is not
user independent, the recognition rate can be further improved by adding in the training data a few samples of the
user gestures. Our future work, will focus on integrating
the proposed LSTM network to a system that recognizes
sequences of gestures in real time, experiment with other
deep architectures, e.g. by considering CNNs, and try to
improve the performance by making it more user independent.
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ABSTRACT
This paper describes the design, implementation and evaluation of a digital percussion instrument with multidimensional polyphonic control of a real-time physical modelling
system. The system utilises modular parametric control of
different physical models, excitations and couplings alongside continuous morphing and unique interaction capabilities to explore and enhance expressivity and gestural interaction for a percussion instrument. Details of the instrument and audio engine are provided together with an
experiment that tested real-time capabilities of the system,
and expressive qualities of the instrument. Testing showed
that advances in sensor technology have the potential to enhance creativity in percussive instruments and extend gestural manipulation, but will require well designed and inherently complex mapping schemes.
1. INTRODUCTION
Electronic percussion, drum synthesis and drum machines
date back to the late nineteen-thirties [1]. Since then, a variety of electronic percussion instruments such as the electronic drum kit, hand drum and trigger have been popularised or explored in an academic context. Examples include the ETabla [2], Roland Handsonic [3], Korg Wavedrum [4] and Roland V-Drum [1, 5]. The mentioned examples generally utilise sample-based synthesis and their
interaction capabilities are mainly limited to striking or
brushing the physical interface. In general, electronic percussion instruments can offer both advantages and disadvantages in comparison to their acoustic counterparts. Advantages include a low acoustic footprint, versatility, compactness and potential for advanced user interaction design. Disadvantages include velocity sensitivity issues, unresponsiveness to performance nuances and required amplification [6].
An important consideration in making digital percussion
instruments and controllers is the need to be able to capture fast impact gestures. Acoustical percussion instruments are typically excited with an impact, producing a
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short burst of energy and a rich spectrum. The onsets are
generally well defined, and once initiated the player has little control over the tone [7]. This does not, however, mean
that interaction is limited to one type of impulse. Rather
the combination of different striking implements, including fingers and palms, and the different shapes and materials that can be hit, stroked, pressed and dampened, result
in a huge palette of percussive gestures [8]. By comparison, most digital percussive instruments capture the velocity and contact points of a stroke in a crude manner [9],
thus reducing an important element of expressivity. Recent
advances in sensor technology however, allow for nuances
in percussive gestures to be captured more accurately, consequently improving interaction in digital percussion instruments. An example of this is the BopPad [10], which
utilises smart sensor fabric to allow for velocity and radial
position sensing.
With these advances, new sensors are able to provide a
vast amount of useful information regarding input interaction. This wealth of information may be redundant for
commonly used sampled-based synthesis approaches, but
can prove effective for highly parametric synthesis methods, as found in physical models. Although inherently
more complex and CPU heavy, physical models provide
an attractive alternative to other synthesis methods since
they allow for both faithful sound reproduction of instrument characteristics and also for a multitude of expressive
possibilities. The harmony between developments in these
two fields allow for digital instruments to extend beyond
the sonic capabilities of their acoustic counterparts, whilst
retaining or improving on gestural interaction.
As instruments based on this type of synthesis are complex and offer vast parametric control, designing an intuitive control system can be a difficult undertaking. A
practical approach towards the design of instruments using
physical modelling instruments is proposed in [11].
Within the New Interfaces for Musical Expression (NIME)
community several interfaces designed to control physical models have been brought forward, including percussion instruments. Two of these in particular are relevant to
the current work. For example, the PHYSMISM [12] is a
physical modelling instrument that emphasises explorability and control. Users were provided with a modular instrument where they were able to combine inputs and outputs
of physical models by coupling them, and mix instantaneous and continuous excitations with different resonators,
creating a platform for extensive sound exploration.
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able to replicate and extend aspects of MPE and tailor it
towards percussive instruments. Specifically, the surface
can be played polyphonically, by hitting, tapping or being continuously pressed - which allows the performer to
shift and manipulate the model in a distinct way without
further adjustments. We demonstrate that developments in
sensor technologies have created an exceptional platform
for creative control of physical models, and that traditional
gestural interactions can be extended and improved with
these advancements.
In the following we will describe the software and hardware implementation of the instrument in more detail.
2. AUDIO ENGINE
Figure 1. The percussion instrument, consisting of a custom made control surface with the Sensel Morph.

Chromaphone [13] is a unique commercialised synthesis
engine dedicated to the creation of virtual acoustic instruments using physical modelling sound synthesis. It features resonator coupling for accurate descriptions of the
exchange of energy between resonators, which allows for
the synthesis of rich and natural sounds. The user selects
two resonators, tweaks their parameters individually and
can couple them at a certain intensity balance. Properties
such as excitation stiffness, hit position, radius, material
and decay are adjustable. This approach served as the basis for the control structure of the instrument.
In this paper we describe an instrument that aims to utilise
efficient sound synthesis and recent developments in interaction design and hardware technology to create a novel
percussion synthesiser. It can be best described as a percussive pad instrument with a hardware controller and integrated graphical user interface (illustrated in Figure 1).
The pad itself is the Sensel Morph [14], which utilises advanced touch technology to provide high-resolution and
accurate multidimensional input data. The audio and sensor processing are performed in Pure Data (Pd) which acts
the central hub for running all software aspects of the instrument. The Morph and hardware controller are connected to Pd via two Arduino boards, the former of which
utilises Sensel’s API for retrieving input data. The physical
modelling synthesis is based on the 2-dimensional Digital
Waveguide Mesh (DWG) [15] and the Banded Waveguide
(BWG) model [16] with some extensions such as the incorporation of a displaced bow model [17], which allows
for unique continuous interaction and manipulation of percussive sounds. The backbone of the model is created in
the functional programming language Faust [18], facilitating generation and conversion of Faust scripts to the Pd
architecture. The general structure of the implementation
is shown in Figure 2.
Interaction of the instrument takes particular inspiration
from recent developments in multidimensional polyphonic
expression (MPE), which is utilised by expressive instruments such as ROLI’s seaboard and the LinnStrument [19],
[20]. By combining the Morph’s input data with extensive
parametric control of the physical model, we have been

The percussion instrument uses an implementation of a
BWG model plus a DWM as means of sound synthesis.
As a member of the physical modelling family of algorithms, it allows full flexibility of its parameters and a natural sensibility to musical expressiveness, given the fact that
no sample reproduction system is used. Figure 3 depicts
the general overall architecture of the system that interconnects the different modules. An excitation generator, usually outputting a kind of impulsive signal is then followed
by a parallel connection of the BWG module and the DWM
module. Both receive the dry excitation signal and act as
a resonator due to its many signal feedback loops, defining the main characteristics of the sound. The numerous
parameters of both the BWG and DWM blocks are modulated in real time via the control signals provided by the
user interface (Figure 1). Additionally, a parameter connects the BWG to the WGM and vice-versa to account for
the energy transfer that takes place between different parts
of a real physical instruments. This parameter is called
Coupling. Finally, both output signals from the BWG and
DWM modules are then fed into a post-processing unit.
Figure 4 shows the the system block diagram the BWG
module coupled to the WGM module.

Figure 2. General implementation structure.

2.1 Faust: DSP
Faust (Functional Audio Stream) is a functional programming language designed specifically for real-time signal
processing and synthesis. The Faust compiler is able to
translate Faust programs into equivalent efficient C++ programs which can be used with Faust’s audio architecture
modules to compile to various environments such as Jack,
Max/MSP, VST, SuperCollider, PD and JUCE.
We use Faust to build the digital signal processing algorithms on which the system is based. These are then ex-
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Figure 3. System architecture with internal parameters.

Figure 4. Block diagram of the system with a coupling of
the BWG module to the WGM module.
ported to Pd as external objects with the faust2puredata module [21], so that Pd can be used as the audio engine
and connection hub between all units of the system.
The faust2puredata script allows for generation of
Pd abstractions as ’wrappers’ around Faust units, meaning
that the Faust control parameters are interfaced in an object
in Pd’s GUI as sliders, buttons, toggles and/or numbers.
The signal processing algorithms of the BWG, WGM and
effects filters (delay unit and reverb) were obtained from
the Faust-STK (Synthesis Toolkit) library [22], which is
a translation from the C++ STK library [23]. They were
then extended, parameterised and incorporated in Pd, the
central signal processing hub.
2.2 The Banded Waveguide Module
As described in detail in [16], the BWG system is a bank of
filters where each band represents a mode of the vibrating
structure, a synthesis method similar to the modal synthesis approach where the excitation model excites a bank of
resonant filters connected in parallel [24]. An advantage
in using banded waveguides over modal synthesis is that
the modes can be individually modelled whilst maintaining direct control of the vibrating structure in both time
and space [25]. Each branch of the bank representing a
resonant mode contains a narrow-band bandpass filter followed by a delay line (waveguide), where the output is then
added to the other bands and also fed back into its respective band. A fine control over each frequency (or partial) is
maintained by adjusting their amplitude (Direct gain) and

decay over time (Feedback gains). These two parameter
groups are material-dependent and provide the main acoustic characteristics of the sound being produced. A fast
decay rate will be perceived as wood or glass, whereas a
longer decay will make the sound resonate more and sound
metallic as a result. Additionally, these parameters are associated with physical interactions between the musician
and the instrument (such as damping), and are very useful
in terms of enhancing expressivity of the instrument.
By arbitrarily setting vastly different delay times on each
branch, usual comb filtering effects and Karplus-Stronglike sounds may appear, making the filter bank effectively
behave like a set of N parallel waveguide synthesisers. This
method of synthesis is well suited for the modelling of stiff
objects containing a relatively few number of modes, and
for materials such as wood, metal and glass.
In addition to the basic BWG parameters, two global parameters, Damping and Detune, control the overall decay
of modes and their fine spectral positioning, respectively.
There are two playable mechanisms in the BWG module.
The first one is an external excitation - usually a pulse or
a residual, fed to the system in a feed-forward loop. Alternatively, a sustained internal excitation model named the
bow, feeds into the system which in turn feeds back into
the bowing model, thus creating a closed loop of exciterresonator. These two mechanisms are working selectively
so that when one is active, the other deactivated.
Parameters of the banded waveguide system are summarised
in Table 1. The modes of several percussion instruments
were extracted by spectral peak picking in MATLAB and
stored as as multiples of a given fundamental frequency in
an external C++ header file for when the compiler is called.
In order to control the three sets of the BWG, i.e. the
direct gains (dg1 , ..., dgN ), feedback gains (f g1 , ..., f gN )
and partials’ fine tuning (pm1 , ..., pmN ), a system of polynomial cubic splines based on Taylor coefficients vector is
utilised. Therefore, each set is controllable by only 4 parameters, adjustable by the user as a global modal control.
2.2.1 Bowing Model
The bowing model can be best described as a generic nonlinear friction model between a bow and a string using
the digital waveguide method. The main control parameters include an ADSR which relates to the velocity of the
bowing and is activated by a gate allowing the model to

SMC2018 - 341

Number of modes
Fundamental Frequency
Direct Gains
Feedback Gains
Partials Modes (fine tuning)
Damping
Detune
Bow/Exciter Gate

N
F0
dg0 ; dg1 ; ... ; dgN
f g0 ; f g1 ; ... ; f gN
pm0 ; pm1 ; ... ; pmN
damping
detune
select

Table 1. Parameters of the Banded Waveguide Model
produce an internal excitation signal, and BowPressure
which acts as the force between the bow and the object.
Details of the bowing model can be found in [17], [26],
[27] and [22]. The model has been implemented in several virtual instruments of the STK, such as the Tibetan
Bowl and the Tuned Bar and allows the BWG system to
internally excite itself by activating a gate. By adding this
element to our module, we offer to the user a new type of
control over the instrument: a continuous/sustained excitation on top of the basic BWG structure.
2.3 The 2D Digital Waveguide Mesh Module
The second resonator system (after the banded waveguide
model) is a square plate modelled as a 2-dimensional waveguide mesh [15]. The mesh implemented in this project
has 8x8 junctions and is parameterised at its terminations
(edges) by nonlinear allpass (NLAP) filters (explained in
the following section) and lowpass filters as described in
[28]. The resonant lowpass filters with cutoff frequency
Fc , Q factor Q and Gain G, adjust the decay time of the resonating plate by absorbing high frequency energies faster
than low ones over time. NLAP parameters are the reflection coefficients (−π, π) determined by the users choice of
Gain and F ineGain, as well as the NLAP order which
is fixed to 4. Realistic impact sounds ranging from stiff
metallic and wooden plates to membranes can be achieved.
The plate is excited by the same signal exciting the banded
waveguide system (section 2.6).

Function allpassnn in the Faust Filter library implements the NLAP filter, which can be found in the mesh
and at the end of the banded waveguide system. Function
nonLinearModulator from the Intrument library provides four types of nonlinear modulation [27].
2.5 Coupling
The coupling parameter allows a transfer of energy from
one resonator the another. Our model allows for the two
resonators to be played individually, in parallel or coupled
together, providing five connection cases to the user:
•
•
•
•
•

BWG only
DWG only
BWG and DWG together in parallel
BWG coupled to DWG
DWG coupled to BWG

In the coupling cases, the excitation enters only a single model which transmits its output to the second resonator by a factor of coup < 1, controlling the coupling
intensity. When the two resonators work in parallel without any coupling it is possible for the resonators to sound
slightly dissociated. The coupling however binds the two
resonators together for a more integrated sound. By tuning
parameters appropriately, interesting impact sounds of objects attached to a body can be achieved, as well as using a
strongly resonating plate as a plate reverb.
2.6 Excitation
An excitation signal, selected from an excitation bank (parametric or residual) is fed into the system to generate impact sounds of different complexity and timbre. The parametric impulse model is a simple cosine impulse function, where the pulse duration and amplitude are controllable [30]. Several impact residuals, extracted by inverse
filtering [31], allow for modal presets to be paired with
their residuals in order to improve the realism of the chosen preset, or to be paired with other instrument residuals
for hybrid combinations.

2.4 Nonlinearity
Most musical instruments have a certain number of nonlinear behaviours which are mainly translated by a dynamic
enrichment of the sound’s spectrum. The importance of
non-linearity varies from one instrument to another. For
struck string instruments and percussions, the non-linear
compression generated during the hit gives rise to a dynamic displacement of energy between the different resonant modes over time [27]. As a result, sounds become
brighter with natural characteristics. When a cymbal, Chinese gong or tam-tam are struck, partials from the high
end of the spectrum are intensified relative to those of the
low end, i.e. the energy is transferred from low to high
frequencies [29]. As described in [28], all-pass filters successfully attempt to provide a source of evolving spectra
to the synthesis model to replicate nonlinear coupling between resonant modes, which is often found in highly resonant instruments such as cymbals and gongs.

3. PHYSICAL AND GRAPHICAL USER
INTERFACE
3.1 Hardware
The Sensel Morph is a hardware touch controller, with advanced touch technology in the form of Sensel’s Pressure
Grid [14].
The Morph is a lightweight and relatively compact interface, with a black surface made from PET plastic. Physical
considerations and haptic feedback are particularly important for percussive instruments as they can drastically influence playability and expressivity. As a result, we utilise the
’Developers Overlay’ provided by Sensel, which is made
of silicone rubber with a smooth silicone top-coating and
lays on top of the black surface. This produces an adequate
bounce for percussive inputs and allows for smoother aftertouch with the developed physical models.
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As Sensel’s API and sensor array design allows for complete customisation of its borders, we segmented approximately a third of the sensor (78mm) into a control section.
This was done to allow for manipulation and modulation
of the model separately from the instrument itself, and to
make full use of the users gestural dexterity. To further
imitate the properties of vibrating structures and propagation of sound waves we used a centre point in the instrument section, meaning that changes from the X,Y position
spread spherically and identically in all directions.
The grid technology leverages a high resolution sensor array and efficient drive scheme to capture rich force images
at adaptive scan rates from 250-1000Hz. This allows for
tracking of multidimensional and multi-touch input with
over 30,000 levels of dynamic range. The abundance of
highly efficient and accurate input data in combination,
provide a powerful platform for developers to use.
Relevant input analysis data include 1-16 contact point,
orthogonal coordinate system and area size: 0-33360 square
mm.

4. MAPPING
The system allows for an extensive variety of mapping
schemes to be implemented, particularly if multiple contacts and other more complex input data are further investigated. In order to showcase this, we developed a novel
mapping scheme inspired by the real physics and interaction of a drum, with some extensions made to it (e.g. bowing).

3.2 Control Surface and Graphical User Interface
Due to the considerable amount of parametric control available over physical models, an important design consideration is how to group, present and separate these parameters in order to achieve an intuitive control mechanism to
the user for immediate and powerful control of the model.
This was achieved by separating different sections of the
physical model and providing a distinct control section for
the interaction between them (see Figure 1):
• Resonator A: Banded Waveguide Model
• Resonator B: The 2D Mesh
• Link: Coupling and level control between the resonators
• Excitation: Bowing, pulse and residuals
• Effects: Delay and reverb controls
• Presets: 7x7 bank with save system
• Master: Volume control and ON/OFF
Not all important details could be displayed to the user in
the physical interface, such as the presets, fundamental frequency, individual partial decays, excitation type and coupling values. Therefore, a GUI was created in Pd with the
same layout as the control surface but with additional details and information, such as fundamental frequency, individual partial decays, excitation type and coupling values.
3.2.1 Communication
Two Arduino Mega 2560 were used to connect the hardware and audio engine, transferring serial communication
to the computer running the audio engine. The first Arduino, running the Sensel’s Arduino API, was used to retrieve and send the Morph’s sensor-array input data to Pd
at a frame rate of 125 Hz. The second Arduino was used to
retrieve information from Pd and allows to control parameters from the hardware control surface. This was done with
a Pd data stream abstraction arduino2pd [32], [33].

Figure 5. Mapping Scheme
As can be seen in the mapping scheme in Figure 5, the
majority of parametric manipulation is performed via force
input. This is done to simulate the physical aspects of striking an object. Parameters such as the banded waveguide
amplitude and direct gains simply correlate directly to the
physical relationship between force and amplitude. Other
mappings such as the nonlinear gain are a little more complex and aim to replicate nonlinear characteristics, such as
an increase in energy of higher frequencies with high striking amplitudes [34]. Perhaps the most interesting of force
mappings is the damping and bow pressure. The damping makes use of the control segment of the sensor, which
replicates resonance damping when holding down a drum
membrane with one hand and striking with the other. It
works by altering the magnitude of the feedback gains,
which correlate directly with our auditory perception of
material. The bowing is interesting because it provides
continuous control of the model, and it’s mapping to force
allows for intuitive amplitude modulation by simply varying the force applied to the sensor.
Another physically inspired mapping is the position at
which the sensor is struck, which performs high-pass filtering using the direct gains of the banded waveguide model.
It works by reducing the magnitude of the high frequency
modes, and is used to recreate the spectral effect of striking
a membrane at positions closer to its boundaries.
An important consideration for the control surface was
to keep it simple, intuitive and without the clutter often
found in complex synthesis instruments. To this end, we
utilise a GUI interface that can be used in conjunction with
the control surface to display more detailed aspects of the
instrument - such as a graphical view of the modal system,
control value ranges, preset names and a spectral analyser
of the output.
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5. EVALUATION
The evaluation of the instrument consisted of three parts:
an instrument function test, an informal interview and a
system usability rating. All three parts took place at a lab
on campus and lasted approximately 40 minutes for each
participant. The test design was primarily based on evaluation methods for digital music instruments (DMI) described in [35]. The test was performed on a Mac Pro
with an average measured latency of 44 ms - slightly above
the maximum perception of latency for percussive performance of 10 ms.
Participants As a relatively complicated instrument for
the inexperienced, we required participants to have at least
a moderate experience and knowledge of music technology
in order to understand questions asked during the experiment. Experience with performing percussive instruments
was desired, but not a requirement. Four participants (2332 years old) were recruited through purposive sampling
to ensure that they fit the target group. All participants
had at least 5 years experience with a musical instrument
although none specialised in percussion. Overall, levels
of knowledge on music technology and/or sound synthesis
were high, with a total average of 6.5 years.
5.1 Function Test
The function test was designed to evaluate the instruments
usability as a musical instrument. First participants were
given two minutes without instruction to explore the instrument. Afterwards, a preset with a short decay was
applied and the participant was asked to perform eighthnotes in time with a metronome set at 120 BPM for one
minute. The results were recorded into a stereo file with
the metronome on the right channel, and audio output on
the left. This allowed us to measure average fluctuations
in tempo and the ability of participants to perform in time
with the metronome. The results of this test were however
influenced by imperfections in the instrument, such as occasional missing hits and pressure sensitivity, and also, for
some participants, lack of training in percussive playing
and time keeping.
5.2 Informal Interview
The informal interview was split into two conditions, one
with a focus on performance, and the other on sound design. Both conditions contained two separate sections, one
based on ’enjoyment’ with qualitative results, and the other
on ’playability’ with quantitative results. This follows evaluation goals for the performer/user of the DMI [35]. The
conditions were conducted randomly so that two of the
users begin with the performance, and the others with the
sound design. The following section will summarise the
qualitative feedback - the quantitative results can be found
in Table 2.
The overall response from test participants was positive.
All participants commented positively on certain aspects of
the instrument. These include: the control surface for it’s
intuitive layout and integration with the physical model,

the bowing model for its unique interaction and sonic capabilities, and the coupling between the two resonators for
interesting potential in sound design. Common negative
opinions included: Minor delay between playing the pad
and hearing the output was noticeable, and made it difficult to play along with the metronome. Hits were occasionally not recognised by the system, which reduced
its playing capabilities. Too much force was required to
reach the highest amplitudes, and the overall feel of the
Morph/overlay could be better.
All participants felt they would utilise the instrument in
music production settings, if the negative aspects mentioned
were fixed. They would also like to explore more novel and
gesturally interesting mapping schemes.
Table 2. Test Results for the performance and sound design. Participants were asked to rate the questions on a
scale from 1 (strongly disagree) to 10 (strongly agree).
Performance Playability
The sensor is highly playable
The instrument is sensitive to input
The mapping scheme is intuitive
Interaction with the sensor is pleasurable
Latency of the system does not affect playability

Mean
6.8
4.4
7.3
5.6
7.5

Sound Design Playability
The interface design is intuitive
Creating desired sounds is straightforward
The instrument is versatile
The audio synthesis is of high quality
The mapping scheme is expressive

Mean
6.8
5.8
7.7
8.4
7.3

5.3 System Usability Scale
A seven-point adjective-anchored Likert system usability
scale (SUS) questionnaire was used to determine the overall success of the system [36]. Scores ranged from 69 75.5 with an average of 72.4, which equates to adjective
ratings between ’Good’ and ’Excellent’. Based on previous SUS research, a rating higher than 68 is considered
above average for a system usability test.
Unsurprisingly, the participant with the most combined
experience of musicianship and music technology scored
the highest, showing that overall ratings would perhaps improve with increased understanding of the instrument.
6. DISCUSSION AND FUTURE WORK
In this work we have implemented a digital percussion instrument that allows a performer expressive control over
a range of physical model parameters. Comparing our instrument to other products [1–5] the implementation includes both multi-touch and the possibility to continuously
press and morph the sound while playing. Furthermore,
the modular system allows the player to choose between
different excitations and resonators, as well as coupling.
Both bowing model and coupling between resonators were
aspects positively noted by test participants who also rated
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the quality of the synthesis as well as the versatility of the
instrument highly. In this sense, the advantages of a physical model based instrument over using samples are evident.
A downside, however, is the computational power required
for real-time use. The latency during testing also resulted
in some negative comments by test participants.
Physical modelling provides a great deal of parametric
control. Although the test participants did not express that
the amount and depth of control available to them was a
hindrance, other players less familiar with audio synthesis
might. A simpler but more powerful control system might
be possible with a structured and effective way of grouping
some of these parameters together. For example, identifying the exact ranges of the feedback gains that alter our
auditory perception of material would allow for a singular
control to make a sound more ‘wooden’ or ‘metallic’. The
current control system requires knowledge of the banded
waveguide system if a player should be able to do this intuitively.
There are many possibilities for extending this instrument further and utilising the capabilities of the sensor with
parametric control of a physical model. One clear way to
extend the expressive qualities of the instrument would be
to utilise sensor input data in more complex ways. An example of this would be to map contact points differently
based on the number of contact points and/or the value of
an individual contact point. This would allow for different mappings and processing to be performed for a wider
variety of gestures, e.g. controlling post-effects with twofingers or damping with input area size. Ideally, a set of
expressive percussive gestures would be defined and then
recognised by the sensor, so as to improve the relationship between gestures that percussionists are already accustomed to but with a new digital interface. The control
section of the pad could also be further extend to provide
tactile control of the control elements of the physical model
- this would provide a more fluid experience and reduce the
need to change parameters on the control surface.
The Sensel Morph itself is versatile enough to create an
entirely new instrument by simply splitting it into additional sections or altering the mapping scheme. An example would be to create a custom overlay which splits the
top half of the Morph into a sequencer. However, alternatives to the morph could also be explored as there are
sensors that may be more suited towards a percussive interface. This is supported by participants’ feedback on not
enjoying the texture of the pad itself.
Many other features of the instrument could be altered or
have additions made to them, a few of which have been
described in this section. The difficulty remains in how
to do this in an efficient and effective way that improves
user-accessibility, control and expressivity.
7. CONCLUSION
We have describes the design, implementation, and usertesting of a digital percussion instrument with expressive
control. Our instrument uses Sensel’s Morph as an interface alongside a custom-built control surface for handling
an audio engine based on physical modelling. A mapping

scheme was implemented to test expressive capabilities of
the instrument and extensions made to the audio engine.
User-testing found the instrument to provide an intuitive
control over the model parameters although further improvements could be done to the mapping scheme in terms
of sensitivity. The combination of different excitation models and resonator couplings make the instrument promising
for expressive explorations. However, a high CPU computer is required to run the patch and sensor efficiently
enough to be accurately performed in real-time.
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ABSTRACT
We present a machine learning approach to model vibrato
in classical music violin audio performances. A set of descriptors have been extracted from the music scores of the
performed pieces and used to train a model for classifying
notes into vibrato or non-vibrato, as well as for predicting
the performed vibrato amplitude and frequency. In addition to score features we have included a feature regarding
the fingering used in the performance. The results show
that the fingering feature affects consistently the prediction
of the vibrato amplitude. Finally, an implementation of the
resulting models is proposed as a didactic real-time feedback system to assist violin students in performing pieces
using vibrato as an expressive resource.
1. INTRODUCTION
Vibrato is one of the most important expressive resources
in string instruments. It consists of a modulation of the
fundamental frequency and can be characterised by two
components which are the frequency (or rate), and the amplitude (or extent). In the violin it is performed through
a rhythmical motion of the left arm and twist while pressing with the fingers one string along the instruments neck,
changing the tension on the string an so, changing its length.
There are different ways to play vibrato, performing it with
different rates and extents and even controlling them dynamically during one single note. The lack of information
in the traditional scores regarding how vibrato has to be
played, provides the performer with a large degree of decision and control over expressive parameters which dictate
the nature of her/his music interpretation. The implicit information missing is generally provided by the performer
with deviations from what is reported in the scores [1].
The aim of expressive performance modelling research is
to investigate the criteria by which the musicians decide
which kind of expressive deviations to perform. The underlying idea is that, to some extent, there are some canons
or unspoken rules which lead the expressive deviations performed by musicians.
Our study takes the perspective of music education. While
music expression is mostly introduced at advanced levels
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of musicianship, vibrato can be considered an exception.
Vibrato is not explicitly specified in a score, but it is an
important expressive resource for even beginner students.
The current work aims at decoding the underlying decisions that a professional musician takes in performing vibrato from score information. By modelling the professional musician decisions regarding how to distribute vibrato over a music piece, a vibrato model can be used by
beginner violin students as a reference to compare their
vibrato skills with an expert target vibrato for an arbitrary
score. The application goal of the study is to build a mobile
application to provide students with a didactic tool to help
them to practice their vibrato skills. The application shows
the vibrato features of one classical music piece for violin,
predicted by the trained model, showing at the same time
the features detected by the live performance of the user.
It provides a real-time reference for the student’s vibrato
performance.
2. RELATED WORK
2.1 Expressive Modelling.
De Poli introduces[2] three different levels of abstraction
in information-processing models.
• The first is the physical level, including all the information that can be measured during a performance
like timing and gestures.
• The second level includes the sequence of symbols
describing the music representation like the pitch and
the duration occurring along the rigo.
• On the highest level there can be found the expressive information associated to the music.
Mixing the first two points together, we can refer expressiveness to the means used by the performer to reach the
composers’ intention beside to her/his contribution to enrich the performance. The first aspect is in other terms, to
correlate the expressive deviations measured from the performer with the distribution of symbols across a score.
When dealing with modelling ordered sequence of instances, the information brought by the neighbours of each
instance, could lead to choose different modelling strategies. A common choice falls on using models trained through
time-dependent systems Variable Order Markov Model (
VOMM) and Recursive Neural Network (RNN) rather than
to use features to describe neighbours instances and their
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context (micro, small, phrasal, global). In the case of timedependent systems, the output of the model is processed
depending on the information processed through the model
in the previous steps. RNN methods are assumed to be difficult to train on musical phrases because of the difficulty
in defining them. Thus, we assume that vibrato, compared
to other expressive features such as timing and volume dynamics, is not related with large context properties. For this
reason we opted to use non-time-depending models, using
features including micro scene information. The information has properties such as interval jumps and duration differences among the previous and the following notes.
Rafael Ramirez et al. [3] apply machine learning techniques to model the expression in music performances. The
information used to train the models includes note duration and metrical position, dynamics expectations, duration of the previous and the following notes, and the intervals occurring between the neighbouring notes. This is
method is also used in [4] to study deviations in jazz guitar
pieces, predicting ornamentation using the attributes extracted note by note from scores. This second study compared classification algorithms for ornamentation prediction beside to regression algorithms for duration ratio, onset deviation, and energy ratio. Marco Marchini in [5] introduces a method to study the inter-dependences among
musicians in bow quartet. Through inter-voice contextual
attributes, his work studied how the deviations occurred
differently distinguishing solo and ensemble performance
with increasing degree of espressive intention.
An example of time-dependent modelling is Magenta by
Google Deep Mind [6]. Magenta proposes an LSTM-based
recurrent neural network[7] designed to model polyphonic
music with expressive timing and dynamics and also to
predict the sequence of notes to be played.
In contrast to the general goals of synthesis or analysis
described so far in modelling expressiveness in musical
performance, the goal of the project presented aims at providing an didactic tool for one specific feature, which is the
vibrato. So far, we can state that time-dependent models
are useful to extract information which distribution is not
delimited on a specific area of the score. Starting from the
hypothesis that vibrato features are determined by a limited
micro context and not by global attributes, the procedural
paradigm we opted for is similar to the one proposed in the
works by Marchini and Ramirez.

Standard techniques for detecting the vibrato, usually measure the change of the fundamental frequency of a pitch
contour which is calculated by spectral based methods (sinusoidal decomposition, harmonic product spectrum, etc.)
or time based ones (autocorrelation or YIN method [11]).
Once the pitch contour is obtained, the vibrato features
are accessible by analytic analysis, by using peaks-picking
algorithm[9] or by instantaneous frequency deviation[10],
or Fourier analysis techniques as happens in [8], where the
vibrato rate and extent are calculated starting from interpolation of sinusoidal components.
Luwei Yang in his phd thesis [12] proposed a novel method
based on the Filter Diagonalisation Method (FDM). The
work detects vibrato and it estimate its parameters by using Decision Tree and Bayes Rule applied to the output of
FDM computed over short time-frames.

3. DESCRIPTION OF THE PROJECT
The work described in this paper aims at explaining which
attributes are significant for vibrato and at the same time,
providing a didactic tool for beginner students which helps
them to understand where and how vibrato should be played
in particular music contexts. From audio recordings of violin performances, a model is trained to predict vibrato from
scores. The output of the model is rendered to provide the
students with a real time comparison between their performance and the output of the trained model. This project
gathers together research topics such as music signal analysis, music representation, machine learning, and multimedia programming.
Fig. 1 shows the organization of the tasks described in
this paper. Starting from audio files of professional performances, vibrato parameters were collected for each note
played, and at the same, time score descriptors were collected for each note. By using the scores attributes describing the notes as features, a model based on machine learning techniques has been trained to predict the corresponding vibrato parameters performed by the professional musician in the recordings. The predictions over some scores
have been rendered through an application for mobile device which analysing the performance of a user, provides
a real-time feedback to a student practising vibrato techniques.

2.2 Detection of vibrato features.
Usually researchers (e.g. [8] [9] [10]) consider vibrato a
floating pitch in a frequency range between 3 and 8-12 Hz.
The amplitude of vibrato ranges from half a semitone up to
one semitone and half (from 50 to 150 cents). These values are reasonable when considering bow instruments such
is the violin. For other instruments like wind instruments,
theremins, vocal singing and for electronic instruments, the
vibrato needs to be modelled considering other ranges and
thresholds given by the material and the geometric properties of the instrument. Moreover, vibrato’s amplitude
in bow instruments depends generally on the central frequency on which the vibrato floats.

3.1 Data acquisition:
The project used audio files provided by the TELMI project.
The audios were recorded at a sample rate equal to 48
KHz and encoded with 16 bits, using one pick-up Fishman PRO-V20-0VI mounted on the violin and connected
via radio. The audio files are recorded by a professional
musician performing two classical pieces for violin, which
are Salut d’Amour by Edward Elgar and one study-work
from Michael Nyman. Each audio was accompanied with
the respective electronic score using musicXML [13] protocol.
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Figure 1. Work flow of the tasks performed
3.2 Vibrato information extraction
We used ”Essentia” [14], an open-source library written in
C++ for music signals analysis, description and synthesis.
Each audio track was automatically processed detecting
frequency and amplitude values automatically extracted at
a rate of 172.258 Hz. By default, Essentia provides a frequency range of the vibrato estimated from 4 Hz up to 8
Hz, while the amplitude covers a range from 50 cent to 250
cent. The frequency and amplitude are respectively set to
0 Hz and 0 cent if no vibrato was detected or if one of the
two values was lower than the minimum of the ranges.
3.3 Pre-processing of the audio data
In order to segment the vibrato values in the corresponding notes, the onset and the duration of each note were
extracted by using ”Tony” [15]. ”Tony” provides an automatic visualisation of audio files by detecting the pitch for
each audio frame and rendering the pitch contours. It allows to export the onset and duration of the selected parts.
Automatic onset detection on violin audio is not a straight
forward procedure because of multiple issues: the energy
occurring between two notes linked by a glissando does
not necessarily change; when the bow changes its direction during a long note a silent gap is introduced within the
same note; the amplitudes is easily controlled by the musician introducing sudden change of energy within a long
note; during a glissando it is not obvious to set a threshold where the previous note ends and the next one starts
and vibrato notes can be mismatched for multiple notes.
Furthermore, the things become even more difficult if, for
instance, the interval after a vibrato is one semitone.
The output file consists of 467 records, 242 notes for Elgar’s piece and 225 for Nyman’s study, including the starting time in seconds and the duration of the windows selected in the program. The starting and the ending of each
window have been manually done note by note by removing their attack and the final part of their release (which
could be effected by glissandi and other artefacts).

Figure 2. User Interface for the mobile application. The
sine waves are modelled according to the vibrato predictions of the notes from a XML score. On the top-right corner the sound level, MIDI note and the pitch are displayed.
The actual waveform input is showed in the bottom right
corner. The content of the screen scrolls to the left according to the tempo provided in the score
the starting time plus the duration of the note. Other approaches would have considered the note divided in more
areas and detecting the modulation of the vibrato throughout all the duration of the note. Once obtained the target
values for the model to be computed, the work shifted to
the extraction of the features used as input for the model.
3.5 Note descriptors
The XML files have been processed to extract the descriptors note by note. The descriptors consisted in 35 dimensions vectors, describing each note with their pitch, duration, meter position. They included features describing the
note’s neighbourhood in terms of pitch intervals and beats
duration differences respect to neighbour notes. Among
the 35 features, there were also included descriptors of perceptual expectation based on Narmour structures.
3.6 Vibrato modelling
There have been computed features selections methods based
on information gain and provided with the software Weka
[16]. Using the Scikit-learn library[17], a machine learning tools for Python, the data collected was used with 4
different machine learning methods: 1-NN, Decision Tree,
ANN, and Support Vector Machine. The 4 methods were
used for classification models to detect which notes have
to be played with vibrato, and for two regressive models
to predict the frequencies and the amplitudes of the notes
to be performed with a vibrato. For each different task the
model with higher accuracy have been selected.
3.7 Mobile user interface design

3.4 Vibrato features
The total amount of the records corresponds to the number of the notes written in the scores, including repetitions
and rests. The seconds when a note starts and its duration
were used to segment the values provided with Essentia
according to the notes written in the scores. We decided
to use only the mean of all the values computed by Essentia between the start of the note and its offset, given by

Considering the degree of accessibility that the project wants
to offer, it has been decided to use a smart-phone context
for the rendering section. The general flow chart of the user
interaction and the mobile feedback is provided in the Fig.
3. A pilot application has been developed. It shows a first
screen on which a list of scores is displayed. By selecting
one score the application loads the vibrato predictions already computed for the score and shows a second screen
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note. Their durations are summed and the remainder of the
extracted features refers to the first note of the group.
4.2 Learning the Predictive Models
Three models were obtained for three different tasks:
• A vibrato/non-vibrato classification model
Figure 3. User interaction and device feedback flow chart

• Vibrato amplitude regression model
• Vibrato frequency regression model

displaying the output of the model and the real-time pitch
detected from the user’s performance, as shown in Fig. 2.
During the performance the screen, as shown in 2, displays
a sequence of sine waves, each of them representing a note
in the score. The sine waves are modelled according to the
predictions of the vibrato and placed at the height of screen
according to the pitch of the note to which they refer. After 4 beats of a metronome, the sequence of the sine waves
describing the notes, start shifting to the left according to
the tempo provided with the score. Once the score starts
to scroll, the pitch estimated in real time from the microphone is superimposed to the sequence of sine waves. To
let the user keep the tempo, a metronome is synchronised
with the screen content.
4. FEATURE EXTRACTION AND MODELLING
4.1 Feature extraction
Score processing The score processing saves the information enclosed between the XML tags into a Matlab structure. From each note in the score it extracts information
regarding tempo, pitch, measures, accents tides and slurs.
The so obtained tables stores onset in beats, duration in
beats, midi note pitch, onset and duration in seconds. Since
the original code was used for jazz guitar modelling, more
attributes were previously considered to include information of chords whose features have been ignored for the
current project.
Feature extraction The features are collected in four superclasses. The ”Nominal descriptors” refers to the intrinsic
properties of the notes such as pitch, tempo, duration, onset and measure. A second class of features includes all
the features considering the information provided with the
neighbour notes. They include the interval and duration of
the previous and next note. ”Contextual descriptors” refer to properties inherited by the piece information such as
key, note to key and metrical information. The perceptual
features are calculated using the midiToolbox library[18]
to extract Narmour’s IR model’s structures (P, D, R, ID,
VP, IP) [19] [20]. Tonal stability represents pitch stability respect to the key. Melodic attraction is the weight of
the pitches across the pitch space. Tessitura is the standard deviation of the pitch height distribution and predicts
the listener’s expectation of the tones being close to the
median pitch. Mobility is calculated on the expectation of
the melody to change direction after long intervals. The
features obtained for each note, give a representation of
micro, neighbourhood, contextual and perceptual level of
the score. Groups of tied notes are considered as a single

For the vibrato/non-vibrato model, a binary classifier was
trained, while for the other two tasks we trained regressive
models. Each time the first model predicted a note to be
performed with vibrato, the other two models were used
to predict the vibrato amplitude and frequency. Out of the
467 notes instances in the data set, 200 notes were detected
by Essentia as performed with vibrato. The vibrato notes
have frequencies mean equals to 5.63 +/- 0.48 Hz ranging
from 4.07 Hz up to 6.80 Hz, and extents mean equals to
71.64 +/- 17.10 cent ranging from 50.15 up to 130.99 cent
as shown in Fig. 4. Figure 5 shows the comparison between training error and cross validation while increasing
the size of the training set, using a ratio between training
set size and test set size ranging from 1:1 till approximately
3:1. It displays the results of a Support Vector Machine
for the regression tasks and a 1-Nearest Neighbour for the
classification task. The progressions show the accuracy obtained for the vibrato detection and the mean square error
for the frequency and amplitude prediction. The cross validation has been performed using 10 folds over a shuffling
size-fixed test set and a shuffling size-increasing training
set. This is a helpful tool to detect problems affecting the
training stage. In particular, we can observe that for the
frequency regression the distance between the two curves
decrease consistently while keeps quite large for the the
other two models. All the models were implemented with
four different algorithms to compare the results: Decision
Tree, Artificial Neural Network, Support Vector Machine
and 1-Nearest Neighbour.
4.3 Features selection
Following what previously described in 4.1, the features
extracted for each note are the following: duration, pitch,
duration of the previous and following note, harmonic interval between the current note and the previous and the

Figure 4. The vibrato notes distributions. Frequencies
mean 5.63 +/- 0.48, max: 6.80, min: 4.07. Amplitudes
mean: 71.64 +/- 17.10, max: 130.99, min: 50.15
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Models output using information from both the scores:

Figure 5. Models’ quality comparison between training error and cross validation, increasing the size of the training
set.

Figure 6. Models’ training and 10-cross fold validation
augmenting the amount of feature considered during the
training, sorted according to their information gain
following, pitch , metre information, pitch to dominant information, registral direction [21], the registral return [21],
intervallic difference, closure, the proximity [21] and the
consonance [22],the tone stability [23], melodic attraction
[24], the tessitura and the mobility [25], and Narmour structures calculated for the target note, the previous and next
one. In fig. 6 the mean square error and accuracy for the
three tasks, calculated by increasing the number of features
used to train the models, is presented. It is easy to see that
even the training error improves when considering more
features while the testing set decrease its quality.
4.4 Correlation-based Feature Subset Selection
Based on [26], Weka [16] provides a subset of features
composed by those chosen for their information gain and
minimizing the redundancy among them. The subset of
features selected are so highly correlated with the classes
and carrying a low inter-correlation. For the frequency regression, the following features have been selected: previous note duration, registral direction and the tessitura,
while for the amplitude task the features selected are: duration, next note duration, previous interval, interval of the
note respect the dominant, the registral direction and Narmour structure of the previous note. The subset of features selected for the vibrato classification are: duration,
the pitch, the next interval and Narmour structure of the
next note.
Adding fingering feature to the model To investigate
to what extend fingering influences the performance of vibrato, the fingering used by the professional player was
manually transcribed for ”Salut d’Amour”. The finger-

Task:

SVM

ANN

DT

1-NN

mse for Frequency Regr.:

0.1774

0.1916

0.1802

0.2518

mse for Amplitude Regr.:

0.2044

0.2365

0.2003

0.2666

Accuracy for Vibrato Class.:

60.5485

69.8312

68.9873

73.4177

Table 1. The table summarize the results obtained from the
modelling of the features from the two scores excluded the
feature regarding the fingering

ing was transcript from a video recorded during the same
recording session used for the vibrato feature extraction
audios. The total note played are 248, 102 of them are
detected by Essentia as vibrato notes. The fingering information (consisting in values {1,2,3,4} corresponding to the
finger used to press the string) was selected by Weka for the
feature subset for amplitude regression (duration, next note
duration, previous interval, note interval respect the dominant, the closer, the consonance, the stability, and the Narmour structure of the current and the previous note and fingering). This proofs that fingering is an important source
of information when performing a vibrato. However, it results that fingering feature has not been selected in either
the vibrato classification feature subset (duration, pitch,
previous note duration, tessitura, metre position, Narmour
structure for the current and next note) nor in the frequency
regression feature subset (duration, previous note duration,
registral direction, registral return and tessitura), being not
considered a relevant information for these two tasks.
5. RESULTS
Tables 1 and 2 summarise the errors obtained from different models used. The errors are computed using 10-folds
cross validation over the datasets. For the regression and
the classification models the mean square error and the accuracy are reported.
The reduction of the size of the datasets by considering
only the Elgar’s work, seems generally to help the detection of Vibrato, while the regression seems to be negatively
affected by the poor amount of instances available respect
to the whole dataset. Comparing between the presence and
the absence of the fingering feature it can be observed that,
considering the reduction of instances used, while the frequency seems to be largely affected by the poor amount
of samples, the amplitude predictions which use the fingering feature, increased the error by the 9.4% compared
to the 17.59% of error increased for the frequency regression. Indeed, figure 5 shows in fact that the training error
and the cross validation error are affected by the lack of a
sizeable dataset. Moreover Fig. 6, which excludes the usage of fingering feature, suggests that the choice of reducing the amount of feature is effective, avoiding problems
of over-fitting. Figure 7 shows the prediction curves of vibrato amplitudes and frequencies compared to the target
values of the note played. The predictions were calculated
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Models output introducing fingering information only for ”Salut d’Amour”:
Task:

SVM

ANN

DT

1-NN

mse for Frequency Regr.:

0.2114

0.2379

0.2086

0.2805

mse for Amplitude Regr.:

0.2362

0.3521

0.2192

0.3048

Accuracy for Vibrato Class.:

70.5645

73.7903

70.5645

72.5806

Table 2. The table summarize the results of the models for
Salut d’Amour introducing the fingering feature.

by using the model performing the best results from the
table above. We can see that the values representing the
predictions range over the same extent of the real values.
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ABSTRACT
This paper presents a combination of signal processing and
machine learning techniques for classification of bird song
recordings. Our pipeline consists of filters to enhance the
bird song signal with respect to environmental noise, followed by machine learning algorithms that exploits various
acoustic features. The filtering stage is based on the assumptions that bird songs are tonal and sporadic, and that
noise, present along the entire recording, has large bandwidth. We present and discuss the results of an experiment on a dataset containing recordings of bird songs from
species in the Southern Atlantic Coast of South America.
This experiment compares the use of several acoustic features (RMD, ZCR, MFCC, spectral centroid/bandwidth/rolloff and syllable duration), extracted from pre-filtered recordings using three proposed filters, combined with traditional
classification strategies (KNN, NB and SVM), in order to
identify useful filter/feature/classifier combinations for this
bird song classification task. This strategy produces improved classification results with respect to those reported
in a previous study using the same dataset.
1. INTRODUCTION
Bird song classification is an important task for ornithologists and biologists in general. Due to their relative easy
detection, responsiveness to change, and relationships with
lower trophic levels, birds have been widely used as indicators of biodiversity trends [1]. Their vocalizations have
been used to monitor the abundance and composition of
bird communities in several different habitats [2] [3]. However, manual classification of songs by ornithologists can
be an expensive field work task. Recently, biologists have
introduced the use of autonomous recording units (ARU’s)
for collection of environmental audio recordings, but the
quantity of data generated by these devices makes manual
inspection prohibitive [4]. Automation of this process is
hindered by the acoustic diversity of bird songs, quality of
recordings, noisy environments, and simultaneity of vocalizations of different species. These challenges and possibilities motivate the development of an automatic bird song
classification system. The classification could then control
the ARUs recording or guide the segmentation of continuc
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ous recordings, discriminating quiet frames or sounds that
do not belong to a vocabulary.
Bird vocalizations are divided into calls and songs. In
general, songs are spontaneous vocalizations produced by
males in the breeding season and tend to be longer and
more complex than calls. Calls are usually related to specific functions such as flight or threat. They are acoustically simpler and shorter, and produced by both sexes
throughout the year. It is important to note that these are
general definitions with plenty of exceptions to every characteristic presented [5]. The present work focuses solely
on songs.
Each different bird song can be divided in the following
descending hierarchical levels: phrases, syllables and elements. Elements can be defined as the inseparable components (straight lines, for example) of a song’s spectrogram.
Elements are the building-blocks of syllables, which can
be composed of one or more elements. Finally, a phrase
is defined as a group of syllables, and a song is composed
of a group of phrases [5]. Ornithologists extract the durations of these structures and employ them as metrics to
distinguish different bird songs, leading to a manual classification strategy which is very time-consuming [6].
Most automatic bird song classification systems can be
divided in four stages: pre-processing, segmentation, feature extraction and classification. In the pre-processing
stage, recordings are filtered as to enhance the bird songs
present. Segmentation can then be applied to slice a song
into its syllables or phrases. From individual syllables or
full-length recordings some acoustic features such as
MFCCs are then extracted and used to classify the song
as pertaining to a certain species.
Lopes et al. [7] developed a bird song classification system based on SVM and Naive-Bayes classifiers and standard acoustic features such as MFCC, spectral centroid and
spectral rolloff. The study presented here extends their
work by considering other features, including melodic features that are considered state-of-the-art in the type of manual classification still performed by ornithologists [5, 6],
and by developing a more robust pre-processing stage, developing specific filtering strategies that enhance the bird
song and thus ease the classification task. We use the same
dataset and the same methodology of [7], in order to provide a clear comparison between our results and theirs.
The design of our study, including the choice of a particular methodology and dataset, is not meant to imply
that other approaches to bird song classification are not acknowledged. To cite a few, other classification strategies
used in bird song classification include Hidden Markov
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Models [4] and transfer learning from music genres [8],
and other features based on wavelet decomposition have
been used in the classification of inharmonic and transient
bird songs [9]. Other recent approaches employed deep
learning for the detection of bird songs using binary
masks [10], and convolutional neural networks to classify
spectrogram segments [11].
One of our main goals is to develop strategies that establish a clear dialogue with the manual classification techniques employed by ornithologists for the differentiation
of bird species. Because of that, we focused on acoustic
features with a clear physical interpretation and relationship to human hearing, and classification strategies which
are explainable in terms of the perceptual representations
employed, so that the whole process can be accompanied
and iteratively improved in collaboration with ornithologists, and benefit from their expertise. Another motivation for preferring less computationally intensive feature
extraction and classification schemes is the perspective of
embedding them in ARUs as previously mentioned.
Regarding the pre-processing stage, several techniques
for filtering environmental recordings have also been explored in the context of bird song recognition. Due to the
diversity in types of bird songs, some techniques take advantage of specific traits of the bird songs being analyzed,
such as their periodicity or frequency range. In [12], the
periodicity of Antbird chirps is leveraged in the development of a correlation-maximization denoising filter that
enhances the target call while suppressing other bird calls
that don’t follow the same structure. Lasseck [13] presents
a filtering method based on image processing of grey-scale
spectrograms: a binary mask is built where each pixel exceeding 3 times the median value of its corresponding row
(frequency band) and 3 times the median of its corresponding column (time frame) in the spectrogram is set to 1,
while the remaining pixels are set to 0. Another example of a generalistic approach is shown in [14], where a
whitening filter utilizes low energy spectrogram frames to
estimate the frequency profile of noise and attenuate each
row of the spectrogram accordingly.

2. FILTERING STRATEGIES FOR BIRD SONGS
2.1 Bird songs and environmental noise
As recordings are registered in the presence of environmental noise, a strategy for increasing the signal-to-noise
ratio is needed. In order to do so, we first need to properly characterize our signal of interest and the noise usually
present in such recordings. Bird songs are difficult to characterize because they can assume very different spectral
characteristics, from melodic sequences of notes to periodic repetition of broadband noise-like chirps or screeches.
Most bird songs are classified as tonal, consisting of a single fundamental frequency or several harmonically or nonharmonically related frequencies [15].
In this context, we define noise as anything but the signal
of interest: a bird song. Environmental recordings often
present insect sounds, rain, sounds from microphone manipulation, wind, and other animal utterances. The most
common type of noise present in the analyzed recordings
were insect sounds that were persistent throughout most of
the recordings’ duration and that occupy a broad frequency
range.
The proposed filter intends to be as flexible as possible,
while noting the difficulty being flexible because of the
great variety in bird songs and types of noise existent in
the environment. Because of the considerations above, we
limit the development of our filter to a scenario where the
following assumptions hold, regarding the signal of interest and the types of environmental noise present:
• Bird songs are tonal;
• Noise usually has a large frequency bandwidth;
• Bird songs are sporadic (they appear intermittently
throughout a recording);
• Noise is usually present throughout a recording.
In the sequel the technical details of the filtering strategies
will be presented.
2.2 The spectral mask approach

In this work, we present novel filtering techniques for
the enhancement of bird song recordings with a prominent tonal quality, followed by a comparative classification
study using several individual acoustic features and classifiers. Our goal is to identify useful combinations of filters,
acoustic features and classifiers that produce best classification results for a dataset of tropical birds from the Southern Atlantic Coast of South America, created, labeled, and
shared by Lopes et al. [7].
The paper is organized as follows: section 2 introduces
the developed pre-processing filtering techniques based on
spectral contrast and temporal variance masks. Section
3 presents the features and classifiers used, including an
energy-based segmentation algorithm. Section 4 shows the
obtained classification F-scores for the different features,
classifiers and filtering techniques of our system. The results are discussed in the closing section 5.

Mask filtering has been used in source separation problems such as single-channel speech separation [16], source
separation in reverberant two-channel recordings [17] and
speech music separation [18].
In our approach, the recording to be filtered is analyzed
and a soft mask represented by a matrix of coefficients with
values between 0 and 1 is composed. This matrix is developed so as to have the same dimensions as the spectrogram
of the original recording. Filtering is then performed as an
element-wise multiplication of both matrices. Such mask
has to assume values close to 1 for bins containing bird
songs and values close to 0 for the rest of the STFT bins.
The filtering stage is concluded with the ISTFT of the resulting matrix.
The filtering mask can be thought of as a matrix of confidence scores for the presence of a bird song in each of
the STFT bins. In the approach presented here, the final
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filtering mask is composed of two different masks that intend to measure confidence scores for the presence of bird
songs along the frequency and time axis separately. We
then present and evaluate three different ways to combine
these two partial masks.
2.3 Spectral contrast mask
Octave-based spectral contrast is an audio feature presented
in [19] designed to capture the relative distribution of the
harmonic and non-harmonic components of a signal. This
feature is a descriptor of a spectrum’s variability inside
each octave, and its extraction is implemented in the libROSA Python library [20] as follows: a spectrogram is
received as input, and its frequency axis is split into octaves. For each time frame, the linear difference between
the spectrogram’s energy peak and valley inside each octave is computed. This results in an S x T matrix, where S
is the (user-defined) number of octaves and T is the number
of time frames of the original spectrogram.
Higher values in the spectral contrast matrix are thus associated to octaves which contain strong spectral peaks,
whereas lower values represent octaves with relatively constant energy within its frequency range. Based on our assumption that bird songs are tonal, they would appear in
the spectrogram as clear and isolate spectral peaks, while
noise would occupy a large bandwidth, and so the spectral contrast of octaves containing bird songs will be higher
than those containing noise. Fig. 1 shows the spectral contrast matrix for a snippet of a recording taken from [7].
This snippet contains a Trogon surrucura song concentrated around 1250 Hz and (undesired) cicada vocalizations that span from about 2500 Hz to 15000 Hz.
In order to transform the spectral contrast matrix into
a confidence mask, we first expand the matrix delivered
by libROSA to the same dimensions of the original spectrogram, replicating every octave row for the appropriate
number of frequency bins. After that, we normalize this
M matrix producing a soft mask M̄ such that
M̄ij =

Mij − min(M )
, ∀i, j.
max(M ) − min(M )

This way, areas that have a higher spectral contrast (assumed to be areas containing a bird song) will have M̄ij
values close to 1, and areas with lower spectral contrast
(presumably noise) will have M̄ij values close to 0.
2.4 Temporal variance mask
The second confidence mask developed explores the difference between the assumed temporal distributions of noise
and signal. This difference can be illustrated in the following example: in a typical 10-second excerpt of a bird
song recording, we would expect the bird to chirp intermittently between 2 and 4 times, while the environmental
noise will remain unaltered during the whole excerpt. In
order to explore this difference in the statistical distributions of signal and noise, we analyze the energy variance
over time for each frequency band given by the STFT spectrogram. Bands containing a bird song will present large

Figure 1: a) The power spectrogram of a recording taken
from [7] containing a Trogon surrucura song and cicada
vocalizations. b) The composed temporal variance mask.
c) The composed spectral contrast mask.

Figure 2: Temporal variance mask: a) Power spectrogram
of a snippet of a recording taken from [7] containing a Trogon surrucura song and cicada vocalizations. b) Plotted
standard deviation for every frequency line given by the
STFT.

variations in energy between song frames and background
noise frames, whereas frequency bands dominated by environmental noise would not display such large variations.
Figure 2 shows this variation as a function of frequency in
a 200-frame snippet of the same recording shown in Figure 1.
The following procedure is used to transform this analysis into a confidence mask: for each frequency band given
by the STFT, the energy variance is computed for snippets of L consecutive time frames, resulting in an F x 1
vector where F is the number of rows of the original spectrogram. This vector is used as the confidence score for
all L columns of the corresponding snippet. This process
is repeated for all snippets of L frames until we reach the
end of the spectrogram, so that we have an energy variance
matrix with the same dimensions as the original spectrogram matrix. Finally, we normalize this matrix in the same
way as the spectral contrast mask. This way, high energy
variance areas (assumed to be areas containing a bird song)
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will have values close to 1. Figure 1 shows the temporal
variance mask for the presented recording snippet.
The choice of the default value for L=200 takes into account the STFT parameters used with libROSA, i.e. sampling rate = 44100 Hz, and 4096-sample FFTs with 512sample hops, so that the L consecutive frames span around
2.32 seconds. This duration was chosen based on the average note duration in bird songs of the species contained in
the dataset [7], to correspond to roughly two to three times
the duration of the average note, so that whenever a note is
present some silence is also included in the snippet where
the energy variance is computed, increasing the variance
for snippets containing the bird song.
2.5 Composition of the final filtering mask
Finally, the overall filtering mask is composed from the
temporal variance and spectral contrast masks, using three
different approaches:
• Filter A: the filtering mask is computed by a simple element-wise multiplication with equal weights
given to the two partial masks;
• Filter B: the original spectrogram is pre-filtered with
the variance mask via element-wise multiplication.
Then, the spectral contrast mask of this pre-filtered
spectrogram is computed. Finally, the spectral contrast mask is used to further filter the signal.
• Filter C: we first set to 1 all bins pertaining to the
95th percentile of each mask, resulting in two binary
masks. We then compose the final mask as the intersection (logical AND) between both masks. Thus,
Filter C corresponds to a binary filtering mask.
3. REPRESENTATION AND CLASSIFICATION OF
BIRD SONGS
In an audio classification system, after the filtering stage
we need to generate relevant parameters for the classification algorithm. In this work, we employed well-known
acoustic features and a custom feature to capture a domainspecific parameter: the syllable duration of a bird song.
We now present each feature used and an interpretation of
which characteristics of a bird song they may capture.
• Mel Frequency Cepstral Coefficients (MFCC):
MFCCs capture properties related to a signal’s timbre [21]. We can think of it as a general picture
or fingerprint of the characteristics of a bird song’s
spectrogram. Because of that, it is a promising differentiator of bird songs.
• Spectral centroid: usually, spectral centroids are related to the perception of ”brightness” of a given
sound, and so it is a potentially good distinguisher
of bird songs that span different spectral regions.
• Spectral bandwidth: it captures the variability of frequencies in a given spectrogram. Although not a
noisiness measure itself, it allows the differentiation

of broadband noise-types from simple melodic bird
songs, which typically have few prominent overtones.
• Spectral roll-off: measures the rate of spectral energy decay, serving as a complementary feature to
both spectral centroid and bandwidth.
• Zero-crossing rate (ZCR): for tonal signals, ZCR is a
pitch-related measure which, like spectral centroid,
may be used to distinguish bird songs with different
fundamental frequencies. Noisy signals tend to display a much higher ZCR than tonal signals, which
is also useful to distinguish bird songs from environmental noise.
• Root mean square (RMS): RMS captures the mean
energy of a signal over a given time window. Although not a reliable distinguisher for bird species
(since energy also reflects the relative position of
the microphone), this feature is useful for detection
of bird presence and corresponding segmentation of
audio signals.
• Syllable duration: it is a direct temporal measure of
constituting elements of a bird song, frequently used
by ornithologists in manual classification of recordings. We developed a method to extract this feature for general bird song recordings, based on the
auto_detec function available in the warbleR
library [22]. The algorithm is implemented as follows: first the mean RMS energy σ over the entire
duration of the signal is obtained; then each frame
n is selected as part of the bird song according to
the conditions RMS[n]¿σ and RMS[n + 1]¿σ, producing a binary frame-mask φ[n]; next, we apply a
morphological dilation operator to φ to link together
close but separated bird song frames; finally, we estimate the duration of each syllable from contiguous
frames with φ[n] = 1.
It is common in ornithology datasets to associate each
recording to a particular species; bird presence annotations
on a frame-by-frame basis are usually not available. This
prompted us to generate global features to represent each
recording, by applying statistical operations (mean, standard deviation, maximum and minimum) to summarize local (frame-based) features. Classification is then performed
using global feature vectors that describe each one of the
above individual features by its statistical summary.
In order to increase both the computational efficiency and
the classification performance of the classification methods
used, we propose an energy-based frame selection strategy that aims to eliminate from the representation frames
that are too weak to contain useful bird-related information. This frame selection strategy simply rejects frames
with energy lower than the mean energy of each recording. Global features obtained by statistical summaries are
thus computed by considering only selected frames. This
simple strategy yielded better results in all experiments.
We considered the following algorithms for the classification stage: k-Nearest Neighbors (kNN), Naive-Bayes
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(NB), and Support Vector Machines (SVM). These are wellknown and widely used strategies for machine learning
in general and for classification of bird songs in particular [7, 23]
4. EXPERIMENTS AND DISCUSSION
The dataset used in the experiments consists of bird songs
of species in the Southern Atlantic Coast of South America. This dataset was created and shared by Lopes et al. [7],
and contains 1631 song recordings and 674 calls of 77
species. Some species have a small number of recordings in the dataset, so in our experiments we selected the n
species with the highest number of recordings, for several
n values. Experiments were conducted for every combination of the following variables:

Figure 4: F-scores for each classifier/feature pair tested and
5 species, using recordings processed with filter A.

• filtering techniques: filters A, B, and C;
• local features: RMS, MFCC, spectral centroid, spectral bandwidth, spectral roll-off, zero-crossing rate
and syllable duration;
• global features: mean, std, min and max of all local
features;
• number of species: 3, 5, 8, 12, 20;
• classifiers: kNN, NB, SVM.
The results reported below were obtained with the following parameters: 5-fold cross-validation; k = 3 for the kNN
algorithm; linear kernel for SVM; Gaussian distribution for
NB; p = 2 for the spectral bandwidth and p = 85% for the
spectral roll-off.
In order to demonstrate the effect of the filters in the classification, Figures 3 through 6 depict the variability on
performance of various pairs of features and filtering stage,
for a dataset containing 5 species. Some of the features
are significantly affected by the usage of filtering as preprocessing technique, prior to training, while others are
less sensitive to it.

Figure 5: F-scores for each classifier/feature pair tested and
5 species, using recordings processed with filter B.

Figure 6: F-scores for each classifier/feature pair tested and
5 species, using recordings processed with filter C.

Figure 3: F-scores for each classifier/feature pair tested and
5 species, using non-filtered recordings.

Figures 7 through 10 present in a compact way the Fscores for all pairs of individual features used and classifiers. In order to save space only the filter options that
achieved the highest results have been shown, which in all
cases correspond to Filter B. Results with Filter A have in
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general reached close but slightly lower highest values, and
Filter C have performed poorly in general.

Figure 10: F-scores for each classifier/feature pair tested
and 20 species.
Figure 7: F-scores for each classifier/feature pair tested and
3 species.

Figure 8: F-scores for each classifier/feature pair tested and
8 species.

Figure 9: F-scores for each classifier/feature pair tested and
12 species.

These results clearly point to MFCC being the best feature for this application, with all classifiers, and its advantage over the other features increases with the number of
species being classified. This possibly indicates that the
bird’s timbre is an acoustic feature that distinguishes them
well. On the other hand, the worst results were obtained
by the syllable duration feature. We have two hypotheses
for this: the syllable duration is not a good discriminator
of bird songs of the specific species that were selected in
this experiment, and/or our method is not robust enough,
in the sense that the method employs heuristics that reflect
certain assumptions about the song structure, which may
not hold for this data.
Regarding the other tested features, it is hard to say which
classifier works best in this context because of the generally small variance of the F-measure results. Classifier performance was highly dependent on the feature being used.
As an example, spectral bandwidth and centroid paired
best with k-NN while MFCC paired best with SVM. Even
so, this best pairing sometimes changed with the number
of species being classified and the filter used as the preprocessing stage. The only clear and consistent results
were the poor pairing of SVM with RMS, syllable duration and zero-crossing rate. Because of its good pairing with MFCC, SVM obtained the best F-measure results
amongst those tested. In fact, this classifier/feature pairing
used along with Filter B as the pre-processing algorithm
attained the best F-measure for every n species number
tested.
Filter performance was also highly dependent on the acoustic feature being used. Classification based on spectral
centroids and spectral bandwidth was highest when paired
with Filter A, while zero-crossing rate and syllable duration paired best with Filter C. Root mean square actually showed its best results when applied to the unfiltered
recordings, and the remaining features paired best with Filter B. The most notable F-measure gains attributed solely
to filtering for classification amongst 5 species were: 8%
for MFCC and NB (filter A), 9% for zero-crossing rate and
k-NN (filter C), and 10% for MFCC and NB (filter B). One
interesting result is that, while using MFCC as the descrip-
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tor, Filter C actually performed worst than the unfiltered
recordings. This is the most ”agressive” filter tested, in
that, being a binary mask, it will completely filter out most
of the recording’s information. A hypothesis for its poor
pairing with MFCC is that in most cases it will filter out
important components of a bird song timbre.
For each n tested, we report below the names of the species
included, the best classifier/feature pair for unfiltered recordings and also the best classifier/feature/filter combination:
• n = 3 (species classified: Gnorimopsar chopi, Sittasomus griseicapillus, Lathrotriccus euleri)
Best unfiltered result:
SVM
F-measure = 0.71 (+/- 0.11)

and

MFCC.

Best filtered result: SVM, MFCC and Filter B.
F-measure = 0.74 (+/- 0.14)
• n = 5 (species classified: Pseudoleistes guirahuro,
Saltator similis, Gnorimopsar chopi, Sittasomus griseicapillus, Lathrotriccus euleri)
Best unfiltered result:
SVM
F-measure = 0.62 (+/- 0.09)

and

MFCC.

Best filtered result: SVM, MFCC and Filter B.
F-measure = 0.67 (+/- 0.14)
• n = 8 (species classified: Chiroxiphia caudata, Dysithamnus mentalis, Mimus saturninus, Pseudoleistes
guirahuro, Saltator similis, Gnorimopsar chopi, Sittasomus griseicapillus, Lathrotriccus euleri)
Best unfiltered result:
SVM
F-measure = 0.57 (+/- 0.10)

and

MFCC.

Best filtered result: SVM, MFCC and Filter B.
F-measure = 0.59 (+/- 0.08)
• n = 12 (species classified: Xiphorhynchus fuscus,
Vanellus chilensis, Batara cinerea, Camptostoma obsoletum, Chiroxiphia caudata, Dysithamnus mentalis,
Mimus saturninus, Pseudoleistes guirahuro, Saltator similis, Gnorimopsar chopi, Sittasomus griseicapillus, Lathrotriccus euleri)
Best unfiltered result:
SVM
F-measure = 0.48 (+/- 0.08)

and

MFCC.

Best filtered result: SVM, MFCC and Filter B.
F-measure = 0.54 (+/- 0.06)
• n = 20 (species classified: Certhiaxis cinnamomeus,
Leucochloris albicollis, Thamnophilus ruficapillus,
Phleocryptes melanops, Piprites chloris, Myiophobus
fasciatus, Poospiza nigrorufa, Pyriglena leucoptera,
Xiphorhynchus fuscus, Vanellus chilensis, Batara
cinerea, Camptostoma obsoletum, Chiroxiphia caudata, Dysithamnus mentalis, Mimus saturninus, Pseudoleistes guirahuro, Saltator similis, Gnorimopsar
chopi, Sittasomus griseicapillus, Lathrotriccus euleri)
Best unfiltered result:
SVM
F-measure = 0.47 (+/- 0.04)

and

MFCC.

Best filtered result: NB, MFCC and Filter B.
F-measure = 0.53 (+/- 0.04)

No. of classes
3
5
8
12
20

Lopes (2011)
0.73
0.73
0.57
0.48
0.47

Figueiredo et al. (2018)
0.74
0.66
0.61
0.54
0.54

Table 1: Comparison between F-measures obtained in our
experiment and [7]

Table 1 compares our best results with those in [7]. We
can see an improvement in most results, especially for higher
numbers of species.
5. CONCLUSIONS
This work dealt with the problem of bird species classification, approaching all stages of the classification pipeline,
from pre-filtering through feature extraction to automatic
classification. We obtained improved results with respect
to those previously obtained by Lopes et al. [7] by combining new filtering techniques with standard acoustic features and classifiers. Our experiments indicate that a good
feature/classifier pair for this problem is MFCC and SVM.
The classification improvements obtained by the proposed
filters are indicative of the validity of the spectral mask approach in this context, and of our initial assumptions about
the nature of bird song signals and environmental noise.
Further exploration and refining of these assumptions are
an encouraging route for the development of better filtering
techniques, leading to improved classification strategies.
We have shown that performance in bird song classification is highly variable according to number of classes,
acoustic features, classification algorithms, and
pre-processing filters. Using filters as enhancers for the
underlying signals proved to be of vital importance in improving performance of the overall classification task. The
results of our experiment suggest that there are many possible couplings between filtering technique and type of feature used, the quality of which may depend both on the
quality of the recordings and on the specific species and
types of environmental noise they contain.
Future work should address other domain-specific features that have been used consistently by ornithologists
in manual bird song classification. It came as a surprise
that syllable duration performed so poorly on the available data, but this may have several reasons unrelated to
the importance of this particular feature in manual classification. In order to better understand and possibly overcome this difficulty, it would be useful to work with manually annotated domain-specific features and develop filters
that preserve related acoustic characteristics. A promising avenue for exploration is the use of detection techniques such as CFAR for a segmentation phase following
the filtering phase. This would facilitate the extraction of
many domain-specific temporal features (such as durations
of notes, syllables and phrases), while ensuring that only
the relevant parts of the recordings are used. Lastly, employing a multi-feature approach would be a great step for-
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ward in a more robust classification system.
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[11] B. P. Tóth and B. Czeba, “Convolutional neural networks for large-scale bird song classification in noisy
environment.” in CLEF (Working Notes), 2016, pp.
560–568.

SMC2018 - 361

A MACHINE LEARNING APPROACH TO CLASSIFICATION OF
PHONATION MODES IN SINGING
Furkan Yesiler
Universitat Pompeu Fabra
furkan.yesiler@gmail.com

ABSTRACT
Phonation modes are considered as expressive resources
in singing voice, and have been defined in four categories
(breathy, pressed, neutral and flow) that correspond to different ratios of subglottal pressure and glottal airflow. This
work focuses on the automatic classification of phonation
modes by analyzing a number of audio descriptors and applying machine learning techniques. The proposed method
extends the feature set used in previous works, and uses a
correlation-based feature selection algorithm to reduce the
feature set dimension. For 10 iterations, cross validation
is applied to tune the hyper-parameters of a Multi-Layer
Perceptron (MLP) model, and automatic classification is
performed on test sets to evaluate the performance. The
analysis of the features we propose justifies the decision
of extending the feature set. The experiments performed
on two reference datasets, separately and combined, result
in a mean F-measure of 0.89 for the soprano, 0.97 for the
baritone, and 0.93 for the combined datasets. The achieved
results outperform the results of previous works.
1. INTRODUCTION
Expression is an essential part of musical performances.
Snyder [1] defines expression as a nuance that happens on
each occurrence of a musical category, e.g. rhythm and
melody patterns. Juslin [2] states that the musical expressions can convey emotions in performances. Expressive
resources can be controlled by performers in a number of
ways but an inaccurate control over these can seriously
decrease the quality of the performance. Musicians frequently use pitch alterations and slight changes in timing to
express their style while playing. Loudness, also called intensity or dynamics, and expressive timbre manipulations,
the least studied resource compared to the aforementioned
three, are closely linked with the emotions the performer
wants to express. In this paper, we study phonation modes,
an expressive resource of the singing voice.
According to Sundberg [3], phonation modes of the
singing voice can be represented as four regions in the two
dimensional space spanned by glottal airflow and subglottal pressure. A low glottal airflow combined with a high
subglottal pressure results in pressed mode. Breathy mode
Copyright: c 2018 Furkan Yesiler et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.
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is the region where there is a high glottal airflow with a
low subglottal pressure. While flow mode combines an
optimal subglottal pressure and an optimal glottal airflow,
neutral mode corresponds to a higher pressure and a lower
airflow than flow mode. These different modes help the
singers to deliver different expressive and emotional messages to their audiences. Breathy mode can be used to
convey sweetness and sexuality while pressed mode delivers a forceful and tense style [4]. Research on phonation
modes also may help preventing certain vocal disorders by
facilitating the detection of flawed vocal production such
as hypo- and/or hyperfunction of the glottis [5].
2. RELATED WORK
As the defining elements of phonation modes, several researches have been conducted to measure the effects of
subglottal pressure and transglottal airflow on distinguishing phonation modes. Grillo and Verdolini [6] used physical measurements to prove that the ratio of these two elements can be used for distinguishing pressed, neutral and
breathy phonations. Another study, by Millgard et al. [7],
found two measures that are correlated with the amount of
phonatory pressedness: closing quotient of the glottis and
the difference between amplitudes of the first two harmonics in the voice source spectrum.
In order to have information about phonation modes on
signal level, a number of features have been studied. Alku
et al. [8] proposed the Normalized Amplitude Quotient
(NAQ) feature that gives the glottal closing phase to distinguish breathy, pressed and neutral in speaking. Sundberg et
al. [9] demonstrated that 73% of the variations in perceived
pressedness can be explained by the variations of NAQ.
Another feature, Cepstral Peak Prominence (CPP), showed
correlation with perceived breathiness [10]. Harmonicsto-Noise Ratio (HNR), Jitter and Shimmer features were
investigated by Wakasa et al. [11] to describe their relationship with pressed and neutral modes.
With the curation of the first publicly available dataset
for phonation modes in singing by Proutskova et al. [12],
there have been several attempts for automatic classification of phonation modes. Proutskova et al. [4] proposed
a system to estimate the glottal source waveform to perform automatic classification and the accuracy was in the
range of 60% to 75%. A second attempt, by Ioannidis et
al. [13], was using Linear Predictive Coding (LPC) related
features and achieved a mean F-measure of 0.84 on the
same dataset. Their approach was using amplitudes of harmonics, formants, their differences and CPP as features,
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and a Logistic Model Tree as the classifier. Stoller and
Dixon [14] expanded the feature space used in this task
with others such as Mel Frequency Cepstral Coefficients
(MFCC), and performed an analysis on the behavior of
features against phonation modes. They reported that by
using Temporal Flatness, separation of the neutral-breathy
and pressed flow modes can be demonstrated. CPP and
the 0th coefficient of MFCC, in addition to Temporal Flatness, were used to derive a simple rule-based method that
resulted in 78% accuracy. Stoller and Dixon performed an
automatic classification with various feature sets and using feed-forward neural networks, and achieved a mean Fmeasure of 0.868. Their results showed that the spectral
features, such as MFCC, outperform features from previous works, e.g. NAQ.
In order to extend the scope of phonation modes research,
Rouas and Ioannidis [15] have curated another dataset in
the same fashion containing recordings of a male baritone singer. They compared two feature sets they described as “Acoustic Descriptors” and “Glottal Features”.
The first set includes LPC related features such as CPP
and Harmonic-to-Noise Ratio (HNR) while the second includes features, e.g. NAQ, Peakslope and Maximum Dispersion Quotient (MDQ). With using a K-star classifier,
they reported that the performance of Acoustic Descriptors
was significantly higher than Glottal Features. Combination of both feature sets has increased the results, and on a
combined dataset, they reported a mean accuracy of 79%.
In our research, we aim to expand the feature space used
for automatic classification to investigate further information about the characteristics of phonation modes. The
analysis of the features we propose to use presents relevant
information on the task. Before performing an automatic
classification, we use feature selection and cross validation to optimize the hyper-parameters of the model, and
the obtained model is evaluated on a test set. Our approach
on both the soprano and the baritone datasets considerably
outperforms previous works.

for flow mode does not represent the definition of Sundberg [3]; thus, they should not be used for phonation mode
tasks.
Another dataset was curated by Rouas and Ioannidis [15],
and contains 487 recordings of single sustained vowels
performed by a male baritone. The pitch range of the
recordings is from A2 to G4 and 5 different vowels were
recorded for each phonation mode.
The experiments in this study are conducted on both
datasets and also combined. Due to the information Proutskova provided about the soprano dataset, we consider
only breathy, neutral and pressed modes for the combined
dataset. To compare the obtained results with previous
works, all phonation modes were used to perform automatic classification on the soprano dataset. Since the
datasets are not balanced in terms of number of recordings
for each phonation mode, balanced versions of the individual and the combined datasets are created. Unless stated
otherwise, the balanced versions of datasets are used in our
experiments.
3.2 Feature Extraction
In previous research on phonation modes, the performance
of various features such as Harmonics, CPP and MFCC
are analyzed. We propose, compared to previous works,
a wider range of features to analyze the recordings, and
utilize a feature selection algorithm to obtain a subset of
the features. Table 1 presents the entire list of features used
in this study.
Name

of
No
Features

1

MFCC

52

11 H1-H2,
H1-A3

2

RASTA PLP

52

12 CPP

3

PLP

52

13 Hammarberg Index 1

4

and 3
Temporal
Spectral Flatness

14 Formant Dispersion 1
1-3

5

Spectral Flux

2

15 Jitter

1

6

LFCC

32

16 Shimmer

1

3. METHODOLOGY

7

No of Formants

1

17 Harmonics-toNoise Ratio

1

In this section, we outline our methodology which consists of feature extraction, feature selection and training
a phonation model using machine learning techniques for
performing automatic classification of phonation modes.
After introducing the datasets used in our experiments, our
decisions on performing each step of this process are explained.

8

Formant 1 Freq., 3
Amp., Bandw.

18 Energy
500Hz

Below 1

9

Formant 2 Freq., 3
Amp., Bandw.

19 Energy
1000Hz

Below 1

10 Formant 3 Freq., 2
Bandw.

of
No
Features

Name

H1-A1, 3
1

20 Energy Profiles of 15
500 Hz Wide Bands

Table 1. Extracted features
3.1 Datasets
For phonation modes classification, there are 2 published
datasets. The first one, by Proutskova et al. [12], contains
909 recordings sung by a female soprano. The pitch range
is from A3 to G5, and 9 different vowels were recorded.
Not all phonation modes were produced for the entire pitch
range, and for some notes, there are multiple recordings.
In 2016, Polina Proutskova announced 1 that recordings
1

https://osf.io/pa3ha/wiki/home/

A number of the features from previous works, e.g.
MFCC, CPP and harmonics/formant information, are included in our feature set, and the scope of previous works
is extended with features such as Perceptual Linear Predictive (PLP) analysis, Relative Spectral Transform of PLP
(RASTA PLP) and Linear Frequency Cepstral Coefficients
(LFCC). Delta values are calculated for MFCC, PLP and
RASTA PLP features.
The reason for expanding the feature set is to gain as
much information as possible from the audio data. The
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first automatic classification study, by Proutskova et al. [4],
argued against using spectral features such as MFCC; however, the work of Stoller and Dixon [14] proved that they
are useful for the task. PLP, introduced by Hermansky [16], is widely used it speech related tasks e.g. speaker
recognition [17] and speech quality analysis [18]. RASTA
PLP is a special form of PLP which was introduced by
Hermansky et al. [19]. Kepuska and Elharati [20] compared the performances of MFCC, PLP and RASTA PLP
features on a speech recognition task, and reported that depending on varying Signal-to-Noise Ratio values, the best
performing feature can be different among the 3 features.
LFCC is another feature that has been used for speech related tasks such as speaker recognition [21].
For the frame-based features, MFCC, PLP, RASTA PLP,
LFCC and Spectral Flux, the mean and the standard deviation values are computed. For MFCC, PLP and RASTA
PLP, the mean and the standard deviation values of deltas
are included. For representation purposes we refer the
mean and the standard deviation of 1st coefficient of PLP,
RASTA PLP, MFCC and LFCC as P1M and P1S, R1M
and R1S, M1M and M1S, L1M and L1S, respectively. The
mean of the 1st delta coefficient of PLP is abbreviated as
PD1M. A variety of toolboxes are used for extracting the
features: for 1-3 RASTAMAT [22], 4-5 MIR Toolbox [23],
6-10 Praat [24] and 11-20 ProsodyPro with Praat [25]. The
definitions and the algorithms used to extract the features
can be found in the documentation of the related toolbox.
Stoller and Dixon [14] stated that for extracting MFCC
features, using the entire recordings that includes the voice
onsets and releases demonstrates a better performance
while for the other features, they used trimmed versions of
the recordings. In our proposed method, the entire recordings are used for features 1-5 and 7-10, and for features
6, 11-20, the middle 600 ms of the recordings are utilized.
Some modifications to the source code of the algorithms
are made in terms of facilitating the trimming and labeling.
3.3 Feature Selection
For feature selection and training the machine learning algorithm, we use WEKA toolbox [26] that contains a number of feature selection algorithms such as Wrapper [27]
and Information-Gain methods. Correlation-based Feature
Selection (CFS) method by Hall [28] is chosen for our experiments.
CFS method, calculates the correlations between the features and their information relevant to classes, and provides
a suitable subset. Because of its simplicity, it is computationally efficient and helpful for discarding the redundant
features.
3.4 Training the Multi-layer Perceptron
Multi-layer Perceptron (MLP) is one of the most common
learning algorithms for classification tasks. In our experiments, we first divide each dataset into two parts in a stratified way: the training subset (90% of the dataset) and the
test subset (10% of the dataset). CFS algorithm is used
on the training subset to discard the redundant features.

For 10 iterations, 10-fold cross validation is performed on
the training sets to tune the hyper-parameters of the MLP
model. Due to the variety of instances in training sets and
the results of feature selection, we test different combinations of hidden layer size, learning rate and momentum
coefficient to increase the F-measure resulting from cross
validation. For all 3 datasets, we take 0.01 as learning rate,
0.5 as momentum and 2000 as number of epochs. As for
hidden layer size, we use one hidden layer with 11 nodes
for the soprano dataset, 10 nodes for the baritone dataset
and 12 nodes for the combined dataset based on cross validation results.
4. RESULTS
In the following section, we present the results of the experiments for different datasets and feature sets. First, the
analysis of PLP, RASTA PLP and LFCC features on the
baritone dataset is presented to investigate their relevance
to automatic classification of phonation modes. Then, we
introduce the feature subset obtained from CFS algorithm
for each dataset. Finally, the resulting confusion matrix
and the evaluation scores for the each dataset are presented
and compared to previous works.
4.1 Feature Analysis
4.1.1 PLP and RASTA PLP
Although RASTA PLP coefficients are derived from PLP,
the performances of both feature sets demonstrate distinct
behavior against phonation modes. Figure 1 and Figure 2
illustrate the normalized mean and standard deviation of
PLP and RASTA PLP features and their delta coefficients.
The values are separated by phonation mode and sorted by
pitch to observe any resulting pitch dependencies.

R8M
R11M
RD2M
RD3M
RD10M
P2M
P6M
P12M
PD1M
PD2M

0.18
0.12
0.06
0.00
0.06
0.12

Breathy

Flow

Neutral

Pressed

Figure 1. Selected set of mean PLP and RASTA PLP features
For distinguishing neutral and breathy modes from the
others, statistics of various PLP and RASTA PLP coefficients demonstrate informative characteristics. Features
such as RD2M, RD10M and PD1S can be used to separate neutral mode from the others. For identifying breathy
mode, R11M, P2S, P5S and so on, can be considered.
While most PLP and RASTA PLP features present relevant
information about neutral and breathy modes, P1S differentiates flow mode from the others, P12M flow mode from
pressed, and P6M all four modes from each other.
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0.10
0.08
0.06
0.04
0.02

Neutral

Pressed

Figure 2. Selected set of standard deviation PLP and
RASTA PLP features

4.1.2 LFCC
Figure 3, organized in the same way as Figure 1, presents
the mean values of LFCCs. As PLP and RASTA PLP,
LFCC mostly carry relevant information on separating
breathy and neutral modes from the others. L1M, L2M
and L9M can be used to differentiate breathy mode from
the others, and L12M for detecting neutral mode. For distinguishing pressed mode, L10M presents relevant information, and L2M and L11M outputs observable difference
between all four modes. Slight pitch dependencies can be
observed for L1M and L12M.

1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16

LFCC Mean

Breathy Neutral Pressed

Breathy Neutral Pressed

0.06
0.00
0.06
0.12

Flow

Neutral

Figure 4. Distributions of selected set of features on soprano and baritone datasets

4.1.4 Selected Features from CFS algorithm
0.12

Breathy

Baritone

CPP

In terms of pitch dependency, most standard variation values show correlation with pitch but no trend can be observed in relation to increasing/decreasing number of coefficients.

Soprano
M1M

Flow

H1-H2

Breathy

previous works. For separating pressed mode, M1M and
H1-H2 demonstrate relevant information on the soprano
dataset while the same does not apply on the baritone
dataset. CPP is useful for separating breathy mode on both
datasets but the distributions of neutral and pressed modes
differ. HNR presents lower results for breathy mode in the
soprano dataset however the same correlation is not observed on the baritone dataset.

HNR

R2S
R5S
R6S
RD1S
RD6S
P1S
P2S
P5S
PD1S
PD6S

Pressed

Figure 3. Mean LFCC values by phonation type

4.1.3 Selected Features from the Previous Work
In the works of Proutskova et al. [4], Stoller and
Dixon [14], and Rouas and Ioannidis [15], the soprano
dataset was used to analyze the behavior of features. Rouas
and Ioannidis [15] evaluate the performance of Acoustic
and Glottal features on both the soprano and the baritone
datasets. In Figure 4, we present distributions (max, min
and quartiles) of a selected set of the feature values from

After the feature extraction step, for each individual and
the combined dataset, we obtain training subsets and perform CFS algorithm to select the best performing feature
subsets. Due to the random nature of creating training subsets, each obtained feature subset differs from the ones in
other iterations. Table 2 presents the features that were
included in the feature selection results in every iteration
for the combined dataset. Although this subset proves its
importance on the task, these features should be combined
with the other selected features in every iteration to obtain
the final scores of the experiments.
No
1
2
3
4
5
6
7
8

Features
MD3S
MD8S
MD9S
R1M
R2S
P8M
PD7S
Formant 3 Bandwidth

No
9
10
11
12
13
14
15
16

Features
L2M
L9M
L12M
H1-H2
H1-A3
CPP
Hammarberg Index
Jitter

Table 2. The most common features selected by CFS algorithm
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4.2 Automatic Classification using MLP
In Table 3, the mean F-measure values for the soprano and
the baritone datasets with comparison to previous works
are presented. We observe that expanding the feature set
and using a feature selection algorithm considerably increased the mean F-measure and accuracy. The obtained
mean F-measure for the soprano dataset spans in range of
(0.808, 0.961) and for the baritone dataset (0.953, 0.977).
Proutskova et al. [4]
Ioannidis et al. [13]
Stoller and Dixon [14]
Rouas and Ionnidis [15]
The Proposed Method

Dataset
Soprano
Soprano
Soprano
Soprano
Baritone
Soprano
Baritone

F-measure
0.84
0.868
0.898
0.97

Accuracy
60-75%
81.62%
88.51%
89.83%
96.98%

Table 3. F-measure and Accuracy Comparison
The resulting confusion matrix of our experiments with
the combined dataset is shown in Table 4. The mean Fmeasure is 0.93 , and the values from 0.908 to 0.96 are
observed. Due to Proutskova’s announcement about flow
mode in the soprano dataset, the instances of the combined
dataset consist of other 3 phonation modes. The confusion
matrix shows that the most misclassified modes are breathy
and neutral modes while separating pressed mode from the
others demonstrated better results.
5. DISCUSSION
The feature analysis performed on the baritone set presents
the behavior of PLP, RASTA PLP and LFCC features
on phonation modes. For detecting breathy and neutral
modes, various features such as R11M, P5S, L2M and
L12M demonstrate relevant information. The distributions of P6M and L11M facilitate separating all phonation
modes from each other. The analysis justifies the decision
of expanding the feature set.
The analysis regarding the effect of using different
datasets on the distributions of a selected set of features
chosen from previous works points out the possible problematic conclusions caused by having only 2 datasets to
analyze the phonation modes in singing. The potential reasons for the differences (gender, voice type etc.) must be
further analyzed.
For the automatic classification step, the combined
dataset includes recordings of breathy, neutral and pressed
mode from both the soprano and the baritone datasets.
The features selected in all 10 iterations show that PLP,
RASTA PLP and LFCC support our analysis. Delta values of MFCC and PLP present useful information for the
task. Unlike the Information Gain method, the CFS algorithm does not rank the features according to their relevance, thus, the importance of each individual feature in a
selected feature subset was not reported, and is subject to
further study.
After tuning the hyper-parameters of the MLP model
with cross validation on the training subsets, the evalu-

Breathy
Neutral
Pressed

Breathy
236
21
2

Neutral
17
227
8

Pressed
1
4
245

Table 4. Confusion matrix of results on the combined set
ation results on the test subsets demonstrated considerable improvements compared to previous works. Possible elements of this improvement include expanding the
feature set and performing feature selection. For the soprano dataset, the proposed method achieved a mean Fmeasure of 0.898 in comparison to 0.868 from the work
of Stoller and Dixon [14]. The mean accuracy of 96.98%
on the baritone dataset outperforms the mean accuracy
of 88.51% achieved by Rouas and Ioannidis [15]. The
mean F-measure of the proposed method on the combined
dataset with breathy, neutral and pressed modes is 0.93.
An extended dataset consists of recordings of all phonation
modes performed by various singers should be studied in
terms of developing a generic classifier.
6. CONCLUSION AND FUTURE WORK
The research presented in this paper explores further analysis of phonation modes in singing based on previous works.
Features such as PLP, RASTA PLP and LFCC are investigated for their correlations to automatic classification of
phonation modes. An MLP model was used to perform
the classification, and an improvement in performance over
previous works is observed. The mean F-measure of 0.898
and the mean accuracy of 96.98% was achieved for the soprano dataset and the baritone dataset, respectively. For the
combined dataset with breathy, neutral and pressed modes,
our method demonstrated a mean F-measure of 0.93.
Our future work regarding the phonation modes includes
curating new datasets in order to generalize the analysis on
behavior of the features. An application for real time analysis of phonation modes will be created to investigate the
effect of automatic classification on the vocal education.
Finally, we will design a notation system for phonation
modes to be used along with the already existing pitch and
duration notations in order to extend the scope of singing
voice transcription models.
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ABSTRACT
In this paper, we present an artificial intelligence-based
musical composition algorithm for generating harmonic and
various arpeggios based on given chords in real-time, which
incorporates a recurrent neural network (RNN) with the
gated recurrent unit (GRU) and a tetrahedral contextsensitive L-system (TCSL). RNN can play a significant role
of learning inherent harmony from arpeggio datasets and
providing probabilistic prediction which suggests the
selection of the next note and the lengths of the selected
notes. We also establish TCSL model based on a
tetrahedron model utilizing seven interval operators and
production rules to increase the variety of generation. TCSL
is responsible for generating one note at each iteration by
respectively requesting probabilistic predication from RNN,
calculating optional notes and determining target note. Our
experiments where we trained two RNNs for TCSL
generation model indicated that the proposed algorithm has
advantages in overcoming the obstacles of achieving
inherent global harmony as well as the variety of generation
in current computer-aided arpeggio composition algorithms.
Our research attempts to extend deep learning model (DLM)
towards the design space for interactive composition
systems.

1. INTRODUCTION
The advent of computer-aided algorithmic composition has
enabled a novel approach for generating music without
using real instruments. For instance, Repons [33] applied
this method to implement a computer-assisted arpeggiator
in improvisation. With this concept, many studies
developed arpeggio generation systems performed in the
real-time scene [26].
The development of arpeggio generation systems is an
ongoing work with an increasing demand for musical
harmony and variety. However, two main obstacles are
lying in such systems: (1) the note generation of current
algorithms are mostly conducted with a stochastic and
intuitive way, which lacks inherent global harmony.
However, the connections between the previous notes and
the next note are supposed to be relevant in global rhythmic
Copyright: © 2018 Ke Ma, Tian Xia. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and
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structure. To achieve the harmony, the computer-aided
algorithms need to learn global patterns from the existing
arpeggio datasets using a machine learning model. New
articles are composed according to these learned harmonic
and rhythmic structures; (2) the output generation of current
machine learning-based algorithms, nevertheless, have
limited variety because they begin typically with an initial
seed but the number of initial seeds is insufficient. For
example, in arpeggio generation, only tonal notes of each
chord spanned in multi-octaves can serve as the starting
note, which means the output is confined, lacking variety.
To tackle the obstacles, we developed an artificial
intelligence-based
musical
composition
algorithm
incorporating a recurrent neural network (RNN) and a
context-sensitive L-system [35]. We introduced gated
recurrent unit (GRU), a type of recurrent unit in recurrent
neural networks (RNNs) [9], which was recently proposed
to capture long-term dependencies in a sequence by Cho et
al. [1]. It manifests an advantage of adaptively
remembering and forgetting its memory contents based on
the input data to the unit [2]. Therefore, RNN is responsible
for learning patterns from existing musical datasets and
providing the probabilistic prediction of the next output and
the lengths of the notes.
In addition to RNN, we established a tetrahedral contextsensitive L-system (TSCL), serving as the generation model,
capable of reinforcing the variety of generated composition.
The proposed TCSL incorporates various tetrahedral
generation variants constructed by notes and interval
operators [19]. TCSL model generates one note at each
iteration by respectively requesting probabilistic predication
from RNN, calculating optional notes and target note.
With the two core algorithmic components, our algorithm
can generate global harmonic and various arpeggios along
with real-time chord progressions. A collection of generated
arpeggio pieces by the system is assembled on this paper’s
accompanying website 1 for audiences for better
understanding our algorithm. Further, the method in this
paper can be extended towards a design space for
interactive composition systems where users can
1

http://www.signichat.com/suta/arp/
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manipulate music and interact with deep learning model
(DLM) through tangible user interface (TUI).
The remainder of the paper is organized as follows: Section
2 introduces the algorithm-based arpeggiators and music
generation networks. In Section 3 we evaluate the RNNs
and the output of the algorithm. Finally, Section 4 presents
conclusions and the future work.

2. BACKGROUND
2.1 Algorithmic Arpeggiator
As a harmonic and rhythmic melody, the arpeggio is widely
used in improvisation and real-time interactive composition
systems. With algorithmic composition methods, arpeggios
can be composed utilizing computer-aided software
"arpeggiator” along with the chord inputs. Here we briefly
describe an evolution of algorithm-based arpeggiators
applied in improvisation and real-time interactive
composition systems.
The development of arpeggiators can be categorized into
two phases. In the first period, the arpeggiator can only
support linear/one-dimensional inputs. Risset et al. [26]
devised an acoustic piano accompanied by a computer in
1996. A pianist played the same arpeggio three times, while
the system played three different mirrored accompaniments.
The pianist's performance determined the tempo and
loudness of the arpeggio. This has established the
generation pattern of the algorithmic arpeggiators, mapping
from input to output.
The following aquarium project [14] allowed users to
generate major chord arpeggios by mimicking the
movement of animals through a tangible object. In
Princeton Laptop Orchestra [28], each player was provided
with a controller to modulate the overtones and the
fundamental frequency of Risset Arpeggio [27],
improvising the beating patterns. At this point, the ascent
and descent of arpeggio were coordinated by direct inputs.
In the second phase, multi-functional sensors and actuators
were integrated into algorithmic composition systems and
therefore arpeggiator becomes capable of accommodating
complex nonlinear/multi-dimensional inputs. For example,
these devices can capture users’ physical behaviors and
convert them as system inputs so that information sent to
arpeggiator become much more synthetic than previous
systems. Sonic Banana [29] mapped multi-channel data
from four sensors to various parameters of algorithmic
arpeggiator such as chord type, note duration, velocity, root
pitch, and so on.
Applications of human motion capture (HMC) [6]
technology [20] shows another way for real-time
composition. It utilizes physical movement to interact with
the composition system. Therefore, the parameters of
HMC-based arpeggios were inextricably tied to the physical
gestures/postures or eye gazes of the performer. Gestate [21]

allowed performers to trigger chords by rotating an
arpeggiated 3D cube through right hand. The position of
left
hand
otherwise
reflected
the
glissando
arpeggio. EyeHarp [34] provided a gaze-controlled musical
interface for performers to customize parameters of four
mixing arpeggios. Gazes were allocated to control the
starting note, meter, notes included, and so on.
With the integrations of multi-dimensional inputs to
computer-aided composition system, interactions with the
arpeggiator grow more natural than as previous. The
outcome of the algorithm is intimately associated with
performer's physical movement and mental model. In this
way, arpeggios are mostly conducted with a stochastic way.
2.2 RNN Music Models
RNNs are connectionist models that memorize dynamics of
arbitrary sequences. RNNs can provide probabilistic
prediction leveraging the trained models. Todd [31]
proposed a pioneer work by utilizing an RNN model to
generate music compositions on a note-by-note basis. The
generated compositions are supposed to be musically
coherent given that RNNs can capture temporal dynamics.
However, in practice, the lack of long-term memory of note
sequences results in lacking global coherence which was
discovered by Mozer [22]. The capability of storing longterm dependencies has diminished because of the vanishing
gradients. To solve this problem, Mozer claimed to apply
sophisticated RNN techniques and psychologically-realistic
encoding methods [16, 30] to generate distributed
representation of musical features. Nevertheless, the
difficulties remain in extracting global thematic structure
and rhythmic organization by means of RNN.
Hochreiter and Schmidhuber devised a Long Short-Term
Memory Neural Networks (LSTMs) to overcome the
vanishing gradients phenomenon [11]. The LSTM model
raises a memory cell to substitute the ordinary nodes in
standard RNNs. Constant error carousel, a self-connected
recurrent edge, is involved in the memory cell, ensuring
that gradients can pass across beyond 1000 time steps
without vanishing or exploding [11, 17].
LSTMs operate by three functional gates to forget,
memorize and expose the memory contents [2]. The input
gate modulates how much relevant input can flow into the
memory cell, while the forget gate introduced in [10]
permits an LSTM to reset the obsolete memory [7]
adaptively. The output gate determines how much memory
content is exposed. Figure-1A graphically illustrates the
LSTM memory cell.
In practice, the novel model has presented an ability to
learn long-term dependencies using the internal memory
cell and functional gates. Further, Douglas and Lapalme
introduced a music-specific sequence learner incorporating
an LSTM model to learn global musical structure [8].
Among the most recent LSTMs-based musical systems,
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SONG FROM PI [3] trained a hierarchical LSTM network
to generate pop music.
2.3 Gated Recurrent Unit
GRU is a novel recurrent unit proposed by Cho et al. [1].
Similar to LSTM unit, GRU is designed to capture longterm dependencies using a gated activation function.
Update gate and reset gate enable a memory cell to
adaptively update and refresh memory contents [4]. Unlike
LSTM, GRU exports memories to the next node without the
supervision of an output gate.
By comparing new candidate input with the stored
memories, update gate in GRU determines the acceptance
of new candidate memories in memory cells. Update gate
would not accept input features when captured features
remain valuable to the cells in the next time steps.
Otherwise, input features would be memorized and carried
across multiple time steps. A reset mechanism is designed
to improve its efficiency using the reset gate. It allows GRU
to refresh the memory cells whenever the captured features
are useless [2] (See Figure-1B for a graphical illustration of
GRU memory block).
OUT

OUT

o

f
i

r
z

IN

IN

A

B

Figure 1. Memory blocks of (A) LSTM and (B) GRU. (A) i,
f and o are the input, forget and output gates, respectively.
(B) r and z are the reset and update gates.
Since GRU is recently introduced in music generation,
some studies focused on the evaluation of GRU on the task
of music modeling. Chung et al. empirically evaluated GRU
and LSTM on a number of polyphonic music datasets [4].
Jozefowicz et al. conducted a thorough exploration of over
ten thousand RNN variants to identify a superior
architecture [15]. LSTM and GRU respectively
demonstrated superiority on different music datasets.
2.4 L-systems
An L-system is a robust approach for generating music
compositions based on rewriting rules [24]. Context-

sensitive L-systems were proposed to introduce variety [35]
in music generation.
L-systems were firstly proposed for modeling plant
development [25] and other iterative structures. Symbols
grammatically constrain each iteration and rewriting rules.
The rendering process can be graphically interpreted when
distributing each symbol with a graphic command. After a
few iterations, a graphical structure can be rendered.
However, not all L-systems are considering graphical
interpretation. As music inherently follows grammars and
the notion of iteration, it fits nicely in the context of
rewriting that L-systems provide [18]. Therefore, some
authors used L-systems to generate music [19, 23, 24].
In early stages, music scores are generated through
graphical interpretation. Prusinkiewicz [24] mapped turtle
drawing into musical scores, by mapping y-coordinates to
pitch and line length to note durations. To the next stage,
McCormack [23] used symbols to directly represent pitch,
duration, and timbre without going via a graphical
rendering, which allows researchers to concentrate on
mapping algorithm between music parameters and Lsystems grammars.
Although musical renderings are no longer constrained with
graphical interpretation, the music notes generated with
fixed production rules appear monotonous, which lacks
variability. Regarding this drawback, Peter and Susan
proposed two novel L-systems: stochastic and contextsensitive, respectively. Stochastic L-systems are used to
generate music which has the similar motif, but different
details [35], while L-systems with context sensitivity
provided an approach to introduce variety [18]. In context
sensitive L-systems, multiple production rules are applied
to one symbol in a specific context [35]. It allows L-system
to compare and select production rules depending on the
surrounding symbols. In this way, the various melody is
generated by selecting appropriate production rule along
with iterations.

3. EXPERIMENT
To implement a musical arpeggio generation algorithm, we
integrate RNN with TCSL for generating harmonic and
various arpeggios. By taking advantage of RNN, internal
harmony between chord notes are learned from existing
pieces of the arpeggio. While TCSL is responsible for
generating variety. Therefore, our system aims at
overcoming the obstacles of lacking inherent harmony and
variety in current arpeggiators.
The system takes arpeggio MIDI datasets as input and
generates arpeggio sequences on different underlying
chords. We conducted an experiment where we have
trained an RNN model to provide probabilistic prediction
which suggests the selection of next note alone with the
lengths of the notes for TCSL generation model. Our
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With trained RNN model, we next proposed a novel
tetrahedral context-sensitive L-system for generating a
variety of arpeggios. TCSL incorporates a tetrahedron
2

http://www.signichat.com/suta/arp/dataset.zip

3

http://www.prosonic-studios.com/

4

https://github.com/SutaBeacon/music_rnn

c1

t2

+2

3.2 TCSL Generation

+1: up one interval
+2: up two intervals
+3: up three intervals
-1: down one interval
-2: down two intervals
-3: down three intervals
^: flip horizontal

^

Our network consists of two hidden layers with GRU units
and one full-connected output layer with tanh activation
function. The number of hidden GRU blocks in the hidden
layer was fixed at 250. We used RMSProp [13] to optimize
the model parameters. According to many experiments and
results on the validation set, we selected a learning rate of
0.0005 to minimize the log-cost. We trained each model for
85 epochs because the total error had not improved as we
increased the number of training epochs. The validation
made use of early-stop training to prevent over-fitting. We
also provide a reference implementation of the system as
open source software on GitHub4.

Firstly, we dealt with the notes and operators used for
generation. Considering an arpeggio, 15 chord notes (I, III,
V) spanned in 5 octaves were included in a sequence
according to the tonality and chord. For instance, if given
the Dmin chord, the arpeggio sequence would be {D0, F0,
A0, D1, A1, F1, D2, F2, A2, D3, F3, A3, D4, F4, A4}. Two
adjacent notes executed one interval. Encoded operators are:

-2

The RNN took an one hot vector as input and predict which
note will come up next after the previous notes. In each step
of the note prediction, the network calculated a probability
table, recorded probability of next appearance of each note,
and selected the maximum probability as current output.
The probability table served as the basis for choosing the
following note. If the note chosen is equal to the previous
one, the length of this note will be increased and therefore
modeled by the network. By comparing the predicted result
with the target data in the input sequence, RNN gradually
improved the accuracy of prediction.

In this model, note stored in a vertex can be rewritten by a
new note at each iteration. The operator on each side
calculates the inherent intervals between current note and
target note. One current note and three target notes
constitute a specific context.

-1

In this module, we used MIDI Arpeggio dataset2 purchased
from Prosonic Studio 3 as model inputs, which contains
2715 major and 2178 minor triad arpeggios. These MIDI
arpeggios cover various phrase types and chord
progressions. We randomly picked up the training dataset
and test dataset by a ratio of 4:1 for each tonality. When
extracting note sequences from MIDI data, we used a MIDI
Python library [12] to transform MIDI files into a twodimensional matrix. The sampling rate fixed at 0.25 Hz. Xaxis stored the length of a sequence, while y-axis stored an
one hot vector with 88 notes. An initial element was
appended to the end of the vector to predict the first note.
The RNN model was implemented in Python using Keras
library [5]. For major and minor keys modeling tasks, we
respectively trained one RNN. RNN modeling aims at
providing a probability distribution by maximizing the
prediction accuracy.

-2

3.1 RNN Modeling

model. Each vertex of the tetrahedron stores a note and
each side represents a type of interval operator. Because the
tetrahedron inherently has three sides from an arbitrary
vertex to the others, it constitutes a selective context for
iteration. This model nicely fits for the context-sensitive Lsystems where multi production rules are applied to one
symbol [35]. The advantage of TCSL is that the tetrahedral
model can evolve into a large number of variants. For
example, TCSL-A and TCSL-B shown in Figure 2 are two
variants established by different sets of operators. Each
variant can generate a distinct output. Therefore, we created
our TCSL based on this tetrahedron model to overcome the
lack of variety. See Figure 2 for the illustration.

+3

system consists of two modules (1) RNN modeling (2)
TCSL generation.

-1

t1

-3

t1
t3

+2

+1

^

+1

t3

c2

t2

A

B

Figure 2. TCSL-A and TCSL-B with different operators
and initializations. C means current and t means target.
Secondly, we explained the variety of generation in terms
of the selection of operators and initialization. First,
Operators are selected from seven defined ones and then
distributed onto six sides, which constitutes 2520 (7!/2)
possible sets of operators. Besides, initialization by
randomly selecting a starting vertex and a starting tonal
note also increase the variety. Each set of operators and
initial conditions can generate a unique output. Two
representative samples are shown in Figure 2.
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Finally, we introduced the workflow of TCSL generation
model in this system. See Figure 3 for the schematic.
A

B

C
p

V

p
p

C

p
p

of the generated notes. Therefore, generated arpeggios can
acquire global rhythmical structure learned from the dataset
since one of the strengths of RNN is the ability to model
long-term dependencies.
We then conducted two sets of experiments to evaluate the
output of TCSL. One set was to analyze the output of
TCSL-A (see Figure-2A), given two major chord and two
minor chord inputs. Another set was to compare the output
of TCSL-A and TCSL-B (see Figure-2B) with different sets
of operators, given the same chord inputs.

4. EVALUATION

+3

-2
+1

F

E

D

Figure 3. A schematic of TCSL generation showing (A)
Input chord, (B) Start new iteration, (C) Request probability
table from RNN, (D) Calculate optional notes, (E)
Determine target note, (F) Generate arpeggio note. Red
color denotes current note and blue indicates target note.
(A) Input chord. Whenever a chord in one key is imported
into TCSL, a new round of generation starts off. Meanwhile,
TCSL is initialized.
(B) Start new iteration. The new iteration starts from the
vertex storing the target note in the last iteration. Target
note is rewritten to current note.

We next evaluated the proposed algorithm from two aspects.
Firstly, we evaluated the capacity of providing accurate
prediction. Secondly, we evaluated the output of TCSL
based on the experiments whether the arpeggios are as
harmonic and various as we expected.
4.1 RNN Evaluation
In the case of major and minor datasets, we trained and
validated two RNNs. In Table 1, it lists all the results
concerning training folds and test folds.
Major key
Minor key

(E) Determine target note. Once receiving the probability
table, TCSL determines target note with the maximum
probability. If current note is selected, its length will
increase. Otherwise, a new note will be generated.
(F) Generate arpeggio note. The selected note is appended
to the arpeggio sequence and delivered to the RNN model
as the generated notes.
Through the above process, arpeggios can be generated
note-by-note along with the iterations based on the given
chords. In each iteration, TCSL provides four optional notes
and RNN takes the role of providing the probabilistic
prediction for picking out target note with maximum
probability. Meanwhile, RNN is responsible for the lengths

0.804
0.747
0.804
0.760

0.334
0.546
0.326
0.516

Table 1. The accuracy and log-cost of training and test sets.

(C) Request probability table from RNN. TCSL delivers the
present note to RNN, requesting probability table for the
next iteration. RNN calculates the table based on the
complete sequence fed to the network including previously
generated notes and currently received one. Then RNN
sends the table to TCSL.

2.5

major train
major test
minor train
minor test

2.0

log-cost

(D) Calculate optional notes. Optional notes consist of
current note and three on the target vertexes. Given that
RNN is capable of modeling the length of the note, current
note here is used for determining if it has the chance to be
continued in the next iteration. TCSL figures out the three
notes according to current note and individual operator.

Train
Test
Train
Test

1.5

1.0

0.5

0

50

100

150

epoch

Figure 4. Learning curves for training and test sets of major
and minor keys.
Accuracy and log-cost are reported to indicate RNN's
performance in learning and predicting. The RNN model
achieved a promising accuracy of 80.4% in training data
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and 76% in test data. From the results, it shows that minor
RNN slightly outperforms the major RNN concerning test
accuracy. The rational gap of accuracy between training
data results and test date result demonstrates the ability of
generalization of our predictive model. In Figure 4, it shows
the learning curves of log-cost which describes the training
and test data without over-fitting.
4.2 Algorithm-generated Arpeggios Output Evaluation
Regarding the algorithm output, the selection of 12 major
keys and 12 minor keys were used in the evaluation
experiment. Each key incorporated seven scale chords. We
performed two experiments to evaluate our approach.
Experiment 1: In this experiment, we used TCSL-A (see
Figure 2) to generate arpeggios for all scale chords with the
purpose of evaluating harmony of the generated arpeggios
output. Chords were imported into the model one-by-one.
As a result, our method generated 144 pieces of arpeggios
from the major key, and likewise the minor key. C, G (I, III
scale degree of C major) and am, g (the I, VII scale degree
of a minor) chords were provided for presentation. In this
paper, we presented four pieces of arpeggios in the format
of the piano roll (See Figure 5). Y-axis denotes the beats in
time series, and X-axis indicates the pitch. The position and
length interpret the pitch and duration of a note,
respectively. We took 4/4 as time signature, thereby the
shortest block was the eighth note, taking up half beat. Take
Figure-5A as an example, starting from C1, first step to G3
with a ‘^' symbol, down to E3 with ‘-1', repeating E3 for
two beats with 3 ‘#', then down to G2 with ‘-2'.

series of generated arpeggio samples on multiple chords
and keys.
Experiment 2: In the second experiment, we intended to
evaluate the variety of the generated arpeggios output.
TCSL-B (see Figure-2B) using another set of operators was
provided to compare the output of TCSL-A and TCSL-B.
We produced two pieces of arpeggio on C and g chord. The
results are shown in Figure 6.
When compared Figure-5A (from TCSL-A) with Figure-6A
(from TCSL-B) on C chord, the results differ in three
aspects. Firstly, the selections of notes are nearly different
at the same beats. Secondly, the types and distributions of
the intervals between two adjacent notes are mostly
different, which determines the distinct fluctuations of
melody contour. Further, multiple longer note durations
spread out across various beats, making the definite rhythm.
The above differences indicate that TCSL is capable of
generating distinct arpeggios when switching to another set
of operators. Because TCSL has plenty of sets of operators,
we conclude that TCSL has the advantage of creating a
variety of distinct arpeggios from the results of this
experiment.
Likewise, we assembled the arpeggio samples generated by
other sets of operators on the accompanying website.
Perceptions of variety can be directly acquired from those
audible arpeggios.

Here we focused on evaluating the harmony of the
presented four arpeggios. We found that the adjacent notes
contain the harmonic interval ratio. The ratio of the
frequencies of the pitches performs such as 1:1(unison),
2:1(octave), 3:2 (perfect fifth), 4:3 (perfect fourth), and 5:4
(major third). To most listeners, these intervals are more
likely to sound consonant and well-tuned [32]. Take Figure5A for example, G2 to C2 is a perfect fifth, E3 to C3 is a
major third and G3 to G2 is an octave. Therefore, harmony
is achieved in the algorithm-generated arpeggios output.
In addition to harmony, rhythm is also achieved in the
generated arpeggios. We noticed that four types of note
durations have appeared in the presented pieces, which took
up half beat, one beat, one and a half beats and two beats,
respectively. Most of the notes were eighth notes. Other
longer durations interspersed among the relatively smooth
rhythm to show a sense of instability and variation, which
produces the pattern of rhythm.
However, the sense of harmony and rhythm of the output
arpeggios may be better understood by listening to the
acoustic samples. To this end, we invite readers to visit this
paper's accompanying website1 where we have aggregated a
1

Figure 5. Arpeggio MIDI piano roll showing (A) C chord,
(B) G chord, (C) am chord, (D) g chord generated with
TCSL-A.

Figure 6. Arpeggio MIDI piano roll showing (A) C chord,
(B) g chord generated with TCSL-B.

http://www.signichat.com/suta/arp/
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4.3 Discussion
Our study is dealing with the arrangement of arpeggio notes
through an algorithmic approach. In comparison with the
four pieces of arpeggios generated by TCSL-A, we find that
the melody contours are distinct from each other. That
means in our system TCSL operate without constraining the
alignment of notes into a fixed template. However, the
interval operators still serve as the primary production rule
to softly control the arrangement of note generation.
Here we discuss the main reasons for achieving inherent
harmony and rhythm pattern in our composition output.
First, inherent harmony derives from the existing pieces of
arpeggios which carry the harmonic interval ratios
elaborated by the composers. RNN learns these harmony
features and then embodied in our generations. Secondly,
rhythm pattern is modeled by RNN and determined in
collaboration with TCSL. Because RNN can capture the
dependences on repetitive notes from the original dataset, it
provides a higher probability for current note when the
complete note sequence including current note is fed to
RNN. Therefore, the learned harmony and rhythm will not
diminish in the output of our algorithm whenever the chord
inputs or sets of operators are varied. Instead, it will involve
variety into the algorithmic generations.
Since our algorithm takes the advantages of generating
harmonic and various arpeggios in real-time workflow, it
has promising potentials to be applied in improvisation and
interactive composition systems. Integrated with all kinds
of sensors and HMC devices, it can capture multidimensional inputs and afterwards map the quantitative
indicators to tonality, chord inputs, and sets of operators in
our algorithm. This mapping framework exemplifies the
dynamic relationship between captured user input and the
generated music compositions. Therefore, our algorithm
shows capability of shaping natural interactions between
performers and interactive composition system and
composing harmonic and various musical generations.

manipulate musical generation simultaneously through the
TUI. This paper aims at informing researchers, composers,
and developers in the communities of Artificial Intelligence
and Human-Computer Interaction to explore the
combination of machine intelligence and human
intelligence. These two parts can mutually receive
reinforcement when confronting interactive systems.
The future work will firstly focus on the improvement of
the current TCSL model. We intend to invite users
including composers, pianists as well as inexperienced
users to further evaluate the harmony and variety of the
generated arpeggios. The suggestion would benefit to the
enhancement of TCSL, for example, regarding the selection
of operators and given chords. Besides, we will explore the
scenarios, interactions, and interfaces of applying our
algorithm to interactive composition systems, for instance,
by shaping a multi-modal TUI which allows users to
compose simultaneously like how a conductor directs the
orchestra through natural gestures, gaze, together with the
movement of head and arms. In the interactive scenarios,
users would achieve harmonic compositions alone with
continuous interactions with the interactive systems.
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ABSTRACT
In this paper, we present a data-driven approach for automatically generating South Indian rhythmic patterns.
The method uses a corpus of Carnatic percussion compositions and grooves performed in adi tala – a uniform
eight-beat cycle. To model the rhythmic structure and the
generation process of phrasings that fit within the tala
cycles, we use a set of arithmetic partitions that model the
strategies used by professional Carnatic percussionists in
their performance. Each partition consists of combinations of stroke sequences. This modeling approach has
been validated in terms of the groupings used in this music idiom by direct discussions with Carnatic music experts. Two approaches were used for grouping the sequences of strokes into meaningful rhythmic patterns.
The first is based on a well-formed dictionary of prerecorded phrase variations of stroke groupings and the
second one on a segmentation algorithm that works by
comparing the distance of adjacent strokes. The sequences of strokes from both approaches were later analyzed
and clustered by similarity. The results from these analyses are discussed and used to improve existing generative approaches for modelling this particular genre by
emulating Carnatic-style percussive sequences and creating rhythmic grooves. The creation of these tools can be
used by musicians and artists for creative purposes in
their performance and also in music education as a means
of actively enculturing lay people into this musical style.

1. INTRODUCTION
There is an increasing interest in developing computational strategies for the analysis and understanding of
non-Eurogenetic music. Work by [1], [2], [3] and [4] in
non-Eurogenetic music constitute some of the earlier examples in this area. The goal of this paper is to develop
expert systems that can reliably generate music in this
style of Indian Classical music, envisioning a contribution on two levels: 1) the creation of tools for lay audiences to interact with musical styles beyond the Western
ones; and 2) the automatic generation of unlimited
amounts of data for training machine learning algorithms.
By building applications that can recreate these musical
styles we hope to create innovative tools for interaction
with musical heritage that go beyond passively listening
Copyright: © 2018 Guedes et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

Akshay Anantapadmanabhan
Independent Musician
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to the music. Earlier work [5] used an n-gram approach
for modeling Carnatic percussion generation. N-gram
transition probabilities up to a five-gram were estimated
by counting the frequency of the strokes in the training
corpus. The size of n-grams was set to up to a five-gram
to test how past information and size of accumulated
memory could affect and change the generation process.
The generation process used these data to generate new
stroke events sequentially. The main drawback of this
method was that it failed to successfully capture the longterm structure and grammar of this particular idiom and
being only successful in capturing local and short term
phrasing. In our present work, we aim to overcome these
issues by introducing a new data-driven approach of
modeling the tala cycle based on a set of arithmetic partitions which capture reliably the rhythmic structure of the
tala. We also implement two novel grouping methods for
stroke segmentation into syntactic valid phrases using a
grouping algorithm that works by comparing the distances of adjacent strokes and a dictionary of pre-recorded
phrase variations and stroke groupings of phrases for this
particular idiom. Based on this analysis, we developed an
application that improves the generation of South Indian
rhythms and enhances the interaction of the user by
adopting data visualization techniques during the generation. The paper is organized as follows: this section presents an introduction and background research on music
generative applications and work on modeling Carnatic
rhythm generation while section 2 presents background
information on the rhythmic structure in Carnatic music.
Section 3 describes the proposed approach, dataset and
methods while section 4 discusses the rhythmic grouping
algorithm and the dictionary of pre-recorded phrases.
Section 5 describes the clustering analysis of the data.
The generation process and application are provided in
section 6. Finally, discussion and future work are drawn
in section 7.

2. RHYTHMIC STRUCTURE IN CARNATIC MUSIC
The rhythmic framework of Carnatic music is based on
the tala, which provides a cyclic framework for improvisation through strategies like repetition and grouping. The
tala consists of a fixed time length cycle called avartana,
which can also be called the tala cycle. The avartana is
divided into equidistant basic time units called aksaras,
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and the first aksara of each avartana is called the sama
[6]. Two primary percussion accompaniments in Carnatic
music are the Mridangam and Kanjira, where the Mridangam is known for its lead percussion role. The rhythmic complexities of Carnatic music are especially showcased during the percussion solo or taniavartanam, which
is what we focus on in our work. In a concert, each instrument performs separately and then they trade off in
shorter cycles with a precise question-answer like session, followed by a joint climactic ending. There are
many forms in solo improvisation, but in the context of
these experiments, three main types of characterizations
were performed:
1. sarvalaghu patterns - short groove phrases that are
repetitive in nature over any tala cycle (usually less
than half a cycle in length)
2. korvai – multi-part (minimum two) compositions
that can last over multiple cycles which are repeated
three times. Each part generally adheres to the rules
of arithmetic progressions.
3. pre-korvai improvisation - assuming korvais contain multiple idea phrases, these sections improvise
around those particular phrases that are derived from
the korvai and finally culminate into the climactic
conclusion (the korvai).
All training excerpts used in the proposed generation
method were performed by the Mridangam and Kanjiradrum in the context of separate solo improvisations.

3.APPROACH
3.1 Overall process
The approach we adopt in this study is given a dataset of
audio recordings, initially we obtain an automatic transcription of a sequence of time-aligned events of all
stroke types, their durations (IOIs) and velocities. Next,
we obtain a series of groupings of strokes extracted using
a segmentation algorithm that compares the IOI distances
between adjacent strokes. We also use another prerecorded dataset of groupings which include well-formed
phrase variations of rhythmic patterns and were composed by percussion professionals of this genre. Next, all
the patterns are indexed in terms of their duration and are
kept for further analysis. We transform all textual representation of the groupings into feature vector representations by using the bags of words approach and all grouping patterns are clustered based on similarity using the kmeans algorithm. To generate and synthesize the talas we
model the aditala cycles as a series of arithmetic partitions that consist of combinations of groupings. Finally,
an algorithm implemented in the Max programming environment is used to generate the talas by choosing different rhythmic groupings from the different clusters and
concatenate them to form the partition. The block diagram in Figure 1 shows the overall approach.

Audio recordings

Rhythmic grouping

LoLT12V1HiRT12V1 Mid_3RT12V1
LoLT12V1HiRT12V1
Mid_3RT12V1
LoLT12V1
Mid_3RT12V1
LoLT12V1
Mid_3RT12V1
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HiRT12V2
Mid_1RT7V1
LoLT12V1HiRT12V1
Mid_3RT12V1
LoLT12V1
HiRT12V2
Mid_1RT7V1
LoLT12V2HiRT12V2
Mid_3RT12V1
LoLT12V1HiRT12V1
Mid_3RT12V1
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Mid_3RT12V1
LoLT12V2HiRT12V2
Mid_3RT12V1
LoLT12V1
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Transcriptions

Clustering

Generation

Figure 1. Block diagram of the approach
3.2 Dataset
The corpus consisted of 23 percussion solo compositions
and groove patterns in aditala (8 beat-cycle) in three different tempo levels: slow (70bpm), moderate (85bpm)
and fast (105bpm). The recordings were performed by a
professional Carnatic percussionist with the Mridangam
and Kanjira drum. All excerpts were recorded using a
metronome and were manually annotated by an expert
using Sonic Visualiser [7].
3.3 Encoding the strokes
For the Mridangam dataset each stroke event was coded
as a string based on five registers (Lo/Mid1-2-3/Hi), the
hand (left (L) or right (R)) used for initiating the stroke,
the inter-onset interval (IOI) between strokes and a value
indicating the velocity of the stroke. For the Kanjira drum
data we used three register values (Lo/Mid/Hi), the interonset interval (IOI) between strokes and the velocity of
the stroke. For the Mridangam strokes we allowed also
the coding of two composite strokes played simultaneously with left and right hands. Although the Mridangam
and Kanjira have a richer variety of registers and strokes,
the reduction to three registers for the Kanjira and five for
the Mridangam was a step to compromise the different
stroke definition. This reduction was validated by percussion experts as a process to accurately encode the different strokes in both percussion instruments. The normalized velocity values of the strokes were obtained by computing an onset detection function by combining energy
and phase information in the complex frequency domain
[8], and estimating its amplitude level with a value between 0.2 and 1 according to the strength of the stroke.
Each stroke was encoded as a string containing the register, the hand which the stroke was played, velocity, and
duration (IOI). For example, LoLV2T4, indicates a stroke
in the Low register using the left hand on the Mridangam
with velocity 0.5 and duration of a dotted quarter note. A
detailed description of the encoding method is discussed
in [5].
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4. RHYTHMIC GROUPING
4.1 Rhythmic grouping
phrases (solkattu)

based

on

pre-recorded

The concept of groupings is a fundamental buildingblock of Carnatic music, be it melody or rhythm. In the
vocal percussive form of Konakkol, the language to
communicate these rhythms, groupings are also sometimes referred to as ‘solkattus.’ These solkattus at a very
basic level are phrases whose sum of syllables map to
integer numbers. For example, ‘tha ki ta’ maps to three,
‘tha ka dhi mi’ maps to four, ‘tha ka tha ki ta’ maps to
five and so on [9]. The mapping however is not one-toone as the musician is free to play many different nsyllable phrases to represent just one grouping. Assuming, you can fit four syllables per beat, in the eight beat
cycle of adi tala, there is a possibility of thirty-two syllables to fill one cycle. One strategy to perform in this cycle, is to use a series of sollu groupings along with intermittent rests to fill the cycle. Multiple groupings can also
be concatenated to form larger musically-relevant groupings. As the number of cycles grow, the possibilities of
grouping combinations also increases. There are certain
rules that are followed by percussionists that allow this
rhythmic generation to be more musically aesthetic, rather than just a series of groupings. This approach of how
groupings are grouped will be touched upon in section 6
where we discuss generation. In our study we used two
approaches for grouping the sequences of strokes. The
first which is described in this section is based on a well
formed dictionary of pre-recorded phrase variations while
the second one is based on a segmentation algorithm.
Figure 2 depicts a grouping example with a duration of
five pulses taken from the pre-recorded dictionary of
groupings.

4.2 Nearest neighbor segmentation algorithm
The grouping algorithm that we used is a modified version of the mutual nearest neighbor algorithm [10]. It
works based on the proximity of the strokes by measuring
the distance between adjacent strokes. Strokes are
grouped together if they are nearest neighbors to each
other. A structural constraint of the algorithm is that every grouping has a minimum number of 2 strokes. This
constraint was adopted to avoid very small groupings of
individual strokes. The algorithm also works hierarchically by using a second layer to group smaller groupings
into a larger one. The algorithm stops parsing and forms
new groupings using a threshold that represents the largest duration that a grouping pattern can take in our case
an 8 pulse duration. Figure 3 illustrates an example of
grouping. The algorithm starts grouping the first two
strokes in the rhythmic sequence based on the initial constraint and then compares the distances D1 and D2 between the last stroke in the grouping (blue dot) with the
the next two strokes (green and red dots). D2 is less than
D1 so the algorithm finds a boundary, saves the current
grouping, and creates a new one. The algorithm is iterative and works hierarchically, e.g. when it finishes parsing the strokes and comparing the distances we get two
layers of groupings four groupings for the first and two
groupings for the second layer.

Figure 3. Rhythmic grouping of strokes based on the
mutual nearest algorithm.

5. CLUSTERING
All the groupings were represented initially with symbolic notation representing the sequences of strokes. To
transform the textual symbolic information to meaningful
feature vectors we used the bags of words approach and
extracted all bigrams of the groupings. We generated
feature vectors of the groupings by counting the times
each bigram occurs in a grouping. This leaded to a feature matrix, which could be further used for clustering
analysis. Figure 4 illustrates the feature representation.
Finally, the k-means clustering approach was used to
cluster the groupings of strokes in terms of similarity.
Figure 2. Example of a grouping with a duration of five
pulses.
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6. GENERATION PROCESS

Figure 4. Feature representation of grouping patterns
based on bigrams and bags of words approach.
5.1 Visualizing data using T-SNE
The next step was to convert the high-dimensional data
set representing the center of the clusters from the clustering analysis into a matrix of pairwise similarities to
enable the visualization of the resulting data. Traditional
dimensionality reduction techniques such as Principal
Components Analysis are linear techniques that focus on
keeping the low-dimensional representations of dissimilar
data points far apart. In our analysis, we used the so
called t-distributed stochastic neighbor embedding (tSNE), for visualizing the resulting similarity data [11].
Compared to methods discussed previously, t-SNE is
capable of capturing much of the local structure of the
high dimensional data, while also revealing global structure such as the presence of clusters at several scales.
Figure 5 illustrates the result of the t-SNE transformation
on the clusters of the groupings. A 2-dimensional axis
comprising two components were used for the t-SNE
analysis and the pairwise distances between the cluster
centers of the groupings are plotted in the axis.

To synthesize and generate the talas, we modelled the 8beat aditala cycle into a series of partitions of 32
timepoints per cycle, assuming a beat subdivision in 4
parts. The templates of partitions that we adopted were
validated and proposed in terms of the grammar and theory of this music idiom by direct discussions with Carnatic
music expert musicians. Partitions are essentially strategies of grouping sollkattus in a musically aesthetic fashion to perform within tala cycle(s). Musically speaking,
this approach is used frequently in the concept referred to
as ‘aradhis’ or endings used in Carnatic music solos and
accompaniment. An aradhi is a phrase that is repeated
three times with some or no rests in between. As an example, an eight-beat cycle can be split into three sections
of two beats with two-one beat rests in between. Or more
specifically, three of the same eight syllable phrases (2
beats each) with two four-syllable rests separating the
three groupings. The sum of these five parts will equal 32
syllables, or one-cycle of aditala. Figure 6 represents
some of the partition templates that we used to generate
groupings to fill one tala cycle.

Figure 6. Partition templates of aditala cycles.
By analyzing, segmenting and clustering the different
rhythmic groupings based on their duration and similarity
we were able to have an index of groupings with different
durations for each cluster. In order to generate talas of a
certain arithmetic partition we used groupings from the
same cluster and concatenate them to form the partition
tala cycle. By having a large number of groupings in a
cluster indexed by their durations we could generate
rhythm in tala cycles with different variations of a specific partition using combinations of groupings.
6.1 Carnatic music generation

Figure 5 2D map of proximity and similarity distances between the pattern clusters of groupings

The results from the analysis were used to develop a generative model that creates rhythmic endings based on
these data. The model was implemented as a Max patch
that uses as inputs the arithmetic partitions, the coordinates of the clusters and the groupings and their durations
in each cluster. This tool not only synthesizes the results
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from the analyses but it can be also used as a computational application for creative and learning exploration of
these rhythms. This latter aspect is of particular interest
as it provides the gateway to develop software applications for automatic rhythm generation in non-Eurogenetic
music styles. Figure 7 depicts a screenshot of the Max
patch. The user can interact with each cluster by travelling in the 2D space and generate talas of preference
based on a set of template partitions in various tempo of
choice. Clusters with enough groupings to generate the
specific partition of talas are represented with black dots
while clusters with insufficient number of groupings are
grey. This offers a greater intuition and interactivity to
the user. The user can track the position of the tala that is
been playing by having a visual display of the playback
of the tala inside the cycle. Users can increase the variation of the groupings, used to form a certain tala partition
by increasing the circle of the cluster chosen. They can
also remove clusters they do not like or can form new
arithmetic partitions of groupings and generate new combinations to fill the tala cycle by adding a new partition
strategy.

groupings into vector feature representations by using
bags of words approach and all grouping patterns were
clustered based on similarity using the k-means algorithm. Finally, a patch implemented in the Max environment was used to generate rhythm within tala cycles by
choosing and concatenating different groupings to form
particular partition durations. After discussions and initial
evaluation of the system with Carnatic percussion professionals it can be concluded that the system can successfully generate Carnatic style rhythmic patterns based on
the original data. A drawback of the system lies in the
fact that sometimes even though the groupings/solkattus
are musically meaningful, they are not always grammatically valid and context of using the groupings with rulebased constraints is yet to be explored. Grammatical invalidity is mainly caused due to the existing rhythm
grouping algorithm that we use for grouping and the kmeans clustering which classifies the groupings based on
similarity. These techniques might not be able to capture
entirely the strategies of Carnatic percussionists in terms
of grouping and categorization of the strokes into
phrases. To improve the current methodology and tackle
this problem we aim to manually annotate all the different groupings of strokes and possible combinations with
the help of expert percussionists of this genre in the entire
corpus. We will also want to extend this work by discussing with experts on potential methodologies to manually
cluster the groupings based on similarity as opposed to kmeans clustering. This will allow us to have a more precise categorization of groupings which we can later use in
our generations. Future work will evaluate the effectiveness of the method by conducting a large scale perceptual
study using a group of professional Carnatic musicians
comparing ratings between machine and human composed excerpts. We will also like to extent our work and
use similar methodologies to generate other nonEurogenetic rhythmic styles, with a particular emphasis
on rhythms from the Gulf.
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ABSTRACT
Mechanical vibrations have typically been used in the
performance domain within feedback systems to inform
musicians of system states or as communication channels
between performers. In this paper, we propose the additional taxonomic category of vibrational excitation of musical instruments for sound generation. To explore the variety of possibilities associated with this extended taxonomy, we present the Oktopus, a multi-purpose wireless system capable of motorised vibrational excitation. The system can receive up to eight inputs and generates vibrations
as outputs through eight motors that can be positioned accordingly to produce a wide range of sounds from an excited instrument. We demonstrate the usefulness of the
proposed system and extended taxonomy through the development and performance of Live Mechanics, a composition for piano and interactive electronics.

relationships. Limited and unnatural feedback in technologymediated performances often may result in disassociation
by the performer, which can have a severe impact on expressiveness [1]. In this paper, we investigate the modality
of vibrational excitation and propose a taxonomy that may
encourage new applications within a creative music systems framework. We see vibrations as a tool that can not
only confirm actions to a performer, and be used to communicate information between musicians, but also be part
of a system capable of producing sounds. Towards creative
exploration of affordances in the vibrational domain, we
propose the Oktopus, a system that provides vibrating excitation points that can be used by performers, composers
and artists. We also discuss the composition Live Mechanics, which uses the Oktopus as part of a creative interplay
between a performer, piano, and computer interface.
1.1 Background
1.1.1 Affordances and Music Systems

1. INTRODUCTION
In recent years there has been an influx of new haptic devices and vibrotactile feedback applications geared towards
electronic music performance. The aim of most of these
systems is to incorporate a missing haptic modality and
thereby mitigate limitations imposed by various controllers
and sensor-based interfaces. As musical performance is a
skilled practice, it requires the precise manipulation of the
instrument by a user. To realise any musical intentions,
the causal relationship between performer and instrument,
either acoustic or digital, must be implicitly understood.
While the feedback modalities shared by an acoustic instrument and performer are well-established, the use of
sensor-based interfaces may produce unnatural relationships that contradict known physical performance associations imposed by years of practising.
Many technologically savvy performers develop unique
sensor-based instruments; however, widespread adoption
of these instruments is mitigated by the inherent unfamiliar
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Gibson [2, 3] suggests that an understanding of a relationship between object and user is limited without integrating
tactile feedback, and introduces the concept of affordance
to describe the relationship between the two modalities.
Norman [4] extends this concept suggesting that the design considerations of objects have inherent affordances
associated with how they may be used (e.g., a chair affords
sitting but not long distance travelling).
Affordances in digitally-mediated musical performances
are often the result of integrating hardware capabilities with
software. Magnusson [5] incorporates such affordances in
the design of screen-based musical instruments, for which
the performer has a metaphorical relationship that reflects
creatively on how compositional ideas are formulated. Likewise, Tanaka et al. [6] found that participants were able
to associate the embedded connection between controller
generated affordance and the produced gesture-sound relationship. The potential of visual interaction between sound
and movement is similarly investigated in [7, 8].
Musical tools have a spectrum of affordances as they invite users to work in particular ways, which ultimately
colours creative output [9].
It is essential to add that listeners also make use of affordances within music performance, enabling the creation of
abstract impressions in their appreciation of the sonic ex-
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perience.
1.1.2 Vibrational Excitation
There is a well-established tradition of the inclusion of vibrational feedback in the haptics loop of sensor-based musical systems. Perhaps most importantly, it allows a performer to interact with a musical system without a change
in focus; peripheral information is constantly present without requiring action on behalf of the musician.
Such approach has been demonstrated by the Networked
Vibrotactile Improvisation System (NeVIS) [10], which provides communication cues between multiple musicians enabling interaction and improvisation. Vibrotactile communication can also take place online between remote spaces
[11]. Moreover, in Digital Musical Instruments (DMIs),
vibrotactile feedback is applied to provide somatosensory
feedback, critical for expressive outcomes by the performers [12, 13].
1.2 Motivation

Figure 1. An overview of the Oktopus prototype. The control mechanism (left) is an x-io Technologies x-OSC device, housed in a plastic enclosure with 81 ” jacks attached
to the housing. From top to bottom, the Precision Microdrives (PM) motors (right) used, including the PM 312004, PM 307-103, PM 306-117, PM 310-113.

2. TAXONOMY OF VIBRATIONAL EXCITATION
While vibrotactile feedback has received much attention
within the human-computer interaction (HCI) field [14,15],
vibrational excitation for sound generation has been a relatively understudied area in the literature. We believe it
has the potential to yield musically interesting results due
to: (1) the close relationship between fine-resolution control mechanism and the sonic output of excited instruments
or objects; and (2) the possibilities of communication between systems and performers, which can contribute to the
expressivity of a piece. We, therefore, propose a taxonomy
of vibrational excitation to include sound generation. We
present the Oktopus as an example system by which we
realise all taxonomic categories and a musical piece produced using the Oktopus as a case study, demonstrating
the worth of this mode of interaction to musical performers and composers.
The remainder of this paper is structured as follows: Section 2 presents the proposed taxonomy of musical sounds
possible through vibrational excitation. We present the developed vibrational excitation instrument in Section 3, and
discuss a performance of a piece composed using vibrational excitation in Section 4. Finally, conclusions and future work are then discussed in 5.
2.1 Interactive Vibrations
As discussed in earlier research by [1, 13–15], vibrations
produced from the motors can be directly applied to the
body as part of the vibrotactile feedback experience. For
this paper, we consider the described vibrotactile feedback
as affordances of vibrational excitation. We consider the
way an active agent (the performer) manifest interactive
vibrations from a non-active agent (the music system). We
address non-active agents as music systems that can process incoming data from external sources as well as generate appropriate data to provide vibrotactile feedback to the
user. The active agent should be responsible for initiating
interactions between active and non-active agent. While

a system may be able to initiate interactions and provide
vibrotactile feedback through artificial intelligence, we exclude such approaches from this taxonomy. We focus how
vibrotactile feedback provides information about the past,
present and future states of the system.
2.2 Communicative Vibrations
In addition to the use of vibrations to accommodate relationships between human and non-human agents, we employ vibrotactile feedback to support the relationships between two or more active agents. Vibrotactile feedback We
use vibrotactile feedback as a tool to mediate communication between performers, composers, and audiences. In a
typical ensemble music performance, audio can be seen
as the primary source of communication—along with visual feedback (e.g., knotting, eye contact, other non-verbal
interactive attributes). The interaction that takes place between different members of an ensemble dramatically affects the outcome. Through vibrations, new communicative links can be established further exploring the creative
interplay as can be seen in [10, 11].
A wide range of information can be used to drive the vibrations and communicated to others. For example, in a
laptop duet performance, vibrations can be used to synchronise a new tempo, alert one another about the upcoming climax, change of sections or provide feedback of each
other’s use of faders. Furthermore, movements, gestures,
heartbeat rate and other biometric data can be used to communicate between the two.
2.3 Motor Excitation, Sound Vibrations
We use motors to generate sounds from musical objects
by either securely attaching them, resulting in vibrating
and resonating the object acoustically; or by placing them
loosely, which enables the motors to act as a small hammer
constantly bouncing on the surface. Different surfaces and
materials (e.g., wood, metal, plastic) produce distinctive
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sounds. This also includes larger objects that encompass
a variety of materials and shapes. A violin, for example,
is made of wood (body) and metal (strings) and has a distinctive design that resonates and characterises the sound.
There is a different sound when a motor is attached to the
back of the violin from one that is produced when the motors are let loose to bounce on the body. Furthermore, the
sound of this interaction is also affected by the type of
motor used. In Section 3.3 we describe some fundamental characteristics of particular motors to demonstrate their
complex relationships with the sonic outcome.
When we consider the way the motors can be activated
and controlled through pulse-width modulation (PWM) (see:
Section 3.1) a new sonic palette is available for exploration. As a result, there are endless sonic combinations
that can enhance the creativity of performers, composers
and artists.
3. THE OKTOPUS
We present the Oktopus, a system that allows for the exploration of vibrational affordances associated with the taxonomy presented in Section 2. The system was designed
for general purpose operation to provide a performer, composer or artist with a base vibrational excitation system
for which specialised software may be applied for the task
at hand. In the following, we first discuss the process by
which vibrational excitations are generated through the use
of motors (Section 3.1), and subsequently the system design chosen for the prototype (Section 3.2).
3.1 Vibration Production
There are a variety of ways to artificially produce vibrations; in the following, we examine the use of enclosed eccentric rotating masses (ERM), which are commonly used
for providing vibrotactile feedback on the body. Relatively
compact, ERM motors are suitable for wearable feedback
and can be controlled with voltages below 5v which makes
them preferable when driven through PWM signals. Furthermore, ERM motors are reliably consistent in their response, which is of utmost importance when—for example, exciting stringed instruments at a constant pitch.
There is a wide range of such motors available in different sizes, weights, and attributes. Two of the main features responsible for driving the motors are vibration amplitude, which measures the intensity of the applied vibration (monitored in G-force) and the vibration frequency of
the motor, which depends on the applied voltage. Both of
these characteristics are inextricably linked and cannot alter one without affecting the other. A third vital feature to
consider is the typical start voltage that indicates when the
mass on the enclosed motor will rotate and start vibrating.
Depending on the size of the motor, different start voltage
is required to drive the enclosed mass which introduces latency. As discussed above, PMW is often the preferred
method for providing the voltage for driving the motor.
PWM has three main components; the PWM Voltage which
is dictated by the microcontroller; the Frequency that is the
period of one clock cycle and the Duty Cycle that is the

Figure 2. Motor placement on lower register strings of the
grand piano. While placing motors between strings creates
predictable tonalities, leaving them atop the strings leads
to an unpredictable movement across various strings.
ratio of the on-time to the off-time, which controls the resulting voltage. All the above components contribute to the
way a motor may produce vibrations.
3.2 System Design
Figure 1 presents an overview of control mechanism (left)
and the motors used (right). At the core of the Oktopus
is an x-io Technologies x-OSC device, 1 an inertial measurement unit (IMU) prototyping board able to generate
up to sixteen simultaneous outputs and sixteen input signals [16]. The x-OSC was selected as it allows for both
switchable inputs (analogue or digital) and outputs (PWM
or digital). The PWM outputs, which are responsible for
driving the motors, are capable of 16-bit resolution and
range from 5Hz to 250kHz. Communication (inputs and
outputs) is over an ad-hoc Wi-Fi network on the x-OSC
and delivered through Open Sound Control (OSC) messages. The system may be powered by either battery or by
a power source via USB. A plastic enclosure houses the
device with 18 ” female mono jacks attached to the housing,
which enables a pluggable connection between motors and
sensors. Connected to the x-OSC device are eight PWM
outputs that are used as end nodes for connecting the motors that will be driven by the device. The remaining eight
end nodes are used as inputs.
3.3 Motors
To increase the variety of sonic results capable by the Oktopus, we utilise a variety of motors each with unique characteristics (e.g., enclosure material, weight and vibrational
features (Section 3.1)). The motors used in the case study
are developed by Precision Microdrives 2 (PM) and are
presented in the right image of Figure 2 from top to bottom as follows.
PM 312-004: Metallic enclosure; typical start voltage 1.1v;
typical vibration amplitude 5G; weighs 8.8g; body diameter 12mm; body length 20mm; typical lag time 12ms; typical stop time 44ms.
1
2

http://x-io.co.uk/x-osc/
https://www.precisionmicrodrives.com
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PM 307-103: Plastic enclosure; typical start voltage 0.35v;
typical vibration amplitude 7G; weighs 4.6g; body diameter 8.7mm; body length 25.1mm; typical lag time 8ms;
typical stop time 49ms.
PM 306-117: Metallic enclosure; typical start voltage 0.45v;
typical vibration amplitude 2.2G; weighs 5g; body diameter 7mm; body length 24.5mm; typical lag time 14ms;
typical stop time 53ms.
PM 310-113: Metallic enclosure; typical start voltage 1v;
typical vibration amplitude 1.34G; weighs 1.2g; body diameter 10mm; body length 3.4mm; typical lag time 47ms;
typical stop time 112ms.

The various features result in different response characteristics for each of the motors. For example, the PM 312004 has a metallic enclosure with an average vibration amplitude of 5G and weighs 8.8g whereas the PM 307-117
has a plastic enclosure with an average vibration amplitude
of 7G and weighs 4.6g. Based on these characteristics the
PM 307-103 will bounce more than the PM 312-004 as it
has a higher vibration amplitude and is lighter. Similarly,
the PM 312-004 would be a better option for resonating
larger objects—for example, a low-register string on a piano as shown in Figure 2.
In addition to the composition presented in Section 4, we
have generated a small sample library to demonstrate the
possibilities of the interaction between the Oktopus and a
grand piano. 3
4. CASE STUDY
The case study looks specifically how vibrations can be
used to create and perform sounds. In the following, the
composition Live Mechanics (composed and performed by
the first author) is discussed as well as the system Oktopus
that facilitates the process.
4.1 Live Mechanics
The case study looks how vibrations can be used to create and perform sounds. In the following, the composition
Live Mechanics (composed and performed by the first author) is discussed as well as the system Oktopus that facilitates the process.
Live Mechanics for piano and interactive electronics uses
vibrations to excite the strings of a grand piano. 4 Five
vibrating motors are used to resonate the strings of the piano to generate sound mechanically. An overview of the
control structure of the piece is presented in Figure 3. The
performer controls the degree of vibrations (i.e., the duty
cycle and frequency) through a bespoke pressure sensor
glove worn on the right hand. The glove consists of five
pressure sensors placed on the fingertips of the right hand;
3
4

Hyperlink to samples.
https://youtu.be/8AnkWhwhXtM

these correspond to the five vibrating motors of the Oktopus. As mentioned in Section 3.3, each motor has a different specification (e.g., shape, material, rotation speed),
which results in unique sound outcomes.
The motors are placed loosely on the strings inside the
piano to enable movement between various strings when
vibrating. Unlike a traditional piano timbre, this can produce a distinctive string-like sound, not unlike a high-speed
pizzacato. The loose motors tend to bounce across a variety of notes nearby, thus producing various melodic lines
similar to a chromatic scale.
The sound manipulations are performed by applying pressure on the right-hand side of the piano, facing the instrument (Figure 4). In this way, the audience can both
view the gestures of the sonic creation and form an abstract representation of the sonic causality. A linear one-toone mapping relationship is achieved between the pressure
sensors and the vibrations. An increase in pressure produces greater excitation of the motors, which ultimately
generates string vibration. As the intensity is increased
the movement of the motors becomes intentionally unpredictable, and the performer is unable to control the direction. To reign in effect, the performer may use the sustain
pedal to regain overall control of the resonating strings.
The left hand of the performer controls the parameters on
a touchscreen tablet device (viz. Apple iPad) with TouchOSC. 5 The tablet communicates with the laptop wireless through Wi-Fi and uses OSC messages to control parameters of various audio processing effects in Ableton
Live. 6 During the performance, the tablet is kept out of
view from the audience and placed inside the piano.
As the glove is connected directly to the inputs of the Oktopus system, all gestures are captured and analysed, providing data from the sensor glove directly to the motors.
The sound generated from the interaction between the motors and the piano strings is then captured through a microphone and processed through Ableton Live. The performer
has in their arsenal a wide range of audio processing possibilities (e.g., looping, granular synthesis, reverb, panning,
pitch bend) that are predefined and strategically mapped.
Also, pre-recorded audio from the vibrational excitation of
the strings is triggered at crucial moments during the composition.
There is no traditional notation employed, instead of written guidelines about the layout of different audio processes
and functions. The performer improvises through the learned
system and as a result, there are many different performance versions without one necessarily being truthful to
the score. There is a need for two-hand coordination to
perform this piece. The right hand creates the sound while
the left-hand crafts the sound. The ability to have control of the performed sound through the fingertips of the
pressure sensor glove brings back the energy from the performers’ actions thus having direct and creative interpretation with the sound. While the composition uses the piano
as the sounding instrument, the performer is not required
to be a pianist to perform the piece skillfully. The vibrat5
6

https://hexler.net/software/touchosc
https://www.ableton.com/
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Figure 4. Pressure sensor glove driving the motors placed
on the strings of the piano.
or amplified string instruments such as guitars.
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Figure 3. Overview of the control structure for Live Mechanics. The right hand controls sensors that manipulate
motors of the Oktopus, which in turn vibrate strings of the
piano. Audio from the piano is transformed through audio
effects—the parameters for which are manipulated by the
left hand.
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1. INTRODUCTION

In this article we present an interactive toolkit,
which we will refer to as ―Drama prosodic tools‖
from now on, for the extended vocal and gestural
performance of Attic tragic poetry in modern
drama related to its prosodic aspects. ―Drama
prosodic tools‖ are based on prosodic elements
(melodic, rhythmic) of the ancient text and are
used: a) to detect various parameters of the actor’s
voice, b) to track the movements and gestures of
the performer, c) to combine the collected data of
the above mentioned processes and d) to trigger
interactive sound and speech processing during the
performance.
In the first part, we focus on the development of
modules for the phonological articulation of the
ancient text based on archeomusicological readings
(related to music and language) in order to add
aesthetic values to the modern performance of
ancient Greek drama.
In the second part of this paper we present an
evaluation of "Drama prosodic tools" in two
different experimental performances. In the first
case, prosodic tools are used by an experienced
actor in ancient drama who interprets the ancient
text in a conventional way; in the second one, the
tools are used by an expert musician in the
interpretation of ancient Greek prosody. In this way
we manage to test these tools in two different
situations and control programming parameters and
algorithms.

In this project we present a modern approach to the
phonological and metrical articulation of the
ancient drama performance related to extended
vocal techniques and interactive practices
developed in contemporary music and theatrical
approach [Salzman, 2008] in combination with
theories developed since ancient times.
Voice interpretation in ancient drama could be
examined in two ways: the phonological one (in
ancient Greek) and the prosodic one [Allen, 1987].
Unlike phonetics, which describes all possible
sounds of human languages, phonology examines
the relationships between phthongs/phonemes
within the system of a particular language in a
given period.
In our case we focus on the examination of the
prosody of the voice related to the melodic and
rhythmic articulation, dynamic and timbre
(spectral/sonic) deviation during sprechgesang
(lyric recitation) as well to the gestural aspects.
a) In the theoretical part we rely on ancient theories
[West, 1992] in order to add aesthetic values on
interactivity and programming. These theories deal
with the dynamics, the accents, the duration of the
syllables, the transition between words and the
activation – through motion – of the dialogues of
the ancient text.
For example, we use the ancient Greek
grammatical theory for long and short syllables of
the Greek ancient text:
Ὦ ῐηε βάκχαι,
— ‿‿‿ ‿
Τμώλου χρυζορόου χλιδᾷ
— — ‿‿‿— ‿ —

Copyright: © 2018 George Petras et al. This is an open-access article
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b) The engineering (technical) part has to do with
the implementation of the detection of dynamics
and pitch of the recited voice as well as
capturing/tracking the actor’s gestures. A special
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camera is used that detects the movement of the
actor and activates – via the computer – his
dialogue with the chorus.
c) The aesthetical part is defined by the artistic
interventions through interactive technology, the
prosodic and archeomusicological approaches.

In the aesthetic approach of Terzopoulos,
interactive audio systems are used for real-time
processing through the actor’s movement. His/her
voice alters and controls the interactive system
sound in real-time in order to add to the
performance ritual and myth [Decreus, 2016].

2. CONTEMPORARY PROSODIC
AND VOCAL EXTENDED
APPROACHES IN ANCIENT DRAMA

We may also mention the work by composer
Georgia Spyropoulos, Les Bacchantes, as an
attempt to recreate the spirit of tragedy through
vocal utterances, dance and interactive music
interventions. The performer assumes all the roles
and the voice simulates the sound which would
have come through the mask worn by actors during
the performances in antiquity [Spiropoulos,
Georgaki, 2010].
Searching beyond the field of ancient tragedy with
respect to the processing and manipulation of the
human voice, which has some relevance to our own
work as well, the most interesting tools that we
have found are those that have been developed for
Extending Opera. [Unander-Scharin Carl, Thesis,
2011]. Opera and multimedia productions are
suitable areas to find similarities with the ancient
drama and its presentation. These tools, however,
deal with timbre, tonal and dynamic expansion of
the sound of the voice and not the rhythm and
melody, which are drawn from the original
text/logos.

Since the beginning of the 20th century there has
been a tendency to revive the ancient Greek drama
in its natural place (the ancient Greek theaters); the
emphasis of the performance has been put on
metrics and rhythms of the text rather than the
phonological and prosodic aspects of the voice.
The first revival of the Delphic Festival was held at
the ancient theater of Delphi in 1927 by Eva and
Angelos Sikelianos and composer Konstantinos
Psachos, the prosodic features of the ancient text
have been based on the Byzantine and the Greek
folk tradition [Sikelianos, 1993].
Both Iannis Xenakis and Janis Christou composed
music for ancient drama, however, each dealt with
prosodic intonation according to his own individual
style.
Xenakis developed a prosodic synthesis technique
which affects the instrumental style of his music.
This technique is based on the long and short
syllables, the accents and pronunciation of the
dialect of Attica1 [Solomos, 2007]. Therefore he
claims the existence of a rudimentary polyphony in
the performance of works in antiquity, which he
attempts to recreate and is also inspired by both the
ancient music theory and the harmony of Greek
traditional folk songs. According to Xenakis’
instructions, the pronunciation of words and
syllables of the poetic text is not by recitation;
therefore the text should be delivered without any
emotion or expression, in a recto tono of voice, and
without any variation in pitch or volume.
A similar approach can be found in the use of
protypa (patterns), which is a structural feature in
the composition of Janis Christou [Lucciano,
1987]. These repeated rhythmic patterns, which are
the components of the composition, structurally
correspond to the phrases of a text.
From past interactive performances of ancient
drama (Bacchae, 1986) we will single out those of
director Theodoros Terzopoulos, who has
developed the biodynamic method [Decreus, 2016].
The concepts of ritual and physicality are very
important for the director.

What is new in our approach - is that we develop
and shape our tools based on interactivity and
theories from ancient Greek music theory and
language. In this way we add aesthetic values on
the vocal interpretation of actors and reinforce the
scenic
and
sound
dramaturgy
by
recalling/reintroducing the phonological and
prosodic rules of the ancient text. For example, we
lead the recitation of the text to a specific
scale/mode in order to help the actor (who is not
necessarily a musician) with the use of those
ancient Greek modes.
Our methodology is based on:
a) Selecting the durations and accents of syllables
of the original text in order to trigger rhythmic
patterns which are based on rhythmic prosody,
b) Directing the tone/pitch of the reciting voice
according to the mode of an ancient scale and
c) Activating/triggering of dialogues through the
actor's gestures.

3. DESIGN OF EXTENDED "DRAMA
PROSODIC TOOLS"
Two main interactive tools and functions are
developed for the needs of this research: the
Aristoxenus Tool and the Ancient Dialogues Drama
Tool. The first is based on the dynamic and
tone/pitch detection voice processing and the

1

Xenakis creates a table with the Pronunciation of the phonetic
text in which he correlates the articulation of ancient Greek
letters with that of the Latin characters/letters having the closest
pronunciation.
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second on the detection of the performer’s
movement and gestures.
A) Aristoxenus Tool: With this tool – reference to
the pitch curve theory of Aristoxenus – we aim to
extend the ending syllables of the ancient text in
order to create artificial continuity. This is achieved
by "freezing" the last syllable related to the next. It
can also be done in a tonal version by leading the
"frozen" syllables into an ancient Greek mode.

Figure 2. The general design of the first tool.
In this layout/diagram we see the following: four
audio out signals that end up in a mixer and shape
the final result. The edits in each of the signals are
different aiming at different sound qualities and
based on organizing different parameters. All
processes rely on the incoming voice signal assays
which activate the audio responses and determine
the interactive methods of the performance. The
microphone signal is input and undergoes three
audio signal processings - the freeze, the four-string
(tetrachord or 4chord) and the 4ths & 5ths. The
freeze processing produces the extension of
syllables, the tetrachord embellishes based on the
chosen mode and the 4ths & 5ths
generate
harmonious intervals and resonances.

Figure 1. The pitch curve of the logodes melos by
Aristoxenus, which represents the movement of the
voice while singing and speaking.
According to the theory there is a continuous
undulation of the voice, moving from one pitch to
another. When the voice pitch drops, it is anesis,
when it rises, it is epitasis, and when it is stabilized
at a specific pitch, it is tasis. This tool identifies
syllables, depending on their durations and accents
via dynamic detection; we use the accents in order
to trigger the freeze object. In this way we lead the
sound - through programming - and direct it (going
either up or down) to a particular mode/scale.
Freeze creates an illusion of space, as what is
perceived as space does not exist actually (sense of
depth, space in time, virtual space).
By using the dynamic detection for recognizing
syllables (while activating freeze) the tool lead the
frozen syllables and produces a chord of 8 voices
(chorusing) which are tuned to an ancient Greek
mode. Thus, using the freezing technique and pitch
direction the text is automatically set to music.
Once again, the performer is free to use these tools
according to his preferences.

Figure 3. The main patch of the Aristoxenus Tool.
B) Ancient Dialogues Drama Tool
This system reproduces and activates dialogues and
assists the performer to manage/direct/conduct the
performance her/himself. In this way this tool
makes a skeleton tracking data extraction via a
camera sensor. The data format helps calculate the
relative position of the body and its ends. A twodimensional (2D) representation of the motion
helps control the results, tests the conditions and
transfers the data to the sound engine.

3
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and perception based on text alone, therefore we
chose an actor and an expert in ancient Greek
prosody recitation. Each of them pronounced the
text in a different way. These tools were tested in
real time as their real purpose is to interact in a live
performance.

4. EVALUATION
The performance of those two individuals, allows
as to evaluate the use and response of our Drama
tools and compare the prosodic vocal performance
to the hypocritical interpretation. Actually we have
two case studies where their empirical comparison
is their assessment criterion.

Figure 4. The general design of the second tool.
This tool gives the liberty of gesture to the
performer in order to activate dialogues by the
computer (in this case the Chorus). The Chorus in
ancient drama is always present and represents the
people, the judge, etc. This tool recreates the
dialogue between the actor and the Chorus. By
extracting data2 from the performance of the actor
(which include his gesture, expression and rhythm),
a skeleton tracking is performed to track multiple
points of the human body. Limb data (data ends)
are used and particularly the movement of the
performer's legs, which triggers a series of samples
which are extracts of the Chorus' text. To achieve
control, a 3D space/environment was also created
where the movement of the actor is tracked. In this
way, the actor sets the pace of the dialogue by
playing his part and by triggering the response of
the Chorus whenever he wants. With his/her
motions, other sound parameters can easily be
affected, such as the speed of the speech of the
Chorus, the pitch, rhythmic accompaniment etc.

4.1. The actor’s interpretation
The actor activated through her gestures the
phrases of the text and created a ―virtual dialogue‖.
This enabled dialogues where she could influence
various parameters in her live or pre-recorded text.
The main accent was on the elements of the
prosody and the creation of rhythmic and melodic
sequences which is part of the interpretation. Prerecorded syllables of the text with their accents,
their durations and their tonal directions were
recalled and transformed in real time by the
performer in order to recreate a virtual prosody.
Also, by turning her movement into percussion
sounds, she rhythmically accompanied all the
dialogues and individual elements. In this way she
was able to run/direct/conduct a performance on
her own in many ways.

Figure 6. The actor during the experimental testing
of our tools and system.

Figure 5. The main patch of the Ancient Dialogues
Drama Tool.

4.2. The musician/prosodist approach

These two tools can be used in different ways
depending on the content and aesthetics of the text
and gestural movements. We have tested the tools
by two different categories of performers in order
to understand the aesthetic variation between acting

The second performer, musician and specialist in
prosodic vocal performance, had restrictions on her
gestural movement compared to the actor. This
performer focused on the vocal performance in
order to have the correct accent, and due to her
musical background she supported the tonal and
rhythmical parts of the text with great precision;

2

The data is extracted using the camera extension for the
Max/MSP, dbkinect plug in.
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that the performer should have the ability to use his
voice and gesture manipulation correctly in his
approach while rendering these texts on stage. And
the fourth point is to get familiar and synchronized
to the operation of the interactive tools and the
space where he performs. These conditions are very
difficult for a person to gather on his own.
Comparing the two performances, we could claim
that in the first case it is evident that the
hypocritical/dramaturgical approach is stronger
than the second case where we have a more
musical/prosodic approach. In the second case, that
of the musician’s approach, emphasis is given
mostly to the prosodic rules of the text and the
drama tools respond properly to that. The ideal
approach should be the combination of both.
Finally, we must mention that these two cases
cannot offer a conclusive assessment as they are
based on the performance and results of an
individual impression. Τhis is because it is very
difficult to make an objective evaluation of such a
complex system and only the personal views and
experience of the specialized users, can enlighten
us about its operation.

this fact has influenced the system response
(through triggering) in a more fruitful way than the
actor’s behavior.
The musician perception of rhythm and musical
accompaniment was superior to that of the actor's.

Figure 7. The expert in ancient Greek prosody
recitation during the experimental testing of our
tools and system.
4.3. Aesthetic values added by performers
In general, the impressions of both performers,
obtained from this interactive experiment, were a
very rich and unprecedented experience. They felt a
great release in the expression of the emotions
caused by the dramaturgy of these works. The fact
that they could make virtual dialogues, create
prosody phrases and virtual choruses was a release
from the shackles of the predetermined instructions
of the writer and the director. They succeeded in
choreographing, directing and composing the sound
landscape of the performance through the elements
of prosody that we used to design our system
parameters.
The improvisational and other practices recruited to
test these systems were very different from the
typical methods used so far to interpret ancient
tragedy texts. The ability to shape the rhythm and
the tone direction was very important for the
dramatic process and the experiential approach of
the performance.

5. CONCLUSIONS AND
PRESPECTIVES
The extended Drama Prosodic tools offer a new
aesthetic approach for interactive sound
dramaturgy and reveal the prosodic characteristics
of the ancient Greek text within a vocal and
gestural performance of ancient Greek drama. By
representing the state of dramaturgy and rituality of
the tragic text through drama tools we could add
aesthetic values and elements that reveal the
musicality for the ancient text in the modern
interpretation of the ancient drama.
The main function of Drama prosodic tools are:
a) The detection of the actor's dynamic and
rhythmic patterns of speech b) The creation of
chorusing effect in real time. c) The control of
prosodic dialogs (Meliki/Melodic) and vocal sounds
during the live performance of the ancient drama
through gestural detection.

Also, both performers enjoyed their interaction
with Drama prosodic tools and explored the
relationship between the interactive process and the
theories in order to manipulate the parameters in
real-time.
As regards the individual differences of these two
interpretations, we could compare them through the
audiovisual material.
The first point to have in mind, is that there is
difficulty in approaching the correct recitation of
the tragedy texts according to the prosodic rules.
The performer should be educated about grammar,
phonology and finally the pronunciation of these
theatrical plays. The second point is that the
performer may have to revise his image of previous
interpretations of the same play. The third point is

The prospects of the Drama tools rely on the ability
of the system to be adapted by those actors and
performers who wish to investigate the prosodic
rules of the ancient text, perform in both languages
(modern and Ancient Greek), combine the gestures
with the text and manipulate their voices real-time.
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ABSTRACT
The Arab-Andalusian music is performed through nawabāt
(plural of nawba), suites of instrumental and vocal pieces
ordered according to their metrical pattern in a sequence
of increasing tempo. This study presents for the first time
in literature a system for automatic recognition of nawba
for audio recordings of the Moroccan tradition of ArabAndalusian music. The proposed approach relies on template matching applied to pitch distributions computed from
audio recordings. The templates have been created using
a data-driven approach, utilizing a score collection categorized into nawabāt. This methodology has been tested
on a dataset of 58 hours of music: a set of 77 recordings
in eleven nawabāt from the Arab-Andalusian corpus collected within the CompMusic project and stored in Dunya
platform. An accuracy of 75% on the nawba recognition
task is reported using Euclidean distance (L2) as distance
metric in the template matching.
1. INTRODUCTION
This study targets automatic nawba 1 recognition for ArabAndalusian music recordings, a task that has not been considered in any previous study. Our approach relies on template matching applied to pitch distributions computed from
audio recordings to match with templates learned from a
score collection categorized into nawabāt (plural of nawba).
Template matching is a widely used technique in the computer vision field where shape templates or color/brightness
templates are used to match images or sub images [2].
It has also been used for various content-based music retrieval tasks since early days of music information retrieval.
For example, in [3], template matching is proposed for audio retrieval using representations in the form of distributions computed from quantized MFCC vectors. Another
example is the well-known N-gram approach for melody
retrieval applied on symbolic data which also basically relies on matching distribution templates [4].
1 All the arabic terms in this paper have been transcribed according to
the standard proposed in [1]
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Bariş Bozkurt, Rafael Caro Repetto, Xavier Serra
Universitat Pompeu Fabra, Barcelona, Spain
baris.bozkurt@upf.edu
rafael.caro@upf.edu
xavier.serra@upf.edu

Following the highly influential study of Krumhansl and
Kessler [5] on tonality perception, distribution template
matching has also been largely used for automatic tonality or modality detection tasks. Note distributions [6] or
pitch class distributions (using a twelve-tone equal temperament — 12-TET — pitch representation) are the features
that are commonly used for matching [7, 8]. For many
non-Western music cultures, 12-TET representation fails
to represent the note/pitch space especially those explicitly characterized to be microtonal. For example, for Turkish makam music, the most widely used theory [9] proposes a non-tempered 24 tone system which is also found
to be insufficient in representing all pitches by the master musicians of that culture. In [10], the author proposes
the use of high resolution/dimensional pitch distributions
for automatic tonic detection via matching transposed versions of distribution templates with recording pitch distribution. Later, in [11], the same approach was applied
in an automatic makam recognition task. In [12], Chordia and Şentürk compared the use of 12-dimensional pitch
class distribution versus high dimensional distributions and
confirmed significant improvement with high dimensional
distributions for tonic detection and raag recognition for
North Indian classical music. In [13], Heydarian tested
the same approach using various distribution resolutions
for dastgah recognition for Iranian music and reported that
24-TET resolution is preferable.
This study targets testing the distribution template matching for nawba detection in Arab-Andalusian music context
for the first time in literature. The study makes use of a
database [14] collected within the CompMusic project [15]
that contains audio recordings and corresponding scores,
manually transcribed by an expert. Our approach differs
from previous work (in high-resolution pitch distribution
template matching) by the way templates are constructed.
Data-driven approaches (like [11]) rely on a supervised
classification approach where templates are learned from
the training audio data. One basic difficulty in such approaches is the lack of tonic frequency information which
is known to vary largely among different recordings in the
same mode. To align distributions, tonic detection is performed which is not free of errors. One other way of template construction is the use of theoretical information. In
[10], the author uses theoretical scale descriptions to synthesize pitch distribution templates for the automatic tonic
detection task. Such a representation does not reflect dis-
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tributional characteristics of the actual mode but simply
the scale with all scale degrees/notes assigned to have the
same distribution. Here, we make use of available scores
accompanying the audio collection to create templates for
categories. Pitch class distributions computed from scores
of the training data are used to create high resolution pitch
distribution templates which are used in a template matching methodology for automatic nawba recognition. We
have tested this approach on a dataset containing 77 recordings of the eleven nawabāt using cross-validation. An accuracy of 0.75 is reported using Euclidean distance (L2) as
distance measure in the template matching.
In the following section, the Arab-Andalusian music is
presented in order to delineate its main peculiarities. In
section 3, the methodology is explained in depth. The experiment and the dataset used to assess this methodology
are described in section 4. In section 5 and section 6 respectively, the results are discussed and further works are
proposed.
2. ARAB-ANDALUSIAN MUSIC
Arab-Andalusian music is the term 2 given to the music
tradition formed around the 12th Century in the Islamic
territories of the medieval Iberian Peninsula known as AlAndalus and that has been preserved to this day as a classical repertoire in several North African countries. Born as
a result of the combination of Iberian local traditions with
Arab elements, it acquired different personalities in each
of the countries were it survived. In this paper we will focus on the Moroccan tradition, known as al-Āla [17]. The
Arab-Andalusian music is performed through nawabāt (plural of nawba), suites of instrumental and vocal pieces ordered according to their metrical pattern in a sequence of
increasing tempo. All the pieces contained in one nawba
share the same .tāb‘, mode. Each .tāb‘ is defined by an ascending and descending diatonic scale — no microtones
are used [16,18] — built upon a fundamental degree, within
a specific range, with several stressed degrees and a “persistent degree” (similar in function to a reciting tone), and
a stock of characteristic melodic figures [18]. In the 18th
Century, the scholar al-Haiek fixed the number of nawabāt
for the Moroccan tradition to eleven (Table 1). Fragmentary pieces from other 15 .tubū‘ were attached to eight of
these nawabāt, according to the similarity of their modal
character [17]. Consequently, all eleven nawabāt are defined by a main .tāb‘, which gives the name to the nawba,
and eight of them also have a different number of related
secondary or neighbor .tubū‘ [16], giving a total of 26 .tubū‘.
Arab-Andalusian music is performed by a mixed choir and
an instrumental ensemble, including solo performances by
either a vocalist or an instrumentalist. Some pieces are
composed, while others are improvised, and all are performed in a monodic or heterophonic texture. Even though
contemporary ensembles differ in their composition, they
are mostly formed by string instruments such as as ‘ūd,
rabāb, qānūn, violin, viola, cello, double bass and piano,
2 For a discussion about the terminology for referring to this music
tradition, please refer to [16]

Table 1. List of nawabāt.
Dunya ID Nawba transliterated name
1
al-istihlāl
2
al-isbahān
3
al-h.iŷāz al-kabīr
4
al-h.iŷāz al-māšriqī
5
al-rasd
6
al-‘uššāq
7
al-māya
10
rasd al-dāyl
¯
11
raml al-māya
12
‘irāq al-‘aŷam
13
garībat al-h.usayn
percussion instruments such as tar and darbuka, and occasionally also a clarinet.
In this paper we propose a method for automatic nawba
recognition based on their modal profile. Although some
nawabāt contain more than one .tāb‘, all the .tubū‘ in a
nawba share common modal characteristics, each nawba
presents a unique set of .tubū‘, no .tāb‘ is performed in more
than one nawba, and in any case, the performance of each
nawba is dominated by the main .tāb‘. Therefore, we argue
that even for those nawabāt containing secondary .tubū‘ a
unique modal template can be defined.
3. METHODOLOGY
In this work, we propose a novel approach to nawba recognition by using templates obtained from the music scores.
The core idea of this work is to compare pitch distribution
of an Arab-Andalusian recording with several templates in
order to discover the nawba to which this recording belongs. The initial data necessary to use this methodology
are several scores for every nawba in order to build the
templates and audio recordings for which the nawba is unknown. From each score, a pitch class distribution in total
duration is computed. These distributions are also folded
by considering an interval of twelve semitones (one octave). The resulting twelve bar distributions for recordings
of a same nawba are averaged and normalized to a total
sum of 1.
In the next step, the templates are synthesized from the
pitch class distribution using a Gaussian curve for each
value of a distribution. To obtain a normalized distribution
comparable to the pitch distribution of a single recording,
the values of a bar p is considered as the area of each Gaussian curve g(x) and the following formula is used in order
to calculate the area under the curve:
Z

∞

p=

Z

∞

g(x)dx =
−∞

ae

−(x−b)2
2c2

√
dx = a 2πc2

−∞

From this formula, the variable a is obtained as follows:
√
a = p 2πc2
where c is the standard deviation (in the experiments considered in a range between 20 and 40 cents). The variable
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7.5 cents resolution and smoothed using a Gaussian kernel with standard deviation of 7.5 cents. As a result, the
distributions computed for these long recordings (average
duration of 45 minutes) are highly smooth. Furthermore,
the pitch distribution is also folded in an interval of one octave. This folding operation requires a reference value used
as origin and usually the tonic frequency is the most commonly used for this kind of operation. The tonic frequency
is unknown, so the frequency of the maximum peak of
the distribution is used as origin. Nevertheless, the choice
of the origin doesn’t affect the algorithm since template
matching involves rolling the pitch distribution completely
in one octave.
With the aim to find the best match with a template, the
pitch distribution is shifted and the distance is calculated at
each shift. The minimum distance refers to best match. In
Figure 2, an example of good matching between a nawba
template and the pitch distribution of a recording is shown.
4. EXPERIMENTS AND DATASET
Figure 1. An example of average folded pitch class distribution for nawba al-istihlāl and the corresponding template synthesized by using a value of standard deviation
equal to 30 cents.

Figure 2. Example of comparison between a recording
pitch distribution and the template of nawba al-istihlāl.
b, the average value and center of the curve, is positioned
in relation to the disposition of the distribution with intervals of 100 cents. Figure 1 shows an example of resulting
template for nawba al-istihlāl. This template is normalized
to 1 and is compared with the pitch distribution of a single
track.
The pitch distribution of a recording is computed from
the fundamental frequency series extracted using an algorithm originally developed to analyze Turkish makam music [19]. To study the quality of the pitch estimation, we
have visually inspected for various sound samples plots of
pitch series together with spectrograms. The recordings
involve four categories of signals: vocal-only improvisation, single instrument improvisation, heterophonic multiinstrumental performance with or without vocal. We observed that the pitch estimation quality is high in most parts
of the audio with occasional octave errors mainly during
the low-pitch instrumental improvisation (e.g. ‘ūd). From
the pitch profile, the pitch distribution is extracted. The
pitch distributions of the recordings are computed using a

The experiment to assess the methodology delineated in
the previous section is based on a dataset of 77 long recordings corresponding to more than 58 hours of music. This
is a subset of the Arab-Andalusian Corpus [14] collected
in Dunya [20]. Dunya platform comprises the music corpora gathered in the CompMusic project [15] for five music traditions, and offers access to their data, metadata and
annotations. Furthermore, this platform provides a webbased graphical user interface and an API to access to the
contents. With the last one, we retrieved all the data and
the metadata of the Arab-Andalusian corpus. For every
recording, this corpus contains the mp3, the related metadata and also the complete transcription in the XML format, essential to compute the pitch class distribution from
scores. As reported in [14], all the transcriptions and the
labelling of the nawba are provided by an expert musicologist specialized in this genre of music. This complete set
of data and metadata is essential to obtain a reliable ground
truth for the experiment. In order to maintain the relation
with the Dunya platform, we preferred to use the reference
identifiers for referring nawba provided by Dunya API, as
can be seen in Table 1.
The dataset is equally distributed across nawabāt. For
each of the eleven nawabāt there are seven representative
recordings of an average duration of 45 minutes. We consider this number of recordings for each nawba in order
to obtain a balanced dataset: for some nawabāt, the corpus contains only seven tracks. The experiment divides the
dataset in two stratified random subsets composed as follows: for all the nawabāt, the scores of six recordings are
selected to train the templates, the remaining track is part
of the test set. In this way the templates are completely
independent form the test recordings. The experiment was
repeated seven times: each time a different recording for
every nawba was chosen. With this method, each recording was tested once.
As explained in the previous section, the standard deviation value, that characterizes the width of the “bell” of the
Gaussians functions, strongly affects the performance. The
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Figure 4. Overall confusion matrix for the experiments
with Euclidean distance and 30 cents as standard deviation
value.

Figure 3. Three templates for nawba al-istihlāl synthetized
using respectively 20, 30 and 40 cents as standard deviation value.
Distance
measure
City-Block (L1)
Euclidean (L2)
Correlation
Canberra

Standard Deviation
20 cents 30 cents 40 cents
0.727
0.740
0.688
0.740
0.753
0.688
0.377
0.390
0.390
0.377
0.701
0.571

Table 2. Nawba recognition performance in the experiment
tested values of standard deviation are three: 20, 30 and 40
cents. Figure 3 shows clearly how this choice changes the
shape of the templates.
Another factor that highly affects the performance is the
distance metric used to match the pitch distribution with
the templates. The distance metrics tested in the experiment are: City-Block (L1), Euclidean (L2), the inverse of
the correlation and Canberra.
In order to easily reproduce the experiment, a Jupyter
Notebook with the python source code is openly shared 3 .
Furthermore, all the scores and the pitch distributions are
downloadable in the same repository.

distance measures and templates synthesized using standard deviation equal to 30 cents. In general, this distance
metric results in higher performance than the others. Only
with standard deviation 40 cents, Euclidean (L2) and CityBlock (L1) distance have equal results. Considering the
overall performance the standard deviation 20 and 30 cents,
Euclidean (L2) distance results in higher performance for
nawba recognition. However, the overall behavior of CityBlock (L1) is similar to Euclidean (L2). Correlation leads
to the lowest average performance, and seems not suitable
for this kind of analysis. Performance observed for the
Canberra distance is highly affected by the standard deviation with which the templates had been developed, leading
to good results only when the standard deviation is set at
30 cents.
Figure 4 shows the overall confusion matrix obtained by
summing all the results of the seven folds for the best combination of standard deviation (30 cents) and distance metric (L2). Considering the overall result of 75% of recognized nawabāt, the distribution of the majority of the values in the diagonal was expected. In general, the values
outside the diagonal seem not have a precise pattern. The
worst results are obtained for al-‘uššāq (with Dunya id 6),
that is the only nawba with performance lower than 50%.
Figure 5 shows an example of mismatch for a recording of
this nawba.
All the results and the plots concerning the best experiment are available in the GitHub repository.

5. RESULTS
6. CONCLUSIONS
The overall results are provided in Table 2 and can be considered as a good starting point for this task with 11 classes.
The best performance is obtained with the Euclidean (L2)
3

https://github.com/MTG/andalusian-corpus-notebooks

In this paper, we have presented for the first time in literature a system for automatic recognition of nawba for music
recordings of the Moroccan tradition of Arab-Andalusian
music. We followed a template matching strategy which
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[4] A. Uitdenbogerd and J. Zobel, “Melodic matching
techniques for large music databases,” in Proceedings
of the seventh ACM international conference on Multimedia (Part 1). ACM, 1999, pp. 57–66.
[5] C. L. Krumhansl and E. J. Kessler, “Tracing the dynamic changes in perceived tonal organization in a spatial representation of musical keys.” Psychological review, vol. 89, no. 4, p. 334, 1982.
[6] K. Ng, R. Boyle, and D. Cooper, “Automatic detection
of tonality using note distribution,” Journal of New Music Research, vol. 25, no. 4, pp. 369–381, 1996.
[7] D. Temperley and E. W. Marvin, “Pitch-class distribution and the identification of key,” Music Perception:
An Interdisciplinary Journal, vol. 25, no. 3, pp. 193–
212, 2008.

Figure 5. Example of incorrect recognition of the nawba.
The track is recognized as belonging to nawba 12, but the
correct nawba is 6.
has been previously used in mode recognition tasks for
other music cultures successfully and we have reported its
efficiency for our particular task. In our study, the templates have been created using a data-driven approach utilizing the score collection.
Being one of the first computational analysis on ArabAndalusian music, this work targets promoting further studies on this music culture and for that aim shares all its data
(including audio, metadata and scores) and code resources.
As future works, we plan to consider automatic tonic frequency detection and .tāb‘ recognition tasks.
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ABSTRACT
Faust is a functional programming language for audio applications, designed for real-time signal processing and synthesis. A part of the Faust source code distribution is the
command line tool mesh2faust [1]. mesh2faust can
process a 3D modelled mesh, and generate the corresponding audio physical model, as well as code to play its sound.
Here we describe an interface for controlling mesh2faust
which is implemented as a plugin for the free and opensource 3D modelling software, Blender.
1. INTRODUCTION
Faust is a functional programming language specifically
designed for real-time audio processing. To work with
Faust, the user typically writes a Faust language script with
the extension .dsp. This script is then converted using
the Faust interpreter to a wide variety of platforms and
languages. This intermediate code can be compiled using
standard tools on the platform (for example, gcc) to executable code that can play and process sound in realtime.
A part of the Faust source distribution is the commandline tool mesh2faust [1]. mesh2faust is a part of
a collection of tools known as Faust Physical Modeling
Toolkit [2], which facilitate the design of auditory physical models with the Faust language. The other essential
part of this toolkit is the Faust Physical Modeling Library,
physmodels.lib [3], which spans utilities relevant for
physical modelling, mostly derived from the Synthesis toolkit
[4].
The tool mesh2faust, as typical when interacting with
command-line applications, can be configured with a variety of command line options. mesh2faust accepts a
file path to a 3D model, with material properties and other
settings. It exports a Faust .lib library file, that contains
the corresponding auditory modal physical model. The file
can thereafter be used in a Faust .dsp script, which would
typically render its own GUI, with button elements that can
trigger the sound of the auditory physical model.
Thus, there are at least two command line passes in order to get from a 3D model, to an application that would
play the sound of its corresponding auditory model - a
process that may seem slightly involved for non-technical
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users. However, even for technical users, the cognitive
load would arguably be lessened, if there’s a possibility
to choose and edit a 3D model visually, and then upon a
single click of a button, execute the command-line passes
automatically to hear sound - instead of having to deal with
correct filenames and parameters in the command line. This
is exactly what this preliminary GUI for mesh2faust is
attempting to address.
2. MESH2FAUST
It is important to note that the mesh2faust tool, brings
about an important dependency of its own, unrelated to the
rest of the Faust software. This dependency is the Vega
FEM (Finite Element Method) library [5], a free and opensource software that allows for the conversion of the 3D
model, and running finite element analysis on it. Vega
FEM in turn depends on the Intel MKL [6] (Math Kernel
Library) - a proprietary, but freely (against a registration
wall) accessible library; and the open-source arpack. Note
that the mesh2faust repository already includes a lightweight and modified version of Vega FEM within its source
code.
Out of the command line options of mesh2faust, the
only required argument is --infile, which specifies the
input 3D model, saved in the .obj file format (also knows
as Wavefront .obj). The Blender UI plugin described
herein exposes all of these to the user interface, mostly as
text field elements.
3. THE BLENDER UI PLUGIN
As mentioned earlier, the mesh2faust tool imposes a
workflow where the user starts from a 3D model, and ends
with an application allowing the user to virtually ”hit” (or
excite) certain modes in the respective 3D model - and hear
the sound generated in real-time. The real-time application generated by the system is a faust2caqt program.
As 3D interfaces have been widely used in computer software in past decades, it can be expected that potential users
of this system would immediately imagine a 3D interface
as the appropriate one for this workflow. In essence, the
workflow from the user’s perspective can be reduced to:
• Draw/import the 3D model
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• Apply sonic material properties (i.e., how should the
model sound like - as if it was made of wood, or
metal...) to parts or entirety of the 3D model (including finetuning of parameters)
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blender --python
space_view3d_mesh2faust.py
standardBell.blend

Figure 1. Normal startup UI of the Blender 3D modelling
application (version 2.79a, running on Ubuntu 14.04),
showing the ”Default” screen layout and the cube model.
• Choose a vertex on the 3D model, where the model
will be ”hit”/excited
• Click a button to perform the virtual ”hit”, and hear
the sound
Currently there are multiple free & open-source options
that could be used as a starting point for such a 3D interface for the mesh2faust workflow. Settling on the
Blender [7] 3D creation suite for this purpose, was immediate: Blender has strong developer momentum behind it,
it is a cross-platform tool, it already includes a user interface for creating and manipulating 3D models, can import and export Wavefront .obj files, and has a Python
API with a portion specifically dedicated to modifying the
Blender graphical user interface itself.
The typical user interface of Blender, after it is started
up, is shown on Fig. 1. Note that Blender has several
so-called ”Screen Layouts”; the vanilla install starts up in
the ”Default” screen layout. This layout has a 3D viewer
take up the center of the window, while there is a so-called
”Tool Shelf” on the left, with multiple vertical tabs, such
as ”Tools”, ”Create”, ”Animation”, etc (for more details
on the Blender UI, see [8]). In addition, Blender at startup
instantiates a light, a camera, and a model of a cube.
The approach taken here, was to use Blender’s Python
API, to add another tab to the Tool Shelf, specifically related to mesh2faust. The Python API of Blender is
documented, but not extensively beside several tutorials
(such as [9]) - for our approach, we found it useful to
consult the autogenerated documentation, starting from
bpy.types.Panel [10]; otherwise, there are scripts already used in Blender, with names starting with
space view3d (on Ubuntu, they might get installed at
the /usr/share/blender/2.79/scripts/addons
path).
Eventually, our implementation resulted with a single Python
file, space view3d mesh2faust.py, representing the
addon. When it runs, it simply sets up the extra tab, titled
”Faust”, its corresponding panel, and all the user elements
on it; in principle, it just needs to run once at Blender
startup. The script can either be run/manipulated via the
”Scripting” Screen Layout of Blender, or Blender can be
started through the command line with:

A new ”Faust” tab is instantiated in the Tool Shelf, shown
on Figure 2. The command line method, however, also
ensures that an actual Blender file is loaded (Blender otherwise starts in a state where there is no defined opened
file), which in the current incarnation of the workflow is
important. The panel has a text field for the physical model
name (with a default of blphysmod), and then several
checkboxes: ”Material Properties”, ”Excitation Positions”,
”Limiting the number of modes”, ”Making a transposable
model (freqcontrol)” - activating the checkbox activates
additional elements such as textfields, and adds the corresponding command-line options to the command line. For
instance, ”Material Properties” simply has a textfield, as it
expects the material properties to be entered as a string; for
”Excitation Positions”, there are two buttons: ”Random,
limit to” and ”Vertices ID list”, as there are two different
command-line arguments depending on this choice (one of
them expects a number, the other a list).
Finally, there is the ”Run mesh2faust” button; when it is
clicked, the following happens:
• The addon script exports the current state of the 3D
model (excluding lights and cameras) of the currently
loaded .blend file, as a Wavefront .obj file of the
same name
• The addon composes a command line for mesh2faust,
with the previously exported .obj file, and then
calls it; the output is a Faust .lib file, however,
named as per the physical model name textfield in
the addon panel
• The addon patches a template for a Faust .dsp script,
which contains a simple GUI for exciting a physical
model, so it uses the correct filenames from previous
steps - then generates this .dsp script
• The addon composes a command line for faust,
so it transpiles this .dsp into an ALSA/GTK C++
.cpp file
• The addon composes a command line for gcc, so it
compiles the previously generated .cpp file into an
executable
• The addon runs the previously generated executable
as a separate process, which starts the executable’s
GUI as a new window.
This, ultimately, allows the user to edit a 3D model, and
then - provided the mesh2faust addon settings are already set - simply click the ”Run mesh2faust” button, and
be presented with a Faust GUI for auditory inspection of
the corresponding modal physical model soon thereafter.
As the mention of ALSA/GTK implies, this preliminary
incarnation of the addon has only been tested on GNU/Linux
(e.g. Ubuntu) systems; however, there are no serious obstacles to further improvements, where the entire crossplatform palette of Faust code output can be utilized.
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Figure 2. The UI of the Blender 3D modelling appication with the mesh2faust UI started, showing the
wineglass model. Notice on the left the new button
called mesh2faust, which allows to run the mesh2faust application from Blender.
Figure 3. The generated physical model.
4. EXAMPLE
In order to show the behaviour of the tool developed, we
used the sonification of a wineglass as example. We imported wineglass.obj into Blender, and saved it as a
native Blender 3D file, wineglass.blend (also shown
on Fig. 2); on the other hand wineglass.dsp is used as
the .dsp file template in our addon script. Since our addon necessarily exports back to .obj, this tests whether
the roundtrip of .obj through Blender works. As a matter of fact, our tests resulted with a working, realistically
sounding executable.
However, specifically for the wineglass model, we
cannot really talk of a realtime performance: on an Intel i7, 2.70GHz, 4 CPU laptop, it could take up to two
minutes for the entire mesh2faust command pipeline to
complete. In addition, there are certain models where the
mesh2faust process breaks - in particular where the faces
of the default object are rectangular while mesh2faust
might works with triangular mesh segments. However,
there are also simple models where the mesh2faust process completes quickly - for instance, such is the default
”Ico sphere” model mesh in Blender.
After the computation is completed, the result is a GUI
like the one shown in Figure 3.

• Implement network communication between the Blender
plugin and the Faust .dsp script executable, to allow for selecting a vertex on the 3D mesh, and having it be triggered right from the Blender UI plugin
• Implement a list mapping colors to material properties in the Blender UI plugin, so that objects with
multiple auditory materials can be created easily in
Blender by coloring their 3D mesh
6. CONCLUSIONS
In this paper we presented blender2faust, an add-on to the
Blender software which allows to create physically based
sound models based on 3D rendered objects in Faust. The
add-on has been tested on both Linux and macOS machines, with Blender version 2.79 and the latest Faust release from github (https://github.com/grame-cncm/faust).
In future editions we plan to extend the capabilities of the
tool by improving the interface to select size and material
of the rendered objects.
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ABSTRACT
This paper describes MoveSynth, a performance system
for two players, who interact with it and collaborate with
each other in various ways, including full-body movements,
arm postures and continuous gestures, to compose music
in real time. The system uses a Kinect sensor, in order
to track the performers’ positions, as well as their arm and
hand movements. In the system’s current state, the musical
parameters that the performers can influence include the
pitch and the volume of the music, the timbre of the sound,
as well as the time interval between successive notes. We
extensively experimented using various classifiers in order
to detect the one that gives the optimal results regarding
the task of continuous gesture and arm posture recognition, accomplishing 92.11% for continuous gestures and
99.33% for arm postures, using an 1-NN classifier with a
condensed search space in both cases. Additionally, the
qualitative results of the usability testing of the final system, which was performed by 9 users, are encouraging and
identify possible avenues for further exploration and improvement.
1. INTRODUCTION
The connection between motion and sound has always been
of particular interest to humans [1]. However, while responding to sonic input via movements of the body has
been practiced since antiquity, the composition of sound
from motional input has only recently been explored. The
first chronologically tangible result of the above exploration
is the theremin [2]. Designed to produce sound without
physical contact between the performer and itself, it utilizes two oscillators, the resonant frequency of which is
determined by the distance between the performer’s hands
and the respective antennas. Both the pitch and the volume of the produced sound are directly dependent on the
resonant frequencies of the oscillators.
Since then and due to the recent advances in sensors and
motion tracking technology, a lot of ground has been covered in the design of systems that compose music using
spatial or gestural data [2]. Of particular importance to the
above was the launch of Microsoft Kinect [3] in 2010. MiCopyright:
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crosoft Kinect consists of a variety of sensors, capable of
transmitting color, depth and IR data in a maximum rate of
30 frames per second. However, the main reason Kinect is
widely used in the design of interactive performance systems is the ability to accurately track a number of skeletons (up to 2 and up to 6 respectively for Kinect v1 and
v2), each represented as a number of keypoints (20 and 25
respectively for Kinect v1 and v2) [4], corresponding to
various human joints, including a central body joint and
the shoulders, elbows, and wrists for each arm.
Herein, we present MoveSynth, an interactive performance
system for two players who compose music in real time.
More specifically, in Sec. 2, we present the related work in
the fields of interactive performance systems and gesture
recognition. In Sec. 3, we describe our system in more detail, explaining its architecture in depth, while also describing and using a series of offline experiments to support the
final design choices we made. In Sec. 4, we present results regarding the system’s quantitative online evaluation
as well as a pilot quality of experience (QoE) study, while
our conclusions and potential future work and extensions
are discussed in Sec. 5.
2. RELATED WORK
2.1 Interactive Performance Systems
The work presented in this paper is about an interactive
performance system for two players, which synthesizes music depending on their movements. In the related literature,
there are two possible ways of interaction between the system and the performers; the performers either compose the
resulting music themselves [5], or tune some parameters of
the music - like the volume and the pitch - that the system
algorithmically composes [6].
Part of the literature focuses on virtual representations of
musical instruments. In these cases, the performers produce music that corresponds to the respective instrument,
by performing movements similar to those that would be
performed in order to play the actual instrument. These can
be tracked using either cameras or other sensors, such as
accelerometers and gyroscopes. Examples of the above include enhanced traditional musical instruments in a digitalized form [7], assistance tools for learning how to play an
instrument [8], or purely entertainment applications [5, 9].
A large number of these applications use Microsoft Kinect
as a tracking sensor. The work in [5], for example, provides a virtual interface for three musical instruments - a
guitar, a drum kit and spider king - by tracking the per-
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former’s movements using Kinect. To increase the accuracy of the instrument’s representation, by offsetting the
inherent latency of the Kinect, the velocity and acceleration of the performer’s hands are taken into account in
some cases [10]. For more abstract interactive systems, a
popular option is using movements of either some of the
performer’s body parts, such as their hands or arms, or the
performers themselves, as event triggers, and translating
them into changes in the pitch, the volume, or the melody
of the played music [11].
An intriguing challenge in the design of a digital musical
instrument is the creation of a mapping between sounds
and motion that is both intuitive and easy to learn [2]. A
good example of such a mapping is linking the rhythm of
the played music to the speed of the performer’s movements, since it satisfies both of these conditions [12]. Other
interesting mapping strategies include spatiality-based mappings, where spatially close arm postures correspond to
sounds with similar properties [13] and the use of visionembodied metaphors to musical features [14, 15].
Finally, it is interesting to note that the connection between motion and music can be used for educational purposes, since some musical concepts are easier to explain
through linking them to a motion counterpart [12]. An example of such an application is Robinflock [6], designed to
teach children the concept of polyphony in music.
2.2 Gesture Recognition from Skeletal Data
Gesture recognition is the research field that focuses on the
automatic extraction of meaningful data from the motion
of a person’s hands, arms, face, head, or body [16]. Its ultimate goal is the classification of these meaningful data into
some kind of gesture language or non-verbal commands.
Since the launch of Kinect, an emerging subfield is that of
classifying gestures using skeletal information.
The most commonly used approach to this problem involves the use of a distance metric between the observed
gesture and a number of templates. The metric is applied
either on the raw skeletal data [17, 18], or some intermediate representation, such as decompositions of the gestures
in simpler movements [19] or the correlation values of the
angles between the skeletal joints [20]. In order to take
into account the temporal development of the gestures, dynamic time warping is used to calculate the distance metric, and the features are weighted either globally [17] or
locally [18]. Other approaches include the use of Hidden Markov Models for modeling the movements of the
joints [21], and classifying the gestures - after extracting
an intermediate representation - via Support Vector Machines instead of a nearest-neighbor based distance metric [22, 23].
3. MOVESYNTH: A COLLABORATIVE SYSTEM
FOR COMPOSING MUSIC VIA MOTION
In this section, we present our system, MoveSynth, and
the various subsystems that compose it. It has been designed to operate as an interactive performance system,
with two players controlling various musical parameters,

such as its volume, pitch and the time interval between successive notes, depending on their full body motion, hand
position, arm posture, as well as the execution of a number
of continuous gestures.
3.1 Mode Description
MoveSynth includes the following modes, each featuring
different ways for composing music and collaborating. Navigating through these modes is achievable by performing
specific gestures and movements and, in all of these, the
performers’ roles are dependent on whether they stand to
the right or the left of the camera. In all modes, sine waves
of a single frequency, corresponding to specific music notes,
are produced [24].
• Mode 1: The pitch of the music changes in discrete
time intervals. The performer to the right of the
camera plays music, by mapping their arm posture
to specific notes. The one on the left is responsible
for starting the music, stopping it, defining the time
interval length and switching to another mode, via
performing a number of gestures, as well as tuning
its volume, decreasing it as she/he moves away from
the camera.
• Mode 2: The pitch of the music changes quasi continuously. The performer to the right of the camera plays music by controlling both the pitch and
the volume via adjusting vertically the position of
his/her hands. The performer on the left keeps the
same mapping as in mode 1 for all gestures, with
the exception of those responsible for controlling the
time intervals between successive notes. Since the
sound is quasi-continuous in this case, these gestures
were re-mapped to control the timbre of the sound,
which is altered by the addition of higher-order harmonics to the initial sinusoid.
• Mode 3: Similar to mode 1, the pitch of the music
changes in discrete time intervals. The performer
on the right plays music exactly as in mode 1. The
one on the left controls the volume of the music and
the time interval between successive notes, adjusting
these parameters by vertically moving their hands.
This mode cannot be initiated or stopped on its own,
while, by by performing specific full-body movements, the performers can switch back to another
mode.
The performers’ roles in each of these modes are summarized in Table 1.
3.2 Feature Extraction
Since we are using Kinect in order to track the performers’
movements, we have access to the (x, y, z) coordinates of
their skeletal joints with respect to the camera, including
those of the shoulder, elbow and wrist of each arm. For the
cases where the controlling parameter is just the position of
the hand, these are enough with regards to the information
that is needed. However, their inability to generalize as features means that, in order to classify both arm postures and
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Mode
1

2
3

Performer 1
Note Playing via
Arm Postures
Note Playing and
Volume via Hand
Movements
Note Playing via
Arm Postures

Performer 2
Start/Stop, Intervals
via Hand Gestures,
Volume via Distance
Start/Stop, Timbre

Volume and Intervals
via Hand Movement

Table 1. Summary of the roles of the two performers in
each of the modes of our system.
continuous gestures, we have to extract from them an intermediate, meaningful representation. Thus, we calculate,
for each frame, the direction vectors for each arm using the
methodology described below. For the rest of this section,
we will consider that the user’s arm can be divided in two
parts, the upper arm above the elbow and the forearm below it.
For each of the performers, beginning with the (x, y, z)
coordinates for each arm joint, we calculate, for each direction, the length of each upper arm and forearm as follows:
xup = xshoulder − xelbow ,

(1)

xlow = xelbow − xwrist ,

(2)

yup = yshoulder − yelbow ,

(3)

ylow = yelbow − ywrist ,

(4)

zup = zshoulder − zelbow ,

(5)

zlow = zelbow − zwrist .

(6)

And we concatenate these lengths in a single direction vector per arm part:
n camup = [xup , yup , zup ],

(7)

n camlow = [xlow , ylow , zlow ].

(8)

where n camup and n camlow denote these concatenated
vectors in the camera’s coordinate system.
Afterwards, we normalize them to unit length, to cancel
out the inherent variance due to the different natural characteristics of the performers. To do this, we first calculate,
for both arms, the total length of each arm part:
q
2 + z2 ,
lenup = x2up + yup
(9)
up
lenlow =

q
2 + z2 .
x2low + ylow
low

(10)

and then, we divide each element of the respective vectors
with these lengths.
Finally, after rotating all four - two per each arm - normalized vectors to align them with the performer’s viewing
direction, we concatenate them in a single 12-dimensional
vector per frame. So, let n cam be a normalized direction
vector for an arbitrary arm part, expressed in the coordinate
system of Kinect. To align it with the user’s coordinate

Figure 1. Block diagram for the extraction of the intermediate geometric representation of the arm posture.
system, we multiply it with the following rotation matrix
R, where θ denotes the angle between the player and the
camera:


cos(θ) 0 − sin(θ)
1
0 .
R= 0
(11)
sin(θ) 0 cos(θ)
After alignment and correction of the x-coordinate of the
vectors corresponding to the left arm, we concatenate all
partial hand vectors in a single feature vector, n f inal, as
seen in Eq. 12. We do not correct the x-coordinate of the
vectors corresponding to the right arm, since we want the
x-axes of the coordinate systems of both hands to extend
outwards.


n user upper left
 n user lower left 

(12)
n final = 
n user upper right .
n user lower right
This process is summarized in Fig. 1.
3.3 Activity Detection and Gesture Recognition
For the real-time recognition and classification of continuous gestures, we have developed a three-stage pipeline. Its
stages include an activity detector, a classifier and a control mechanism, that only accepts as valid gestures those
that satisfy a similarity threshold to one of the gestures
included in our gesture set. The set of gestures used to
train the pipeline was a subset of the Microsoft Research
Cambridge-12 (MSRC-12) gesture dataset [25], which consists of sequences of human skeletal body part movements,
represented as body part locations. Specifically, we used
the gestures encoded as G1, G3, G5, G9 and G11, since
they only involve arm movements encoded as skeletal data,
and are easily separable from each other. Fig. 2 shows the
three-stage pipeline of the gesture recognition, while the
gestures are partially visualized in Figs. 3-7.
3.3.1 Activity Detector
In order to detect the starting point of a continuous gesture, we built an activity detector. In applications that use
videos as input, the optical flow [26] between successive
frames is usually computed to determine whether there is
any activity or not; in our case, we use skeletal data, and
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Probability density of the recorded statistic for each gesture

Figure 2. Block diagram of the three-stage pipeline for
gesture recognition.
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Figure 3. Three snapshots of the execution of the gesture
G1

Figure 8. Statistical visualization of the velocity metric during various gesture (colored according to the corresponding gesture) and non-gesture (black) instances.
(Please see color version for better visibility)
set to be equal to 0.05.
3.3.2 Continuous Gesture Classification

Figure 4. Three snapshots of the execution of the gesture
G3

Figure 5. Three snapshots of the execution of the gesture
G5

After any positive activity detection, the skeletal data for
the next 31 frames (preprocessed as described in Sec. 3.2)
are transmitted to the classifier. The duration of each gesture was taken to be equal to 1 second, and thus, taking
into account the 30 fps frame rate of the Kinect sensor, 31
frames are required to cover, time-wise, the gesture duration. In order to choose the optimally performing classifier, we extensively experimented, using 5-fold cross validation, with Hidden Markov Models (HMMs), with either
discretized or continuous observation variables, and the k
nearest-neighbor algorithm (kNN). For each case, the following hyperparameters were tuned, in order to determine
the optimal setup:
• HMMs with discretized observation variables: Number of codewords (up to 80) and number of states (up
to 7).

Figure 6. Three snapshots of the execution of the gesture
G9

• HMMs with continuous observation variables: Number of Gaussian mixtures per state (up to 5) and number of states (up to 7).
• kNN: Number of voting neighbors (up to 7).

Figure 7. Three snapshots of the execution of the gesture
G11
an estimation of the velocity of the arm joints is considered sufficient to this end. Therefore, we need to find a
threshold value for the velocity that will, when exceeded,
detect the starting point of continuous gestures. In order
to accomplish this, we calculated the average per-frame
velocity both in every gesture instance in the dataset and
in frames between successive gesture instances, where no
gesture was performed. The threshold value was chosen so
as to split the respective probability distributions, as seen
in Fig. 8. After experimentation, the threshold value was

Based on the recognition results of the different classifiers, as shown in Table 2, the nearest-neighbor classifier
outperformed the HMM classifier accomplishing an accuracy of 98.6%. In order to further enhance the results, we
applied a number of modifications on it. Initially, we experimented with reducing the size of the training set using k-means, in order to reduce the runtime of 1-NN. Consequently, and after concluding that keeping 20 templates
per class provides optimal runtime with minimal accuracy
loss:
• We applied Principal Component Analysis (PCA) in
our data, to reduce the number of features per gesture, experimenting with the number of kept components.
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Optimal Setup
7 states, 80 codewords
5 states, 5 mixtures
1 voting neighbor

Accuracy
93.1%
97.1%
98.6%

Table 2. Accuracy percentages (%) for the 3 baseline algorithms we experimented with. “Disc”. denotes discretized observation variables, “Cont.”, continuous observation variables.

0.14

Nearest class
Second nearest class

0.12

0.1

Probability

Algorithm
Disc. HMMs
Cont. HMMs
Nearest Neighbor

0.08

0.06

0.04

0.02

Modification
Dataset reduction
PCA
DTW

Optimal Setup
20 templates/class
20 features/template
5-width search

Accuracy
97.2%
97.3%
97.8%

Table 3. Accuracy percentages (%) for the various modifications of the nearest-neighbor algorithm we experimented
with.
• We also used Dynamic Time Warping (DTW), in
order to allow for slight discrepancies between the
train and test data, with regard to the exact temporal
execution of the continuous gestures.
The best results of this experimentation are provided in
Table 3. It is worth noting that, as a result of these experiments, we used a nearest-neighbor-based classifier in the
final application, using 20 templates per class. Despite the
fact that both PCA and DTW outperformed their baseline,
neither was used in the final application since the accuracy
gain was not large enough to overcome the real-time constraints.
3.3.3 Continuous Gesture Acceptance/Rejection
Finally, in order to determine whether a performed and
classified continuous gesture actually belongs to our gesture set, we developed a gesture-rejecting system that works
as follows: Given the distance, as returned by the nearestneighbor algorithm, between a performed gesture and its
closest template from any class, this metric is compared
to a class-specific threshold. If the threshold is surpassed,
then the gesture is assigned to a “None” category. Otherwise, the performed gesture is accepted. In order to determine the optimal values for the thresholds, we followed a
procedure similar to the one for the activity detector. Thus,
after dividing the gesture instances in train and test data,
and compressing the train data to 20 templates per class
using k-means, we calculated the distance between every
test instance and each class, choosing, for each class, the
minimum out of all its respective template distances. Afterwards, we used them to generate the probability distribution of the instance-template distances for each class, for
both the correct class and non-correct classes. Finally, we
selected as threshold value the one that optimally splits
these distributions. An indicative visualization of these
distributions is shown in Fig. 9.
3.4 Arm Posture Classification
The frequency range of our system was decided to be equal
to an octave, ranging from C5 to C6. As a result, for all our
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9

Distance score

Figure 9. Statistical visualization of the distances of an instance to a) all templates in its closest class, b) all templates
in its second closest class. In this case, the distance threshold that better splits these distributions is approximately 5.
(Please see color version for better visibility)
operation modes apart from mode 2, we needed to define
an arm posture that would produce each note, leading to
a total of 12 different arm postures. The classification of
the arm postures is done by using a simple template matching algorithm, with one template per class. Again, the arm
postures are represented by the 12-dimensional vector described in Sec. 3.2.
After choosing the arm postures that will correspond to
the various musical notes, it was necessary to find a mapping between these postures and the notes. As a constraint,
we desired that successive, pitch-wise, notes correspond to
arm postures that are spatially close enough to be immediately accessible from each other. We faced this as a discrete
optimization problem, and therefore used an evolutionary
algorithm in order to find the optimal mapping. The algorithm works as follows:
At the first iteration, 50 random mappings between arm
postures and musical notes are produced. Then, for the
next 50 iterations:
• The mappings are evaluated through the cost function in Eq. 13, which penalizes large sonic differences in close spatially arm postures:

C=

12
12 X
X

d sonic(i, j)
,
d
spatial(i, j)
i=1 j=i+1

(13)

where i, j are arm posture indices, the sonic distance
is expressed in number of semitones and the spatial
distance is the Euclidean distance between the two
arm postures.
• After the evaluation, we create the next generation
of mappings using:
– The 4 best mappings of the previous generation
unchanged.
– For each of them, 9 permutations of the mapping, each produced by swapping two arm postures of its “parent” mapping.
– Finally, 10 new, random mappings.
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Pose Description (Left Arm, Right Arm)
(Down, Down)
(Down, Front)
(Down, Stretched)
(Stretched, Stretched)
(Stretched, Down)
(Front, Stretched)
(Diagonal Stretch, Diagonal Stretch)
(Front, Front)
(Up, Front)
(Diagonal Up, Diagonal Up)
(Up, Up)
(Up, Down)

Note
C5
C5#
D5
D5#
E5
F5
F5#
G5
G5#
A5
A5#
B5

Table 4. The mapping between arm postures and musical
notes.
After all 50 iterations, we choose the overall best scoring mapping as the final one. That mapping between arm
postures and notes is presented in Table 4.
4. REAL-TIME EVALUATION AND USABILITY
TESTING
Our system was subjected to both quantitative and qualitative evaluation. The purpose of the first set of experimental
evaluation was to validate its real-time functionality, while
the second set was geared towards measuring the quality
of the user experience (QoE).
4.1 Quantitative Evaluation
4.1.1 Arm Posture and Gesture Classification
The first quantitative experiment was carried out to evaluate the performance of the arm posture classifier described
in Sec. 3.4, as well as the continuous gesture classifier presented in Sec. 3.3, in real time. Both these cases share a
similar experimental protocol. In particular, all possible
arm posture and continuous gesture instances were recreated in front of a Kinect sensor. In the case of arm postures,
each of them was executed 5 times, with the execution duration being equal to 5 seconds. Since the postures were
evaluated in a per-second basis, a total of 300 instances
were classified. It is worth noting that, out of these, only 2
were misclassified, resulting in an accuracy of 99.33%.
In the case of the continuous gestures, each of the five
gestures was executed 8 times. The results of this classification experiment are presented in Table 5, in the form
of a confusion matrix. We note that, out of the 40 performed instances, only 38 were successfully recorded, due
to failure of the tracking system, and out of these, 3 were
misclassified, resulting in an accuracy of 92.11%.
4.1.2 Arm Posture - Note Mapping Evaluation
Finally, it is desired that any two sonically close arm postures are directly accessible from each other. The testing of
this condition was not carried out in real time to ensure independence between the testing results and any other possible malfunctions. To this end, we used Matlab in order to simulate all possible spatial transitions through arm

G1
G3
G5
G9
G11

G1
8
1
-

G3
6
-

G5
7
2

G9
8
-

G11
6

Table 5. Confusion matrix - where the rows correspond to
the ground truth and the columns to the classifier’s output
- for the real-time continuous gesture classification experiment. A temporary failure of the tracking system resulted
in only 6 takes of the gesture G3 being recorded.
Dist.
1
2
3
Total

# of Frames
551
501
451
1503

# of “Mistakes”
17
35
46
98

Acc.
96.91 %
93.01 %
89.80 %
93.48 %

Table 6. Number of “misclassifications” of intermediate
arm postures, respective to the sonic distance (in semitones) between the initial and final postures.
postures that correspond to a sonic distance of one, two,
and three semitones. Between each such pair of arm postures, we interpolated 50 intermediate postures and classified them. Since we want direct accessibility between sonically close arm postures, we recorded as misclassifications
the cases, where the intermediate posture was classified as
a posture different to its starting and its final. We present
the results of this experiment in Table 6. The results are
satisfying, indicating that the performers should be able to
directly transition between sonically close arm postures in
the majority of the cases.
4.2 Qualitative Evaluation
A variety of methods have been proposed in order to measure the quality of the interaction between the system and
the performers in interactive performance systems in a quantifiable way. In many cases, as in [12] and [27], some
subscales of the Intrinsic Motivation Inventory (IMI) [28],
which was created as a means of assessing and evaluating
the experience of users in participatory laboratory experiments, are used. Other approaches, such as the one described in [14], are based on a transparency metric for both
the performers and the audience, used as a measure of the
expressivity of the performance [29].
4.2.1 Methodology
In our case, our system’s interactive and sonic environment
was evaluated by testing the system on a number of performers. A total of 9 users took part on this preliminary
qualitative study, the majority of whom were undergraduate or PhD students at the National Technical University of
Athens. Three of them had knowledge of playing a musical
instrument, while the majority had some prior experience
in using gesturally controlled systems.
First, a brief explanation of how the system works was
provided to the users. Then, each of them tried out the sys-
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a preference to mode 3. This is to be expected, as the second mode involved perhaps a more intuitive, but harder
to accurately control frequency and amplitude mapping,
while the comparison between the roles of the second player
in modes 1 and 3 favors the second.

5
4
3
2

5. CONCLUSIONS AND FUTURE WORK
1
L. Curve

Excit.

Intuit.

Pleasure

Control

Figure 10. Visualization, in a five-point Likert scale, of the
means and standard deviations for the scores of the system’s learning curve, user excitement, system’s intuitiveness, user pleasantness about the sonic output, and user
overall system control, as derived from the questionnaire
given to the users.
tem, taking both possible performer roles. After testing the
system for a reasonable amount of time, the users answered
a questionnaire, designed to gauge their opinion about the
various features of the system, as well as its usability, in
a five-point Likert scale. Additionally, the questionnaire
aimed to determine the degree of collaboration between the
users, as well as their preferred system mode. Qualitative
comments about possible new features, improvements or
alterations on existing ones were also provided in written
form.

This paper describes our work in using motion tracking
technology to develop a system that composes music via
movement. The results are generally encouraging; both the
arm postures, hand positions and continuous gestures used
as event triggers are easily detected and identified, and the
people who tested the system were generally pleased with
the result. The responses to the preliminary qualitative
evaluation highlighted a number of issues that we would
like to include in our future work. More specifically, we
aim to improve the degree of collaboration between the
two players. Also, a visual assistant, where the players
could see skeleton representations of themselves mirroring
their movements in real time and indicating their current
contribution to the sound, could be helpful. In addition,
the actual sonic output could be altered to something less
intrusive than sine waves, such as the sound of an actual
musical instrument. Last but not least, we are eager to explore more possible mappings, based on both full-body and
gestural motion, and explore the potential of this idea in
educational applications.

4.2.2 Qualitative Results and Discussion
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ABSTRACT
Interaction with generative processes often concerns
manipulation of their input and output or a variation of
predefined parameters that are part of a given process.
One can think of algorithmic procedures as black boxes,
it does not matter how they work if they serve in a useful
way. Based on a black box model, generative processes
can be instantiated, followed by a reflection of whether
one accepts their results or not. This often involves an
idea of completion. That an algorithm produces a result
that has to be evaluated and treated accordingly.
Creative activity, (such as musical composition) is
arguably not such a clearly-defined process. Instead of
progressing towards known goals, a compositional
process might constantly develop and change shape. In
such situations, generative algorithms are needed that
interact with the ongoing creative activity. Algorithms
that match (and take place within) the context of evolving
and dynamic compositional processes. This paper
presents a software framework that addresses the
relationship between interaction and generative
algorithms based on scheduling and computer process
management. Algorithms that are partial and scheduled
based on adaptive heuristics. Interrupt-based process
management and context switching as a creative force.

1. INTRODUCTION
Computing today is increasingly oriented towards
real-time interaction, networks, distributed systems and
adaptive algorithms. Using generative computer
processes when creating music raises questions of how to
model compositional procedures that allow for openness,
interaction and malleable organisation of time. Instead of
employing predefined algorithms during composition,
processes should be designed to adapt to or evolve within
such a situation. The framing of decision-making is
essential to the design of such processes.
Copyright: © 2018 Bjarni Gunnarsson. This is an open-access article
distributed under the terms of the Creative Commons Attribution 3.0
Unported License, which permits unrestricted use, distribution, and
reproduction in any medium, provided the original author and source
are credited.

An important consideration is how to represent a
generative algorithm as distributed (open), with multiple
entry points instead of being closed and result-oriented
only. How to introduce dynamic modifications of goals
(or heuristics) as a creative interaction mode or how the
attitude of evolving criteria (variable intentions) can be
made audible through the characteristics of the
corresponding sound processes. The main idea is to
separate the scheduling and producing parts of generative
algorithms. To balance the influence of processes that
take a certain time to manifest themselves and their
activation. This involves making the algorithms
block-based so that different areas of their evolution can
be accessed freely. It also makes use of adaptive
heuristics and interrupt-based scheduling.
This paper presents a software framework, an interactive,
container-based, process scheduler which will be
abbreviated in this paper as CPSI. It provides an
integrated approach to interaction and scheduling of
generative processes. CPSI has three main parts: A
scheduler, an interaction module and a process container.
CPSI can be programmed to run without any user
intervention but also to operate within a real-time
situation.
The CPSI framework
functionalities.
1.
2.
3.
4.
5.
6.
7.

offers

several

important

Dynamic containers that encapsulate algorithms,
data and temporal states
Block-division of input processes that facilitate
interactive scheduling
Direct and adaptive interactions algorithms for
gradual and immediate causation
Real-time reconfiguration of heuristics and
process scheduling
Parameter transfer from automated procedures to
manual intervention
Interrupt-based scheduling of partial algorithms
with scheduling actions
Parallel schedulers with scripting facilities and
interoperability support

This paper will proceed by presenting ideas of
container-based algorithms and adaptive heuristics. A
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discussion of interaction and interrupts will follow and
finally, the software framework will be presented and the
research results evaluated.

2.
2.1

ALGORITHMS

Goal orientation

Generative composition programs represent a mediation
between predetermined ideas and practical realizations.
During the conversion from intention to execution, a
translation takes place that can result in certain choices
being established in order to express musical processes.
This fixation takes place through algorithms, descriptive
processes that are usually expressed with enumerated
steps that precisely notate how to advance from one state
to the next. Algorithms are usually measured in terms of
efficiency, clarity, abstraction, and reproducibility. Their
capacity is often obtained by computing how they
respond to the use of time and space in terms of resources
and duration. In fact, if an algorithm performs strongly
with regards to these criteria, the details of exactly how it
proceeds is considered less important (given the fact that
it will produce a satisfactory result).
An important factor is how the quality of a result has to
fit an original intention, a factor that has influenced other
choices made during design and implementation.
Algorithms are therefore usually goal-oriented. Designed
to deliver a certain output and expected “to render
something unambiguous” [1]. Algorithms represent
abstract solutions to well-defined problems. They are
ideal, finite, pure and isolated from any environmental
complexity. However, abstractions often tend to neglect
details or residues that can in subtle ways be considered
important to the domain being modelled. The framing (or
implementation) of a generative process to a working
program involves decision making and alignment of
interest that has a strong influence on their technical
affordance [2]. Instead of focusing on fixed metrics,
algorithmic modelling should be something that takes
shape during the compositional process but not prior to it.
2.2

Black Boxes (choosing to ignore)

Algorithms
and
abstractions
exclude
certain
implementation details when exposing their functionality.
What matters is the input and output of a given process “a
device whose functionality we understand, but whose
inner workings we don’t, or choose to ignore.” [3]. In
such a working mode, inputs are given to a black-box, it
runs and returns results. How a black box operates is an
unknown mystery and only accessible within the box
itself. The structure of the system does not change while
it runs or at any moment once it is being used. Neglecting
implementation details can introduce important problems

regarding the relationship between a concretized process
and the external factors that have initiated it. How can
mutual influence, dialogue or exchange take place only
through the input and output phases of a running process?
How can a change of behavior be introduced within such
a model?
Discussing his work programs for the IBM 7090
computer, Iannis Xenakis mentions the idea of “la
structure abstraite” [4]. A program that consists of
formulas and reasonings but that does not change in
itself. Xenakis mentions strategies for varying the input to
a black box, how the structure of a composition can be
changed (not the stochastic program) and the importance
of manual modification of the output. He also mentions
how such a static program can be used to generate
families of pieces. However, the “boîte noire” stays static
and all other operations are based on this fact.
It takes a certain time for a process to manifest itself. To
express its time-varying qualities. How a process is
configured in relation to other structural functions could
be understood as simply being composition itself. An
example of this can be found in the electronic works of
Roland Kayn where the focus is on the creation of
interconnected electronic modules and the sonic
relationships that emerge from a certain system design.
The control is mostly delegated to the system itself
bringing forth a question of acceptance: “The composer is
entirely divested of his original function. He can merely
decide whether to intervene, guide, or direct, or whether
he is prepared to accept what emerges as an
auto-generative procedure.” [5] Such distances introduce
an attitude of letting go, of engaging in something that
unfolds or “in which autonomous computational
processes or models are set in motion, generally free of
interaction.” [6].
This point of view creates a clear distinction between the
process, that is to be respected, and the environment from
which it emerges. Internal laws and causation condition
the becoming and the development of pre-planned
actions. Transparent modes of production emphasize a
certain clarity but also an abstraction that remains fixed,
or de-coupled with regards to a dynamic sensitivity of
process discourse and creative exchange.
What is interesting in these examples is how the fact of
not being able to interact with certain aspects of a
generative process is considered essential to the final
result. That the technical limitations are considered
important for the artistic outcome. A questioning takes
place regarding the ‘acceptance’ of what a machine gives.
This introduces a certain kind of ‘letting-go’, where
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modes of interaction vary between command and
autonomy [7].
2.3

Rules and heuristics

An alternative to static rules and fixed structure can be
found in the usage of heuristics. Instead of progressing
towards a known goal, heuristic methods explore
uncertainty and the search for objects whose contents are
unknown but where a certain criteria is given [8].
Situating algorithmic processes as being shaped within a
creative process, heuristics allow for real-time evaluation
of a chosen direction. Actions are performed that are then
“neither blind nor completely determined, but more like
educated guesses” [9]. An adaptive heuristic is usually
effective in a dynamic setting where a simple “rule of
thumbs” heuristic can be applied that leads to movement
(change) in seemingly plausible directions. The adaptivity
occurs if heuristics can react in relation to what is taking
place in the setting at any given moment [10]. The term
originates from the Greek word heuriskein [11] meaning
to find or discover. It could be understood as the process
of trying by example rather than following a
preconceived plan. Heuristic functions always result in
approximations, “good enough” solutions [12] that are
subject to change. Such lively qualities fit well the
permanently fluctuating sound processes implemented
within CPSI as discussed below.

or known goals. By keeping the computability of such a
function accessible while a process runs, another option
for interaction is introduced by evolving endpoints.
Dynamic goal setting reflects a compositional process
based on discovery. It also emphasizes a two-way,
responsive relation where feedback and change occur
between the system and its interacting agent, a coupling
through interaction that results in a mutual influence.
Through such exchange, it should be clear that the
purpose of the system is not simply to act on a
composer's intention but also to contribute to its
inception. Responses occurring as a result of interaction
can have multiple causal effects in a transformative
situation. For example an immediate, direct response but
also a developing or evolving effect that contributes more
to behavioral changes in an ongoing process. The duality
of the direct and the ongoing is a central element in
CPSI’s
scheduling
schematics
where
direct,
micro-processes are coupled with longer, ongoing ones to
create different situations of response. Special attention is
given to external influences of processes that evolve over
time. How does interaction occur within a movement that
requires a substantial duration to manifest itself? Instead
of extensive control, strong influence can be more
engaging [14]. This can be achieved through a network of
weighted influence-parameters but also, by adaptive
interaction based on gradual behavioral changes as
implemented by the CPSI interaction structures.
3.2

3. INTERACTION
3.1

Influence

Observing evolving, generative processes from an outside
perspective introduce a certain distance. Tendencies of
hierarchy, imposed control or interactions that reflect,
comment or advise on something that already has an
acquired form. In CPSI, a model of algorithmic
containers is introduced that addresses running
algorithms and their modes of interaction. The focus is on
the behavioral dynamics of such methods, allowing for
two categories of operation. External influence concerns
direct intervention, guidance, the taking over of a certain
control, splitting it or simply disturbing an active
algorithmic process. Such interaction is usually
one-directional where the system reacts to a provided
input. Broadening such a connection, it is possible to
extend the idea towards internal influence where
processes react, adapt, respond or engage. This occurs in
a conversational and cooperative exchange where the
output is based on cumulative interaction and not a
singular one [13].
In CPSI, processes are assigned a certain direction, a
heuristic towards which they aim to direct themselves.
This may be assessed by parametric balance, proportions

Taking Over

In CPSI, algorithms are distributed to several parts, each
of which has its own modes of interaction. When
selecting process sections or partial specifications [15] for
further engagement, one can design a formative frame of
reference, a contextual view of agency. The separation of
data and process and the focus of interaction and
reconfiguration through time allows for a reiteration of
algorithmic parts in real-time. Inputs can be modified and
rules altered while a process runs. This also emphasizes
the temporal side of interacting and evolving processes.
Perhaps a truly interactive algorithm is developed in
dialogue through accreditation where the lack of a clear
starting state or default pathway [16]. Andy Lippman
understands interactivity as a mutual and simultaneous
activity where agents might have similar goals. He
determines important factors to include a ‘limited look
ahead’ and the absence of any default programmed routes
[17]. Systems that improve or redefine themselves
through interaction and adaptive heuristics. An attitude of
tuning computational processes in real-time against any
pre-computing of potential paths but also through
interrupts or turn-taking as points of departure. In CPSI,
autonomy can be halted through a shared agency and by
the taking-over of process part. This introduces a
methodology situated “between the formal and the
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craftsmanship” [18] where processes start and stop and
their isolated parts can be further treated and coupled
with external intervention.

architecture has been constructed to support an interactive
working-mode focusing on scheduling partial processes
with gradual and direct interaction.

3.3

4.1

Interrupts and Scheduling

Algorithms that instantiate processes, cause artefacts and
commit to linear (perhaps predictable) progress are often
plausible as subjects of radical causality such as the rapid
cutting (in and out) of their original context. Given an
input or initial condition, an algorithmic process can be
set to motion, interrupted, forced, blocked or disturbed. It
is possible to understand machines as systems of
interrupting flows, where the cutting of one ensures the
continuity of another [19]. An interrupt can translate to a
very direct causation or disturbance of an ongoing
movement. It reflects a well-known model of allocating
computation to running processes where it is used to enter
a process during the time it is running. “The interrupt not
only creates a break in the temporal step-by-step
processing of an algorithm but also creates an opening in
its ‘operational space.’“ [20] Applying interrupts to
generative algorithms introduces complexity in a causal
chain where the inner program is not sufficient in itself
but must be coupled with external influence that decides
how and if it should be allowed to run. The interrupt is in
a certain sense a condition of cooperation. It makes way
for the many instead of the one and holds a special
position towards algorithms and their completeness since
it possesses the ability to force them to halt.
What value offers an algorithm that stops before
completing, at the expense of another activated as
consequence? Could such modes of interaction provide
ways of engaging with unfolding musical processes? In
CPSI we encounter a conflict of methodologies for
operating sound process. On the one hand, we have the
open, partial algorithm made accessible through various
ways of interaction and that by design should be refined
as it evolves. On the other hand, we treat such processes
through external forces, through interruptions that have a
direct and straight effect based on a well-established
hierarchy. Processes are started, completely stopped,
resumed, halted to a point or treated through interaction
and the taking-over of a given algorithmic state.
Interrupts offer a dynamic way of balancing autonomy
and command through the interaction with generative
processes. Interrupting a flow of events also introduces
anticipation patterns, hierarchy (what can be interrupted
and how the interrupt takes place) as well as questions of
how interrupts affect (or break) silence [21].

4. SYSTEM

Partial Processes

Processes treated by the CPSI scheduler are implemented
as SuperCollider patterns. Patterns offer higher-level
representations (or blueprints) of musical tasks and can
be understood as “abstract representations of sequences
independent of any specific performance.” [23]. The
processes follow a partial construction pattern that allows
them to be treated as separate blocks. The methods are
segmented by design in order to facilitate scheduling and
to support multiple access points. This imposes
constraints on the algorithms supported within CPSI but
also enhances certain behaviors. Processes in motion,
supporting dynamic, uncertain behaviors, full of details
but without any fixed goal are suitable in this context.

Figure 1. Algorithms as partial processes with
operations that can be applied to each part. The
resulting shape comes about as a product of the blocks.
Each block can later be selected and treated further
through post-processing.
Each block represents a certain state of an algorithmic
process that can in itself be further developed. These
processes combine both sound and control and in many
cases, the two overlap to a great extent. Various methods
of event generation have been implemented using
stochastic functions, iterative equations, and state
machines. Synthesis methods (mostly time-domain
based) include pulsar synthesis, waveset distortions, noise
and chaos functions as well as various types of granular
synthesis. These will not be discussed further, what is
most important in relation to the scheduling are their
process-based qualities. To always produce data and
continuously evolve, to contain different states while
being capable of running on their own (and forever) until
being subject to a scheduling action.

CPSI is implemented in the SuperCollider environment
[22]. The system consists of distributed parts that relate to
a central component, the scheduler responsible for the
arrangement of all the container-bounded algorithms. The
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4.2

Adaptive Heuristics

Each partial process in CPSI produces data according to a
given heuristic function. The processes exhibit a tendency
towards satisfying this heuristic and such guidance can be
altered while a process is running. In CPSI, a library of
evaluation function has been implemented that can be
applied to various aspects of an algorithm such as the
evaluation of pitch, duration or dynamics. Functions exist
that favor scarcity, availability, primacy or recency [24]
of values, each with their special effect on a running
process. Instead of being domain-specific or
context-dependent, the CPSI heuristics are designed as
general and important by the fact that they can be applied
on the fly and adapt while the generative aspects
continue.

Gradual influence has been implemented here through
process changes such as the responsiveness and
adaptation of given variables but also by behavioral
parameters such as entropy or density. While a process is
executing, its data or heuristics can also be modified with
important creative consequences.
4.4

Scheduler

Besides providing a framework for accessing generative
algorithms through interaction, CPSI contains a scheduler
for activating them in various ways. The scheduler
encapsulates important behavioural aspects for an
algorithm that is executed, scheduled, stopped and
subjected to ongoing and direct influences. The model
consists of three main components, the process queue, the
scheduler and the scheduling actions.

A given algorithm is realised by sequentially scheduling
each of the blocks it consists of. However, once activated
a certain block can also be repeated, extended or
transformed for further development. The block sequence
can be altered and the output increasingly treated through
filtering, mapping or repetition of generated events. This
‘taking over’ of a running process or algorithmic state
enables an interaction that zooms into the temporal
windows of operation.
4.3

Direct Actions and Gradual Influences

Two main categories of interaction are supported in
CPSI. Direct actions and gradual influences. These reflect
a certain attitude towards generative processes where a
direct action (10 - 200ms) causes an immediate (and often
forceful) change but a gradual mode (> 1000ms) proposes
more of a conversational mode, employing a higher focus
on behavioral changes.

Figure 3. Blocks are scheduled by a higher-level
mechanism. They can be interrupted at any time and
either suspended or ‘frozen’ and then treated further by
an output module. Each interrupt can have potential
‘actions’ designed to articulate a specific interrupt.
Once activated, the scheduler handles items from the
process queue. Those are usually blocks from a larger
algorithm that can be treated individually or in sequence.
Once a block has completed, the scheduler proceeds by
handling the preceding item in the queue.

Figure 2. An interaction overview based on writing
processes, heuristic functions, process-blocks, influence/
intervention and the switching between active and halted
states.

At any point, an interrupt can be made. The interrupt
halts the ongoing process and either activates another
block or silently suspends. During an interrupt, special
actions can be put in motion. These can be of any kind
but are usually short sequences of sounds intended to
articulate a certain interruption or change of events.
Moreover, the interrupt actions can be chained to further
extend the causality effects of an intervention. An
interrupt can also be connected to post-processing that
affects the block that is interrupted. For example, halting
a rhythmic pattern can be executed by sharply applying a
filter removing a substantial part of the frequency
spectrum. These transformations evoke imprints of
interference where “disturbance intercepts and reshapes
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the signal during interaction” [25]. Executing actions and
post-processing procedures enables creative musical
performance using the scheduler.
The scheduler can also be programmed through an
event-list and as such execute algorithmic processes.
Various modes of extensions are possible beyond the
basic scheduling. It is possible, for example, to use the
adaptive heuristics belonging to a certain process to
determine their order in a process queue. This allows for
mixing methods in creative ways based on a given
heuristic function. Another option is to run multiple
schedulers at the same time each with a slightly different
mode of functionality or interaction. Finally, the
scheduler implements the same interface as the
algorithmic containers. This means a nested approach is
possible that allows one scheduler to activate another one,
forming more complex causality chains.
An example of a scheduling situation might be as
follows: Let the scheduler S contain a set of blocks B =
{B1,...,Bn} where a single block can be expressed
as a bundle Bi : < pb,db,ib,hb,ab,nb> with the
attributes:
● pb, pattern to be played
● db, block duration
● ib, interaction interface
● hb, heuristic function
● ab, interrupt action
● nb, unique identifier
S supports four main scheduling operations:
● schedule(S, b, i) schedule block by index
● reorder(S, b, n)change block order to n
● order(S)change order according to heuristic
● cancel(S, b)cancel a block
S supports six main intervention methods:
● interrupt(S, b)activate interruption
● interrupta(S, b, a)interrupt with action
● interruptp(S, b, p)processing interrupt
● interact(S, b)transfer process to interaction
● heuristic(S,b)alter heuristic function
● write(S,b)alter parameter data while processing
Scheduling and intervention activities can take place in
parallel and/or in sequence. These combine in forming an
output stream that can be both automated but, through
intervention, also be fully manual. Two main algorithms
run while the scheduler operates.
1.
2.

The processing of the queue items or partial
processes (blocks) that have been added to the
queue.
The conversion of the block data to sounds
streams by processing the queue items.

These are listed in a simplified format here below.

Algorithm 1 PROCESS QUEUE (S )
Input: S
while S is not empty:
while items in input (S, b) do:
set job j = schedule(S, b, i)
if process_halted(j):
interrupt(S, b)
if process_transfer(j):
interact(S, b)
wait(i.duration)
order(S)
i = i + 1 end while
wait(S) end while
Algorithm 2 PROCESS ITEM (b)
Input: (S,b)
while b.duration
for each pattern p in b:
set e = new_event()
set h = heuristic(b)
while has_values(p) do:
compose_event(e, h, p.value)
process_event(e)
wait(e.duration)
end while
end while

5.

CONCLUSIONS

This paper has presented interrupts as a compositional
and performative tool in the context of generative
algorithms and event scheduling. The interrupt operates
on partial, dynamic processes that use adaptive heuristics
while running. Direct action, process take-over, and
gradual influence were presented as possible modes of
interaction. A software framework, CPSI, was introduced
that implements the concepts that have been covered and
its software architecture was demonstrated. The CPSI
scheduler, its algorithmic containers and object
ecosystem offer a new perspective for representing and
interacting with generative processes in an open and
direct manner.
CPSI has been used by the author for the creation of a
live performance (Vicinity Pulse, 2017) and the
composition of an 8-channel fixed media piece (Altartak,
2018). In both cases, the scheduling effects are dominant
where different processes get ‘activated’ and
‘interrupted’ contributing to a progression of the music.
The framework offers many original viewpoints in terms
of addressing algorithms and dealing with evolving
criteria and uncertainty.
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The project provides a novel perspective on the use of
raw scheduling operations in a musical context. How
degrees of autonomy, manual intervention, and
expectancy patterns can be developed using interrupts has
provided favorable results. Extending interrupts with
action networks and post-processing was found to be
especially promising.
Further work is required to study the use of interrupts as a
creative force. The partial algorithms can be divided
differently so that an interrupt takes their sonic output
into account instead of being event-based as it is
currently. Musical behavior that is coupled with an
interrupt transition can be made more expressive by
defining further behaviors that succeed such events.
Finally, the take-over can be extended further as an
original concept of interaction that combines in subtle
ways the manual and the algorithmic.
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1. ABSTRACT
In this paper we explore the idea of transforming a portable
speaker into an interactive music sketch pad using low and
high fidelity prototyping. We present research into the current state of the art of musical sketch pads and specify the
requirements for a new concept based on pressure-sensitive
conductive fabric. We developed a virtual prototype and
subjected it to user testing. Results from the user test led
to the design and implementation of a high fidelity prototype based on a single-board computer with an additional
audio interface communicating with a custom embedded
MIDI controller. A real-time, loop-based musical software
platform was developed as part of the high fidelity prototype. Finally, user test results are presented and discussed.
2. INTRODUCTION
Many digital music interfaces have been made in the last
decades, ranging from reconstructions of ancient instruments [1] to futuristic devices [2]. Where most musical
interface designs are based on a set of musical and sonic
requirements, this project is a research collaboration with a
speaker manufacturer and therefore has an existing speaker
design as the starting point of the concept. The aim is to enhance the speaker with musical functionality while maintaining the portable aspect.
We have chosen to focus on already skilled musicians
and people with some experience on looping devices or
portable synthesizers. The speaker at hand has a cylindrical form and a textile cover on the body. We opted
for a detachable cover that can be played by taking it off
and laying it on a flat surface. We proposed different layouts and tested them on a touchscreen before making the
physical version. The final hardware layout works with
our own sketch pad software that allows for looping [3],
Copyright: c 2018 Antonio Stella et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

Nikolaj Villefrance Møller
Aalborg University Copenhagen
nvma14@student.aau.dk

Martin Maunsbach
Aalborg University Copenhagen
mmauns17@student.aau.dk
Vanessa Carpenter
Aalborg University Copenhagen
vjc@create.aau.dk

playing chords, arpeggios and more. The main sketch pad
software runs on a low-latency single-board computer, the
BeagleBone Black, [4] connected to the Bela audio interface cape [5]. User input is registered on the sketch pad
controller containing pressure-sensitive fabric attached to
a circuit board, which is connected to a Teensy microcontroller [6]. Through this report we will investigate how a
portable speaker without interactive musical functionality
can become a music creation tool.
3. BACKGROUND
The inspiration for this project emerged from two distinct
fields of experimentation; the use of loudspeakers as instruments and the use of computers for music creation.
Making the loudspeaker musically interactive would in
essence transform it into a musical instrument. However,
the concepts of using loudspeakers as instruments is not
new. Experiments using deliberate audio feedback began
soon after the introduction of the electric guitar and amplifier [7]. Deliberate audio feedback is created by placing an
electric guitar in close proximity to the amplifier’s speaker.
The resulting effect can be heard in songs such as ”Foxy
Lady” by Jimi Hendrix [8] and ”I Feel Fine” by The Beatles [9].
The Acousmonium project by Francois Bayle is another
example of loudspeakers being used as musical instruments
[10]. For a performance of Acousmonium a series of different loudspeakers were distributed in a fashion similar
to how a symphonic orchestra is arranged on a stage. Different loudspeakers presented different frequency response
characteristics, which was exploited by the performer to
add different ”voices” to the orchestra.
Some multi-purpose digital devices are sold as musical
sketch pads, in the sense that the user is able to quickly
pick up the device and save fleeting musical ideas for later
use. Two popular examples of such devices include the
OP-1 by Teenage Engineering [11] and the Organelle by
Critter and Guitari [12]. The Noise app by Roli is marketed as ”A handheld music studio” [13]. Noise is a free
application that allow the user to quickly record a set of
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loops using pre-configured instruments. These loops can
then be arranged to form a complete piece of music.
There has also been considerable academic interest in
prototyping musical interfaces and controllers [14], some
of which focus on non-visual interaction. In the paper by
Cila et. al. [15], it is argued that visual feedback to the user
in some cases may be replaced by haptic or auditory feedback. This view is also supported by Tsaknaki et. al. [16]
where the design of a screenless digital notepad was explored.
4. REQUIREMENTS FOR THE SKETCH PAD
The musical sketch pad we designed can be seen as a toolbox for the musician. It is portable with a selected set of
tools used to sketch out temporary ideas. It includes the
basic musical functionality required to play and compose
music. In addition to the internal sample playback, microphones or other audio sources can be connected to the
sketch pad through the audio input.
If the user wants to play without connecting an instrument that outputs sound, the sketch pad controller or external MIDI instruments are used. The controller as designed
allows the user to play chords, arpeggios and control the
device as a whole. A looper is implemented so the user
can build beats and melodies on top of each other. This is
commonly called live looping, as it refers to the composition of a piece of music in real-time [17]. All the features work in tandem with the looper. Audio input, chords,
arpeggios, melody and percussive beats can be looped on
multiple tracks, and if mistakes are made, the track can be
cleared and re-recorded.
5. DESIGN CONSIDERATIONS
5.1 Layout testing
To utilize the available size of the speaker surface, various
layouts were prototyped on a touchscreen laptop running
Unity [18]. Four grid-based virtual pads were made as seen
in figure 1, and subsequent tests focused on 4 × 5 square
pads being used to play chords. The ability to play chords
by pressing a single pad lets the user compose quickly on
the fly. This allows the user to play chords and a melody
on another pad at the same time. The choice of 4 × 5 pads
was due to hardware limitations and this led to having a
single octave of 12 tones and 8 additional pads, where 2 of
them are used for changing the octave. By holding down
one of the remaining 6 buttons, the tone pressed changes
to that chord type. A major chord was used as the default.
As the chord repertoire of skilled musicians stretches far
beyond 6 types, another layout was proposed to make room
for more chord types. By using roman numerals to choose
the chord number in the major scale instead of the 12 semitones of an octave, the number of tone buttons decreased
by a third. This gave an additional 4 pads for chord types,
but limited the chords to the major scale, which is well
suited for mainstream pop songs.
Each of the layouts has two variations. One with the
chord types on the top seen in figures 1a and 1c and one

(a)

(b)

(c)

(d)

Figure 1: Chord surface layouts. Semitone layout with
chord types on top (a) and side (b) and Roman numeral
progression with numbers on top (c) and side (d).

Figure 2: The control surface layout.

to the side seen in figure 1b and 1d. Users found having chord types on the side easier to play with one hand.
The roman numeral layout required additional buttons to
change the tonic from the default C major scale. This was
solved by holding down a ”key change” button on a melody
grid and pressing a tone signifying the desired key.
Skilled musicians that tested the roman numeral layout
noted that they were not familiar with the system which
made it hard to play along to a song, if the chords were
looked up on the internet or from sheet music. One nonskilled user felt it was easier to play music with the roman
numeral layout, but as the target audience is skilled musicians, we diverted back to the 12 semitone octave and
chose the variation with the chord types on the side.
5.2 Control surface
The looper control surface seen in figure 2 can switch tracks,
which are audio clips stored in memory, and sections, which
are song structure elements. For the left hand-side control
surface, we used a 4 × 4 key grid layout. On the physical
device there is a single LED above each of the keys, making it possible to reveal the state of the looper at any given
time.
The two keys for managing loop tracks (REC and CLR)
are located in two opposite corners to minimize the risk of
accidentally pressing the CLR button and losing data while
rushing to press an adjacent key. Pressing the REC key
for the first time puts the looper in listening mode, clearly
indicating this by putting the LED above it in a blinking
state. Either playing a note or pressing the REC key for a
second time will start the audio clip recording.
Pressing the REC key for a final, third time while its
LED is constantly on (i.e. while recording) will store the
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Figure 4: The sketch pad controller hardware prototype.

Figure 3: A mock up of the sketch pad controller on the
speaker.
recorded audio clip in memory and immediately start looping it. The first recorded clip (track) determines the musical bar length. No metronome or tap tempo is required,
giving users the ability to perform in any time signature.
There are three function toggle keys on our control button
layout. The blue Shift key brings another dimension to the
whole layout, allowing us to add functionality at the cost
of an extra action. Shift functions are not as accessible as
the primary functions and are therefore reserved for less
time-critical, yet required operations, such as changing the
instrument bank or switching over to a less frequently used
instrument track or section. It acts similarly to the Shift
key of mobile on-screen keyboards as it gets released after
a single subsequent keystroke.
The Mute Track key will immediately mute the currently
selected track. Its behaviour differs from clearing a track in
that it instantly mutes it, whereas the CLR key would cut
playback at the end of the current clip to allow stopping
multiple tracks precisely at the end of the bar.
Finally, the ARP key toggles between chord and arpeggio
modes, defining the way harmony is played on the right
hand pads. The arpeggio and chord functions are described
in more detail in section 7. A mockup of the layout as it
would look on the speaker can be seen in figure 3.
6. SKETCH PAD CONTROLLER
In order to test the required features and research the optimal manufacturing techniques for fabric-based MIDI controllers, a prototype embedded device had to be designed
and constructed. This involved a design stage as well as a
hardware and software development stage.
6.1 Design
The hardware design is based on the user tests conducted
using the virtual keyboard layouts developed in Unity. How-

Figure 5: Hardware connection diagram.

ever, the layouts were modified slightly, so they could be
manufactured with the tools available in-house at Aalborg
University Copenhagen. This resulted in three separate
rigid PCBs; each dedicated to a separate function for easy
modification. As we can see in figure 4, the first PCB from
the left contains the looper controls and LED indicators.
The middle PCB is a motherboard for the microcontroller
and the haptic motor controller. The rightmost PCB contains the keyboard for triggering musical notes and buttons
for selecting the chord type. For an overview of the hardware connections see figure 5.
The main difference in our design versus most other current MIDI controllers is that the final version of the controller must be physically flexible in order to be wrapped
around the cylindrical speaker.
Since Bela has support for MIDI input and output via
USB, it made sense to base the controller design on USB
MIDI as both data and power transmission could be accomplished over a single cable. Among all of the microcontrollers available, not many have built-in support for
USB MIDI making the top candidates the Teensy family
of development boards by PJRC [6]. We chose to use the
most recent board, the Teensy 3.6 which contains a 32 bit
180 MHz ARM Cortex-M4 processor [6] and has a large
number of analog inputs.
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Figure 6: Sketch pad control surface PCB layout.

6.2 Hardware
Due to the complexity of the interconnections between the
components, the cover prototype hardware required a custom PCB layout in order to provide us with a stable platform that would stand up to being interacted with as a musical interface.
Autodesk Eagle [19] was used to create the schematics
and PCB layouts for three separate single-sided PCBs, an
example of which can be seen in 6. Due to the prohibitive
cost of manufacturing flexible PCBs, a Bantam Tools PCB
milling machine [20] was used to manufacture the prototype boards.
The sensors used for the controller buttons are based on
Eeontex NW170-SLPA-2k [21], which is a pressure-sensitive
conductive fabric. When pressure is applied to the fabric
its electrical resistance decreases, which is a condition that
we can measure and use as a control input value.
In order to utilize the Eeontex fabric as a sensor, a technique commonly used to construct membrane switches was
employed. By creating PCB traces that are interleaved but
not touching, an area is created where electrical contact
can be made when a membrane switch is pressed or in our
case, when a pressure-sensitive fabric is pressed.
Since the Eeontex fabric changes electrical resistance when
compressed, the most practical way to measure the applied
pressure is to consider the fabric one half of a voltage divider and connect it to the development boards 3.3V power
supply. By using a fixed resistor with a value of 3.3kΩ connected to ground for the other half of the divider, the varying resistance of the fabric can be measured as a voltage
using an analog input on the Teensy development board.
The output voltage seen at the ADC input can be calculated using the voltage divider formula in equation 1.
Vout = Vin ×

R2
R1 + R2

(1)

Instead of finding the output voltage, it is more useful to
find the resistance value maximum and minimum when the
fabric is not pressed and with the maximum expected finger pressure applied. By measuring the output voltage in
these two cases, we can rearrange equation 1 to calculate
the value of R1. Measurements obtained with a standard
laboratory voltmeter indicate an output voltage of approximately 0.2V when not pressed and around 3V with maxi-

mum pressure. This gives us range of resistance values for
a 1.2 × 1.2 cm square of Eeontex material spanning from
approximately 50kΩ to 0.33kΩ.
For this version of the prototype, the pressure-sensitive
fabric is directly attached to the PCB using double-sided
tape with a cutout in the middle to allow for electrical contact. This method is very simple and performs sufficiently
for prototype testing, but after multiple presses in the same
area the fabric has a tendency to get stuck and cause false
triggering.
The other main active components in the design are the
DRV2605 haptic motor driver, the MCP23017 I2C GPIO
expander and the CD74HC4067 multiplexer. The DRV2605
and the haptic motor are located on the motherboard, and
generate haptic feedback when a button is pressed. Since
the fabric has limited tactile feedback, we anticipated that
synthetic tactile feedback when a button press is registered
would provide the user with a more natural interaction with
the device. Although the effect with the current motor is
very subtle, it provides a useful response when the user
interacts with the interface.
The MCP23017 GPIO expander is used to expand the
system with 16 additional digital pins that are connected
to LEDs on the looper control board. Each LED can therefore be controlled individually without giving up pins on
the microcontroller. The expander is controlled via I2C,
which allows it to be placed close to the LEDs, since it
only needs two data wires back to the Teensy development
board.
Finally, the CD74HC4067 is used to switch the signal
from the 16 buttons on the looper control board and feed
them into a single analog input on the Teensy. In this way,
the pressure values of multiple buttons can be measured
using only one analog input. There is of course a tradeoff in this situation as the sampling rate for these buttons
will be divided by 16, i.e. the amount of sensors that must
be measured. However, as we shall see in the following
chapter, the latency caused by the multiplexer switching is
negligible.
6.3 Software
The software for the user interface is based on a superloop
architecture [22], which after the initial setup procedure
has completed, keeps iterating indefinitely as can be seen
in figure 7.
Within the superloop, the software follows a predefined
path starting from the top to the bottom testing for a specific condition for each input type. If a button press is registered, a corresponding action is performed, sending out
a MIDI message and triggering haptic feedback. If a valid
MIDI input from another device is registered, in our case
from the Bela, although it could be from any device with
USB MIDI host capabilities, the LED indicators are set
accordingly. If no input is registered, the program keeps
looping through the code indefinitely. In order to simplify
the communication between the controller and the Bela,
each button and LED indicator was mapped to a specific
MIDI message. Table 1 shows the MIDI mapping within
the controller.
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Figure 7: Sketch pad controller software flowchart.
CONTROLS
Looper 1-16
Mode 1-8
Chord 1-12
LED 1-16

NOTE
0-15
20-27
30-41
0-15

VELOCITY
ON: 127; OFF: 0
ON: 127; OFF: 0
ON: 127; OFF: 0
ON: 127; OFF: 0;
BLINK: 64

CHANNEL
1
1
1
ANY

I/O
Output
Output
Output
Input

Table 1: MIDI implementation chart for sketch pad controller and software.

Figure 9: Arbitrary average velocities at sequential sample
points.
time interval, we know that the difference between X2 and
X1 is always 1 in an arbitrary time scale based on the chosen sampling rate and we can therefore simplify as seen in
equation 3:
Y2−Y1
= Y 2 − Y 1 (3)
1
As we can see in figure 9, the average velocity is shown
for 3 different samples. The values for AverageV elocity2
is used to calculate a velocity value for the MIDI Note On
message, since it is the first measurement to have a pressure value higher than the threshold. All subsequent samples are then ignored until the pressure value has fallen below the threshold; after which the process is be repeated.
While the pressure is above the threshold, the measurements can be used to calculate a value for MIDI Aftertouch
messages, which in turn can be mapped to modulate the
sound timbre or other relevant controls.
We use a 58 kHz sample rate with a 4 sample average resulting in a sample every 17.24µs measured on a Teensy
LC. Since we are sampling a total of 36 buttons on 13
analog inputs (using a 16 input multiplexer for the looper
control buttons) and 8 digital inputs, each buttons should
be sampled once every 36 * 17.24µs, equal to 620.64µs
or 0.62ms. Adding to this, switching inputs on the multiplexer will take around 0.71µs * 4 pins * = 2.84µs for
each input using the normal digital output functions on
the Teensy [6]. This amounts to 45.44µs or 0.04544ms
in addition to the previous 0.62ms giving us a final value
of 0.67ms between samples of each input.
This is not taking into account other processes such as
USB MIDI processing, setting LED indicators and such.
AverageV elocity =

The same mapping strategy was employed in the sketch
pad software in order enable communication between the
sketch pad controller and software.
The software relies on a range of classes to communicate
with the various input and output devices in the system (see
system diagram in hardware section). This keeps the software architecture flexible in order to accommodate future
hardware changes. The connection between the classes can
be seen in figure 8.
To generate velocity values for the MIDI Note On messages, the software attempts to find the average velocity of
the pressure value curve. The result is converted to a value
between 0 and 127 to fit with the velocity value used in
a standard MIDI Note On message. The average velocity
can be determined using equation 2:
AverageV elocity =

Y2−Y1
X2 − X1

(2)

Since we are comparing subsequent samples with a fixed

7. SKETCH PAD SOFTWARE
The sketchpad looper (figure 10) was written in C++ 11.
7.1 Looping audio tracks
Figure 8: Sketch pad controller class diagram

The process of recording the first loop is shown in figure 11. Any subsequently recorded tracks are added to the
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7.2 Sequencer and MIDI synthesizer

Figure 10: Looper system architecture.

Figure 11: Looper timing: defining the bar length.

mix taking into account two important factors. One is the
amount of time that has passed since the start of the current
bar, which will be used to shift the new clip in time so that
it will be played back in the same relation to the bar line
as the original performance. The latter is also referred to
as the track offset. If a new track is much longer than the
bar length, repeating the clip on each bar would produce
unwanted notes, especially in cases where long phrases
containing complex chord progressions are involved in the
performance. The second factor is the amount of bars that
phrases span across, that is determined by rounding the
ratio between the amount of time of the new track and
the original bar length as depicted in figure 12. The latter would reset only when all tracks from all sections are
cleared from memory, effectively deactivating the looper.
Manual clearing of the selected track is done by pressing
the CLR button.

Figure 12: Looper timing: recording a second track.

The implementation was largely made possible because of
the compatibility between Bela and a single-file library
providing an open-source SoundFont 2 synthesizer based
on the open Sforzando (SFZ) [23] file format.
Any MIDI device connected to the BeagleBoard is linked
to the synthesizer making it possible to hear real recordings of instruments with dynamics control when physically
playing notes on the MIDI device.
The mapping of MIDI data being transferred is established in the MIDI Mapper module. Most MIDI piano key
devices are inherently supported by it and pass the Note On
and Off messages over to the Synthesizer module, but any
complex MIDI control surfaces would need to be manually
re-mapped in order to enable users to use them for controlling the looper or changing the instrument. The MIDI
Mapper is also responsible for interpreting MIDI note-on
messages coming from the control surface in which the required action is signified by the pitch value of the message,
as seen in table 1 in section 6.
Even though the Sequencer module is a relatively recent
addition, it provides a basic technique for scheduling function calls relative in time to the looper cycle. Since the bar
size is measured in samples, finding the sample length of
a quarter note is done by dividing the window length by
four.
One of the requirements for this project is the chord customization pad implying that chords would need to be constructed in one of the many ways possible. Four basic patterns are included in the current setup - major and minor
triads with the median moved an octave up, their inversions and a neutral chord composed by two fifth intervals
in 2 adjacent octaves. Changing between these is done by
pressing the Shift key followed by the ARP key.
Pressing the ARP key without Shift toggled puts the sequencer in arpeggiator mode, breaking up chords in a way
that will fit the timing of the looper. The sequencer, like
any standard USB MIDI device connected to the Bela, provides the synthesizer module with instructions to play notes
in the form of MIDI messages.

8. EVALUATION AND DISCUSSION
The prototype was evaluated with three users. The results
of the evaluation were used to determine how the user experience of the prototype could be improved. The user
evaluation methodology was modeled after the one used
by Wu & Bryan-Kinns [24]. The testing procedure consisted of a three session setup designed to make it possible
for the user to explore prototypes and provide feedback of
their experience. The four sessions are: 1. introduction, 2.
interaction with prototype A, 3. a short interview.
The participants all had some experience in creating electronic music; one of them was very experienced. All three
participants regularly use loop features while playing or
for inspiration when composing. Furthermore, they all use
Ableton Live frequently, a loop based music creation software [25].
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The overall impression was that the participants were interested in interacting with the prototype in order to create
loop based music. Occasionally technical problems impeded the user experience.
All users found the looping feature intuitive to use and appreciated the functionality of having separate sections. Using an early version of the sketchpad controller firmware,
the primary problem mentioned unanimously was the latency of the buttons. The availability of a large array of
sounds was generally found stimulating. However, the order of the sounds made it difficult to navigate the available sounds. Navigating the sounds also became an issue
when the participants wanted to delete a specific loop, but
could not locate the instrument the sound was recorded
with. Some users expressed an interest in being able to
play single notes instead of chords in order to develop riffs
or perform a musical solo along to recorded loops. Octave button was never utilized and the major/minor switch
rarely, the arpeggiator button functionality was found nonintuitive. The pressure sensitivity provided by the chord
surface was not taken advantage of because participants
were more concerned about the music being on time than
on the musical expressivity.
Although the sketch pad controller showed potential, a
marketable product would require additional development
efforts and further user testing. Also, substituting the currently used Bela with the recently announced Bela Mini
would make it possible to achieve similar performance in a
considerably smaller footprint and should be investigated
further [26].
9. CONCLUSION
In this paper have we presented a musical sketch pad prototype. The project started as an exploration of how a
portable loudspeaker could be transformed from a passive
to an interactive object that enables useful musical expression and creation. Early in the initial idea generation phase
we decided to transform the speaker into a musical sketchpad on which the user is able to quickly sketch musical
ideas. Initial user testing was conducted using virtual and
low-fidelity prototypes of the layout designs. Based on the
results, a fully functional high-fidelity prototype containing hardware and software was designed and evaluated.
The sketch pad software was programmed to provide a
feature set determined from the initial requirement specification and user evaluation. A final round of user evaluation
was conducted using the high-fidelity prototype to evaluate
the functionality. Based on the evaluation, we concluded
that the prototype has potential for further development.
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ABSTRACT
A multimodal simulation of instrumental virtual strings is
proposed. The system presents two different scenes under
the Unity3D software, respectively representing guitar and
bass strings. Physical interaction is enabled by a Sensable
Technologies PhantomTM Omni, a portable haptic device
with six degrees of freedom. Thanks to this device, credible physically-modeled haptic cues are returned by the virtual strings. Audio and visual feedback are dealt with by
the system, too. Participants in a pilot user test appreciated the simulation especially concerning the haptic component.
Figure 1. PhantomTM Omni device by SensAble.

1. INTRODUCTION
Force feedback is an actively researched subject in HCI,
for the wide set of contexts in which it can be applied.
There exist many different types of commercial technologies for the production of force feedback, each with its own
size, degrees of freedom (DoF), range of motion, maximum exerted force and so on. We used the PhantomTM
Omni haptic device. Often such technologies are developed following the DIY culture [1], by hacking existing
systems in order to improve their features with haptic feedback. There are several application fields in which force
feedback is desired: gaming, surgery, 3D modeling and,
especially in recent years, music performance.
Musical haptics [2] can occur either physically, when a
robotic arm interacts directly with a real instrument, or virtually, when the instrument is virtually synthesized through
a software. We deal with the latter. Our project considers
an interface developed with 1 Unity3D, displaying a guitar string set or a bass string set. The interaction with the
virtual strings takes place by pointing over them through a
virtual plectrum, whose movement in the screen is guided
by the position of the robotic arm. The Phantom device
is controlled within the Unity environment via the Haptic
1
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Plug-In For Unity made at the Digital Design Studio of
the Glasgow School of Art [3]. Thanks to this plug-in, the
device can be set to provide tactile feedback to the user
containing positional information about the notes as well
as string resistance, stiffness and vibration similar to those
felt when one plays a string instrument.
The Phantom Device has already been used successfully
in interactive sound synthesis. In the Haptic Theremin [4]
the physical position of the robotic arm in the 3D space
was mapped into loudness (y direction), pitch (x direction)
and distortion (z direction). In this case the C programming language OpenHaptics API was interfaced with the
OpenGL environment, to create a custom graphic and haptic application.
2. HAPTIC INTERFACE AND INTEGRATION
WITH UNITY
Phantom is able to return force and vibratory feedback cues
fitting well with certain musical interactions [5]. With the
exception of percussions and key-based controls, musical
instruments in fact react smoothly to user actions, exerting forces that this device is able to reproduce. Its relatively low-power servo-motors have the further advantage
to be especially silent, hence producing low auditory interference with the rest of the interface. For this reason, even
if marketed since 1994 Phantom still represents an interesting choice for sonic interaction designers. Specifically
for our purpose of recreating the tactile feel of guitar string
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After string release, a pre-recorded string sound is reproduced.
3. SENSORY MODALITIES AND FEEDBACK
The sensory modalities involved in the interaction are three:
tactile, auditory, and visual. The corresponding feedback
events are managed by C# scripts run by Unity3D.

Figure 2. Guitar strings scene.

Figure 3. Spherical tip modeling plectrum rendering.
textures, when its servo-mechanisms were driven to reproduce this type of metal surface they generated a soft scraping sound as a by-product, providing immediate sense that
a frictional sonic event was taking place. This sound could
be directly used as part of the auditory display instead of
disturbing it.
2.1 Interface
The interface includes two distinct scenes, showing respectively a set of guitar and bass strings. The user viewpoint
is set to be behind the instrument, hence with the plectrum
behind the string set as shown in Figure 2.
The user interacts with the strings through a virtual plectrum, whose edge position corresponds to the tip of the
stylus that is attached to the robotic arm. The interaction
hence is ’pen-like’, as afforded by the Phantom device. It
is physically modeled as a single point located in the center
of a spherical shape object, modeling the tip of the virtual
plectrum (Figure 3). The spherical shape in fact allows for
establishing an invariant distance between its center (that
is, the contact point) and the surface.
If the user pulls the stylus then the plectrum eventually interacts with one or more strings. There are different kinds
of interactions:
• Pick, including two possible actions:
- Contact: contact between plectrum and string;
- Release: end of the contact, release of the string.
• Scrape, composed of two possible actions:
- Contact: first contact between plectrum and
string;
- Move: longitudinal movements along the string
without release.

3.1 Tactile modality
In our project we pay particular attention to the management of tactile feedback. Haptic plug-in, developed in [3],
is fundamental to return a correct haptic perception, that
is the ability to explore the surface of an object trough an
active contact with it during tactile perception. The plugin in fact provides a set of haptic parameters that control
the Phantom device directly. All haptic functionalities are
managed by ASimpleHapticPlugin.dll, a library that controls the signals received from and sent to the Phantom device via firewire communication. This library exposes such
controls in form of methods that can be invoked from a C#
script run by Unity3D.
The library features interaction with the virtual objects
(simple contact, manipulation in 3D space and other custom interactions) and the feedback retuned in case of contact (stiffness, damping, static and dynamic friction) between such objects, providing magnitude data and complete information about the position of the Phantom during
the contact. Data range between 0 and 1, corresponding to
magnitudes of each contact property that is managed by the
plug-in. Further accessibility to ASimpleHapticPlugin.dll
is unfortunately not allowed, nor sufficient documentation
seems to exist to gain deeper control of the interactions
through this library, for instance by manipulating the contact models and, hence, tactile and sonic feedback they
could consequently generate.
A study on real strings behavior has been conducted to
correctly tune these parameters, considering the response
obtained by the interaction between the plectrum and the
strings. In fact, every string has its own characteristics of
gauge and wounding. String gauges are given with respect
to the highest (and thinnest) string of the set. We have
considered 0.09 mm gauge for guitar and 0.50 (wounded)
mm for the bass (Figure 1, Figure 2). On guitars, wounded
strings are usually the thickest, that also return a higher
friction level with respect to the unwounded string. On the
other hand, unwounded strings are the thinnest (even if the
most stretched) and they results softer during picking. The
bass strings follows the same physical characteristics, with
the only difference that all strings are wounded.
A rough feedback during scraping has been obtained by
setting the values of static and dynamic friction parameters. Static friction help simulate breakaway force, conversely dynamic friction produces roughness feedback during scraping. Figure 1 and Figure 2 show that friction parameters decrease their values according to string gauge
and wounding.
Rigidity of a string during contact has been obtained by
changing stiffness and damping parameters. This time,
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stiffness controls how hard a string surface is, and damping reduces the “springiness” of the string. Their values are
directly proportionals to the string gauge, obtaining higher
values for thickest strings and lower values for the thinnest
ones, as shown in Table 1 and Table 2.
This approach proved effective. A guitar and a bass player
first learned to operate on the parameters in Unity3D, then
they started to calibrate the haptic properties of the virtual strings by repeatedly testing the result on the Phantom
device side by side with a real instrument, according to
a trial-and-error calibration process. In the end they declared to have obtained good matching between the feedback from the haptic device and the musical instrument.

Gauge
E (0.42w)
A (0.32w)
D (0.24w)
G (0.16)
B (0.11)
e (0.09)

Stiffness
0.26
0.19
0.15
0.07
0.05
0.032

Guitar
Damping
0.21
0.17
0.12
0.055
0.03
0.021

S. Frict.
0.42
0.28
0.10
0.02
0.015
0.01

D. Frict.
0.48
0.35
0.15
0.028
0.02
0.013

Table 1. Ernie Ball Super Slinky (0.09) - Dunlop Torex
0.88mm

Gauge
E (1.05w)
A (0.85w)
D (0.70w)
G (0.50w)

Stiffness
0.65
0.55
0.48
0.39

Bass
Damping
0.56
0.48
0.42
0.35

S. Frict.
0.9
0.79
0.61
0.47

D. Frict.
1
0.91
0.73
0.55

Table 2. Ernie Ball Regular Slinky (0.50) - Dunlop 449
Max Grip 0.88mm

3.2 Auditory modality
Auditory feedback was the result of superimposing sound
reproductions from Unity3D to real sounds from the Phantom device. Concerning the reproduction, we considered a
set of open strings with standard tuning: E, A, D, G, B, e
for guitar and E, A, G, D for bass. Audio samples were
recorded by the first author across a large campaign, covering a comprehensive set of sounds resulting from playing
a guitar with picking style.
String percussion generally returns a sound, whose loudness is proportional to the dynamics involved. The sound
then fades until silence is reached. In particular, the behavior with high dynamics corresponds to a loud sound even
if a little sharp note is involved. This sound, initially out of
tune, tunes back when a smaller dynamic is reached. We
considered two sets of samples for every string: the former
consisting of high dynamic (little sharp) notes, and the latter considering normal dynamics (tuned) notes. Both such
sets were associated to open string objects. Whenever a
release event occurs, Unity3D calls a C# script that maps

dynamics into speed, and updates an audio source clip assigning a little sharp note sample if the speed of release exceeds a given threshold, otherwise it assigns a tuned note
sample.
In parallel, scraping sounds were returned by the Phantom device that, thanks to the noise naturally coming from
its servo-motors during contact events, ensured an auditory feedback very similar to the real one. Initially the idea
was to manage the whole auditory display from Unity3D,
but later the real sound from the servo-motors turned out
to have a better appeal than any sample-based reproduction, if not because reproducing auditory scraping events
in perfect synchronization with the corresponding haptic
feedback proved to be difficult. A scraping event takes
place on wounded strings because of their rough surface,
happening when the plectrum rubs on a string through its
edge. A consistent auditory counterpart should consist of
a small particle of a scraping sound, being played repeatedly during the entire interaction event meanwhile varying
its pitch and its reproduction speed proportionally to the
action. This process results almost impracticable if compared to the simplicity and realism of the auditory feedback
coming from the motors.
3.3 Visual modality
This modality was completely managed from Unity3D. It
consists of the representation of the moving plectrum in
the 3D space, along with the vibrating strings after a picking event. The plectrum simply follows the position of the
handled stylus. In particular, for every position in the 3D
space it can rotate on its x, y, z axes with respect to the
plectrum tip. To allow for a simpler interaction, the plectrum movements were limited to the plane of the strings in
ways that it could not be moved beyond their position.
Every string was represented as a cylinder object. Such
cylinders were positioned horizontally, with distances identical to those existing in a real lead and bass guitar. String
vibrations were resolved using Unity3D animations, in a
way to produce visual oscillations proportional to the dynamics happening during a release step.
First, an entire set of animations was created for every
string. Each animation represents a vibration intensity, and
is composed by two displacements of the cylinder with respect of the original position: one up, and one down. The
sets of animations were managed using an animator object, that is an interface able to control the animation system. In particular, we associated an animator object to every string, able to create a sequence between its animations from the widest to the narrowest, hence creating a
visual effect of decreasing vibration until stop. The sequencing of the animations was refined until providing a
visual sense of continuity across the steps. Dynamics referred to the initial speed accumulated during the release
event, and consequently they started from different points
of the animation sequence proportionally to this speed.
A vibration could stop either by natural fade out, or if
another contact event between the plectrum and the string
happened. This action returned also a short ringing sound
just before the stop.
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Figure 5. Results from haptic evaluation.
Figure 4. Testing session at the HCI Lab.
An approach based on animations represents a simple and
fast method to reach our purpose. Unfortunately, it does
not allow to reach a sufficient level of realism. A viable improvement would operate on the string transparency during
vibration, which can be obtained by varying this parameter proportionally to the oscillation amplitude. Also in
this case, however, the result is not completely satisfactory
as during the oscillation the entire cylinder moves up and
down as a stiff bar. Another idea is to replace the whole
cylinder object with a 3D string model object, able to bend
its structure during the vibration as it happens in the real
world. This solution is much more difficult to develop but,
if computationally not too demanding, would give better
results.
4. TEST AND RESULTS
In this section we present the results of a preliminary test
we conducted on a group of 7 participants, with different age, music experience and knowledge of the technology. The test included two sessions. During the first session participants were asked to play with the real musical
instrument—indeed the instrument that was used to calibrate the simulation (see Figure 1 and Figure 2)—using a
plectrum. During the second session they were invited to
try the application, by holding the Phantom stylus and interacting with the virtual strings.
Participants were left free to get accustomed with the positioning and holding of the stylus. After they felt comfortable with the computer interface, the individual session
was stopped and they were asked to compile a questionnaire. Questions were divided in three sections: two of
them aimed at comparing the musical interface with the
real instrument concerning the auditory/haptic and visual
modality; finally, the third section collected opinions about
some design aspects of the interface.
Regarding the auditory/haptic feedback, participants were
asked to rate roughness, longitudinal motion friction (i.e.,
resistance opposed to the plectrum movements), sound friction (i.e., sounds produced by servomotor) and string resistance (i.e., string stiffness and damping). Figure 5 shows
good scores for the auditory/haptic responses, apart from

string resistance that results to be below such scores. The
reason for scoring this attribute lower might depend on the
stylus, which is different from a real plectrum concerning
its shape, weight and affordable gestures.
This aspect is underlined in Figure 9 and Figure 10, where
it can be noticed that the stylus is negatively rated by the
majority of the users. Figure 6 illustrates the values obtained for each string, showing how the middle strings are
less appreciated than the edge strings for the guitar; for the
bass instead, only the last string was less appreciated.
Figure 7 shows scores resulting from visual evaluation.
In this case the users were asked to evaluate oscillation
movements, oscillation range and oscillation time. Concerning oscillation movements and oscillation range, the
bass guitar was scored better than the lead guitar. This difference can be explained almost certainly by our perception of string bending. In fact bass strings, having a thicker
gauge, do not need a bending effect as pronounced as do
guitar strings. For this reason, the dynamic seems to be
more realistic for the bass. On the other hand, the oscillation had a more realistic frequency for the guitar, due to
the limited amplitude. Indeed, in the case of the guitar the
oscillation frequency is greater than the refresh rate, hence
creating a transparency effect in the animation similar to
the real one.
Concerning the participants’ opinions about implementation choices, quite different results were found. Participants spent little time to get used to the Phantom stylus,
although finding it sometimes uncomfortable and not much
likely to the original. This fact must not surprise, being that
stylus much different from a plectrum.
Overall, participants scored the haptic feedback better than
the visual one. This result reflected our expectation, that
the haptic design of the proposed virtual instrument was
definitely more advanced and interesting to be experienced
than its graphic design, which conversely should need to
be improved in several aspects.
5. CONCLUSIONS
In this paper we have presented a multimodal interface
simulating guitar and bass strings. The project was born
with the idea to assess the potential of Phantom devices
to take care of the haptic modality while designing a vir-
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Figure 6. Individual contribution of scores from guitar and
bass strings on haptic evaluation.

Figure 8. Individual contribution of scores from guitar and
bass strings on visual evaluation.

expanding the musical vocabulary of the musical instruments [6]. In parallel, haptic technology can assist musicians in forming a rich gestural vocabulary [7]. Our aim for
the near future is to expand this project, solving its weak
points and adding the possibility to play chords through an
external keyboard, in ways to propose the interface as part
of a new musical instrument.
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Figure 7. Results from visual evaluation.
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Figure 9. Similarity between gestures in the real and virtual instrument.
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ABSTRACT
UPISketch is a program for composing sounds with the
help of drawing. Its use is simple: we draw sound gestures by defining their melodic contour, like in a classical score. The difference however resides in the fact that
pitches are directly drawn, without the need for knowledge
of traditional music notation. We use monophonic sounds
as sound sources.
1. INTRODUCTION
Using a paper and a pen to represent music has been the
fundamental practice in western music for several centuries.
Xenakis was among others to search for new ways of representing music, in a more scientific and general way than
symbolic solfeggio. The curve, drawn in a coherent time
scale (one unit of width representing one unit of time) seemed to be a natural way for a renewal of the technique.
In what follows, the different events and processes that led
to the creation of the UPISketch application will be described.
2. THE DETERMINING FACTORS
2.1 The Centre Iannis Xenakis
First, when the Centre Iannis Xenakis was established at
the University of Rouen, one of the projects we had was to
continue the development of the UPIC, in a way close to
Xenakis’s original idea. This would suppose the following
characterisations: the application should comprise its own
synthesis engine, making it a self-sufficient tool for producing sound. It should also provide a sufficient level of
drawing accuracy, as far as pitches are concerned.

teams were set up between 2014 and 2016. These did not
achieve results one has come to expect for a standard software product. However, it proved to be a fruitful experience, which fed lots of discussions. For instance whether,
notably, we should use Java or C++ for coding. There was
an obvious advantage in terms of learning curve from using
Java. But, when thinking about real-time sound, numerous
voices in the audio pro world were saying that C++ was the
only realistic choice.
2.4 The JUCE expansion
When searching for a C++ library that would cumulate the
advantages of being open-source, multi-platform, easy to
use and containing all the essential building blocks, the
Jules Utility Class Extension (JUCE) appeared to be the
ideal choice. Since it is now part of some major audio software in the market (Max/MSP, ROLI’s Equator synth...), it
has also the advantage of being maintained and enhanced
on a regular basis, and benefits from a very lively community of users.
2.5 A partnership with the European University of
Cyprus
The CIX had the opportunity to collaborate with the European University of Cyprus on a European-funded program,
Interfaces, under the coordination of the Onassis Cultural
Centre in Athens. The specific entitlement was ”Urban
Music Boxes and Troubadours”. We agreed on a goal, that
was to create a small application for mobile devices that
would be integrated into multimedia terminals available in
the streets of Nicosia. The application would give the possibility to draw music, albeit in a more intuitive way than
the original UPIC.

2.2 The software background 2010-2017
Research conducted in 2010 [1] revealed that there were
not many propositions, in the music software world, that
could compare to UPIX (the UPIC software version that
was available on Windows-equipped PCs in 2001).
2.3 University of Rouen
The proximity of the computer science department inspired
us some pedagogical attempts to create a new UPIX. Three
Copyright: c 2018 Rodolphe Bourotte This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

3. THE DEVELOPMENT OF UPISKETCH
3.1 Rethinking music notation
Before the classical notation as we know it, innumerous
systems have been experienced, from the babylonians around 2000 BC, the diverse neumatic notations spreading
in Europe to the invention of the staff by Guido D’arrezzo
in the 11th century. Indeed, there is also a plethora of
propositions in the 20th-21st centuries contemporary music field for metaphorical notation, which we don’t deny
the importance. Though, the kind of graphical representations we are devising in these lines is univocal and translates objectively a physical value.
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3.2 The specifications
It was quite a process to set up the specifications for UPISketch. The openness of the territory was seen as an incentive. Meanwhile enthusiasm had to be restrained so as to
make the goals achievable in the requested time frame (approximately one year). So we decided on the idea of a GUI
(Graphical User Interface) dedicated to granular synthesis.
First the idea came from the fact that the size of the waveforms used in UPIC were quite limited (due to realistic
hardware restrictions at that time). This size limitation resulted in a rather static sound. This did not mean that composers could not find or create customised solutions (for
instance with frequency and amplitude modulation, the use
of recorded samples, or extreme graphical richness).
It came also, in a certain way, from practicing classical
Digital Audio Workstations: we often face the need to edit
pitch and time in our tracks, a task that is not always as
fluid as we would like.
In the UPISketch concept, we use source sounds whose
duration is typically that of a musical phrase, or even just
a note. Having selected one of these source sounds in the
file chooser, we can directly draw and constrain its pitch
in an absolute way, in the open space of the page. Time
expansion or compression will be applied according to the
length of the drawn gesture. This way we can manipulate
rich sounds, with their own natural (or artificial) evolution.
Furthermore, new controls can be added to the first version, so that UPISketch could evolve from a simple graphical score composer to an intuitive editor for the various
kinds of parameters that granular synthesis naturally allows.
3.3 The first milestone
A first step in the development was conducted in April
2017. It consists in an application for testing two components and their combination: pitch analysis and resynthesis. The investigated solution for analysis was PYin, developed at the Queen Mary University in London [2]. For
the synthesis, we wanted to stay coherent, for this first version, with the idea of time manipulation, without the help
of transforms in the frequency domain. So we tried an implementation of the PSOLA (Pitch-Synchronous Overlap
and Add) algorithm [3] [4]. Once we dispose of the pitch
markers provided by the analysis, it consists in choosing
grains in the original sound, and redistributing them according to the desired transposition and time parameters.
The effect of transposition is to shorten or lengthen the
duration between two grains. When time is compressed,
some of the original grains (there is one of these per fundamental period) are skipped. In the expansion case, some
grains have to be repeated. Some details are not discussed
here: the way grains are repeated is important for a better result, as is the placement of pitch markers according
to local energy maxima. In parallel with this, we made a
research on interpolation algorithms for drawn curves. We
decided on choosing the centripetal Catmull-Rom spline,
in which, among other advantages, control points have the
particularity to be part of the curve [5]. We had also to develop code in order to determine local curvature maximum

Figure 1. UPISketch: screen capture of the first milestone.
points in an array of digitised data (mouse coordinates of a
drawn gesture, or analysed pitches). [6].
3.4 The second milestone
We had first to integrate all the previous code together. We
could obtain a graphical user interface for creating, manipulating gestures, and navigating in the page. Several additions were made as well, like the ability to save a project
as an XML file, choose existing sound sources in a file
browser, change display settings. A time and pitch grid
was setup. We can tweak the horizontal lines per half-tone
and the vertical lines per second of this grid. The previous
Gesture object was refactored to suit our needs. It holds
now, as one of its elements, a polycurve object. This object
is composed of the different curves determining the evolution of parameters like pitch or amplitude. We designed
also the interface look and feel. Worth mentioning is that
in any software project, we are confronted to difficult situations where we need to make decisions on rewriting some
parts of the code. This is what happened then: the hard
times of refactoring came. Refactoring is the generic term
for this operation. The goal is to simplify the code, while
keeping its functionalities unchanged. This restructuration
can have a big impact on the maintainability and extensibility of the software.
4. THE PUBLIC RELEASE
4.1 The first hands-on workshop
The first real life apperance in the real world is due to the
end of april 2018, taking place at the Bank of Cyprus Cultural Foundation, in Nicosia. During three days, groups
of children between six and twelve year old from various
backgrounds will be invited to use the application.
4.2 Public availability
UPISketch will be available as a free download. The date
of release should coincide with the first UPISketch workshops in Cyprus.
4.3 Perspective on further development
Besides different reasons that can determine whether we
will be able or not to push this development further, there
are lots of obvious improvements that UPISketch could
benefit from. Here is a non-exhaustive list:
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Figure 2. UPISketch: screen capture of the second milestone.
• cross-platform: provide versions for OSX, Windows
and Android;
• soloing a gesture: ability to monitor only the specified gestures;
• layers: we could assign gestures to specific layers to
ease the edition of groups of gestures;
• curves for amplitude: with a pressure sensitive stylus, we could draw at the same time the pitch and the
amplitude;
• probability curve: new curves could be added to the
polycurve object, for describing the evolution of probability distributions for various parameters;
• select, copy, move several objects
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• snap to grid option: so that the placement of gestures
fit some predetermined grids, in either time or pitch
domains;
• tempo change: changing the page duration could imply a time rescaling of all gestures;
• real time monitoring of the page at playhead position
To this list of updates will be added the requests from users,
once UPISketch will have been made public. These can be
considered as first priority concerns, while we also want
to investigate on new possibilities. Indeed, our intention
remains also to conduct speculative thought in an open,
interdisciplinary spirit.
5. CONCLUSIONS
UPISketch is a new application that allows to compose
with complex (monophonic) sounds in a graphical, intuitive fashion. It is autonomous, from drawing to sound
generation. At the time of writing, it has not been made
publicly available yet, so there is no feedback data available. But we hope that with this kind of tool, the old idea
of drawing music will continue to gain ground.
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ABSTRACT
In sound synthesis nonlinear oscillators are used to produce sounds with rich spectra or as LFOs to produce envelopes and trajectories. The frequencies of nonlinear
oscillators depend on various parameters and, in most
cases, cannot be calculated. This paper presents some
well-known nonlinear oscillators which have been implemented in several sound synthesis languages. It is
shown how to measure the frequencies of these oscillators precisely in a fast and straightforward way. The fundamentals of feedback control are introduced and applied
to the control of the frequencies of these oscillators by
adapting their parameters or the time step of their simulation. For demonstration purposes the oscillators as well as
the measurement and control systems have been implemented in mxj-externals for Max and provided for download from http://www.icst.net/downloads.

1. INTRODUCTION
Most systems used in sound synthesis and sound processing such as filters, oscillators, etc. are linear because
they are stable and their behavior is predictable. Nonlinear systems, on the contrary, tend to be unstable and unpredictable. At the same time they are more flexible, interesting, and startling, and they often sound more ‘natural’ because it is a characteristic of most natural (biological, mechanical, electronical) systems not to be linear. In
the last decades nonlinear systems have been studied extensively in different fields such as nonlinear dynamics or
chaos theory. These investigations have become feasible
due to computer-based methods. Likewise, nonlinear systems have been used in sound synthesis (see e. g. [1][2]).
Early nonlinear techniques in sound synthesis such as
frequency modulation, amplitude modulation, or distortion are predictable and stable, and the resulting frequencies can easily be calculated. In contrast, the frequencies
of the nonlinear oscillators described in this paper depend
on various parameters such as the coefficients of the differential equations, the damping, and even the amplitude.
Only for the most simple nonlinear systems (e. g. a pendulum) the frequency can be calculated by a closed formula. There exist different methods to achieve approximate solutions such as perturbation theory (for a review
on recently developed analytical methods see [3]). However, these methods are technically demanding and most
of them are only usable for small nonlinearities. Simple
methods as Ji-Huan He’s modern interpretation of an
ancient Chinese mathematical method [3] as well as a
modified version of it [4] are not precise enough for muCopyright: © 2018 Martin Neukom. This is an open-access article distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are
credited.

sical purposes because the inaccuracy of the calculated
frequency reaches up to 8% which corresponds in terms
of musical intervals to a deviation of more than a semitone. Only a small category of nonlinear oscillators exhibit a fixed, amplitude-independent frequency, a characteristic, known as isochronicity or isochrony [5].
Different nonlinear systems have been implemented in
various sound synthesis languages. However, since their
frequencies cannot be exactly calculated but result from
parameters with no direct musical meaning, ‘frequency’
is never a discrete input parameter. In Csound, for example, a description in the reference manual on the opcode
lorenz describes one parameter as “the step size used in
approximating the differential equation,” and continues
that this parameter “can be used to control the pitch of the
systems.” For the opcode chuap (an implementation of
the Chua-system) the manual states that the step size “can
be used to more or less control pitch.“ Nick Collins’
SLUGens pack for SuperCollider 3 is presendet as “a
collection of novel algorithmic sound synthesis and processing Ugens” [6]. Concerning computability Collins
writes that “non-standard synthesis routines are not usually tractable analytically” and “any output frequency is
hostage to the dynamics of the given system, in combination with the differential equation solver’s update
rate” [6]. Even in the very simple Ugen WeaklyNonlinear
the frequency input only affects the linear part of the oscillator.

2. OSCILLATORS
This section introduces the harmonic oscillator which is
mathematically described by a linear differential equation. It will be shown how it can be implemented and
how its frequency is calculated. This is followed by descriptions of some nonlinear extensions of this oscillator
and explanations of systems of differential equations with
periodic solutions and feedback frequency modulation.
2.1 The Harmonic Oscillator
Harmonic oscillators as ideal springs and LC resonators
are described by the second order linear differential equation
(1)
x'' (t) = –w 2 x (t)
where x (t) is the signal value at time t (e. g. the position
of the mass on a spring) and x'' (t) the acceleration at time
t. Alternatively, the harmonic oscillators can be described
as a system of two differential equations of first order
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x' (t) = v (t)

and

v'(t) = –w 2 x (t)

where x' (t) is the velocity. The solutions of the differential equations (1) and (2) are sinusoidal oscillations
x (t) = A× sin (w t + j )

(3)

with amplitude A and frequency w. The frequency is independent of the boundary conditions and it is especially
independent of the amplitude. The amplitude A and the
phase constant j nevertheless depend on boundary (e. g.
initial) conditions. This system can be used as an easy to
implement and very efficient oscillator by transforming
the differential equation into a difference equation, i. e. a
discrete time recursive system. There are various methods
to get discrete time systems, for example Euler's Method,
the improved Euler's Method (or Heun's Method) or the
Runge-Kutta Method. The last one is often used since it
provides good results even for rather large time steps. In
every method the results can be improved by shortening
the time step of the simulation. To keep the code short in
the presented Max-externals we have implemented the
Runge-Kutta Method only in one example and otherwise
used the Euler's Method. In order to implement the harmonic oscillator, we first calculate the acceleration a according to the differential equation (1) with c = (w /sr) 2.
From a = dv / dt and v = dx / dt follows dv = a× dt and
dx = v× dt. We therefore increment the velocity at every
time step dt by the acceleration times dt and displacement
x by velocity times dt.
a = -c*x;
v += dt*a;
x += dt*v;

a = -c*x;
v += a;
x += v + in[i];

2.2 Nonlinear Extensions
There are different possibilities to expand the above simple oscillator (1, 2) nonlinearly. If e. g. the restoring force
of the system is not proportional to the current displacement x but is any nonlinear function of x we get differential equations of the form x''(t) = –f (x(t)). If the acceleration x''(t) is still in opposite direction to x (at least for
large |x|) the system is an oscillator as for example the
cubic oscillator x(t)'' = –cx(t)3 or the pendulum x(t)'' = –c×
sin(x(t)). In what follows we omit the independent variable t remembering that x is always a function of the time.
Since (n-fold differentiable) functions can be approximated by polynomials we concentrate on functions of the
form
x'' = –w 2 x – c2 x2 – c3 x3 – … – cn xn

(7)

The restoring forces of a linear oscillator x'' = –0.2x, a
pendulum x'' = –0.015sin(x), and a cubic oscillator x'' =
–0.01x + 0.02x2 – 0.04x3 are shown in Fig. 1.
F

0.02

.015#sin!Πx"

1

.02x

X

!0.02

.01x!.02x2 ".04x3

Figure 1. Force F as function of the displacement x of a
linear oscillator (dashed line), a pendulum (pointed line)
and a cubic oscillator (solid line).

Because of the discretization the produced frequency is
not exactly w. Substituting xk – xk-1 for v in the above implementation we get the discrete time system
(4)

with the transfer function
H (z) = 1 / (1 – (2 – c)z-1+ z-2)

(6)

Still the frequency does not depend on the amplitude
(while it slightly depends on the damping).

!1

Taking the sample period as time step (dt = 1) and adding
an exciting input (in[i] is the i-th sample of the input
buffer) we get:

xk = (2 – c) xk-1 – xk-2 + ink

x''(t) = –w 2 x(t) – d× x'(t)

(2)

(5)

The pole of H (z) yields the resonance frequency of the
system. For the frequency 1000 Hz we get from the differential equation c = 0.0202994. If we put this value in
the discrete time system the frequency yields
1000.8477 Hz.

In section 4.1 it will be described how the amplitude can
be controlled. In order to produce a certain amplitude A at
the start (and at any time with the withdraw of slips) we
set x(0) = A and v(0) = 0. The kinetic energy then is 0
(because v = 0) and the potential energy is maximal.
Thus, x is at its maximum. Fig. 2 shows measurements of
the frequencies of the oscillator x'' = –0.1x + 0.2x2 – 0.4x3
depending on the amplitude x(0). Because of the quadratic term neither the restoring force nor the wave form nor
the frequency as function of the amplitude are symmetrical.

If we introduce a damping d that is proportional to the
velocity x' we get a damped resonator with the equation
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Frequency

2.4 Feedback Frequency Modulation

1300
1000
700
!1

0

1

X0

Figure 2. Measured frequency of the simulation of the
differential equation x'' = –0.1x + 0.2x2 – 0.4x3 depending on the amplitude x(0).

In standard FM-technique the frequency of the carrier
oscillator is modulated by a second oscillator. If we scale
the output x of the carrier by bfc /A (with frequency constant of the carrier fc, Amplitude A and a feedback factor
b) and use it as modulator of the frequency input (see
Fig. 3) the output signal is distorted and its frequency is
lowered. This technique is called Feedback Frequency
Modulation FBFM [7].
fc

In another type of differential equation the acceleration x''
does not only nonlinearly depend on the displacement x
but also on the velocity x'. In his attempt to explain the
nonlinear dynamics of vacuum tube circuits, the Dutch
electrical engineer Balthasar van der Pol derived the
equation
x'' = –w 2 x + µ(1 – x2) x'

A

Sin

b ! fc
A

(8)

This equation describes a linear oscillator x'' = –w 2 x with
an additional nonlinear term µ(1 – x2)v. When |x| < 1,
negative damping results, which means that energy is
introduced into the system. Such oscillators are called
self-sustained. The following code sample shows the implementation of the Van der Pol oscillator in the Maxexternal smc_VdP_LFO.

Figure 3. Flow chart of Feedback Frequency Modulation.
Fig. 4 shows the oscillation of the above system with a
growing feedback factor b.
1

a = (-c*x + mu*(1 - x*x)*v);
v += dt*a;
x += (dt*v + in[i]);

In all these oscillators the frequency is approximately w if
the nonlinearity is small: the pendulum oscillates nearly
harmonic if the amplitude is small because sin(x) equals
approximately x if x is small. The cubic oscillator and the
Van der Pol oscillator reduce to the harmonic oscillator if
the one of the coefficients of their nonlinear components
c2, c3 or µ are zero.

!1

Figure 4. Oscillation of FBFM with growing feedback
factor b.

3. MEASURING FREQUENCY

2.3 Systems of Differential Equations

In order to control the frequency of an oscillator we want
to measure it as precise, as fast and at as low costs as possible.

We can use any system of differential equations with
periodic orbits as oscillators. The most famous are called
after their inventors: Lorenz, Rössler, Chua, or Henon.
The equations of the Lorenz system are

3.1 Counting Zero Crossings

x' = a(y – x)
y' = x(b – z) – y
z' = xy – cz

(9)

the equations of the Rössler system
x' = –y – z
y' = x + ay
z' = b + xz – cz

(10)

All these systems create periodic or chaotic trajectories
depending on the parameter values used.

In the signals produced by the above introduced oscillators (1, 6, 7, 8) we only find two zero crossings per period. If the function in equation (6) is symmetric i.e. f(–x) =
– f(x) the waveforms are symmetric too and the half periods have equal length. Thus, we can count the samples n
between two zero crossings and get the frequency as
sr/(2n). Since n is integer the half period is measured
only up to a precision of n : n–1 (i.e. for the frequency
1000Hz the half period has the length 22.05 samples and
the measured frequencies are 2004.55 and 1917.39 corresponding to n = 22 and n = 23 respectively). With linear
interpolation we can improve the accuracy of the measurement clearly. The fractional part Dk between two sam-
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ples (before and after a zero crossing) at times k and k-1
with the values xk-1 and xk respectively is calculated as
Dk = xk-1/( xk-1 – xk).

(11)

Fig. 5 shows two sample values xk and xk-1 at times k and
k-1 with different signs i.e. before and after the zero
crossing and the line crossing the k-axes at k + Dk.
X
X!1

"k
k # !1

k#0

k

X0

Figure 5. Linear interpolation of the time Dk of a zero
between two samples.
In the external smc2018_Van_der_Pol we count the samples of the half periods with the variable count. We calculate the fractional part dk as follows: If the current sample
x and the last sample x_d1 have different signs a zero
crossing occurred and we add the fractional part Dk to the
counted samples count, calculate the frequency and start
the counting of the next half period with –Dk.

3.2 Counting Extrema
If the waveform has no zero crossings i.e. if the values
are all negative or all positive (as the z-component of the
Rössler system) and only one maximum per period occurs we can calculate the frequency of the oscillation by
detecting the maxima. In addition, with this procedure we
get a measure for the amplitude. With a quadratic interpolation we improve the accuracy of the measurement. For
the quadratic function we need three values xk, xk-1 and xk2 where the maximal value is xk-1. The coefficients ci of
the equation x = c2 k2 + c1 k + c0 are calculated by substituting the three values xk for k = 0, –1, –2 into the equation. At the maximum the first derivative 2c2 k + c1 = 0
and we get
Dk = –1/2 + (xk-1 – xk)/(xk – 2xk-1 + xk-2)

(12)

Fig. 6 shows tree sample values xk, xk-1 and xk-2 at times k
= 0, –1 and –2 where xk < xk-1 > xk-2, the quadratic function defined by the three values, the maximum of the
function and the time Dk between k = –1 and 0.
X
X!1
X0

"k
count++;
if(x*x_d1 < 0){
dk = x_d1/(x_d1 - x);
count += dk;
fr = sr/(2*count);
count = – dk;
}

In a series of 1000 measurements of a Van der Pol oscillator (implemented with the Runge-Kutta method) the
minimal measured frequency was 999.822 Hz and the
maximal 1000.28 Hz. Even though the acceleration of the
Van der Pol oscillator is not zero at x = 0 the result is
very precise. If the acceleration is zero at x = 0, as in the
equations (1, 6, 7), the waveform is nearly a straight line
around the zero crossing and the measurements are even
better and interpolation of higher order is not required.
If the zero crossings are not even spread, as in FBFM or
in the system (7) with quadratic term, we count the samples between every second zero crossing as in the following code sample of the external smc2018_FM.
if(x*x_d1 <= 0){
count2++;
if(count2 == 2){
dk = x_d1 /( x_d1 - x)
count += dk
fr_m = pi2*sr/count;
count2 = 0;
count = -dk;
}
}

!2

k

!1
X!2

Figure 6. Quadratic interpolation of the time Dk of a
maximum between two samples.
The following code sample stems from the external
smc2018_nonlin_osc. We store the last two samples as
x_d1 and x_d2. The sample x_d1 is the nearest sample to
the maximum if it is greater than x_d2 and x. We count
the sample periods (count), calculate the fractional part dk
by (12), add it to the counter, calculate the frequency, and
start the counting of the next period with –Dk.
count++;
if((x_d1 > x_d2) && (x_d1 > x)){
dk = .5*(-x+x_d2)/(x-2*x_d1+x_d2);
count += dk;
fr_m = sr/count;
count = -dk;
}
x_d2 = x_d1; x_d1 = x;

3.3 Complex Oscillations
If n linear oscillators (1) are coupled the total system has
n eigenfrequencies. With oscillators coupled in a chain
we can simulate a string with a fundamental and n – 1
nearly harmonic overtones with computable frequencies [8]. If the oscillators are nonlinear as in (7) the fre-

SMC2018 - 439

quencies cannot be calculated and the resulting waves can
have more than two zero crossings (and more than one
maximum) per period. Therefore we introduce a low-pass
filter before detecting the frequency. In addition, a minimum number of samples a period should contain can be
defined as follows
if(x*x_d1 <= 0 && count > count_min) ...

Fig. 7 shows four quasi periods of the oscillation produced by the external smc2018_cub_string (to the left
before and to the right after filtering). 50 nonlinear oscillators (7) are coupled all of them with c1 = c3 = 0.1. The
chain was undamped, the measured frequency 152 Hz.

variable is the frequency input w = fin of the oscillator,
and the error variable e(t) = fin – f. The correcting variable
u can be a parameter of the differential equation to be
controlled as w in (8) or a, b, c in (9) or the time step dt.
The control path in our externals are the oscillators themselves. There are different types of controllers known in
control theory. The elements of digital controllers are
systems as filters we use in digital signal processing and
their behavior can be described and calculated with the
same methods. In control theory systems are rarely described by their impulse response but rather by their response to the step function sk (sk = 0 for k < 0 and sk = 1
for k >= 0), i.e. to a sudden change of the input. The
graphical representation of this so-called step response is
often used as an icon for the controller.
We get a simple controller using the so called integral
element that is defined by the system equation
uk = uk-1 + c× ek

Figure 7. Oscillation of a chain of 50 nonlinear oscillators.

4. CONTROL
In this paragraph the concept of standard control theory is
introduced and applied to the control of the frequencies
of oscillators. Problems that result from the delay induced
by the measurement of the frequency are discussed and
the control of the frequency by exciting periodic functions and by synchronization is introduced.

(13)

In order to show the reaction of this controller on the step
function we set the controlled variable equal to the correcting variable yk = uk (i.e. there is no control path) and
the command variable equal to the step function w = sk.
uk = uk-1 + c (sk – uk-1)

(14)

This element corresponds to a recursive low-pass filter.
Fig. 9 shows the step response of the integral element
with c = 0.08.
u
1

4.1 Feedback Control
A feedback circuit consist of several components: The
state variable, i. e. the current value of the system, is
called the controlled variable y(t), the ideal value is
called the command variable or set point w. The difference between the ideal value and the current value of a
system is called the system deviation or the error variable
e(t) = w – y(t), the value produced by the system controller is known as the correcting variable u(t). A variable
which disturbs the equilibrium of a system is called a
disturbance variable z(t). The components of a feedback
circuit usually belong to one of two sub-systems: the controller or the control path, which includes all other subsystems (sometimes referred to simply as the system).
w

!

e " w!y

Controller
u

y
Control Path

Figure 8. Components of a feedback control circuit.
In our case the controlled variable is the frequency produced and measured by the oscillator y = f, the command

uk ! uk"1 # .08$!sk " uk"1 "

50

k

Figure 9. Step response of the integral element.
In the controller of the external smc2018_Van_der_Pol
we use the coefficient c_c = w2 as correcting variable
(remember that w only equals the frequency when µ = 0).
The coefficient calculated from the measured frequency
is called c_m, the coefficient calculated from the input
frequency c_in and the feedback factor is called fb.
c_c += fb*(c_in – c_m);

In the external smc2018_nonlin_osc we not only control
the frequency but also the amplitude since we are interested in the change of the spectrum depending on the
amplitude. Fig. 10 shows the inputs and outputs of the
external. Inputs are: a number for three different controllers for the frequency (selected by the max-message
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freq_control int), a toggle for the activation of the amplitude controller (message amp_control), the coefficients
c1, c2 and c3 of the differential equation, a damping coefficient damp, the command variables frequency freq and
amplitude amp, and the feedback factors for the frequency and the amplitude control fb_fr and fb_amp respectively. The outputs are the signals x and v of the oscillator,
the measured frequency and amplitude, and the time step
dt.

Figure 11. Oscillations and negative values in the response of the correcting variable dt on a step from 1 to 0
caused by the delay of the measured frequency.
In the second controller we avoid negative values by multiplying the correcting value u by an exponential function
of the error variable and multiply the time step by u:
uk = uk-1 exp(c× ek)

(15)

if(fr_cntr == 2)
dt*= Math.exp(fb_fr*(fr_in - fr_m));

Fig. 12 shows that the response of this control element to
the step from 1 to 0 never becomes negative. However, it
approximates 0 slower than the controller above. A larger
feedback factor accelerates this approximation.
dt
1

Figure 10. External for the cubic oscillator with its inputs and outputs.
From the coefficient c1 the frequency can be calculated if
c2 and c3 are zero. Otherwise the frequency not only depends on all coefficients but also on the amplitude. Since
we want to preserve the ratios of the coefficients ci we do
not use the linear coefficient c1 as correcting variable to
control the frequency (as we did in the Van der Pol oscillator) but the time step dt. The measured frequency is
called fr_m, the input frequency fr_in and the feedback
factor c is called fb_fr. The first controller uses the same
control element as our first example.
if(fr_cntr == 1)
dt += fb_fr*(fr_in - fr_m);

50

100

150

k

Figure 12. Response of the correcting variable dt on a
step from 1 to 0.
An ordinary step response cannot be calculated because
the correcting value must not be zero. We instead calculate the response to a step from 0.1 to 1. We see in
Fig. 13 that the new value (1.0) is reached very quickly
but the correcting value overcompensates and oscillates
around 1.

1

dt !" exp!c!! f_in# f_m""
Delay " 10 Samples

50

100

150

k

Figure 13. Response of the correcting variable dt on a
step from 0.1 to 1.
The greater the error e = fr_in – fr_m the faster the
above controller changes the frequencies. Therefor in
controller 3 we divide the error variable by the maximum of the two variables.

dt
1

dt !" .08#! f_in$ f_m"
Delay " 10 Samples

100

Delay " 10 Samples

dt

This controller works well if we do not lower the command frequency fr_in too much and too abruptly and if
the feedback factor fb_fr is not too high. If we abruptly
lower the command frequency the correcting variable dt
can become negative and the calculations fail. The problem arises from the delay produced by the measurement
of the frequency. Fig. 11 shows the response of the control element to a step from 1 to 0 if the measurement of
the frequency and the update of the error variable e =
fr_in – fr_m are delayed (not yet taken into account the
constancy of the measured frequency during a period).

50

dt !" exp!c!! f_in# f_m""

uk = uk-1 exp(c× ek/max(w, y))
150

(16)

k

if(fr_cntr == 3)
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is crucial to use a short audio buffer (vector size in Max,
control period in Csound etc.) to avoid additional delay.

dt *= Math.exp(fb_fr*((fr_in fr_m)/Math.max(fr_in,fr_m)));

Fig. 14 shows the responses of this controller to the steps
from 1 to 0, from 1 to 0.2 and from 0.05 to 1. The response never becomes negative and it approximates small
values very fast.
dt

4.3 Control by External Forces
If the damped linear oscillator (6) with the natural frequency w is excited with a periodic force e.g. with a sine
wave A× sin(we t) with the frequency we it resonates at we.
x'' = –w 2 x – d× x' + A× sin(we t)

1

The cubic oscillator with damping and external force is
called Duffing oscillator.

dt !" exp!c!! f_in # f_m"#max! f_m, f_in""
Delay " 10 Samples

x'' = –w 2 x – c3 x3 – d× x' + A× sin(we t)

0.2

50

90

150

k

Figure 14. Response of the correcting variable dt on
steps from 0.1 to 1, from 1 to 0 and from 1 to 0.2.
Since the spectrum of the nonlinear oscillator (7) not only
depends on the coefficients ci but also on the amplitude a
controller for the amplitude has been implemented in the
external smc2018_nonlin_osc. Since the maximal positive and the absolute value of the minimal value can differ we define the ‘amplitude’ as half the difference of the
maximal and minimal measured value amp_m1 –
amp_m2 (without interpolation).
count++;
if((x_d1 > x_d2) && (x_d1 > x)){
amp_m1 = x_d1;
amp_m = 0.5*(amp_m1 - amp_m2);
}
if((x_d1 < x_d2) && (x_d1 < x)) {
amp_m2 = x_d1;
}

The amplitude can be reduced and increased by positive
and negative damping respectively. Supposing a damping
proportional to the velocity we introduce it in the differential equation (7) by adding the term –d× x'.
x'' = –w 2 x – c2x2 – c3x3 – d× x'

(18)

(17)

We control the amplitude with the command
damp = fb_amp*(amp_m - amp_in);

If the measured amplitude amp_m is smaller than the
input amplitude amp_in the damping becomes negative
and the oscillation is excited.
4.2 Control with Filters
The integral element (13) corresponds to a recursive lowpass filter. Thus, we can create a control circuit using the
filters implemented in every sound synthesis language. It

(19)

For certain parameter values it exhibits chaotic behavior
for other values we get stable cycles. The wave form and
thereby the spectrum are similar to the undamped system
with the same amplitude. Thus, the frequency of some
damped systems can be controlled by a periodic external
force. There are however different constraints to be taken
into account: The amplitude of the external force and the
damping of the nonlinear system must be strong enough
(but not too strong in order not to influence the spectrum)
and the frequency of the nonlinear system should not
differ too much from the frequency of the external force.
Changings of parameters can produce chaotic behavior
and it can take quite a while for the system to reach stable
oscillation.
While we speak of resonance in the case of damped systems as (18) and (19) there is a phenomenon called synchronization [9] studied with so called self-sustained oscillators i.e. oscillators with an internal energy which off
a typical example is the Van der Pol oscillator. The frequencies of this type of oscillators can synchronize with
the frequencies of week external forces (and several coupled self-sustained oscillators can mutually synchronize
even if the coupling is week). Therefor with a strong external force (or coupling) the frequencies of such oscillators can be controlled in a wide frequency range. The
spectrum of the synchronized oscillation is only marginal
affected (see smc2018_nonlin_osc).

4.4 Control of LFOs
Because it takes at least half a period to measure the frequency of an oscillator the above described methods are
not fast enough for their use in LFOs. In order to faster
control the frequency f of a system we want to use as a
LFO, we can simulate an identical system with a higher
frequency fh and scale the controlled parameters of the
LFO by the factor fh / f. This strategy yields perfect results
e. g. for FBFM because the reduction of the frequency
caused by the feedback does not depend on the frequency
itself (see Max-patch smc_2018_FBFM). The changes of
the resulting frequency are carried out at the same rate as
in the high-frequency system (the measurement of the
LFO’s frequency of course takes at least 1/half-period s).
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This technique does not produce exact results if the nonlinearity depends on the frequency of the system as in the
Van der Pol oscillator (8). Since its nonlinearity µ(1 –
x 2) x' is a function of x and v, it depends on the frequency.
Fig. 15 shows the two waveforms of a Van der Pol oscillator with the frequencies 50 Hz (to the left) and 500 Hz
(to the right) with identical µ = 0.2.

[4] L. Geng and X-C. Cai, “He’s frequency formulation
for nonlinear oscillators” in European Journal of
Physics, 2007, pp. 923–931.
[5] I. Kovacic and R. Rand, “About a class of nonlinear
oscillators with amplitude-independent frequency”
in Nonlinear Dyn, 2013, 74: pp. 455–465.
[6] N. Collins, “Errant Sound Synthesis”, in Proc. of
International Computer Music Conference, Belfast,
2008.
[7] N. Tomisawa, “Tone production method for an electronic musical instrument”, US Patent 4,249,447,
February 1981.
[8] M. Neukom, “Signals, Systems and Sound Synthesis”, Peter Lang, Bern, 2003.

Figure 15. Waveform of a Van der Pol oscillator with
frequencies 50 Hz (to the left) and 500 Hz (to the right)
with identical µ = 0.2.
Another problem arises when the frequency and amplitude depend on each other as in the oscillator (7). As long
as the amplitudes of the high frequency test oscillator and
of the LFO are identical the produced frequency of the
LFO matches the input frequency very precisely even if
we input a new value for the amplitude (in the external
smc2018_LFO_VdP the deviations are less than 0.01%).
However, if the amplitude is changed fast and often, the
frequencies deviate more and more.

[9] A. Pikovsky, M. Rosenblum, and J. Kurths, “Synchronization”, Cambridge University Press, 2001.
[10] G. V. Osipov, J. Kurths, and C. Zhou, “Synchronization in Oscillatory Networks”, Springer-Verlag,
2007.

5. CONCLUSION AND OUTLOOK
Some nonlinear systems provide oscillators with rich
spectra and interesting, unpredictable behavior. We
showed that their frequencies can under certain conditions be controlled by simple means. However, there still
remain a lot of open questions: How can further parameters be controlled, especially the amplitude? How stable
are the used controllers and how do they influence the
stability of the controlled systems? How can we measure
the frequency sufficiently fast and precise in oscillations
with an unpredictable number of zero crossings and maxima? How far can we use the introduced strategies for the
frequency control of quasi-periodic oscillations and coupled systems of nonlinear oscillators? How can the control parameters automatically be adjusted?
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ABSTRACT
This work studies the use of signal-driven synthesis algorithms applied to an augmented guitar. A robust sub-octave
generator, partially modeled after a classic audio-driven
monophonic guitar synthesizer design of the 1970s is presented. The performance of the proposed system is evaluated within the context of an augmented active guitar with
an actuated sound box. Results of the evaluation show that
the design represents an exciting augmentation for the instrument, as it radically transforms the sound of the electric
guitar while remaining responsive to the full range of the
guitar playing gestures.
1. INTRODUCTION
During the advent of analog synthesizers in the 1970s,
companies like Electronic Music Studios (EMS) and
Roland, decided to enter the much bigger electric guitar market by releasing new and exciting instruments that
came to be known as “guitar synthesizers”. This period
saw the development of many iconic, albeit unsuccessful, products like the EMS Synthi Hi-Fli, a guitar multieffects processor capable of producing distinctive synthesizer sounds 1 , and the Roland GR-500, a revolutionary
augmented guitar with integrated effects and the capability to control external systems via a frequency-to-voltage
(F–V) converter [1]. The Roland GR-500 guitar synthesizer can be heard, for instance, in David Bowie’s 1980 hit
single “Ashes to Ashes” [2].
Analog guitar synthesizers can be divided into two categories according to their operating principle: those that
track the pitch of the input signal via F–V conversion
(e.g. using a phase-locked loop (PLL)) and use it to control
an external synthesis engine [3], and those that process the
incoming signal to produce a “synthesizer effect” [4]. As
described by Puckette [5], guitar synthesizers that belong
to the former category are known to make many audible
mistakes, such as octave jumps, and suffer from high levels of latency due to the time it takes for the circuit to track
1

http://www.matrixsynth.com/2008/11/ems-synthi-hi-fli.html
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the pitch of the incoming signal. This latency can be heard
as a distinctive glissando effect which may not always be
desirable. Popular guitar synthesizers that fall within this
category include the ARP Avatar [4], and the external signal processor section in the Korg MS-20 monophonic synthesizer [6].
This work deals with the second category of guitar synthesizers, i.e. those based on sound modification. We study
the behavior of one of the most common processing techniques in this type of synthesis, sub-octave generation, and
present a model for its use in digital guitar-driven synthesis. The proposed algorithm is partially based on the suboctave circuit found in the Electro Harmonix (EHX) Micro Synth, an analog guitar synthesizer designed by David
Cockerell 2 in 1978 [7]. Therefore, this research can be
classified as belonging to the field of “virtual analog” modeling [8].
Previous research on audio-driven digital synthesis has
investigated the use of techniques such as self-modulating
and adaptive FM synthesis [9–11]. The use of PLL structures in the digital domain has also been investigated in the
context pitch tracking of electric guitar signals [12]. Additionally, since the proposed algorithms are based on the
study of an analog guitar pedal, this study falls in line with
a long tradition of virtual analog modeling of guitar effects,
e.g. [13–15].
The proposed algorithm was implemented in real-time
using Max/MSP and evaluated within the context of an
augmented electric guitar. Instrument augmentation is an
established research field which seeks to add novel sonic
and gestural features to an existing musical instrument via
signal processing and sensor technology [16]. Due to the
rise in popularity of guitar augmentation research, these
instruments provide an ideal platform for the incorporation of classic analog-style synthesis and processing techniques. A selection of augmented guitar research papers
includes sensor-controlled audio effect processing [17],
signal-driven adaptive audio effects [18], individual string
processing [19], and networked guitar extended towards
mobile devices and virtual reality [20].
More recently, research attention has been drawn towards
the augmentation of acoustic guitars, with integrated audio
transducers that enable to diffuse electronic and processed
sounds through the instrument’s soundboard and sound
box. This approach, referred herein as “active acoustic in2 Cockerell was also responsible for the design of several classic EMS
synthesizers, including the VCS3, the Synthi 100, and the Hi-Fli.
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http://instrum.ircam.fr/smartinstruments/
https://hyvibe.audio
5 www.tonewoodamp.com

struments” has been recently gaining momentum, giving
rise to several projects, both in the start-up scene and in the
Academia, such as IRCAM’s SmartInstruments 3 project
giving rise to the Hyvibe guitar 4 . Other prominent augmented guitar start-ups include the Sensus guitar [21] and
the ToneWoodAmp 5 outboard device.
This work is organized as follows. Section 2 details
the derivation and implementation of the proposed guitardriven synthesizer. Section 3 discusses and evaluates the
incorporation of the proposed algorithm within the context
of an augmented guitar. Finally, Section 4 provides concluding remarks.

Figure 1 shows a block diagram representation of the digital guitar-driven synthesizer proposed in this study. The
proposed design is intended for monophonic input signals
only and is built around a sub-octave generator algorithm
partially based on the aforementioned EHX Micro Synth
[7], which also shares some resemblance to the Boss OC-2
Octave guitar pedal from 1982 [22].
The overall principle behind sub-octave synthesis is to
estimate the fundamental frequency of the incoming input signal by generating a rectangular clock signal of the
same frequency. The estimated clock is then shifted in frequency by half to produce the desired sub-octave signal.
Devices that output this rectangular oscillator for musical
use are known as “direct dividers” [23]. On the other hand,
“indirect dividers” are those that utilize the estimated suboctave oscillator to apply some form of signal processing
to the input signal. In these cases, the resulting waveform
preserves some of the timbral qualities of the original input
signal but is perceived to be an octave below in frequency.
The system herein presented falls under this category. The
following subsections present the details behind the behavior and implementation of each of the blocks in Fig. 1.

2.1 Smoothing and Allpass Filtering Stages

The first step required to estimate the fundamental frequency of the incoming input signal is to remove as many
harmonics as possible using a smoothing filter [5]. Since
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sha1_base64="eJZr+z5bGdEquzs2HNTsUXqYTdg=">AAAB6XicbVBNS8NAEJ34WetX1aOXxSp4Kkkv6q0giMdKTVtoQ9lsN+3SzSbsToRS+hO8eFDx6j/y5r9x2+agrQ8GHu/NMDMvTKUw6Lrfztr6xubWdmGnuLu3f3BYOjpumiTTjPsskYluh9RwKRT3UaDk7VRzGoeSt8LR7cxvPXFtRKIecZzyIKYDJSLBKFqp0Wje9Uplt+LOQVaJl5My5Kj3Sl/dfsKymCtkkhrT8dwUgwnVKJjk02I3MzylbEQHvGOpojE3wWR+6pRcWKVPokTbUkjm6u+JCY2NGceh7YwpDs2yNxP/8zoZRtfBRKg0Q67YYlGUSYIJmf1N+kJzhnJsCWVa2FsJG1JNGdp0ijYEb/nlVeJXKzcV96Farp3naRTgFM7gEjy4ghrcQx18YDCAZ3iFN0c6L86787FoXXPymRP4A+fzB0lfjTo=</latexit>

<latexit

sha1_base64="eJZr+z5bGdEquzs2HNTsUXqYTdg=">AAAB6XicbVBNS8NAEJ34WetX1aOXxSp4Kkkv6q0giMdKTVtoQ9lsN+3SzSbsToRS+hO8eFDx6j/y5r9x2+agrQ8GHu/NMDMvTKUw6Lrfztr6xubWdmGnuLu3f3BYOjpumiTTjPsskYluh9RwKRT3UaDk7VRzGoeSt8LR7cxvPXFtRKIecZzyIKYDJSLBKFqp0Wje9Uplt+LOQVaJl5My5Kj3Sl/dfsKymCtkkhrT8dwUgwnVKJjk02I3MzylbEQHvGOpojE3wWR+6pRcWKVPokTbUkjm6u+JCY2NGceh7YwpDs2yNxP/8zoZRtfBRKg0Q67YYlGUSYIJmf1N+kJzhnJsCWVa2FsJG1JNGdp0ijYEb/nlVeJXKzcV96Farp3naRTgFM7gEjy4ghrcQx18YDCAZ3iFN0c6L86787FoXXPymRP4A+fzB0lfjTo=</latexit>

+
<latexit

sha1_base64="0wpkCknOA0fEEkZIq9HxHeSAFOA=">AAAB7HicbVBNT8JAFHz1E/EL9eilEU08kZaLeiPx4hETCyTQkO2yhZXtbrP7akIa/oMXD2q8+oO8+W9coAcFJ9lkMvNe9s1EqeAGPe/bWVvf2NzaLu2Ud/f2Dw4rR8ctozJNWUCVULoTEcMElyxAjoJ1Us1IEgnWjsa3M7/9xLThSj7gJGVhQoaSx5wStFJLZZhm2K9UvZo3h7tK/IJUoUCzX/nqDRTNEiaRCmJM1/dSDHOikVPBpuVeZlhK6JgMWddSSRJmwnx+7dS9sMrAjZW2T6I7V39v5CQxZpJEdjIhODLL3kz8z+tmGF+HOZc2EZN08VGcCReVO4vuDrhmFMXEEkI1t7e6dEQ0oWgLKtsS/OXIqySo125q3n292jgv2ijBKZzBJfhwBQ24gyYEQOERnuEV3hzlvDjvzsdidM0pdk7gD5zPH2ZBjxo=</latexit>

SVF
<latexit

sha1_base64="wwWtjJYaXg+RiOQC6b3YQtvBLos=">AAAB8nicbVBNTwIxEO3iF+IX6tFLI5p4IgsX9UbixSMmrpCwG9ItXWjodpt2aiQb/oYXD2q8+mu8+W8ssAcFXzLJy3szmZkXK8EN+P63V1pb39jcKm9Xdnb39g+qh0cPJrOasoBmItPdmBgmuGQBcBCsqzQjaSxYJx7fzPzOI9OGZ/IeJopFKRlKnnBKwElh0g+BPYFVOZ32qzW/7s+BV0mjIDVUoN2vfoWDjNqUSaCCGNNr+AqinGjgVLBpJbSGKULHZMh6jkqSMhPl85un+NwpA5xk2pUEPFd/T+QkNWaSxq4zJTAyy95M/M/rWUiuopxLZYFJuliUWIEhw7MA8IBrRkFMHCFUc3crpiOiCQUXU8WF0Fh+eZUEzfp13b9r1lpnRRpldIJO0QVqoEvUQreojQJEkULP6BW9edZ78d69j0VryStmjtEfeJ8/D6+Ryw==</latexit>

<latexit

sha1_base64="wwWtjJYaXg+RiOQC6b3YQtvBLos=">AAAB8nicbVBNTwIxEO3iF+IX6tFLI5p4IgsX9UbixSMmrpCwG9ItXWjodpt2aiQb/oYXD2q8+mu8+W8ssAcFXzLJy3szmZkXK8EN+P63V1pb39jcKm9Xdnb39g+qh0cPJrOasoBmItPdmBgmuGQBcBCsqzQjaSxYJx7fzPzOI9OGZ/IeJopFKRlKnnBKwElh0g+BPYFVOZ32qzW/7s+BV0mjIDVUoN2vfoWDjNqUSaCCGNNr+AqinGjgVLBpJbSGKULHZMh6jkqSMhPl85un+NwpA5xk2pUEPFd/T+QkNWaSxq4zJTAyy95M/M/rWUiuopxLZYFJuliUWIEhw7MA8IBrRkFMHCFUc3crpiOiCQUXU8WF0Fh+eZUEzfp13b9r1lpnRRpldIJO0QVqoEvUQreojQJEkULP6BW9edZ78d69j0VryStmjtEfeJ8/D6+Ryw==</latexit>

<latexit

sha1_base64="Cy1Jc9g88D1zfk3ukntDmrpEHRk=">AAAB53icbVBNT8JAEJ36ifiFevSyEU08kZaLeiPx4hESKyTQkO0yhZXtttndmpCGX+DFgxqv/iVv/hsX6EHBl0zy8t5MZuaFqeDauO63s7a+sbm1Xdop7+7tHxxWjo4fdJIphj5LRKI6IdUouETfcCOwkyqkcSiwHY5vZ377CZXmibw3kxSDmA4ljzijxkqtcb9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+6JRcWGVAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE10HOZdpZlCyxaIoE8QkZPY1GXCFzIiJJZQpbm8lbEQVZcZmU7YheMsvrxK/Xrupua16tXFepFGCUziDS/DgChpwB03wgQHCM7zCm/PovDjvzseidc0pZk7gD5zPHzcAjKI=</latexit>

latexit

<

sha1_base64="Cy1Jc9g88D1zfk3ukntDmrpEHRk=">AAAB53icbVBNT8JAEJ36ifiFevSyEU08kZaLeiPx4hESKyTQkO0yhZXtttndmpCGX+DFgxqv/iVv/hsX6EHBl0zy8t5MZuaFqeDauO63s7a+sbm1Xdop7+7tHxxWjo4fdJIphj5LRKI6IdUouETfcCOwkyqkcSiwHY5vZ377CZXmibw3kxSDmA4ljzijxkqtcb9SdWvuHGSVeAWpQoFmv/LVGyQsi1EaJqjWXc9NTZBTZTgTOC33Mo0pZWM6xK6lksaog3x+6JRcWGVAokTZkobM1d8TOY21nsSh7YypGellbyb+53UzE10HOZdpZlCyxaIoE8QkZPY1GXCFzIiJJZQpbm8lbEQVZcZmU7YheMsvrxK/Xrupua16tXFepFGCUziDS/DgChpwB03wgQHCM7zCm/PovDjvzseidc0pZk7gD5zPHzcAjKI=</latexit>

latexit

<

fc

sha1_base64="0wpkCknOA0fEEkZIq9HxHeSAFOA=">AAAB7HicbVBNT8JAFHz1E/EL9eilEU08kZaLeiPx4hETCyTQkO2yhZXtbrP7akIa/oMXD2q8+oO8+W9coAcFJ9lkMvNe9s1EqeAGPe/bWVvf2NzaLu2Ud/f2Dw4rR8ctozJNWUCVULoTEcMElyxAjoJ1Us1IEgnWjsa3M7/9xLThSj7gJGVhQoaSx5wStFJLZZhm2K9UvZo3h7tK/IJUoUCzX/nqDRTNEiaRCmJM1/dSDHOikVPBpuVeZlhK6JgMWddSSRJmwnx+7dS9sMrAjZW2T6I7V39v5CQxZpJEdjIhODLL3kz8z+tmGF+HOZc2EZN08VGcCReVO4vuDrhmFMXEEkI1t7e6dEQ0oWgLKtsS/OXIqySo125q3n292jgv2ijBKZzBJfhwBQ24gyYEQOERnuEV3hzlvDjvzsdidM0pdk7gD5zPH2ZBjxo=</latexit>

sha1_base64="st7S+nC5T3RErKDipeqbknBo6/g=">AAACGnicbVDJTsMwFHRYS9nKcuNiUZA4QJVUYumtEhduFEFopTSqHPe1WDhxZDtIJeqnIHGF3+CEuHLhL/gEnDQHtidZHs2MPfYEMWdK2/aHNTU9Mzs3X1ooLy4tr6xW1tavlUgkBZcKLmQnIAo4i8DVTHPoxBJIGHBoB7enmd6+A6mYiK70KAY/JMOIDRgl2lC9yuZlEhycU03uALekoKCUkL1K1a7Z+WC7dmg7jaMMFIxTgCoqptWrfHb7giYhRJpyopTn2LH2UyI1oxzG5W6iICb0lgzBMzAiISg/zV8/7uabJ4eBn+YZ+1lkfT/HY7xr/H08ENKsSOPc/P2+lIRKjcLAOEOib9RvLSP/07xED078lEVxoiGik6BBwrEWOCsK95kEqvnIAEIlMz/B9IZIQrWps2wqcn4X8he49VqjZl/Uq82doqsS2kLbaA856Bg10RlqIRdRdI8e0RN6th6sF+vVeptYp6zizAb6Mdb7F25Dnhc=</latexit>

<latexit

sha1_base64="st7S+nC5T3RErKDipeqbknBo6/g=">AAACGnicbVDJTsMwFHRYS9nKcuNiUZA4QJVUYumtEhduFEFopTSqHPe1WDhxZDtIJeqnIHGF3+CEuHLhL/gEnDQHtidZHs2MPfYEMWdK2/aHNTU9Mzs3X1ooLy4tr6xW1tavlUgkBZcKLmQnIAo4i8DVTHPoxBJIGHBoB7enmd6+A6mYiK70KAY/JMOIDRgl2lC9yuZlEhycU03uALekoKCUkL1K1a7Z+WC7dmg7jaMMFIxTgCoqptWrfHb7giYhRJpyopTn2LH2UyI1oxzG5W6iICb0lgzBMzAiISg/zV8/7uabJ4eBn+YZ+1lkfT/HY7xr/H08ENKsSOPc/P2+lIRKjcLAOEOib9RvLSP/07xED078lEVxoiGik6BBwrEWOCsK95kEqvnIAEIlMz/B9IZIQrWps2wqcn4X8he49VqjZl/Uq82doqsS2kLbaA856Bg10RlqIRdRdI8e0RN6th6sF+vVeptYp6zizAb6Mdb7F25Dnhc=</latexit>

<latexit

Sub-Octave Processor

<latexit

sha1_base64="VT9st/1U6+PQP/7NJQhw+9jZz3o=">AAACDXicbVDNTgIxGOziH+If6tFLI5p4IKSQ+MONxItHjK5olg3plgIN/dm0XROy4R1MvOpreDJefQbfwkewLBwUnKTp5Jtpp50o5sxYhL683NLyyupafr2wsbm1vVPc3bszKtGE+kRxpe8jbChnkvqWWU7vY02xiDhtRcPLid56pNowJW/tKKahwH3Jeoxg60YPN0IpO2Cy3ymWUOUUVetnCKIKygCr86QEZmh2it/triKJoNISjo0Jqii2YYq1ZYTTcaGdGBpjMsR9GjgqsaAmTLMHj9vZFuh+FKaT1Fo5iyxnMWN47Pxd2FPaLWlhZv59X4qFMSMROafAdmDmtcnwPy1IbO8iTJmME0slmQb1Eg6tgpNuYJdpSiwfOYKJZu4nkAywxsS6BguuooVCFolfq9Qr6LpWahzNusqDA3AITkAVnIMGuAJN4AMCBHgGL+DVe/LevHfvY2rNebMz++APvM8f1a+ZmQ==</latexit>

<latexit

sha1_base64="VT9st/1U6+PQP/7NJQhw+9jZz3o=">AAACDXicbVDNTgIxGOziH+If6tFLI5p4IKSQ+MONxItHjK5olg3plgIN/dm0XROy4R1MvOpreDJefQbfwkewLBwUnKTp5Jtpp50o5sxYhL683NLyyupafr2wsbm1vVPc3bszKtGE+kRxpe8jbChnkvqWWU7vY02xiDhtRcPLid56pNowJW/tKKahwH3Jeoxg60YPN0IpO2Cy3ymWUOUUVetnCKIKygCr86QEZmh2it/triKJoNISjo0Jqii2YYq1ZYTTcaGdGBpjMsR9GjgqsaAmTLMHj9vZFuh+FKaT1Fo5iyxnMWN47Pxd2FPaLWlhZv59X4qFMSMROafAdmDmtcnwPy1IbO8iTJmME0slmQb1Eg6tgpNuYJdpSiwfOYKJZu4nkAywxsS6BguuooVCFolfq9Qr6LpWahzNusqDA3AITkAVnIMGuAJN4AMCBHgGL+DVe/LevHfvY2rNebMz++APvM8f1a+ZmQ==</latexit>

<latexit

Smoothing
Filter
<latexit

sha1_base64="Xz+e/i+FrP0p21m0D867N42sRfE=">AAACCnicbVDNSgMxGMzWv1r/qh69BKvgoSxpwZ/eCoJ4rOC2he1Ssmm2jc1mlyQrlKWPIHjV1/AkXn0J38JHMLvtQVsHQoZvJplk/JgzpRH6sgorq2vrG8XN0tb2zu5eef+graJEEuqQiEey62NFORPU0Uxz2o0lxaHPaccfX2d655FKxSJxrycx9UI8FCxgBGszat8wrqnslyvIPke1xgWCyEY5YG2RVMAcrX75uzeISBJSoQnHSrk1FGsvxVIzwum01EsUjTEZ4yF1DRU4pMpL89dOe/nmyqHvpVlqvZpHVvOYKTw1/gEMImmW0DA3/74vxaFSk9A3zhDrkVrUsuF/mpvo4MpLmYgTTQWZBQUJhzqCWTFwwCQlmk8MwUQy8xNIRlhiYgpSJVPRUiHLxKnbDRvd1SvNk3lXRXAEjsEZqIFL0AS3oAUcQMADeAYv4NV6st6sd+tjZi1Y8zOH4A+szx82y5gp</latexit>

<latexit

sha1_base64="Xz+e/i+FrP0p21m0D867N42sRfE=">AAACCnicbVDNSgMxGMzWv1r/qh69BKvgoSxpwZ/eCoJ4rOC2he1Ssmm2jc1mlyQrlKWPIHjV1/AkXn0J38JHMLvtQVsHQoZvJplk/JgzpRH6sgorq2vrG8XN0tb2zu5eef+graJEEuqQiEey62NFORPU0Uxz2o0lxaHPaccfX2d655FKxSJxrycx9UI8FCxgBGszat8wrqnslyvIPke1xgWCyEY5YG2RVMAcrX75uzeISBJSoQnHSrk1FGsvxVIzwum01EsUjTEZ4yF1DRU4pMpL89dOe/nmyqHvpVlqvZpHVvOYKTw1/gEMImmW0DA3/74vxaFSk9A3zhDrkVrUsuF/mpvo4MpLmYgTTQWZBQUJhzqCWTFwwCQlmk8MwUQy8xNIRlhiYgpSJVPRUiHLxKnbDRvd1SvNk3lXRXAEjsEZqIFL0AS3oAUcQMADeAYv4NV6st6sd+tjZi1Y8zOH4A+szx82y5gp</latexit>

<latexit

sha1_base64="mXaXA17yn5tYvVDVmU7V1pPWAhg=">AAAB53icbZC7SgNBFIbPxluMt6ilzWAUrMKujVoZsNAyAdcEkiXMTs4mY2YvzMwKYckT2FiomE5LX8fOt3FyKTTxh4GP/z+HOef4ieBK2/a3lVtaXlldy68XNja3tneKu3t3Kk4lQ5fFIpYNnyoUPEJXcy2wkUikoS+w7vevxnn9AaXicXSrBwl6Ie1GPOCMamPVrtvFkl22JyKL4MygdPk5Gr0DQLVd/Gp1YpaGGGkmqFJNx060l1GpORM4LLRShQllfdrFpsGIhqi8bDLokBwbp0OCWJoXaTJxf3dkNFRqEPqmMqS6p+azsflf1kx1cO5lPEpSjRGbfhSkguiYjLcmHS6RaTEwQJnkZlbCelRSps1tCuYIzvzKi+Celi/Kds0pVY5gqjwcwCGcgANnUIEbqIILDBAe4RlerHvryXq13qalOWvWsw9/ZH38AKxpjzc=</latexit>

latexit

<

sha1_base64="mXaXA17yn5tYvVDVmU7V1pPWAhg=">AAAB53icbZC7SgNBFIbPxluMt6ilzWAUrMKujVoZsNAyAdcEkiXMTs4mY2YvzMwKYckT2FiomE5LX8fOt3FyKTTxh4GP/z+HOef4ieBK2/a3lVtaXlldy68XNja3tneKu3t3Kk4lQ5fFIpYNnyoUPEJXcy2wkUikoS+w7vevxnn9AaXicXSrBwl6Ie1GPOCMamPVrtvFkl22JyKL4MygdPk5Gr0DQLVd/Gp1YpaGGGkmqFJNx060l1GpORM4LLRShQllfdrFpsGIhqi8bDLokBwbp0OCWJoXaTJxf3dkNFRqEPqmMqS6p+azsflf1kx1cO5lPEpSjRGbfhSkguiYjLcmHS6RaTEwQJnkZlbCelRSps1tCuYIzvzKi+Celi/Kds0pVY5gqjwcwCGcgANnUIEbqIILDBAe4RlerHvryXq13qalOWvWsw9/ZH38AKxpjzc=</latexit>

latexit

<

sha1_base64="Wodm4r1tFWq3uEtCLV9n4mt3Mzo=">AAAB7HicbZDNTgIxFIXvICriH+rSTSOa4IbMsFF3GDcuMXGABBA7pQOVTjtpOyY44R3cuFDj1gdy59tYfhYKnqTJl3PuTe+9QcyZNq777WRWsqtr67mN/ObW9s5uYW+/rmWiCPWJ5FI1A6wpZ4L6hhlOm7GiOAo4bQTDq0neeKRKMyluzSimnQj3BQsZwcZa9cu7SunptFsoumV3KrQM3hyK1WwY3gNArVv4avckSSIqDOFY65bnxqaTYmUY4XScbyeaxpgMcZ+2LAocUd1Jp9OO0Yl1eiiUyj5h0NT93ZHiSOtRFNjKCJuBXswm5n9ZKzHheSdlIk4MFWT2UZhwZCSarI56TFFi+MgCJorZWREZYIWJsQfK2yN4iysvg18pX5TdG69YPYaZcnAIR1ACD86gCtdQAx8IPMAzvMKbI50X5935mJVmnHnPAfyR8/kDr+2PdA==</latexit>

<latexit

sha1_base64="Wodm4r1tFWq3uEtCLV9n4mt3Mzo=">AAAB7HicbZDNTgIxFIXvICriH+rSTSOa4IbMsFF3GDcuMXGABBA7pQOVTjtpOyY44R3cuFDj1gdy59tYfhYKnqTJl3PuTe+9QcyZNq777WRWsqtr67mN/ObW9s5uYW+/rmWiCPWJ5FI1A6wpZ4L6hhlOm7GiOAo4bQTDq0neeKRKMyluzSimnQj3BQsZwcZa9cu7SunptFsoumV3KrQM3hyK1WwY3gNArVv4avckSSIqDOFY65bnxqaTYmUY4XScbyeaxpgMcZ+2LAocUd1Jp9OO0Yl1eiiUyj5h0NT93ZHiSOtRFNjKCJuBXswm5n9ZKzHheSdlIk4MFWT2UZhwZCSarI56TFFi+MgCJorZWREZYIWJsQfK2yN4iysvg18pX5TdG69YPYaZcnAIR1ACD86gCtdQAx8IPMAzvMKbI50X5935mJVmnHnPAfyR8/kDr+2PdA==</latexit>

<latexit

sha1_base64="lLI0pURaq3PI/vNDStVABzy75sw=">AAACEnicbVDLSgMxFL3js9ZX1aWbYBVcSJl2o+4qgris4NjCdCyZ9E4bmnmQZIQy9DMEt/obrsStP+Bf+Amm0yLaeiDJ4d6Te5LjJ4Irbduf1sLi0vLKamGtuL6xubVd2tm9U3EqGTosFrFs+VSh4BE6mmuBrUQiDX2BTX9wOe43H1AqHke3epigF9JexAPOqDal+wshEqoUueJCo+yUynbFzkF+SHWWlGGKRqf01e7GLA0x0kyYOW7VTrSXUak5EzgqtlOFCWUD2kPX0IiGqLwsf/WonR+u7PlelpudTPbcZkSOjL5LgliaFWmSi3/Py2io1DD0jTKkuq9me+Pifz031cGZl/EoSTVGbGIUpILomIwDIl0ukWkxNIQyyc1PCOtTSZkJSBVNRHOBzBOnVjmv2De1cv1wmlUB9uEAjqEKp1CHa2iAAwwkPMEzvFiP1qv1Zr1PpAvW9M4e/IH18Q0ba5tN</latexit>

<latexit

sha1_base64="lLI0pURaq3PI/vNDStVABzy75sw=">AAACEnicbVDLSgMxFL3js9ZX1aWbYBVcSJl2o+4qgris4NjCdCyZ9E4bmnmQZIQy9DMEt/obrsStP+Bf+Amm0yLaeiDJ4d6Te5LjJ4Irbduf1sLi0vLKamGtuL6xubVd2tm9U3EqGTosFrFs+VSh4BE6mmuBrUQiDX2BTX9wOe43H1AqHke3epigF9JexAPOqDal+wshEqoUueJCo+yUynbFzkF+SHWWlGGKRqf01e7GLA0x0kyYOW7VTrSXUak5EzgqtlOFCWUD2kPX0IiGqLwsf/WonR+u7PlelpudTPbcZkSOjL5LgliaFWmSi3/Py2io1DD0jTKkuq9me+Pifz031cGZl/EoSTVGbGIUpILomIwDIl0ukWkxNIQyyc1PCOtTSZkJSBVNRHOBzBOnVjmv2De1cv1wmlUB9uEAjqEKp1CHa2iAAwwkPMEzvFiP1qv1Zr1PpAvW9M4e/IH18Q0ba5tN</latexit>

<latexit

A2 (z)

<latexit

sha1_base64="P/zA9AxlWHsiDrmKu4drPzZAs4s=">AAAB83icbVBNT8JAEN36ifiFevSyEU08NS0X9UbixSNGKiTQkO2yhQ2727o7JSENv8OLBzVe/TPe/Dcu0IOCL5nk5b2ZzMyLUsENeN63s7a+sbm1Xdop7+7tHxxWjo4fTZJpygKaiES3I2KY4IoFwEGwdqoZkZFgrWh0O/NbY6YNT1QTJikLJRkoHnNKwErhAx1KDoCbmg/cXqXqud4ceJX4BamiAo1e5avbT2gmmQIqiDEd30shzIkGTgWblruZYSmhIzJgHUsVkcyE+fzoKb6wSh/HibalAM/V3xM5kcZMZGQ7JYGhWfZm4n9eJ4P4Osy5SjNgii4WxZnAkOBZArjPNaMgJpYQqrm9FdMh0YSCzalsQ/CXX14lQc29cb37WrV+XqRRQqfoDF0iH12hOrpDDRQgip7QM3pFb87YeXHenY9F65pTzJygP3A+fwCc1JFv</latexit>

<latexit
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Figure 1. Block diagram of the proposed guitar-driven synthesizer. This design is partially based on the sub-octave generator section of the Electro Harmonix Micro Synth guitar pedal. Gain parameter G ∈ [0, 1] controls the wet/dry mix.
magnetic pickup (cf. Sec. 3), the cut-off frequency of this
filter was chosen according to the frequency range of the
whole instrument. We propose the use of four identical
one-pole lowpass filters arranged in series with a cut-off
frequency at 1 kHz. This parameter was chosen empirically based on tests performed on the final implementation. The proposed cascade of filters exhibits a combined
spectral roll-off of approx. 24 dB/octave. Comparably, the
EHX Micro Synth use a three-pole (18 dB/octave) design
with a cut-off at approximately 1.1 kHz [7].
The transfer function of a single one-pole lowpass filter
can be written in the Laplace domain as
wc
s + wc
(1)

where wc = 2πfc and fc represent the cut-off frequency in
radians/second and Hz, respectively. This continuous-time
transfer function can be then discretized using the bilinear
transform, which gives us
b0 + b1 z −1
,
1 + a1 z −1

a1 + z −1
,
1 + a1 z −1
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(2)

where
wc T
≈ 0.0317
2 + wc T
(3)

wc T − 2
≈ −0.9366.
wc T + 2
(4)

Parameter T is the sampling period of the system, i.e. T =
1/Fs . Here, we have defined a sample rate Fs = 96 kHz
which will be used throughout this study. Due to the relatively low cut-off parameter we neglect the warping effects
of the bilinear transform.
In applications where access to individual string signals is
available, e.g. via hexaphonic pickups, multiple sub-octave
processors can be used simultaneously [5]. This approach
can be used to adapt the proposed system for polyphonic
use. In this scenario the cut-off frequency of each filtering stage should be selected according to the range of each
string.
Now, the group delay introduced by the proposed
smoothing filter can be compensated in the direct signal
path using two first-order allpass filters, each with the zdomain transfer function

3

(5)
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Figure 2. Adaptive Schmitt trigger circuit. Figure adapted
from [7] and [24].

where a1 determines the pole location and remains as defined in (4). This allpass filter will ensure the direct (or
“dry”) signal path is perfectly aligned with the output of
the clock divider stage. This point is important to the proposed system and is revisited throughout this work.

2.2 Adaptive Schmitt Trigger

Once the input signal has been processed by the smoothing filter, we can estimate its fundamental frequency. If
we consider an ideal scenario in which the signal being
processed is a pure sinusoid, a rectangular clock signal of
the same frequency can be extracted trivially using a comparator in the analog domain, or the signum function in the
digital one. In this scenario the resulting clock signal will
be perfectly in-phase with the input waveform. Unfortunately, when dealing with real-world signals, such as those
produced by an electric guitar, these approaches can lead to
severe mistakes in the estimation process. This is mostly
due to the sensitivity of trivial methods to small fluctuations in input signal values.
Some analog devices avoid this issue by using a structure known as a “Schmitt trigger” [25]. Figure 2 shows
the circuit diagram of the Schmitt trigger modeled in this
study. This circuit is partially based on the design found in
the EHX Micro Synth and Boss OC-2 guitar pedals [7,22],
where a hysteresis loop is created by comparing the input
signal against two peak followers. In Fig. 2, we have replaced one of the peak followers with a trivial comparator
in order to avoid introducing a phase mismatch between
the input waveform and the estimated clock signal. This
same idea is used in the “U-Boat” guitar pedal, a DIY suboctave processor designed by Merlin Blencowe [24]. Since
the hysteresis loop in this type of circuits changes depending on the input level, this structure is called an “adaptive
Schmitt trigger”.
Rather than recurring to detailed circuit analysis tools, in
this study we propose a behavioral model of the circuit.
First, we derive an algorithm for the output of the negative peak follower, labeled Vx in Fig. 2. This circuit is
essentially an RC filter in which the value of the resistance
and the driving factor change according to the state of the
circuit. The design utilizes switching diodes to change between the modes of operation of the system. In continuoustime, the input–output relationship of an RC filter can be
written as

(6)
1

7

9

13

15

SPICE

C

Figure 3. Output of the peak follower used in the adaptive
Schmitt trigger for an arbitrary input signal implemented
(a) with the proposed model and (b) using SPICE.

where t is time. This expression is equivalent to (1) when
RC = 1/wc . Equation (6) can be discretized using the
trapezoidal rule which gives us
Vx [n] =

α (Vin [n] + Vin [n − 1]) + (1 − α) Vx [n − 1]
,
1+α
(7)
where α = T /(2RC). This expression is equivalent to (2).
Listing 1 shows a Matlab implementation of the negative
peak follower in Fig. 2. The value of Vx is estimated using
(7) directly, with the value of the RC factor and driving
term determined by whether the input signal is higher or
lower than the previous output value, i.e. the state of the
filter.

% D e c l a r e s t a t e s and v a r i a b l e s
R1 = 10 e3 ; R2 = 2 2 0 ; C = 4 . 7 e −6;

3

5

f o r n = 2 : l e n g t h ( Vin )

i f ( Vx ( n −1) >= Vin ( n ) )
RC = R2∗C ;
x ( n ) = Vin ( n ) ;
else
RC = R1∗C ;
x ( n) = 0;
end

11

% Implement d i f f e r e n c e e q u a t i o n ( 7 )
a = T / ( 2 ∗ RC) ;
Vx ( n ) = ( a ∗ ( x ( n ) +x ( n −1) ) +(1− a ) ∗Vx ( n −1) ) / ( 1 + a ) ;
end

Listing 1. Matlab implementation of the negative peak
follower in Fig. 2.

Figure 3(a) shows the result of implementing the proposed algorithm for an arbitrary periodic input signal. As
expected, the algorithm tracks the negative peaks of the incoming signal. The results of simulating the circuit using
SPICE, an open-source, general-purpose circuit simulation
tool, are shown in Fig. 3(b), which indicate a good approximation between the original circuit and the proposed
model.
Having computed the value of the signal at node Vx , we
proceed to implement the comparator stages shown on the
right-hand side of Fig. 2. The value of signals Vc,1 and Vc,2
can be written explicitly as
(
1
, Vin < Vx
Vc,1 = sgn(Vin ) and Vc,2 =
−1
, otherwise,

where sgn( ) is the aformentioned signum function. For
simplicity, we have assumed the op-amps exhibit ideal railto-rail behavior and have 1-V bipolar power supplies. Figures 4(a) and 4(b) show the result of computing Vc,1 and
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S-R Latch (Model)
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SPICE

Clock Divider (Model)

Clock Divider (SPICE)

Figure 4. Output of the adaptive Schmitt trigger for an
arbitrary input implemented (a) with the proposed model
and (b) using SPICE.

Figure 5. Output of the S-R Latch and Clock Divider
stages implemented (a) & (c) using the proposed digital
models, and (b) & (d) in SPICE. The black line represents
the input signal used in these simulations.

Vc,2 using the proposed model and a SPICE simulation, respectively. As shown in these plots, the adaptive Schmitt
trigger outputs positive values for portions of the input signal above zero and below the output of the peak follower.

system which can be used to half the frequency of the input
clock. The signal CLK represents the output of the previous stage and the input to the flip flop. The output signal,
CLKdiv, can be read from either the Q or Q̄ terminals.
Figures 5(c) and (d) show the output of the clock divider
simulated using the proposed algorithm and SPICE, respectively. For the latter, a model of the CD4013B CMOS
D-type flip flop was used. These results show the proposed
model effectively emulates the behavior of the circuit.

2.3 S-R Latch
Following the adaptive Schmitt trigger, Vc,1 and Vc,2 are fed
into an S-R (set-reset) latch whose purpose is to generate a
clock signal whose fundamental frequency matches that of
the input. To do so, the latch outputs high and low states at
rising edge transitions in Vc,1 and Vc,2 , respectively. Listing
2 shows a simple behavioral emulation of this stage implemented in Matlab. Figures 5(a) and (b) show the estimated
clock signal for the same input signal used in the previous examples simulated using the proposed algorithm and
in SPICE, respectively. In this example we can observe
how the clock signal generated by the system is perfectly
aligned with the input signal (after the allpass filter stage)
and has the same fundamental frequency.
1

f o r n = 2 : l e n g t h ( Vin )
i f VC1 ( n ) > VC1 ( n −1)
CLK( n ) = 1 ;
e l s e i f VC2 ( n ) > VC2 ( n −1)
CLK( n ) = 0 ;
else
CLK( n ) = CLK( n −1) ;
end

3
5
7
9
11

end

Listing 2. Matlab implementation of the S-R latch stage in
the EHX Micro Synth pedal.

1

% Initalize variables
Q = 1;
nQ = n o t (Q) ;

D = Q;

3

f o r n = 2 : l e n g t h (CLK)
5

% Check f o r r i s i n g / f a l l i n g c l o c k c y c l e s
i f CLK( n ) ~=CLK( n −1)

7

D = nQ ;

9

% Compute i n t e r m e d i a t e s t a t e s
X = n o t ( and (D, CLK( n ) ) ) ;
Y = n o t ( and ( n o t (D) ,CLK( n ) ) ) ;

11
13

% Iterate until states stabilize
f o r m= 1 : 2
tmp = n o t ( and (X, nQ ) ) ;
nQ = n o t ( and (Y, Q) ) ;
Q = tmp ;

15
17
19

i f Q~=nQ
break ;
end

21
23

end
end

25

CLKdiv ( n ) = Q;

27

end

Listing 3. Matlab implementation of the flip flop in Fig. 6.
2.4 Clock Divider
The estimated clock signal is then fed to a clock divider in
order to produce the required sub-octave oscillator. In analog circuits, clock dividers are typically implemented using
standard D-type flip flops such as the one shown in Fig. 6.
Listing 3 shows a proposed Matlab implementation of this

2.5 Processor
The output of the clock divider, which represents our estimated sub-octave oscillator, is then fed to a “Processor”
block where it is combined with the original input signal.
This is the part of the signal processing chain where the
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Figure 6. Internal structure of a D-type flip flop.

different analog designs differ. For example, the EHX Micro Synth implements an OTA-based “track & hold” algorithm [7], while the Boss OC-2 inverts every second
waveform cycle at the peaks and applies a DC offset to
smoothen the signal [22]. This second technique (detailed
in [23]), is quite imperfect and can introduce numerous discontinuities in the resulting waveform.
In the proposed guitar-driven synthesis topology, we follow the work of Blencowe on the U-Boat pedal and modulate the input signal directly using the extracted sub-octave
clock [24]. For this, we present two alternatives. The first
one directly emulates Blencowe’s design and consists on
converting the clock into a bipolar signal (by scaling it by
two and subtracting one) and computing its product with
the input signal. This operation is equivalent to ideal ring
modulation and its effect is depicted in Figs. 7(c) and 7(d)
for the case of a single sinusoidal input with fundamental
frequency f0 = 500 Hz. The result is a signal with a rich
harmonic spectrum will increase the perceived “body” and
“presence” of the original signal. As is typical in this type
of modulation, the original fundamental frequency is not
present at the output. Instead, the output waveform features sidebands at f0 ± f0 /2 Hz and odd harmonics of the
sub-octave frequency.
The second technique presented in the proposed implementation is direct multiplication of the sub-octave signal with the input waveform. In the time domain, this
is equivalent to removing every second cycle of the input waveform. A related approach is briefly discussed
in [26]. The proposed operation is analogous to audio-rate
amplitude modulation and its effect is shown in Figures
7(e) and 7(f) for the same 500-Hz input waveform. As
shown in Fig. 7(f), this approach preserves the fundamental frequency of the input. In Section 3 we evaluate the
sound produced by the proposed system; however, a detailed study of the frequency-domain behavior of the proposed techniques is left as future work.
Now, since in both processing scenarios the estimated
sub-octave clock signal is perfectly aligned with the zerocrossings of the input signal, the modulation process will
not introduce any step-like discontinuities in the output
waveforms. This is thanks to both the design of the Schmitt
trigger and the use of the allpass filtering stage. The main
advantage of this feature is that the sounds will not be perceived as being too harsh and will preserve many of the
timbral qualities of the original input signal. A second advantage is that the level of aliasing components introduced
by the proposed techniques will be significantly lower than
if discontinuities were introduced. A formal evaluation on
Figure 7. Waveform and normalized magnitude spectrum
of (a)–(b) a 500-Hz sinusoidal signal processed by the proposed methods by (c)–(d) inverting and (e)–(f) removing
every second cycle.

the audibility of aliasing in the proposed system is outside
the scope of this work. Nevertheless, during the evaluation
of the system no issues related to aliasing were identified.
This can be attributed to the relatively low frequency of
the input waveform (assumed to be below 1 kHz) and the
choice of sampling rate (Fs = 96 kHz).

2.6 State Variable Filter

Since the waveforms generated by the Processor block will
have a rich harmonic spectrum, they can be treated in the
same way as oscillators in a classic subtractive synthesizer.
This process involves shaping the spectral content of these
signals using a resonant lowpass filter. In the proposed
topology we feed the output of the mixing stage, which
simply combines the processed and unprocessed signals,
to a linear state variable filter (SVF). The SVF is a secondorder resonant filter commonly used in analog synthesizers
because of it provides simultaneous access to the lowpass,
highpass and bandpass outputs [27]. For the real-time implementation of the proposed design we used Max/MSP’s
native svf~ block. Filter parameters fc and k, which represent the cut-off frequency and resonance, respectively,
were left as user-adjustable controls.

2.7 Real-time Implementation

A Max/MSP implementation of the proposed system
can be found in the accompanying website: http:
//research.spa.aalto.fi/publications/
papers/smc18-guitar-synth/. All algorithms,
with the exception of the SVF block, were implemented
using gen~.
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3. APPLICATION TO AN AUGMENTED GUITAR
The motivation to apply the algorithms presented in this
study to an augmented guitar stems from the second author’s previous research on “active acoustic instruments”
[28]. This research documents the design of an electric
guitar with an additional actuated resonant body, resulting
in a guitar which plays and sounds like a regular electric
guitar, but being amplified through the instrument’s own
body.

3.1 An Electric Guitar with an Actuated Sound Box
The rationale for the design was to create a guitar that
would possess the sonic versatility of the electric guitar
and its related audio effects, combined with the integrated
feel of an acoustic instrument. This design enables the instrument to be the sole sound source, bypassing external
amplifier-loudspeaker modules and thus avoiding possible
perceptual dichotomy arising from the spatial disjunction
of the instrument and its sonic actuator. The present guitar
also provides direct audiotactile feedback directly into the
upper body of the player, providing multimodal connection
between the player and the instrument. To the contrary, the
acoustic feedback occurring in the pickup–actuator signal
loop has been greatly diminished by the physical separation of the sound box from the strings and the pickup. The
sound box is attached to the back of the electric guitar by
points of isolating silicon glue. With this setup, acoustic
feedback does not constitute a significant hindrance to the
system.
The underlying design criteria for this actuated electric
guitar prototype involved three main targets. #1 Playability and responsiveness: the augmented instrument should
not alter the playability of the original instrument, and the
augmentation should present a tight integration into the set
of playing gestures of the instrument. The targeted responsiveness of the signal-driven synthesizer should allow for
the totality of the right-hand plucking and left-hand control gestures to immediately translate into the synthesized
sound, with minimal latency. Synthesizer parameter control should be integrated into the instrument’s playing environment. #2 Sound quality: the integrated transducerdriven sound box amplifier sound quality should be comparable to a regular electric guitar amplifier. #3 Sonic
originality: the guitar design and audio-driven synthesizer
should allow for distinct and novel sonic possibilities on
the guitar.
The prototype guitar used in this study is shown in Fig. 8.
It was made jointly with the luthier Juhana Nyrhinen, combining a custom-made solid-body guitar with a Wilkinson
mini P90 humbucker pickup and an added sound box extracted from an acoustic steel-string guitar. Two audio
transducers were attached inside the sound box, following
the placement guidelines learned from the previous “Active
Acoustic Guitar” project presented in detail in [28]. In this
new prototype, the processing is carried out on a laptop in
order to facilitate the software development. However, an
integrated processing environment is being currently stud-

Figure 8. Electric guitar with an actuated body built by
luthier Juhana Nyrhinen. Audio transducers have been
mounted into the sound box, providing a guitar with an
integrated amplifier/speaker.
ied using the Bela platform 6 .
3.2 Signal-Driven Synthesis on the Augmented Guitar
The project of implementing signal-driven synthesis on an
augmented guitar stems from an aesthetic concern for providing sonic alterities for the guitar. At present, guitar processing has coagulated into a rather well established repertoire of effects, presenting limited possibilities for genuine
sonic novelty. Signal-driven synthesis is regarded here as
a non-established domain of sonic research (regardless of
its long history), enabling to pursue an aesthetic alterity for
the sound of the guitar. The fact that in the present guitar
all sounds radiate from the instrument itself contributes to
reinforce the impression of sonic originality. Upon seeing
the familiar looking guitar object, one would expect to hear
a familiar palette of sounds emanating from it. Instead, the
signal-driven synthesis actuated through the guitar’s sound
box provides a radical shift towards an electronic-sounding
guitar.
Currently, the most widespread digital guitar synthesizer
solutions rely on the MIDI standard, converting audio from
a hexaphonic pickup into MIDI messages driving a synthesizer. These can be seen as modern-day versions of those
early guitar synthesizers which attempted (and in many occasions failed) to do the exact same thing via F–V conversion. The successive generations of MIDI guitar systems
have been balancing between the promise of a tremendous
extension to the sound palette of the guitar and the reality
of the system latency and tracking problems, leaving the
musician with a sense of frustration. The translation of the
string audio to discrete MIDI messages introduces a discontinuity in the gesture-sound continuum. Information,
sensitivity, and expression are lost. As a result, the player
feels disconnected from the instrument.
From the perspective of the player, audio-driven synthesis is an ideal technique to extend the guitar towards an
electronic soundscape. The nuances of right-hand plucking and left-hand control gestures are directly feeding the
synthesis algorithms and find a direct response in the sonic
output.
6

https://bela.io/
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3.3 Evaluation From a Player’s Perspective
The outcome of signal-driven synthesis applied to an augmented guitar can—and should—be evaluated in terms
of its instrumental quality, on the grounds of the projectspecific design criteria enumerated in Section 3.1. As we
are dealing with a first-round development prototype, the
evaluation herein is limited to a subjective testing of the instrument within the project team and pitting it against the
initial design motivations. In order to provide the reader
with an impression of the sonic outcome, demo videos can
be found in this paper’s accompanying website.
The result regarding the design criterion #1 “playability
and responsiveness” presents a high level of responsiveness on the signal-driven synthesizer to the full range of
guitar playing gestures. The player can directly and seamlessly control the synthesized sound onset, timbre and duration via the strings. There is no felt gap in the gesturesound continuum, i.e. there is no perceivable latency. The
integrated feel is heightened by the audiotactile feedback
from the sound box to the player’s torso. Synthesizer parameters, such as the filter cut-off, resonance and dry/wet
mix, need external controllers, either embedded sensors on
the guitar, traditional expression pedal-type interfaces or,
furthermore, audio-driven algorithms such as envelope followers or trigger detectors.
The design criterion #2 “sound quality” presents mixed
results. The sound radiation from the guitarâĂŹs sound
box has an integrated quality compared to an external amplifier. However, the sound box acts as a physical filter on
the signal, with heavy resonant modes and calls for casespecific equalization. In our prototype, there is a general
imbalance in the frequency response. The frequency region around 100 Hz is especially problematic, getting easily out of hand and forming a feedback loop. Multiband
compression is being studied in order to balance the instrument’s frequency response.
The goal of design criterion #3 “sonic originality”
is partly attained.
With specific filter settings, the
signal-driven synthesizer provides original, “un-guitarlike” tones, which radically transform the electric guitar’s
sound and provide an engaging area for sonic exploration.
With other settings, the synthesizer output resembles traditional fuzz-like sounds, or tones familiar from guitar synthesizer pedals. This is due to the similarities between suboctave processing using clock signals and fuzz distortion
processing. Both techniques imprint a square-wave-like
quality on the guitar signal which consists mainly of odd
harmonic elements.
Overall, the actuated electric guitar with a signal-driven
synthesizer holds the advantages of an immediate synthesizer response to the totality of playing gestures, with a
situated output from the instrument itself involving multimodal feedback. The main limitations of the integrated
system are related to the sound quality of the actuatorsound-box system. Additional work points towards a further exploration of the potential of the system for sonic
originality. This could include exploring more processing
applications, either by studying classic analog designs or
by proposing novel techniques, and focusing on the con-

trol aspect of the signal processing tools.
4. CONCLUSIONS
In this work we discussed the concept of guitar-driven synthesis and proposed a virtual analog sub-octave generator
based on the circuits used in the EHX Micro Synth and
Merlin Blencowe’s U-Boat guitar pedals [7]. Two techniques for indirect division were presented: inversion and
muting of alternate cycles of the input signal. The proposed system was implemented in Max/MSP and evaluated within the context of an augmented electric guitar
with an actuated sound box providing sound radiation directly from the body of the instrument. The presented algorithm is considerably robust and does not exhibit major issues, such as jumps between octaves or perceivable
latency. Overall, audio-driven synthesis provides a direct
response to the ensemble of guitar playing gestures. Combined with the multimodal feedback of the guitar’s actuated sound box, the system presents a responsive and engaging augmentation for the guitar. Future work includes
an optimization of the sound quality of the actuated guitar,
as well as further exploration of the sonic potential enabled
by the algorithms presented in this article.
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ABSTRACT
KO2 is a platform for distributed musical applications,
consisting of the messaging protocol O2 and the signal
processing language Kronos. This study is an effort to use
O2 as a comprehensive communications framework for inter-process signal routing, including clock synchronization
and audio. The Kronos compiler is exposed as an O2 service, allowing remotely specified programs to be compiled
and run in near real-time on various devices in the network.

1. INTRODUCTION
With computing devices becoming lightweight and ubiquitous, artworks are being built from an increasingly wide
array of devices. Software systems are distributed across
multiple devices, and the need for robust and coherent
communication arises.
Some of the technological challenges involved in distributed music systems include communication and deployment. Software must be pushed to all the involved devices,
initialized, and coordinated during run-time. In addition,
audio signals are routed throughout, often with a separate
signal stack.
Several communication protocols exist with the aim of
allowing independent musical processes to communicate.
In this paper we use one of them, O2, to develop a framework for distributed processing. We study the feasibility of
using O2 for audio distribution as well.
A novel addition to the field is the inclusion of a programming language, Kronos, in the system. With Just-inTime compilation, distributed systems can contain compute server nodes that compile and execute remotely specified programs in near real-time.
The rest of this paper is organized as follows: In Section
2, Background, we examine the component systems O2
and Kronos and describe some recent additions to them. In
addition, prior art related to distributed systems is surveyed. Section 3, Implementation, details the design
choices behind the framework. Usage and performance is
discussed in Section 4, Discussion, followed by possible
Future Work and Conclusion in Sections 5 and 6.

2. BACKGROUND
O2 can be seen as an extension of OSC. [1] It uses URLlike address strings and patterns to name the destinations
of messages containing a list of typed values. OSC
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assumes nothing about the transport and typically requires
users to enter IP addresses of servers. In contrast, O2 has a
built-in discovery mechanism to locate named services automatically, and so addresses always begin with a service
name. In addition, O2 messages are all timestamped, and
O2 performs clock synchronization so that timestamps are
meaningful when messages cross from one host to another.
Finally, O2 offers a choice of reliable (TCP) or best-effort
(UDP) message delivery.
Kronos is a functional audio programming language, an
idea pioneered by the FAUST project. [2][3] It aims to provide a powerful, expressive language for describing fixedgraph signal flows in a multi-rate signal processing environment. Kronos was designed to operate on the abstractive level of unit generators and orchestras. Recent additions explore the scheduling of musical events and scorelevel constructs. [4]
2.1 Recent Developments
2.1.1 Kronos Meta-Sequencer
Recently, Kronos was enhanced to support dynamic instantiation of signal processor objects as well as scheduling control messages or arbitrary code by integrating a custom interpreter with a sequencer and the JiT compiler. [4]
One of the goals of the Kronos compiler system is to enable deployment of stand-alone applications. The meta-sequencer implementation was not readily adaptable to this
scenario, because of its coupling with the compiler.
Recently, the meta-sequencer was refactored to remove
the interpreter entirely. Its functionality was moved to a
small runtime library that Kronos programs can call directly via the foreign function interface. As a result, standalone applications can now use dynamic instantiation and
scheduling by linking against the runtime library, without
needing the complete runtime environment or the compiler.
2.1.2 O2 Hub
O2’s original discovery mechanism works well in local
area networks that allow UDP broadcast, but it was found
that many organizations block WiFi broadcast messages.
An extension to O2 allows discovery to be managed by any
O2 process designated as a “hub.” To use a hub, processes
must obtain the IP address of the hub manually or through
some external protocol. Processes can then use the hub to
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discover all other O2 processes. The hub idea works
equally well over wide area networks.
O2 has also been extended with connections called “taps,”
which forward incoming messages from a tapped service
to some other service, supporting debugging and remote
monitoring.
2.2 Distributed Music Systems
2.2.1 Audio over the network
Various systems have explored audio transmission over
shared local and wide area networks using IP (Internet Protocol) as opposed to specialized real-time protocols and
dedicated hardware. The Dante system1 sends audio over
IP using hardware support and appears to applications as
an audio I/O device. Ravenna is an open standard for media over IP using the standard real-time streaming protocol
(RTSP). [5] JackTrip is an application that sends audio
streams over UDP and has been widely used for live performance over long distances. [6] AuraRT explored distributed computation for audio synthesis and control in a
local area network. [7] Our work with O2 is most similar
to AuraRT in that we are basing audio streaming on a general message-passing system that integrates clock synchronization, global object naming and timed messages between distributed objects.
2.2.2 Remote Just-in-Time Compilation
The Java platform is a significant example of remote compilation. The Java Remote Method Invocation enables a
virtual machine to download and execute bytecode from
the network. RMI is used in Apache Hadoop, a distributed
storage system, to run custom search queries over multiple
storage nodes.2
2.2.3 Service and Namespace Discovery
OpenSoundWorld is notable in that it implemented a query
protocol for OSC where a client can query a server for information about the address space and the parameters expected by each addressable node. [8]
O2 supports multiple services, which are abstractions of
servers that process O2 messages. Any O2 process can create one or more services, and services are automatically
discovered by other processes. Message addresses begin
with a service name, and O2 routes messages to the corresponding service, which may be in the same process, on
the same host computer, or on a remote computer.

3. IMPLEMENTATION
This section describes the various components that constitute the KO2 system: the O2 Audio protocol, O2
Namespace Discovery and the Kronos Compile Server.

cooperating processes that may be distributed across a
number of networked machines. O2 messages correspond
to method calls that have no return value.
3.1.1 Data Types in O2
As O2 is concerned with serialization of messages for
transport over the wire, datatypes play a vital role. The O2
model is a straightforward extension of the OSC [1] system of type string accompanied by binary data.
However, in OSC, methods are nothing but addresses,
and no provisions are made to associate type information
with methods; it is up to each individual method to parse
the parameter types.
In O2, message handlers (i.e. methods) may be associated with type strings of their own. Any method can be
type-coerced, so that exact type matches are not required,
yet it still works as expected. This is similar to dynamically
typed languages in the sense that the data types on the wire
are an implementation detail of the run-time system.
3.1.2 Kronos Signal Processor as an Object
Kronos models signal processors as discrete reactive systems – sequences of output events as a function of sequences of input events. [9] The fundamental properties of
an object are state, identity and behavior. At the language
level, Kronos provides no concept of state or identity.
However, state is used internally by the compiler.
Mattheussen has demonstrated automated translation between the traditional object model and Faust [2], a functional audio language. [10] Similarly, Kronos signal processors appear as objects to the user, particularly with the
dynamic instantiation extension. As previously described,
the reactive inputs of a Kronos signal processor closely resemble the methods of an object.
Passing O2 messages to Kronos objects is a natural fit;
the O2 methods and their type strings can be automatically
derived from the Kronos program and type coercion enabled if desired.
3.2 O2 Namespace Discovery
In an environment where services can be built dynamically, it is important to provide a mechanism for self-reflection: enable components of the distributed system to
query each other for available methods.
Like audio, namespace discovery can be built as a userspace protocol on top of the O2 core. We implemented this
as a directory service that runs as a process within any O2
application. Conforming services can register or de-register their methods with the directory service.

Object oriented designs are typical in music systems. O2
services are instances of objects within an application,
where “application” in O2 refers to a collection of

3.2.1 Reply messages
The directory service supports the querying of O2
namespaces for method addresses, type strings and documentation. In addition, methods can be searched for with
regular expressions. The directory service is detailed in
Table 1.
All the query messages require data to be returned to the
sender, for which there is no built-in facility in O2. We

1

2

3.1 Object Models in O2 and Kronos

https://www.audinate.com/node/128

http://www.oracle.com/technetwork/java/javase/tech/
index-jsp-136424.html
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adopted a reply convention that is already used internally
in the O2 clock synchronization protocol.
Each query message contains a 64-bit message identifier,
which the sender may assign arbitrarily, and a reply address. The reply address is appended with /get-reply,
and the message identifier is sent along with the query results.
Method name
add-method

Type
Sss

remove-service

sS

Regex

hss
Hss

Description
Registers a method by address pattern, type string and
documentation
Removes all registrations in a
namespace
Retrieves
all
method
metadata where the address
pattern matches the supplied
regular expression. The first
two parameters are query id
and reply address.

Incoming buffers with timestamps falling behind the read
head indicate that the latency of the network is too big for
the requested timing.
Buffers too far ahead of the read head are timestamped
and scheduled by O2 and delivered at the appropriate time.
For a detailed description of the O2 audio protocol methods, please refer to Table 2.
For now, packet ordering is relegated to the protocol
layer. The system is only useful on well-performing, noncongested networks without packet loss. Many UDP-based
protocols include packet loss recovery and custom ordering logic. However, O2 supports using a mix of UDP and
TCP messages, so reliable transmission can still be
achieved over congested networks if more latency is acceptable.
Method name
<endpoint>/push

Type
Hvf

<endpoint>/sync

Ht

<endpoint>/close

H

Table 1. Methods implemented by the directory service

3.3 Audio over O2
Rather than extend the O2 core library with audio-specific
functionality, we decided to implement network audio as a
protocol in the O2 user space. This avoids further complicating the core of O2.
O2 Audio is intended as a proof of concept and not expected to outperform the state of art, but we hope that it
proves useful for distributed audio applications, especially
as the existing infrastructure for clock synchronization and
service discovery can be used.
3.3.1 Design
O2 Audio involves sending buffers of audio samples as
messages over the reliable TCP transport, which guarantees in-order delivery. Receiving audio endpoints are O2
methods, with globally unique addresses in the form of
/service/endpoint. The audio is passed as vectors
of single-precision floating point values, for convenience
and simplicity at the cost of higher network bandwidth utilization.
Each endpoint provides a summing mixer, and any process within the O2 application can push audio to it. O2 audio can also be synchronized.
The audio stream can be seen as a contiguous vector of
samples the receiver reads from. Each stream has a globally unique identifier, and the summing mixer maintains
the location of the write head for it.
A sender can reposition its write head with a synchronization message. Because O2 provides global clock synchronization, multiple senders can produce audio streams
that are guaranteed to be synchronously read by the receiver, even if the data is delivered ahead of time to account for network and playback latencies.
3.3.2 Implementation
The summing mixer is backed by a ring buffer that represents a view into the audio stream, based on the location of
the read head. Incoming audio buffers are only consumed
if they are within the time range currently in the view.

Description
Sum vector of floating point
samples by stream identifier
Position stream by identifier according to the time
point
Dispose the stream and expect no further samples

Table 2. Methods implemented by the audio receiver
endpoint service

3.4 Kronos JiT Compile Server as a O2 Service
Dynamic creation of new services is facilitated by the Kronos compiler, itself exposed as a O2 service: its main
method compiles textual source code into an executable
signal processor and wraps it in a new O2 service, as described in Section 3.1.2. The compiler methods are shown
in Table 3.
Each compile server node provides a mix bus for all the
signal processor instances within. Depending on the configuration, the mix bus is either played back on local audio
hardware or pushed to an O2 Audio endpoint.
3.4.1 Example
A simple synthesizer written in the Kronos language is
shown in Listing 1. One could invoke the compile server
with /new foo <source-code>, and the resulting instance
would then expose the O2 methods /foo/vibr-freq,
/foo/vibr-depth and /foo/freq.
vf = Control:Param(“vibr-freq” 6)
vd = Control:Param(“vibr-depth” 0.05)
freq = Control:Param(“freq” 440)
Wave:Sin(freq * 1 + Wave:Sin(vf) * vd)

Listing 1. Simple synthesizer written in the Kronos language.
Method name
/new

Type
ss

/delete

s

Description
Compile the received string
(2) as Kronos code into an
instance, binding it to the
received name string (1)
Destruct
the
instance
bound to the name string

Table 3. Methods implemented by the JiT compile server
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4. DISCUSSION
So far, we have presented the technical foundation of the
KO2 system. In this section, we envision usage scenarios,
as well as quantify and measure the performance of the
system.
4.1 Collaborative Live Coding
In this scenario, several performers write code on stage.
There is a centralized compile and compute server, and the
performers’ machines are thin clients. Each client can push
program code to the server via O2 messages: the server
compiles and runs the code and outputs audio.
What makes this setup more interesting that simply having several independent machines is the fact that the performers could share code, due to having a common a JiT
context. Namespace discovery allows the performers to be
informed about the capabilities of new processes as they
appear in the system.
We have not yet tried this scenario in practice. It is probable that sharing code increases the risk of breakage during
performance. The impact and mitigation, as well as the relative benefit remains to be investigated.
4.2 Distributed Audio Processing
Inverting the previously outlined scenario yields a centralized controller with several compile servers. This setup
could be used in an installation, where signal processors
need to be in the proximity of sensors or actuators.
Notably, programs can be quickly deployed to the compute nodes without restarting or reconfiguring them. The
compile server can run on low-power devices, as long as
the architecture is one of the many supported by LLVM,
and a full operating system, such as GNU/Linux, is present.
4.3 O2 Audio Latency and Performance
Merging Technologies Inc. have implemented a commercial system around network audio, based on the Ravenna
protocol. They claim reliable operation with a throughput
latency of 1.5 milliseconds, in a networked system consisting of an analog-digital-analog converter connected to a
Windows PC with a real-time hypervisor and a powerful
network interface. We have not independently verified this
number but consider it to be an indication of the upper
bound in performance attainable with IP-based protocols.
4.3.1 Bandwidth Requirement
There are several layers of overhead, some due to the O2
Audio protocol itself, while some are intrinsic to the
TCP/IP transport.
O2 Audio uses 32-bit floating point samples, which
nearly doubles the bandwidth requirement. However, it
should have very little impact on latency, the parameter we
consider the most critical in network audio.
Some additional overhead is caused by the O2 Audio
protocol, which encodes endpoint address, type string and
a stream identifier for each transmitted buffer. For the
numbers given below, we assume an address pattern of 12
characters, that an audio buffer of 256 samples is sent in a

single packet, and that the common IP MSS of 1460 bytes
is used. In this case, 94% of the transmitted bits are used
for audio data. For details, please refer to Table 4.
Label
O2 header
Sample data
TCP/IP header
Total
Overhead
Bandwidth
for
44.1kHz audio

Bytes
20
1024
40
1084
5.86%
1459 kbps

Table 4. Summary of O2 Audio bandwidth for a buffer
size of 256 samples and 44.1kHz sample rate

For a 54 Mbps 802.11g network link, the theoretical maximum number of transmissible audio channels at 44.1kHz
sample rate is 37, while a 1Gbps link might be able to support over 700 channels.
4.3.2 Latency Measurements
We measured the round-trip latency of O2 Audio between two processes. One of them is a simple loopback
service that performs the computationally trivial operation
of inverting the signal polarity. The master process generates an audio stream and sends it for processing in 1000
sample buffers, and measures the time until the response
buffer has been received.
The measurement was performed using std::high_resolution_clock in C++ under three different circumstances: two O2 processes coexisting in a single operating
system process, each O2 process as a distinct operating
system process, and finally, each process running on a different computer in a WiFi network. For the single machine
measurement we used a Windows 10 PC with a 2.4GHz
Core i5-6300U processor. For the distributed measurement
we added a MacOS computer with a 1.8GHz Core i5 processor. The WiFi network was set up with the Windows
machine hosting a network over the ASUS AC51 WiFi
adapter.
Table 5 details the measurements; for each scenario, we
report the median roundtrip latency, as well as the latency
value that was higher than 90% of the measured values.
The latter is more indicative of the worst-case performance
which is relevant in the use case of stable low latency audio. Interestingly, the interprocess latency is slightly lower
than the in-process latency. This may be due to a higher
level of resource contention in the case of two aggressively
polling threads sharing an O2 instance. The interprocess
scenario may be helped by the loopback socket optimizations in Windows 10.
Scenario
In-process
Interprocess
WiFi

Median
0.49ms
0.42ms

90th percentile
0.83ms
0.73ms

2.45ms

3.16ms

Table 5. O2 Audio latency measurements
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5. FUTURE WORK
5.1 Audio over O2
The current audio implementation is fixed to use TCP/IP
and single precision floating point buffers. Higher performance might be attained, especially in poor network conditions, with UDP and lower transport resolution.
While the latency figures, as shown in Table 5, are good,
it remains to be seen how the latency characteristics hold
up under more adverse conditions, such as network load or
CPU-bound scenarios.
5.2 Security
Information security is part of any networked computer
system. KO2 is wide open: the compile server allows arbitrary remote code execution by design. Malignant actors
must be kept out at the network level.
Perhaps some form of access control could be built into
KO2, provided it would not make system setup and initialization more difficult.

6. CONCLUSIONS
This study proposes a framework for building distributed
music applications, with synchronization, communications and inter-process signal routing provided by O2, and
dynamic programming provided by Kronos.
We described the implementation of audio transport over
the network via O2 messages, as well as dynamic compilation of program code and automated discovery of new
services and methods.
In total, the system provides a rare combination of a comprehensive platform for distributed applications with, to
our knowledge, the first remote JiT-compilation capable
music language.
The software described in this study is open source and
freely available.3 Contributions and users are welcome.
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ABSTRACT
This paper explores how patterns found within the field
of data transmission could be conceived of as musical
phrases that can be performed by voice and translated by
computers back into information. It is based on practicebased research, and the presentation of hardware and
software to audiences within a performance.
I provide an overview of the relevance of this work
within the fields of sonification and musical human-computer-interaction, and continue to describe the software
and hardware I have developed to convert sound to data.
I describe how learning traditional musical systems that
employ rhythmic improvisation such as flamenco, Cuban
rumba, bata and Indian Konnakol could be useful in
thinking about how computer signals can be explored
musically.
I conclude with reflections on performing with this system and thoughts for extending these ideas further towards multiple performers.

1. LISTENING TO INFORMATION
In a book of essays called Postdigital Aesthetics, the artist
and thinker Shintaro Miyazaki argues that the signals that
transmit information and form the basis for our digital
world should be analysed by the “ears, the hands and the
whole body” [1]. He cites a number of fascinating examples where listening to machines was crucial to working
with them, This includes Ferranti engineers who in the
1950’s ran custom programs on the computers specifically to listen to faults in the machines.
The increase of speed and reduction of scale of computers
has made the sounds that they produce harder to perceive.
Artists including Christina Kubisch, Martin Hause and
Shintaro Miyazaki have used electromagnetic transducers
to convert signals that carry information through the air
into sound. While these works allow us to perceive qualiCopyright: © 2018 Simon Blackmore. This is an open-access article distributed under the terms of the Creative Commons Attribution
License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and
source are credited.

Second author

Third author

ties of location and strength of signals, they do not help
us understand the logic of digital signals.
The difficulties of perceiving information within sound
has been widely discussed by both theorists within the
fields of sonification and musicology. In their essay Theory of sonification, Walker and Nees state that ‘major
limiting factors in the deployment of sonifications have
been, and will continue to be, the perceptual and information processing capabilities of the human listener.’ [2]
Within the European classical music tradition encoding
layers of meaning into sound has been popular at least
since the 17th century. The composer Johann Sebastian
Bach famously encoded his name into his works of music
using note letters to represent textual letters. These types
of musical cryptograms have continued to be explored by
many composers including Messiaen who encoded a
dizzying amount of information in his work Meditations.
This work contains no lyrics but is so densely fully of information the organist Andrew Shenton has dedicated a
book analysing it and decoding it. The music contains numerous devices including a “musical alphabet in which a
rhythmicized pitch is assigned to each letter of the roman
alphabet.”[3]
To understand the information within Messiaen’s work is
undoubtedly well beyond the perceptual and information
processing capabilities of most people but as suggested
by Shenton it is “worth studying in depth because of its
intrinsic interest as a musical technique”. [3] Shenton
quotes Messiaen who alludes to more abstract notions of
language and translation.
“The different languages known to us are, above all, a
means of communication. They are generally vocal in
character, but is that the only medium for transmission?
One can very well imagine a language based on movement, images, colours or smells, and everyone knows that
the Braille alphabet uses touch. In each case one begins
with the established convention: it is agreed that this
means that.”
We can also find examples of music where information is
fully intended to be transmitted and understood and not
hidden. This is well described in the book Talking Drums
of Africa by John Carrington who in 1939 learnt the language of the Kele people of the then Belgian Congo and
documented the similarity between the drum rhythms and
the spoken language giving a beautiful account of the
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types of messages sent and the ingenious ways of encoding them. [4] Amanda Villepastour has also documented
the language encoded in Yorùbá bàtá drumming in her
book Ancient text messages of the Yorùbá bàtá drum.
Here she describes how the language is encoded into
drumming patterns and how it is now a dying art due to
the decreasing amount of people who understand the
Yorùbá language and how players have gravitated to
playing danceable rhythms as opposed to more free flowing text. [5]

to a display. Lets begin by focusing on the serial transmission of the letter h.
Figure 1 shows a plot of the letter h that was recorded as
an audio signal from a micro-controller programmed to
send the letter h. It demonstrates how each letter is sent as
voltage moving between 0 and 5 Volts. As illustrated
these transitions are interpreted by another machine as either 0s or 1s. A total of 10 bits are required to send each
letter. The first bit known as the start bit is always a 0 and
the last bit known as a stop bit is always a 1. The 8 bits
between contain the binary information for the letter h.

2. SLOWING DOWN DATA TRANSMISSION
The aim of the technology and performances I have developed is to provide the audience and performer with a
sense of the particular rhythmic patterns that are used in
data communications. Information that is usually invisibly transferred at high speed through wires or electromagnetic waves is slowed down and translated to the
sonic spectrum. I invite audiences to engage with how
machines communicate, the materiality of data, and to explore the musical and performative potential of reenacting
these processes and the mechanical limits of the human
performance.
The work has developed from an interest in exploring a
critical approach to working with technology. Amidst the
increasing growth of apps, software and instruments that
aim to make digital music-making easy, this work provokes the performer to make sounds and rhythms according to the logic of computing, to become machine-like.
Or to requote Miyazaki to analyse digital systems with
our “ears, the hands and the whole body” [1]

Figure 1. Plot of the serial transmission of the letter h
To mimic this pattern with the human voice requires
some form of translation. We could choose amplitude
modulation or frequency modulation to move between the
two states. For this piece I chose amplitude modulation to
act as an equivalent of voltage and made the decision that
a loud sound would equate to a 1 and silence a 0.

I would also align this project with the framework developed by Anthony Dunne in Herzian Tales and suggest
that the software developed could be considered a postoptimal object, this is something that Dunne describes as;
“The design of conceptual electronic products as a way of
provoking complex and meaningful reflection on the
ubiquitous, dematerializing, and intelligent artificial environment we inhabit” [6]

3. SOFTWARE TO CONVERT SOUND
TO DATA
There are numerous forms of data communications that
could be used as a basis for this work, and to describe
them and their histories would be relevant but beyond the
scope of this paper. Here I will focus on the transmission
of ASCII text using a popular form of asynchronous serial communication commonly used between computers.
It has become convention within the world of computer
programing to start by printing the phrase “hello world”

Figure 2. Plot of the serial transmission of the letter h
using amplitude modulation of the human voice..
Software was developed in OpenFrameworks to mimic a
serial connection. To avoid the use of additional libraries
a simple amplitude detection algorithm was used to the
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follow amplitude of the signal. The software runs to a
click track and between each click it checks to see if the
sound is above or below a given threshold. If it is above it
is above a given threshold it displays a 1 and if below a 0.
At the end of each byte of information the software
checks that the start bit was 0 and the stop bit was 1 and
then outputs the byte as a displayed ASCII character.
Like a machine, the performer has to work hard to keep
sounds short and precise enough to not to trigger unwanted 1s or 0s.

4.

MUSICAL PHRASING AND LEARNING TO IMPROVISE IN SERIAL

To consider these ten bits within a musical context we
could think of them as a group of 10 notes or rests, and to
make this easier to work with we could subdivide them
into quavers and have a bar of 5/4 as shown in Figure 3..

which would be impossible for me to give so I have approached them as an enthusiastic amateur. I have been
fortunate to study with some of the most incredible performers in their respective genres. Musicians who have
the ability to improvise and manipulate rhythms within
their genre with incredible ease. This has included the
Flamenco Guitarist Jose Manuel Leon and Rumbero Yosvanni Diaz Herrera.
From studying both Flamenco and AfroCuban Music
with the performers mentioned it is clear that they share
an intimate knowledge of the rhythmic framework used
to to transmit the musical information. These tend to be
strict accents on beats within a cycle that Flamenco artists
would call this Compas and Rumberos Clave. These
rhythmic templates are often absorbed from childhood
and are so ingrained in the performer they are said to be
internalised. These rhythmic templates are so important
to the music they should be studied well before trying
more elaborate patterns. We could approach our serial
data in a similar way.

Figure 3. Score of the serial transmission of the letter h
as musical notes.
My first explorations with the system involved transcribing the ASCII table into this notated form and then trying
to perform them.
This way of performing with the system works well and
is close to the composer and musician relation found in
western classical music. However, I am interested in developing ways of learning these binary sequences in ways
that allows for greater improvisation. Spoken language
and improvisation have a fluidity that is perhaps not dissimilar to a computers ability to endlessly manipulate binary information.
To help develop this way of working I have studied a
number of styles of music where rhythms appear to be
able to be remembered and manipulated with ease and at
speeds that are baffling to those not familiar with the music.
The musical styles that I have studied so far have included Cuban Rumba and Bata, Flamenco and Konnakol.
These rich artforms all require many lifetimes of study

Figure 4. binary representation of hello world
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If we return to the ‘hello world’ example and look at it
in its binary form we notice that each lower case ASCII
letter contains a shared rhythm. Each 10 bits of information always begin with a start bit of 0 and end with a 1,
and the 7th and 8th bits are always 1. Whilst trying to get
used to performing these letters I found it useful to consider this shared rhythm as a kind of the clave or compas
of serial ASCII.
Another feature of the music studied is the common use
of a combination of hand movements and memonics to
vocalise the rhythms. This type of vocalisation of rhythm
has been described by Michael Atherton as “rhythmspeak” and is described in his paper RHYTHM-SPEAK:
MNEMONIC, LANGUAGE PLAY OR SONG?. [7] It is
shared by many forms of music. I found that adopting
ideas from this was a useful way to learn the letters.
Through some practice I can now comfortably do this at
around 120 bpm

haps due to politeness or lack of understanding it has not
yet happened.

Figure 6. Performing the piece How we communicate at
Dansk Institut for Elektronisk Musik

6.

CONCLUSION

Figure 5. Konnakol representation of hello
I used a technique common to the South Indian vocal music Konnakol of tapping individual fingers of the right
hand on the palm of the left and singing syllables Ta or
Ka. I found that breaking the patterns down like this gave
me a much more manageable way to navigate the 10 beat
cycle and in particular help internalise the rhythmic template or clave discussed above. This is helped by being
able to associate certain sounds with certain fingers.

5.

PERFORMING THE SYSTEM

Performing in front of an audience tests both the nerves
of the performer and the robustness of the technology
used. It is also a good way to gauge if the audience understand the translation processes taking place. During a
performance of the piece at DIEM Aarhus [8], I chose not
to explain what I was about to do and to describe the
work only through performing with it. Using the software
projected behind me and singing in binary I said hello
and described myself as a signal in a noisy channel.
Through some laughter within the audience it was clear
that after producing several letters that there was some
understanding of what I was doing. It was also clear that
mistakes I made and my ability to delete them by using a
binary version of back spaces was as engaging to the audience as producing text.
One feature of the system is that the audience represents
the noise within the system. There is always the potential
for people to override the signal I produce. However, per-

I have provided some background to the idea of exploring
the structure of high speed data transmission by developing technology that allows it to be slowed down and performed within the realm of human performed music. I
have provided a brief background to listening to information and have given examples of how learning other
styles of improvised music could be beneficial in attempting to communicate with computers in their native binary
language.
There are many possible directions for this work to be
taken forward. First would be to make the system robust
enough and simple enough to use to allow other musicians from a wide range of backgrounds to explore it.
This would allow further exploration of the musical potential of these unusual patterns to take place.
The approach taken in this research could of course be
developed to incorporate a much wider range of data
transmission protocols and multiple performers. This
would allow the enormous complexity and diversity of
digital communication systems. Increases in complexity
would be likely to have a negative impact on an audience’s ability to understand what is happening in the
work and would be no doubt harder for musicians to perform. However as described earlier there are plenty of instances in musical history where dense complexity has
been favoured over simplification.
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ABSTRACT
This paper describes the publication of a musical structure analysis database and a tool for manually generating
time-span trees on the basis of the generative theory of
tonal music (GTTM). We previously analyzed 300 pieces
of music with the analysis database and the analysis editor on the basis of the GTTM. However, the length of
each piece was about eight bars (which is short), and the
conventional analysis editor did not work for pieces of
music with a large number of bars and notes, which thus
took a lot of time to manually edit. Therefore, we developed a tool for manually generating time-span tree analyses for the GTTM that can manipulate a piece of music
with a large number of bars and notes. Four musicologists
developed an analysis database of 50 musical pieces of
32 bars in length by using the manual generation tool.
The experimental results show that the average editing
time with the time-span tree generation tool is shorter
than that with the previous tool.

1. INTRODUCTION
For over 15 years, we have been implementing music
analyzers on the basis of the generative theory of tonal
music (GTTM), which was proposed by Lerdahl and
Jackendoff [1–5]. The GTTM is composed of four modules, each of which assigns a separate structural description to a listener’s understanding of a piece of music. The
GTTM outputs a grouping structure, a metrical structure,
a time-span tree, and a prolongational tree (Fig. 1).
The grouping structure is intended to formalize the
intuitive belief that tonal music is organized into groups
that com-prise subgroups. The metrical structure presents
the rhythmical hierarchy of the musical piece by identifying the position of strong beats at the levels of quarter
notes, half notes, one measure, two measures, four
measures, and so on. The time-span tree is a binary tree
and has a hierarchical structure presenting the relative
structural importance of notes that differentiate the essential parts of the melody from the ornamentation. The prolongational tree is a binary tree that expresses the structure of tension and relaxation in a piece of music.
The time-span tree obtained as a result of GTTM analysis is used for melody morphing [6], melody prediction
[7], and music summarization [8]. Therefore, we have
developed a manual editor for the GTTM and have analyzed and released 300 pieces of analyzed data [9].

Prolongation tree

Time-span tree

Metrical structure
Grouping structure
Local grouping boundary

Figure 1. Grouping structure, metrical structure, timespan tree, and prolongational tree.
The previous database and analysis editor for timespan trees was limited, that is, the length of each piece of
music in the previous database was restricted to around
eight bars because it was difficult for the analysis editor
to manipulate a piece with a large number of bars and
notes. The shortness of each piece in the GTTM database
causes problems. For example, learning-based analyzers,
such as the σGTTM [4] or deepGTTM [5], only learn
with the data from eight bars of music, and the analysis
performance for pieces with more than eight bars suddenly worsens. As another example, we could not verify the
melody morphing method with a musical piece of more
than eight bars.
To solve the problems with the previous editor, we
developed a manual time-span tree generation tool that
supports a piece with a large number of bars and notes.
The experimental results show that the average editing
time with the time-span tree generation tool is shorter
than that with the previous tool. By using the generation
tool, four musicologists created 50 time-span trees for
pieces of music with 32 bars over the course of half a
year.
This paper is organized as follows: Section 2 describes
related work, Section 3 discusses the problems of the
previous time-span tree editor, Sections 4 and 5 describe
an generation tool for editing time-span trees and the
GTTM database. Section 6 describes the experimental
results and Section 7 concludes with a summary and an
overview of future work.
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2. RELATED WORK
Databases for music research have been created for various purposes [10–16]. The Real World Computing
(RWC) Mu-sic Database is a copyright-cleared music
database that contains the audio signals and corresponding standard MIDI files for 315 musical pieces [10, 11].
The Repertoire International des Sources Musicales
(RISM), an international non-profit organization with the
aim of comprehensively documenting extant musical
sources from around the world, provides an online catalogue containing over 850,000 records, mostly for music
manuscripts [12, 13]. The Variations 3 project provides
online access to streaming audio and scanned score images for the music community with a flexible access control
framework [14, 15]. The Essen folk song collection is a
database for folk-music research that contains score data
on 20,000 songs, along with phrase segmentation information, and also provides software for processing the
data [16]. However, these research music databases [10–
16] did not include deep musical structures like time-span
trees.
We previously proposed GroupingXML, MetricalXML, TimespanXML, and ProlongationalXML for
expressing deep musical structures, and we developed a
manual editor for generating the structures [2, 9, 17] (Fig.
2). However, the manual editor for time-span trees had
the following problems:
 It was difficult for the editor to use a piece of music
of more than eight bars.
 Inputting the data of the structures needed a lot of
time in proportion to the exponent of the number of
notes.
 The editor could not handle cadences.
Therefore, we have developed a tool for manually
generating time-span trees, which makes it possible to
deal with longer pieces of music and input structures in a
shorter amount of time, even for pieces of music with a
large number of notes. In addition, we have defined and
indicated the position of cadences in the analysis data of
the TimespanXML.
Metrical Structure
Grouping Structure
Piano roll score

3. PROBLEMS OF PREVIOUS TIMESPAN TREE MANUAL EDITOR
Analysis of a time-span tree requires a lot of time, and,
although the analysis time was shortened with the previous analysis editor, there were still the following problems:
 The score display was a piano roll. Figure 2 shows
the previous analysis editor for manual editing,
which was difficult for musicologists to understand
intuitively because the score display was a piano roll.
To solve this problem, in our new manual generation tool, described in Section 4.1, the score display
was changed to a staff score so that chord progression was easy for musicologists to grasp.
 It was difficult to manipulate a piece of music with a
large number of bars and notes. When the number of
bars in a piece increased, the width of the notes on
the piano roll became narrower, which made it difficult to understand each note’s value (Fig. 3 a).
When the number of notes in a piece increased, the
number of branches in the time-span tree increased.
Therefore, it was difficult for us to visually distinguish between an essential stem and an orna-mented
branch in the time-span trees because stems and
branches from the stems were mostly straight lines
(Fig. 3 b).
To solve these problems, as shown in Section 4.2,
we implemented the generation tool on a tablet device, which en-abled us to zoom in and out to visually understand the notes’ values and the numbers of
stems and branches.
(a) Note values on piano roll score

Time-span tree
(b) Stems and branches

Prolongation tree

Figure 3. Difficulty of manipulating musical piece with
large number of bars and notes.


Figure 2. Previous editor with piano roll score.

Top-down way of editing: In the first stage of timespan tree analysis, musicologists make a local tree
from the bottom up by using the results of the
grouping and metrical structure analyses. In our
previous editor for manual editing, all linked timespan trees were given in advance and edited so that
they became the target tree structure. Figure 4 shows
the previous editor; the position where the selected
branch can be connected is highlighted in the timespan tree. Thus, if we moved the branch to the target
position, the branch would become highlighted and
then connect to the desired position.
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4.3 Tree generation in bottom-up manner
Target position

Selected branch
Figure 4. Highlighting the position that can connect the
selecting branch in the previous editor for editing timespan tree.
The biggest problem with this method was that it
was not possible to do a single action regarding the
simplest and most frequently performed operations,
such as swapping the parent and child of a branch.
For example, when we changed a time-span tree, as
shown in Figs. 5 a–c, the structure could not be directly changed because the time-span tree could be
made once Fig. 5 b. The method for editing the
time-span tree from the bottom up is described in
Section 4.3.

(a)

(c)

(b)

By simply placing a handle on another handle, a tree
structure can be generated in a way that the original handle becomes a sub branch and the handle that was placed
on top becomes the stem (main branch) (Fig. 6 b). After
combining a stem and a branch, it is possible to move
only the stem's handle. That is, the handle of the branch
cannot be independently moved, and it will move following the movement of the stem. By clicking on and holding down the handle of the combined sub branch for a
long time, a menu comes up that gives the option of separating them again.
4.4 Cadential retention
In the time-span analysis of the GTTM, the positions of
the cadences in the time-span trees are indicated with an
egg shape. However, the manual editor did not have such
a display function. The cadence was retained from the
third beat of the eighth bar in Fig. 6 c to the end of the
piece.
(a) Initial state after loading MusicXML

Step 2
Step 1

(b) Tree generation in bottom-up manner
Figure 5. Manipulating time-span tree using previous
editor.

4. TIME-SPAN TREE GENERATION
TOOL
This section describes the four kinds of tool feature for
manually generating time-span trees. The tool is datacompatible with the GTTM editor when using the MusicXML and the TimespanXML.

(c) Time-span tree with cadential retention

Cadential retention

4.1 Display staff notation on tablet
The tool for manually generating time-span trees loads
the MusicXML and displays it in staves (Fig. 6). By
zooming the tablet screen in and out, you can check both
the entire piece of music and individual sections. This
makes it easy to operate, even when the entire piece is
long or when there are many notes.
4.2 Handles for tree operation
Since it is difficult to touch and select single notes or
branches with one’s fingertip, we added circular handles
to them. Handles were attached to all notes except for
rests and grace notes. After loading the MusicXML , the
handles are seen directly above the notes (Fig. 6 a). The
heights of the handles are automatically separated because if two handles are very close to each other, it may
not be possible to select the desired handle.

Figure 6. Screenshot of manual time-span tree generation
tool.

5. GTTM DATABASE
Although we attempted to analyze polyphonic music, we
restricted the target analysis data to monophonic music in
the GTTM database because several rules in the theory
allow only monophony.
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5.1 XML-based data structure
We used an XML format for all analysis data. MusicXML [18] was chosen as the primary input format
because it pro-vides a common ‘interlingua’ for music
notation, analysis, retrieval, and other applications. We
designed
GroupingXML,
MetricalXML,
and
TimespanXML to express each structure. We also designed HarmonicXML to express chord progres-sions.
The XML format is suitable for expressing the hierarchical grouping structures, metrical structures, and timespan trees.
5.2 Score data
We collected 50 32-bar-long monophonic pieces of classical music that include notes, rests, slurs, accents, and
articula-tions entered manually with music notation software called Finale [19]. We exported the MusicXML by
using a plugin called Dolet. The 50 whole pieces and the
32 bars were selected by a musicologist (see appendix).
5.3 Analysis data
We asked four musicologists to manually analyze the
score data by faithfully using the GTTM. The time-span
tree editor was used for analyzing grouping and metrical
structures, and the time-span tree generating tool was
used for analyzing time-span trees. The musicologists
also analyzed the chord progressions. Three other experts
then crosschecked the manually produced results.

6. EXPERIMENTAL RESULTS
We compared the time taken to input information into a
time-span tree with the developed generation tool and the
previous editor. We asked three subjects who were music
beginners that had never used the time-span tree editor or
the generation tool before to create time-span trees with
the programs over the course of one hour each. The subjects input the desired information while looking at a
handwritten time-span tree on a printed staff score.
We prepared five pieces of music which were presented in a random order. There were a total of 10 trials
with the previous editor and the new generating tool for
creating time-span trees for these pieces, and the time for
each trial was recorded. Between the trials, the subjects
took a five-minute rest.
6.1 Construction of time-span trees from the starting
state
When the time-span tree generation tool first starts up, no
branches are connected (Fig. 6 a). On the other hand, in
the beginning state of the time-span tree editor, each note
is connected to a previous note as a branch (Fig. 7 a).
The trial results showed that the time for making
time-span trees was shorter when using the generation
tool for all pieces of music (Tab. 1). This is because the

time-span tree editor requires a long time to swap parent
and child branches.
6.2 Editing the output of the time-span tree analyzer
The start-up state was different between the editor and
generation tool (see Section 5.1). In this section, we compare the time for editing time-span trees between the editor and the generation tool.
There is a time-span tree analyzer in the automatic
time-span tree analyzer (ATTA) [2, 3] that has 13 adjustable parameters. The performance of the time-span tree
analyzers is different depending on the adjustable parameters. It took us an average of about 10 minutes per musical piece to find plausible tuning for the set of parameters.
Table 2 shows the F-measures of the time-span tree analyzer for each piece. The F-measure is given by the
weighted harmonic mean of Precision P and Recall R.
We used the tree structure output by the ATTA as a starting state in this section.
The results show that the average editing time with the
generation tool is shorter than that with the editor. However, the editor can edit faster than the generation tool in
pieces with high F-measures, such as Moments Musicaux.
This is because, in a piece with a high F-measure, there
are few times in which switching between the stems and
branches is necessary and, as a result, it is possible to
quickly edit with the editor. Conversely, the generation
tool requires a long time for switching between them because we need to join them again after disconnecting a
branch with all the operations of the time-span tree.
Previous
editor [s]
589
737
906
985
923
757

1. Moments Musicaux
2. Wiegenlied
3. Traumerei
4. An die Freude
5. Barcarolle

Average (five pieces)

Developed
generation
tool [s]
361
390
513
588
521
474

Table 1. Construction of time-span tree from the starting
state.
Previous
editor [s]
1. Moments Musicaux
2. Wiegenlied
3. Traumerei
4. An die Freude
5. Barcarolle

Average (five pieces)

124
524
758
645
345
479

Developed
generation
tool [s]
261
567
524
456
248
411

Fmeas
ure
0.84
0.69
0.63
0.48
0.60

Table 2. Editing the output of the time-span tree analyzer.

SMC2018 - 465

7. CONCLUSION
We have described the manual time-span tree generation
tool and the GTTM Database. The main contributions of
the study in this paper are as follows:






Development of a staff-based tool.
There have so far been only piano roll-based manual
editing tools, musicologists’ analyzed music written
by hand onto the staves of printed paper because
they required the staff for analysis. By developing a
tool for manually generating time-span trees, trial
and error became possible with the tool, which eliminated the need to print out sheet music.
Time-span tree generation in bottom-up manner.
Since the time-span tree generation tool generates
trees from the bottom up, we have been able to significantly shorten the editing time compared with
conventional editing tools. Furthermore, with the
zoom function, one can easily grasp the entire piece
or individual sections of long pieces of music.
Development of the GTTM database with pieces
around 32 bars.
Since the data analyzed so far was for eight-bar extracts of music, it was a big restriction when making
a learning-based analysis system or creating a system using time-span trees. Because the length was
increased to 32 bars, it is expected that the performance of the analysis system will improve and that
the applied system for time-span trees will expand.

Since we hope to contribute to the research of music
analysis, we will publicize our generation tool a dataset
of a fifty pairs of a score and musicologists’ analysis results on our website:

[5]

[6]

[7]

[8]

[9]

[10]

[11]

[12]

http://gttm.jp/
We plan to analyze pieces other than classical pieces,
such as jazz, in the future.

[13]
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9. APPENDIX
List of musical piecesname and composer and bars that were used for analysis.
Name of Piece
1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20
21
22
23
24
25
26
27
28
29
30
31
32
33
34
35
36
37
38
39
40
41
42
43
44
45
46
47
48
49
50

Symphony No. 40 in G minor KV.550 1st mov.
Piano Concerto No. 3 in D minor 1st mov.
Cavalleria Rusticana "Intermezzo sinfonico"
Impromptus Op. 142, D. 935 No. 2 in A-flat major
String Quartet No. 4 Op. 18–4 in C minor
6 Pieces Op. 118 No. 2 "Intermezzo"
Myrtle of flower Op. 25 No. 1 "Dedication"
Scenes from Childhood Op. 15 No. 1 "Of Foreign Lands and Peoples"
Cello Sonata Op. 38 No. 1 1st mov.
4 Impromptus Op. 90 D. 899 No. 2 in E-flat major
Violin Sonata 1st mov.
The carnival of the animals No. 13 "The Swan"
Slavonic Dances 2 Op. 72 No. 2
Symphony No. 9 Op. 95 4th mov.
L’arlesienne 1st Suite No. 4 "Carillon"
Piano Trio No. 7 Op. 97 "Archduke" 3rd mov.
Symphony No. 9 Op. 95 2nd mov.
Serenade Lyrique
String Quartet Op. 18 No. 4 4th mov.
String Quartet Op. 64 No. 5 "Lark" 2nd mov.
Piano Sonata No. 16 in C major K. 545 1st mov.
Album for the Young Op. 68 No. 10 "Happy Farmer"
The Blue Danube Op. 314
The Nutcracker Suite Op. 71a No. 3 "Waltz of the Flowers"
9 Preludes Op. 1 No. 3
Myrtle of flower Op. 25 No. 7 "The Lotus-Flower"
Piano Quintet Op. 44 1st mov.
Four Impromptus D. 935 No. 3 "Ballade"
Piano Sonata No. 2 Op. 35
Swan Lake Op. 20a "Dance of the little swans"
The Seasons Op. 37a No. 10 "October-Autumn Song"
The Seasons Op. 37a No. 11 "November-Troika"
Don Quixote "Grand pas de deux"
The Corsair "Variation"
O holy night
2 Melodies Op. 4 "Lydia"
Scenes from Childhood Op. 15 No. 2 "A strange story"
My old Kentucky home, good-night
Old Folks at Home
Piano Sonata No. 16 in C major K. 545 2nd mov.
Piano Sonata No. 16 in C major K. 545 3rd mov.
Piano Sonata No. 12 in F major K. 332 1st mov.
String Quartet Op. 3 No. 5 in F major 2nd mov.
Divertimento Hob. II–46 in B-flat major 2nd mov.
String Quartet No. 1 Op. 11 in D major 2nd mov.
La Gioconda "Dance of Hours"
6 Ecossaises No. 1 WoO. 83
25 Studies Op. 100 "Barcarolle"
Serenade No. 13 in G major K. 525 "Eine kleine Nachtmusik" 2nd mov.
Serenade for Strings in C major Op. 48 2nd mov. "Waltz"

Composer

Mozart
Rachmaninoff
Mascagni
Schubert
Beethoven
Brahms
Schumann
Schumann
Brahms
Schubert
Franck
Saint Saens
Dvořák
Dvořák
Bizet
Beethoven
Dvořák
Elgar
Beethoven
Haydn
Mozart
Schumann
J. Strauss II
Tchaikovsky
Szymanowski
Schumann
Schumann
Brahms
Chopin
Tchaikovsky
Tchaikovsky
Tchaikovsky
Minkus
Adam
Adam
Faure
Schumann
Foster
Foster
Mozart
Mozart
Mozart
Haydn
Haydn
Tchaikovsky
Ponchielli
Beethoven
Burgmüller
Mozart
Tschaikovsky

Bar

1–42
3–27
1–35
1–46
1–25
1–48
2–40
1–22
1–33
1–52
2–37
2–27
1–32
10–43
5–48
1–28
7–42
38–69
1–34
1–34
1–28
1–20
1–32
38–69
1–25
2–27
1–26
1–32
9–40
1–32
1–49
1–27
1–48
5–52
2–27
3–37
1–20
1–24
1–24
1–32
1–28
1–40
1–33
1–29
1–49
1–16
1–32
13–47
1–39
1–30

Measures

42
25
35
46
25
48
39
22
33
52
36
26
32
34
44
28
36
32
34
34
28
20
32
32
25
26
26
32
32
32
49
27
48
48
26
35
20
24
24
32
28
40
33
29
49
16
32
35
39
42
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CTCOMPOSER: A MUSIC COMPOSITION INTERFACE CONSIDERING INTRA-COMPOSER CONSISTENCY AND MUSICAL TYPICALITY
Hiromi Nakamura Tomoyasu Nakano Satoru Fukayama Masataka Goto
National Institute of Advanced Industrial Science and Technology (AIST)
{hiromi.nakamura, t.nakano, s.fukayama, m.goto}@aist.go.jp

ABSTRACT
This paper proposes a music composition interface that
visualizes intra-composer consistency and musical typicality in order to support composers' decisions about their
new pieces' style while keeping them aware of the selfexpression balance between keeping their own composition style and breaking out of it. While there are many
composition support systems that focus on generating or
suggesting specific musical elements (e.g., melody or
chord), our proposed interface feeds back the user’s composition consistency and typicality to help users understand their own balance and how other composers tended
to maintain some self-expression balances. To estimate
the consistency and the typicality, we focused on monophonic melody (i.e., note sequence) as a musical element
and modeled it by using a Bayesian topic n-gram model
called the hierarchical Pitman-Yor topic model (HPYTM).
By using proposed interface, named CTcomposer, the
user can get comprehensive views of previous pieces by
checking scatter plots of their consistency and typicality
values. This interface also continuously updates and visualizes the consistency and typicality along the user input
musical notes so that a piece the user is composing can be
compared with previous pieces. The user can also raise or
lower the consistency and typicality values as desired.

1. INTRODUCTION
Since the composition of music requires specialized skills,
there are many studies on composition support and automatic composition. Such research has focused on the automatic generation and suggestion of musical elements
that can be used to create a musical piece based on the
composer’s style. Indeed, researchers have mentioned
that “composers invest in each of their works a combination of new and inherited materials” [1] and “many composers create music precisely by imitating a given style to
which they add their own constraints” [2]. When composers starting to work on a new piece, they may often
have two workflows. First, they consider how they position their new piece in relation to their past pieces and
pieces by other composers. Second, they consider how to
Copyright: © 2018 Hiromi Nakamura et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.

High

Low

Intra-composer consistency
Pros: Leads to the enhancement of personality
Cons: Seems to result in
similar pieces
Pros: Leads to a new challenge for composers
Cons: Difficult to utilize a
composer’s musical experience

Musical typicality
Pros: Pieces have high musical
validity
Cons: Pieces lie buried among
numerous others
Pros: Pieces seem novel to
both composer and listener
Cons: Pieces tend to become
atypical of a musical genre

Table 1. Properties of consistency and typicality.

Consistency:
High
Consistency:
Low

Typicality: High

Typicality: Low

Expression/style acceptable to
the publis and the composer
New expression/style for the
composer

Strong
personality
Novel
expression/style

Table 2. Properties of musical pieces based on the interaction
between consistency and typicality.

choose each musical note to meet with the concept and
policy of their new piece.
The goal of our research is to support these workflows
by visualizing the position of a new piece and suggesting
musical notes. We achieve this goal by leveraging music
information retrieval (MIR) techniques that make it possible to analyze composers’ past pieces. The first contribution of this work is to propose the concepts of intracomposer consistency and musical typicality in order to
support composers’ decision in the workflows. The second contribution is to propose a composition support interface, named CTcomposer, that visualizes the above
consistency and typicality and suggests musical notes that
enable composers to control the visualized consistency
and typicality values as desired (Figure 1).
We define the intra-composer consistency as the consistency among musical pieces by the same composer. It
becomes high if a composer composes a piece that is similar to the composer’s past pieces. The consistency value
can be calculated by comparing the piece being composed with a set of the composer’s past pieces. This comparison calculates how much the piece and the set of the
pieces share common elements (e.g., keys, phrases, and
rhythm patterns).
On the other hand, we define the musical typicality as
the similarity between a musical piece and a set of musical pieces by all composers in a collection. It becomes
high if a composer composes a piece that is similar to
many other composers’ pieces. A high typicality value
indicates that the piece being composed tends to include
expressions that are established in the collection.
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Policy determination support (PDS)
Analysis support

for understanding past pieces

Decision support

for setting the goal for a new piece

Comprehension support

by continuous feedback

: Consistency and typicality goals (decided by user)
: Realtime consistency and typicality of user’ s input

Typicality

User’s input

Creative support (CS)
Suggesting notes that help achieve
: Updated consistency and typicality values
when user takes these suggestions

Consistency

Figure 1. Overview of CTcomposer.
Table 1 summarizes pros and cons of this consistency
and typicality. The disadvantages of each of them can be
compensated by the advantages of other. If composers
want to compose a low-consistency piece that they have
not yet composed in a similar style, for example, they
have to use musical expressions in a style new to them.
This, however, was not easy because they could not use
their past experiences. To support such a situation, hightypicality (i.e., musically acceptable) expressions can be
suggested. The above compensation can be achieved by
the interaction between the consistency and typicality as
shown in Table 2. This interaction helps composers decide the position of a new piece since they can utilize the
visualized consistency and typicality as if they were
thinking ‘Since I want to try a new style, I will try to
make the consistency value lower than that of the previous piece.’ It is, however, not easy for composers to be
aware of the consistency and typicality in composing
music because they cannot listen to or memorize all the
musical pieces composed by them or other composers.
The CTcomposer interface therefore enables composers
to leverage the interaction between the consistency and
typicality, with a focus on the composition of monophonic melody sequences of classical vocal music. A user of
CTcomposer can easily control the consistency and typicality of their composition by choosing from the suggested note candidates having various consistency/typicality
values while looking at their visualized values. The consistency and typicality values are calculated by an n-gram
based probabilistic generative model of the monophonic

melody sequences by using state-of-the-art typicality estimation methods [3,4]. Since those methods focused on
five musical elements (vocal timbre, musical timbre,
rhythm, chord progression, and lyrics), to the best of our
knowledge, this is the first work that applies the methods
to the melody and shows their usefulness in supporting
composition.

2. RELATED WORK
Many researchers have proposed methods/interfaces for
supporting composers’ creative practice. In this section,
we introduce work on research related to composition
interfaces that consider the style of the composer, automatic generation and support systems, and visual interfaces that provide comprehensive information about the
content-creation process.
2.1 Automatic generation system based on a composer’s style
FlowComposer [2] and the system proposed by Cope [5]
consider the style of composers’ past pieces and pieces
by other composers. The idea that ‘composers invest in
each of their works a combination of new and inherent
materials’ [1] is also similar to the idea underlying our
proposal. CTcomposer has similarities to these systems,
but they generate only high-consistency elements automatically. CTcomposer allows users to decide whether or
not they set high consistency as a goal and suggests both
high-consistency and low-consistency musical notes.
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Typicality

click the corresponding point
on the scatter plot

User’ s past pieces

(appear with clicking)

Consistency

Figure 2. Melody preview of past pieces.
2.2 Interactive composition support system based on
automatic generation and analysis
Automatic systems for composition utilized some models
like probabilistic generative models, not only creating
new pieces automatically but also helping the user’s
composition. OrpheusBB is an interactive composition
system for creating melodies and arrangements while
considering the musical consistency of the melody and
the chord progression. [6]. This system generates chords
and melodies based on lyrics and prosody. Users can edit
the melodies and chords the system generates if they find
something they do not prefer.
Shirai et al. proposed methods for generating melodies
by using a variable-order Pitman-Yor language model
(VPYLM) and using lyrics and chords progression as
restrictions [7]. Spiliopoulou et al. utilized a topic model
for generating both rich temporal structure and the complex statistical dependency [8]. Kitahara et al. utilized a
hidden Markov models (HMM) for editing loop music,
and their interface allows users to input climax tendency
and edit musical contracture [9]. Lunanote also suggests
the next musical notes and chords. It is a system focused
on suggesting musical notes and chords in real time [10].
CTcomposer can be regarded as an interactive composition support system, and we also utilize a topic n-gram
model for generating melodies. But those systems have
tended to support particular points of a current piece,
such as musical notes, chords, and phrases. In contrast,
interface of CTcomposer is focused on the composer consistency of not only the current piece but also the user’s
past pieces.
2.3 Comprehensive interfaces for helping a user’s
creative practice
In the area of Human-Computer Interaction, several researchers have proposed systems that provide information
in a way that helps give the user a broad perspective (like

a plot does) and that helps specific workflows, like writing and editing. SidePoint presents information and pictures related to the presentation at the side of the main
slide so that users can prepare presentation slides effectively [11]. Miyashita et al. examined what kinds of suggestions are effective during visual design and when
these suggestions are effective [12]. Representational
talkback is a concept that helps people get from thinking
about what they should write to actually writing something [13].
Shneiderman [14] classified creative activities into the
following four phases:
(1) Collect: learn from previous works stored in libraries, the Web, etc.
(2) Relate: consult with peers and mentors at early,
middle, and late stages
(3) Create: explore, compose, and evaluate possible
solutions
(4) Donate: disseminate the results and contribute
to the libraries
The interface we propose can help in the Collect and
Relate phases by calculating consistency and typicality
with regard to past pieces and can help in the Create
phase by suggesting musical notes.

3. CTCOMPOSER
The interface we propose here provides support in analyzing past pieces and suggests melodies. The analysis
and suggestions are based on consistency and typicality.
3.1 Interface
CTcomposer has two main functions: policy determination support (PDS), and creative suggestion (CS). PDS
provides three kinds of support: analysis support for understanding past piece, decision support for setting goals,
and comprehension support giving continuous feedback
on consistency and typicality.
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Generate suggestions of notes
Calculate updated consistency and typicality
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Figure 3. System flow with user’s input.
CS also provides melody suggestion based on a probabilistic generative model and visualizes the consistency
and typicality values based on the melody. These values
are produced by combing the user’s input and generated
melodies and are updated continuously.
The user interface of CTcomposer thus consists of a
visualization unit and note input unit. The visualization
unit includes a control panel and scatter plot for checking
consistency and typicality values. We designed the note
input unit in the ‘piano roll’ style because CTcomposer
supports melody composition. This unit is also used as a
feedback area for the generated melody.
3.2 Scenario
Before the users start composing, they can input past
pieces into CTcomposer and check the consistency and
typicality scatter plot displayed in the lower right area of
the interface (see Fig. 1, yellow rectangle). The X-axis
represents the consistency value of each song, and the Yaxis represents the typicality value. Users can check the
melody of a song by clicking the corresponding point on
the scatter plot. The selected melody note is displayed on
the piano roll (Figure 2).
Users can check the distribution of consistency and
typicality of their past pieces and can consider the
consistency and typicality goals of the piece they will
compose. If their pieces tend to have high consistency,
for example, they can try to compose pieces less
consistent than their past pieces. The interface allows the
user to set a goal by clicking on the scatter plot, and it
visualizes as a gray double circle icon.
This current consistency and typicality are calculated
from the first note of the inputted piece to the last. Model

of the user’s input is compared with a consistency model,
which is all of the user’s past pieces, and a typicality
model consisting of many composers’ past pieces. By
checking the position and movement of the black star
icon, users can compose while confirming that their input
affects their pieces in the ways that they expect.
In addition, CTcomposer has a function visualizing the
musical notes predicted from a probabilistic generative
model because sometimes it may be hard to create
phrases that can approach the target even if the user can
perceive the gap between the target value and the current
value. This function works automatically when a user
inputs several musical notes into the piano roll user interface. Following the user’s input, five melodies are generated and overlaid onto the piano roll with different colors.
CTcomposer also calculates updated consistency and
typicality, and these values are displayed on the scatter
plot as colored crosses (Figure 3). The user can decide
which suggestions they will choose by referring to both
melody favorability and the suggestions’ abilities to fill
the gap. Of course, the user can input the next note
without following suggestions. In this case, the current
typicality and consistency are updated according to the
user’s input.
3.3 Calculation method
CTcomposer suggests generated melodies based on the
user’s melody by using a Bayesian topic n-gram model
(HPYTM) [15]. In this section, we introduce methods of
computing the consistency and typicality and generating
suggestions of musical notes by using probabilistic
models and topic distribution.
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3.3.1 Computing the consistency and typicality
We calculate consistency and typicality by comparing
models of one song (including the user’s work in progress) with a model of song set. As in our previous method [3,4], we compute the consistency and typicality of a
song as compared to a set of other songs. We use the user’s song set for calculating consistency and use a set
containing the songs of many composers for calculating
typicality.
Here we use HPYTM to calculate a topic distribution of
each song [15] and train a probabilistic model that can
compute the consistency and the typicality [3]. After we
get probabilistic models for the song and song sets, we
calculate the distance from the song’s model and the song
set’s model [3] (Figure 4). We use as a melodic feature a
sequence of MIDI note numbers. Since the model is
trained without using note durations or onset intervals,
such information is not included.
3.3.2 The suggestion of musical notes by HPYTM
As described earlier in this paper, CTcomposer suggests
musical notes for supporting a user’s composition. These
notes are generated by a probabilistic model considering
topic distribution we calculated using song set. We generate these musical notes on the basis of the conditional
probability distribution p(x|h) (x: note number, h: context,
h= xt-∞ … xt-2, xt-1) because this distribution can consider
previous notes through the generative process (Figure 5).
CTcomposer generates five suggestions for getting variations of updated consistency and typicality to reach the
user’s goal consistency/typicality. Usually, generated
melodies tend to include more high-probability candidates than low-probability candidates. This influences the
consistency value of the song being composed. Hence,
we set 6 patterns of suggestions of musical notes by using
a generative probability model from which the top candidates were eliminated one by one.
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Figure 5. Generating melodies based on the dataset.
Our system varies updated consistency and typicality
by changing the number of high-probability candidates
eliminated.
This helps users decides which suggestions to select because they can consider how they design whole songs and
phrases: If they want to compose high-consistency piece,
they select suggested melodies that generated all of the
rankings, and they also choose melodies generated by
low-probability sets in some parts for increasing and decreasing the consistency and typicality values in specific
parts of the pieces they compose.

4. EXPERIMENT
CTcomposer provides suggestions based on probabilistic models for supporting the user’s composition. We
generated some kinds of suggestions by eliminating highprobability candidates (Figure 5). In this section, we examine whether we provide various updated consistency
values by generating musical notes based on our method.
In this experiment, which was done as a simulation in
which the users submitted their past pieces, we inputted
as a song set existing songs of classical composers. All of
the datasets were vocal songs in the classical genre, and
in the experiment, we used 53 songs that were composed
by Brahms (17 songs, 1851 total musical notes), Mozart
(16 songs, 3873 total musical notes), and Schubert (21
songs, 5118 total musical notes). We extracted melody
musical notes from these songs’ standard MIDI files. We
calculated consistencies in a supposed case in which the
user accepted each generated musical note and plotted as
transitions of consistencies values. An experimental approach using this kind of user behavior simulation has
been used in previous studies [17,18].
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Figure 6. Experimental procedure of 4.1.2.
4.1 Datasets and experimental procedure
We used 17 Brahms songs as a dataset and trained a generative probabilistic model, generated suggestions of musical notes and calculated updated consistency by using
the HPYTM. The number of topics was set to 5, and the
model parameters of the HPYTM were trained by using
the token-based Gibbs sampler [15] with 1000 iterations.
We generated 1000 musical notes and calculated consistency each time 10 musical notes were added.

sistency and using 16 Mozart songs as the dataset for
generating the suggested musical notes.
4.2 Results
Figure 7 and 8 are line graphs representing transitions of
consistency values when the user continues accepting the
system’s suggestion of musical notes. The horizontal axis
represents the number of musical notes added, and vertical axis represents the consistency of the piece. Below we
describe the results of three experiments.

4.1.1 Experiment 1: Comparing updated consistency with
the changing number of candidates eliminated from ranking
As described earlier in this paper, CTcomposer proposes
several suggestions which have different updated consistency values by eliminating high-probability candidates (Figure 5). In the suggestions of musical notes
based on the conditional probability distribution, we set 6
patterns of suggestions of musical notes by using a generative probability model from which the top candidates
were eliminated one by one.

4.2.1 Result 1: Comparing updated consistency with the
changing number of candidates eliminated from ranking
The top of Figure 7 shows the transition of consistency
value when the simulated user keeps choosing our suggestion of musical notes. We found that we can get variations of consistency value after about 200 musical notes
added, by adjusting elimination strategy (see the top of
Fig 7, gray line). In addition, the consistency values of
some melodies generated by eliminating the 1st to 6th
highest probability candidates were lower than the value
generated from the top 7 candidates.

4.1.2 Experiment 2: Comparing updated consistency with
the changing topic distribution
We also presumed that consistency of generated musical
notes will become different when we use topic distributions of specific songs; for example, the topic distribution
of groups containing high-consistency songs generates
more high-consistency suggestions of musical notes than
does the topic distribution of groups containing lowconsistency songs. Hence, we generated 6 patterns of
suggestions of musical notes by each 4 different topic
distributions. We got 4 different topic distributions by
dividing Brahms songs into 4 groups, in accordance with
the ranking of consistency value of these songs (Figure 6).

4.2.2 Result 2. Comparing updated consistency with
changing the topic distribution
The graph in the middle of Figure 7 shows the consistency values when we simulated a user who on accepting our
suggestions method. The suggestions of musical notes
were generated using the topic distribution which calculated 4 Brahms songs that had high consistency values.
The result shows that the consistency values that were
generated from the topic distribution of highestconsistency song set and used all sets of notes in the
high-probability ranking had higher consistency values
than those generated using topic distribution calculated
by all songs and. On the other hand, as seen in the bottom
of Figure 7, the consistency values generated using the
topic distribution which calculated low-consistency song
set had narrower ranges of values those generated using
all the songs.

4.1.3 Experiment 3: Calculating updated consistency by
using suggestions of musical notes generated from another composer’s probabilistic models and topic distribution
As following our hypothesis (if our method works well),
probabilistic models and topic distribution may differ
between composers, so it will not work well for increasing/decreasing updated values. Hence, we calculated the
updated consistency value which is calculated by using
musical notes generated with another composer’s models
and distribution for justify our method. We calculated
this transition using 17 Brahms songs to calculate con-

4.2.3 Result. 3 Calculating updated consistency by using
the suggestion of musical notes generated from another
composer’s models and topic distribution
Figure 8 shows the transition of consistency value when
the simulated user keeps choosing our suggested musical
notes when the suggestions which were generated by using another composer’s model and topic distribution.
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Figure 8. Results of experiment 3: Consistency
transition calculated using suggestions of musical notes generated from another composer’s
d
4.3 Discussion
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Figure 7. Consistency transition when the user accepted the conditional probability suggestions of musical
notes. Top: results of experiment 1 using 16 Brahms
songs. Middle: results of experiment 2 using topic distribution calculated by 4 high-consistency Brahms
songs. Bottom: results of experiment 2 using topic distributions calculated by 4 low-consistency Brahms
songs.
Each value of consistency increased in the first 10 notes.
However, consistency values of each suggestion were not
correlated with the number of eliminated candidates.

As a result of our three experiments, we got three
knowledge outcomes for the suggestions of musical notes.
Firstly, we can provide several suggestions of musical
notes which have various ranges of updated consistency
by eliminating high-probability candidates when we generate notes by our model. However, the results show that
we cannot get updated consistencies that are synchronized with the number of eliminated sets before adding
about 200 musical notes. It seems this is impractical for
melody composition because most songs have fewer than
200 musical notes.
Secondly, changing topic distribution for generating a
suggestion of musical notes may solve this problem because most of the updated consistency values were synchronized with the number of eliminated sets before 100
musical notes were added. Furthermore, we found that
musical notes suggested using the topic distribution calculated by 4 high-consistency songs can get richer ranges
of consistency values. This shows that the suggestion
system would work effectively when using topic distribution calculated by selecting several songs of a composer,
especially high-consistency songs because the groups
with low-consistency songs had narrower ranges of values than did the values of all songs.
And lastly, as we presumed, updated consistency for
most of the values was not synchronized with eliminated
sets if we added melodies generated using another composer’s models and topic distribution. However, melodies
that were generated using all of the sets of musical notes
in the ranking by another composer have consistency
values higher than those of other candidates. It cannot be
immediately claimed that we can utilize this result for the
suggestion, but this result suggests we can combine suggestions of musical notes by the users with suggestions of
notes by others by keeping control of the consistency
value.
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5. CONCLUSION
In this paper, we proposed an interface, named CTcomposer, that supports users’ composition with setting goals
based on consistency and typicality. We also proposed
methods for calculating consistency and typicality and
proposed a suggestion method using a generative probability model made using datasets.
In future work we need to, as Papadopoulos mentioned
[19], consider how to prevent unintended plagiarism in
the suggestion system. Our method utilizes previous
works of the user and thus does not cause plagiarism. We
believe the suggestion based on typicality will become
more common when using a melody phrase that is not
specific to an existing work is not considered plagiarism.
However, the current method cannot distinguish whether
or not a phrase used often is actually typical of a composer. This is because method considers only the number of
occurrences of musical notes. We will improve our system’s ability to solve this problem by visualizing who
used the suggestion of musical notes in past pieces and
how many times that person used them.
This paper focused on monophonic melody, but this
technique could be extended to other features and parts of
the composition. In future work we will deal with visualization that shows different kinds of genres in one graph
and a design experience in which the composer and system have a good relationship; composing is not left entirely up to the composer, and composers are encouraged.
In addition, we will get listener feedback we can use for
evaluating whether or not listeners also notice the composer's tendency. We will improve CTcomposer and its
associated methods to encourage various composition
activities.
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ABSTRACT
We present an interactive generative method for bridging
between sound-object composition rooted in Pierre
Schaeffer’s TARTYP taxonomy and transformational
pitch-class composition ingrained in Klumpenhouwer
Networks. We create a quantitative representation of
sound objects within an ordered sound space. We use this
representation to define a probability-based mapping of
pitch classes to sound objects. We demonstrate the implementation of the method in a real-time compositional
process that also utilizes our previous work on a
TARTYP generative grammar tool and an interactive KNetwork tool.

1. INTRODUCTION
For hundreds of years, musical analysis focused almost
exclusively on pitch in the description of musical structures and compositional unity. The appearance of electronic music in the twentieth century shook these foundations, revealing a palette of non-pitch sounds or notentirely-pitch sounds that can play a role in music composition. Following the creative work within this expanded world of sounds came attempts to formalize its theoretical understanding, most notably by Pierre Schaeffer
and his idea of musique concrète (concrete music). Contemporary composers, in particular of compositions for
live performers and electronics, commonly use pitchbased composition alongside sound-based composition.
However, few attempts were made to connect these two
approaches in one unifying musical framework.
This study has evolved from previous studies in which
we introduced two generative compositional tools: the
TARTYP generative grammar tool [1,2] and the interactive K-Network tool [2]. The former is for use within the
domain of sound objects and is based on Pierre
Schaeffer’s TARTYP taxonomy. The latter is for use
within the domain of pitch classes and is based on David
Lewin’s transformation theory and Henry Klumpenhouwer’s networks. Both tools support real-time composition and computer improvisation. Both tools share similar mechanics and computational principles, as they are
both based on traversing through search trees. This similarity put forward the idea of finding a method to bridge
between the two domains of pitch classes and sound objects, to produce a single musical structure and a unified
Copyright: © 2018 Israel Neuman. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

compositional process. While we approach this task from
a generative compositional perspective, we are nevertheless aiming to find a meaningful method consistent with
the analytical context from which it evolves, i.e., transformational theory and the TARTYP.
Transformational theory, a prominent method for analyzing pitch structures in twentieth-century music, is derived from musical set theory, in which the collection of
12 pitch classes is considered to be the pitch space of
music. Klumpenhouwer Networks, a major component of
transformational theory, reside within this ordered space
of 12 pitch classes. The space of electronic music and
concrete music in particular is much less defined. Nevertheless, one may look at Schaeffer’s TARTYP and identify in this taxonomy the potential for defining several
sound spaces based on the table’s division into subcollections of sound objects [1,2]. Klumpenhouwer Networks’ isographic principles are facilitated by the quantitatively comparable characteristics of the ordered elements of the space, i.e., the pitch classes. These characteristics, however, do not easily translate to the textually
defined sound objects of the TARTYP.
In this paper, we first present a method for organizing
sound objects, i.e., concrete sound samples, in ordered
spaces based on quantitative analysis of the sounds’ spectral characteristics. Following the definition of such ordered sound spaces we present a mapping between pitch
classes and sound objects. This mapping uses additional
aspects of quantitative spectral analysis of sounds to determine probability-based relationships between the fixed
pitch-class space and arbitrary collections of sound objects. Since the latter may refer to any size collection of
sounds, our mapping is not 1-to-1 but rather 1-to-many or
many-to-many, depending on the size of the collection.
With this mapping, we can use the pitch-class based interactive K-Network tool to generate musical structures
of sound objects as well as the TARTYP generative
grammar tool to generate musical structures of pitch classes.

2. BACKGROUND
In [3], David Lewin formally introduces the Generalized
Interval Systems (GIS). A GIS is defined by the tuple (S,
IVLS, int) in which S is a space of elements, IVLS is a
group of intervals and int is a function mapping S to IVLS
[3]. In chapters two through four of [3] Lewin provides
multiple examples of GISs describing a variety of musi-

SMC2018 - 476

cal elements and musical material in the pitch, time and
timbre domains. In all of these GISs, the elements in the
spaces S are obtained by a quantifiable process or an underlying formula that makes them compatible with a
mapping to measured intervals. For example, the chromatic scale space is obtained by integer addition and its
reduction to 12-pitch-class space is obtained by integral
multiple of 12 [3]. A similar example is the Just intonation GIS of which S is a space all pitches generated by
Just intonation from a given pitch and IVLS is a “group
under multiplication of all rational numbers that can be
written in the form 2a3b5c, where a, b, and c are integers
[3].”
Lewin’s approach to timbre analysis is similar. His first
example of timbral GIS describes classes of harmonic
steady-state sounds [3]. A class of harmonic steady-state
sounds includes all the harmonic sounds of which the
first, third and fifth partial have the same power, described by the tuple s=(s(1),s(3),s(5)). IVLS and interval
transformations in this GIS are defined by proportional
amplification or attenuation of the power of each partial.
More specifically, the interval transformation tuple i
=(i(1),i(3),i(5)) when applied to s will produce a sound in
which the power of the first partial is i times s(1), the
power of the third partial is i times s(3) and the power of
the fifth partial is i times s(5). Lewin regard this GIS as
commutative, i.e., all sound classes in this space are related under the int(s,t) = i function. In other words, any
sound in class s can be transformed to a sound in class t
by multiplying its first, third and fifth partial by i. In
practical terms, Lewin’s choice of elements, i.e., the
steady state of sounds and three harmonic partials, are
limited in their ability to describe differences in timbre.
Together with the restriction of proportional power relations the sound classes in Lewin’s timbral GIS are all of
similar timbre.
In his second example, Lewin expand the sound class
definition to include eight partials of harmonic sound,
s=(s(1),…,s(8)) [3]. He then combines the timbral GIS
with a time-point GIS to create a direct-product GIS that
describes the change of power (amplitude) over time in
regard to each partial. He calls this developing spectrum
GIS (DVSP). According to Lewin, the DVSP is comparable with the way Moorer and Grey described the frequency spectrum of sounds in [4]. In fact, the DVSP is an
abstract representation of the process described by Moorer and Grey. It does not provide a practical way to differentiate between concrete sounds, i.e., sound objects. Such
a comparison is essential for the definition of a sound
space in the same way that distinguishing between pitch
classes is essential for the definition of a pitch-class
space.
In contrast, Schaeffer’s TARTYP taxonomy is founded
on comparison between sound objects based on their
characteristics in the time and spectral domains.
Schaeffer uses the terms fixed mass, definite pitch, complex pitch, not very variable mass and unpredictable variation of mass to describe sound objects in the spectral
domain. He uses the terms impulse, formed iteration,
(iterative) nonexistent facture, (iterative) unpredictable
facture, formed sustain, (held) nonexistent facture, and
(held) unpredictable facture to describe sound objects in

the time domain [1,2]. Moreover, Schaeffer divides the
table into sub-collections of sound-objects, some of
which are notated in the table while others are clearly
discussed in Schaefferian studies [5]. Sound objects in a
sub-collection may be similar in some characteristics but
differ in other characteristics. For example, the sound
objects marked N’ X’ and Y’ in the Balanced subcollections all have the same time domain characteristic,
i.e., impulse (or a very short duration). However they
differ in their frequency domain characteristic: N’ is definite pitch; X’ is complex pitch; and Y’ is not very variable mass. While the meaning of Schaeffer’s terminology
is the subject of some debate by scholars, the TARTYP
taxonomy is a prominent theory of electronic music and
is constantly being explored for analytical and practical
uses [6].
The differences between Schaeffer’s approach and
Lewin’s approach are striking. Schaeffer’s terminology is
all descriptive, subjective and incompatible with any underlying quantitative formula. Schaeffer provides an alphanumeric notation that represents sound object classes
[1,2], however, this is not a quantitative representation
suited for mathematical definitions. On the other hand,
Schaeffer considers a wide variety of possible timbres,
while Lewin’s two timbral GISs deal only with harmonic
sounds. As such they describe only one category out of
the four categories of timbre defined by Schaeffer in the
spectral domain of the TARTYP, the category of definite
pitch. In the time domain Schaeffer uses descriptive definitions of duration with no measuring scale. In particular,
Schaeffer uses the term undefined to describe very long
sounds. Lewin’s temporal and rhythmic GISs are all
based on measurable time units such as beats and seconds/milliseconds.
Brain Kane [7] describes the difference between
Schaeffer’s concrete music and pitch-based music (abstract music) with the following words:
Abstract music, which Schaeffer contrasted with musique concrète, was music that began with the note,
organized its musical thinking in terms of the note,
and then draped it in the guise of acoustic or electronic sound.
Kane continues:
Concrete music was to be the exact opposite—a music that began with sounds recorded from the world
and sought to perceive in them (and abstract from
them) musical values.
In [7], Kane describes Schaeffer’s early concrete music
compositional attempts and the search for a basic theoretical unit:
Throughout his experiments, Schaeffer remains in
the grip of two recurrent desires: a compositional desire to construct music from concrete objects—no
matter how unsatisfactory the initial results—and a
theoretical desire to find a vocabulary, solfège, or
method upon which to ground such music. In those
early days, Schaeffer’s improvised compositional
techniques were indissociable from an improvised
ontology, not only in search of a concrete music but
a basic theoretical unit upon which to compose such
music.
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While being subjected to multiple redefinitions, this
basic theoretical unit almost from the very beginning of
concrete music was the sound object [5,7]. Schaeffer’s
writings and consequent Schaefferian studies, in particular Michel Chion’s Guide to Sound Objects [5], offer
almost exclusively verbal definitions and descriptions of
the meaning of the term sound object. As mentioned before, Schaefferian theory does not offer a quantitative
representation of sound objects that is comparable with
the set theory representation of pitch classes as integers
mod-12. The main reason for this is probably Schaeffer’s
focus on the perception of sound in its complexity, i.e.,
both in the frequency and time domains, as demonstrated
by the TARTYP. However, it is also possible that if
Schaeffer had available some of the acoustic analysis and
machine learning tools available today, he would have
attempted to quantify this basic unit of his theory. Here,
we do not attempt to quantify the sound object. Instead
we will attempt to use modern acoustic analysis tools to
create a bridge between Schaeffer’s descriptive perspective and Lewin’s more quantitative view.

3. PITCH-CLASS SPACES AND SOUND
SPACES
In spite of its descriptive and ambiguous nature, in previous studies we were able to apply a generative-grammarbased computational process to the TARTYP taxonomy
and to incorporate it in a generative compositional tool
[1,2]. We applied a very similar process to Klumpenhouwer Networks in order to translate this analytical
method to a generative compositional tool [2]. To create a
bridge between the Schaefferian and the Lewinian approaches within a computational environment, we attempt to define a quantitative representation of sound
objects (i.e., concrete sound samples) that will function
similarly to the use of integers mod-12 in the representation of the 12 pitch classes.
Pitch classes are based on the principle of octave equivalency where an integer represents the class of all pitches
with the same note name, i.e. pitches that are one or more
octaves apart. For example, 0 represents the class of all
pitches with the note name C. At the same time, the set of
integers mod-12 defines the location of pitch classes
within an ordered space and provides the arguments for
various transformation formulas. The space of pitch classes is ordered in the same ascending order as the octave
on the piano, (0, 1, …, 10, 11 and C, C#, …, A#, B).
However, a motion from a pitch class represented by
lower value integer to a pitch class represented by higher
integer, due to octave equivalency, does not always mean
a motion from low sounding pitch to higher sounding
pitch. In Figure 1, the two notes are respectively members of pitch class 0 and pitch class 3. The transformation
here is upwards transposition T3. However, in the musical
surface it is a downward leap of nine semitones.
Transformations such as transposition and inversion
create equivalence relationships between pitch classes.
As shown in Figure 1 pitch class 0 is transformed into
pitch class 3 by T3 transposition. While the space of pitch

classes is ordered by increasing integer values, due to
these equivalence relationships none of the pitch classes
receives greater importance or weight then the others.
These characteristics of the pitch-class space are rooted in
the atonal musical approach that avoids recognition of
any tonal center. Therefore we may deduce that in the
space of pitch classes, each pitch class occupies exactly
the same portion of the space as the other pitch classes.

Figure 1. T3 transposition composed out as downward
leap of 9 semitones (a major 6th).
This would not necessarily be the case with sound spaces. Sound objects do not naturally fall into order. As we
will see in the next section, we can use acoustic measurements to define a quantitative representation of sound
samples and create an ordered space of sound objects.
However, the principles of octave equivalency and equivalence relationships based on transposition and inversion
cannot be effectively applied to sound objects. As previously demonstrated, the sub-collections of the TARTYP,
which we identified as potential sound spaces, intentionally combine sound objects of diverse characteristics. In
fact, as noted in [1,2] because of the structure of the table,
each sound object in the TARTYP is characterized by a
unique pair of attributes. Hence, to apply a process or a
transformation that will achieve some sort of equivalence
relations between these sound objects seems to miss the
point of this taxonomy.
To generalize we acknowledge that sound objects are
not equivalent under transformations such transposition
and inversion. We also acknowledge that sound objects
within a sound space may not have equal weight and
therefore do not necessarily occupy the same portion of
the sound space. In the next section, along with the creation of ordered spaces of sound objects, we will use
acoustic measurements to define the portion each sound
occupies within the space, i.e., the sound space internal
segmentation.

4. METHOD
To create a mapping between the fixed space of pitch
classes and any arbitrary collection of sounds we use a
three–step method: in the first step we define an order
within a collection of sounds; in the second step we define the portion of the space occupied by each sound,
(which also can be described as the sound space’s internal segmentation); and in the final step we map this
sound space to the fixed and equally divided pitch-class
space. In the following paragraphs we demonstrate the
method by applying it to the sound recordings created by
Schaeffer to exemplify the TARTYP [8]. These sound
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examples are organized into sound spaces based on the
division of the TARTYP to sub-collections [1,2].

n-1. This information is saved into an external text file
that is used as input to step 2 of the method.
inlet~

4.1 Step 1: Sound Space Ordering
In step 1 we use the Pd patch in Figure 2 to create an order within a collection of sounds. This patch is based on a
method described in [9]. It combines a bonk~ Pd object
and the mfcc~ feature from the timbreID library [9,10].
The former is used to detect the sound’s initial attack and
to activate the mfcc~ feature, that in turn extracts the Mel
Frequency Cepstral Coefficients (MFCC) of the sound’s
attack portion. We use a window size of 1024 samples
and the mfcc~ object spacing value of 100 mel between
filters in the filterbank. Hence we receive a vector of 38
coefficients from which we calculate the geometric mean.

inlet

mfcc~ 1024 100
t l l
list-map

abs

list length

list-math *10

change

list prepend 0

;
mfcc resize $1;

s mfcc

Figure 3. A sub-patch extracting an MFCC vector from a
1024-sample window using the mfcc~ object.

Spaces

Space: 0

inlet filename

inlet counter inlet counterMax inlet clear inlet collnum

t b a b

pipe s 100

pyext dirScript2 dirfile

0

t b s

sel 8
t f b

t b s

10

counter 0 100

geomean
tabletool mfcc
clear

pack f s
mfcc

counter 0 8

0
* 100000
* 100

2

0

coll

IndexGen

playOnceStop

delay 100

0

delay 3000

int

sort -1 -1

0

delay 500

pack f s

dump

bonk~

coll

t b b
1

*~ 0.5

0

t b s
counter

dac~

spigot
1

0

delay 12
mfccSigExtract3

;
pd dsp $1

Figure 2. A Pd patch defining an order within a space of
sound objects.
Using an external Python script (within the pyext
scripting object [11]) the Pd patch in Figure 2 first reads
the content of a directory and saves the pathname of each
sound file in the directory to a coll object. It then plays
each file, detects the first attack in the file using the
bonk~ object and extracts one vector of Mel Frequency
Cepstral Coefficients from a 1024-sample window using
the mfcc~ object (the sub-patch in Figure 3). This vector
is stored in a tabletool object that is also used to calculate
the geometric mean of the vector. This value is normalized (x107) and converted to an integer using the int object (the sub-patch in Figure 4). Consequently this integer
is entered as an index number, along with the pathname
of the sound file from which it was extracted, to another
coll object. The latter is sorted in ascending order. The
pathnames are output in this sorted order to a third coll
object in which they receive a simple index number 0 to

clear
f
makefilename collSpace%d.txt
write $1

pack f s
coll

Figure 4. A sub-patch using the tabletool object to calculate the geometric mean of an MFCC vector.
Tables 1 through 4 show the orders that were defined
by this patch for collections of sound files from
Schaeffer’s TARTYP examples as posted on [8]. The
sound files of these examples received as their file name
the alphanumeric notation of the sound object they represent as it appears in the TARTYP. The tables show the
ordering of four sound spaces derived from the TARTYP
sub-collections and their correlating generative grammars
that were introduced in [1,2]. In particular sound space 1
includes the Balanced objects; sound space 2 includes the
Redundant and Homogeneous objects both Held and Iterative; sound space 3 includes the Accumulation and
Sample objects; and sound space 4 includes the rest of the
Excentric objects, i.e., the bottom row of the TARTYP
(see [2]). This division to sound spaces correlates with
the incorporation of the TARTYP sub-collections and
grammars in the interactive performance system SIG~
(see [6]). Each table shows the order that was defined for
this sound space, the mean values and the normalized
mean values converted to integers.

SMC2018 - 479

4.2 Step 2: Sound Space Segmentation
Index
0
1
2
3
4
5
6
7
8

Filename
N.aif
X'.aif
Y'.aif
X.aif
N''.aif
Y.aif
X''.aif
N'.aif
Y''.aif

Mean
0.0291414
0.0361886
0.0480723
0.0511551
0.0559074
0.0564293
0.0565979
0.0616554
0.0687108

Normalized
291414
361885
480723
511551
559074
564292
565979
616554
687107

Table 1. Ordered sound space 1 of Balanced sound objects.
Index
0
1
2
3
4
5
6

Filename
Hx.aif
Zy.aif
Hn.aif
Zn.aif
Zx.aif
Tx.aif
Tn.aif

Mean
0.0319039
0.0252379
0.104484
0.108304
0.131928
0.178382
0.233831

Normalized
319039
252379
1044840
1083040
1319280
1783820
2338310

Table 2. Ordered sound space 2 of Redundant and Homogeneous sound objects both Held and Iterative.
Index
0
1
2
3
4
5
6

Filename
Ey.aif
Ex.aif
An.aif
Ax.aif
Ay.aif
En.aif
E.aif

Mean
0.0282918
0.0363606
0.037019
0.0448542
0.0589824
0.106148
0.145

Normalized
282917
363606
370189
448541
589824
1061480
1450000

Table 3. Ordered sound space 3 of Accumulation and
Sample sound objects.
Index
0
1
2
3
4
5
6

Filename
T.aiff
W.aiff
A.aiff
K.aiff
P.aiff
E.aiff
Phi.aiff

Mean
0.0189462
0.029182
0.0318919
0.0444283
0.0858835
0.0917444
0.117648

Normalized
189461
291819
318918
444283
858834
917443
1176480

Table 4. Ordered sound space 4 of Excentric sound objects.
Our focus on the attack portion of the sound is based
on studies showing the importance of the attack in defining timbral qualities of the sound [4,12]. The mfcc~ feature provide us with a compressed representation of a
spectral domain energy distribution unique to the attack
of each sound. By calculating the geometric mean of this
list of coefficients, we can come up with a quantitative
identifier unique to each sound that serves as the basis for
ordering the sounds in the sound space.

As discussed in the previous section, sound objects are
not equivalent under transformations. A sound space may
include sound objects of different weight and have unequal internal segmentation. To represent the portion of
the space occupied by each sound we analyze the sound’s
frequency spectrum throughout its entire duration. Our
goal is to come up with one value that represents the
sound’s frequency domain energy level, i.e., the sound’s
weight within the space.
Similar to the patch in Figure 2, the patch in Figure 5
includes the mfcc~ feature from the timbreID library. In
this step, however, we extract multiple MFCC vectors
throughout the sound’s entire duration and not just from
the attack portion. Using again a window size of 1024
samples and the mfcc~ object spacing value of 100 mel
between filters in the filterbank, the patch extracts an
MFCC vector every 10 milliseconds. This time instead of
calculating the geometric mean, we use Simpson’s rule to
approximate the area under the curve created by the
MFCC vector. More specifically, the patch uses a Python
module that incorporates the Python function “trapz”.
This area is a compressed representation of the accumulated energy in all the frequency bands of the sound at a
specific time point. The number of vectors extracted from
each sound varies based on the overall duration of the
sound.
4

mfcc

coll collSpace1.txt
playOnceStop
delay 10
1

*~ 0.5
dac~

0

;
pd dsp $1
0.083
0.083
0.083
0.083

metro 10

t b b
1

0.083
0.083
0.083
0.083

0

delay 50

mfccSigExtractAll

pyext spaceArea5v spaceArea

notein

0.083
0.083
0.083
0.083

45

0

pd probMIDI
pyext pitchSoundMax3 pitchSoundMax

Figure 5. A Pd patch defining internal segmentations of
sound spaces and pitch class to sound object probability
mapping.
Since the MFCC vectors are extracted at regular intervals (constant temporal distance from each other) we can
construct a three-dimensional representation of the sound.
Such a representation, which was presented by Moorer
and Grey in [4], describes the evolution of the frequency
spectrum over time. However, in contrast to Moorer and
Grey’s representation, which is plotting the amplitude vs.
time envelopes of the harmonic sound’s individual partials, our representation is plotting amplitude vs. frequency envelopes that are suitable for describing also noisebased sound. We can reduce these dimensions to a single
value by integration, essentially computing the volume
under the three-dimensional representation of the sound.
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After calculating the volume of each sound in this fashion, we can sum the volumes over the collection of
sounds to calculate the total volume of the sound space.
We can then represent the portion occupied by each
sound as the ratio between the individual sound’s volume
and the space volume. In Figures 6 through 9 we present
pie charts of the ratios calculated for the same sounds
included in tables 1 through 4 in the orders defined in the
previous step. These pie charts are comparable with the
clock face commonly used to represent the pitch-class
space. However in a pie chart representation of the pitchclass space every slice of the pie would be uniformed
size.

 
 

 
 

 
 

 


 


 


 


 

 
  

Figure 6. Pie representation of sound space 1 (Balanced
sound objects).
 
 

 
 

 
 

 
 

 
 

 
 
   

Figure 7. Pie representation of sound space 2 (Redundant
and Homogeneous sound objects).
 
 

 

 


 


  
 

 
 

 
 

 
 

 


Figure 8. Pie representation of sound space 3 (Accumulation and Sample sound objects).

 
 

 
 

 
 

Figure 9. Pie representation of sound space 4 (Excentrics
sound objects).
Following the completion of step 2 each sound is represented by a pair of values. The first value defines the position of the sound within the ordered sound space. The
second value is the percentage of the space occupied by
this sound. In the next step we use this pair of values to
define a probability-based pitch class to sound object
mapping.
4.3 Step 3: Mapping Pitch to Sound
The pitch class to sound object mapping relations defined
in this step and the correlating probabilities are based on
a comparison between the fixed pitch-class space and
arbitrary sound spaces. While both type of spaces are
ordered, the pitch-class space is equally segmented where
as sound spaces’ internal segmentation (portion of space
occupied by each sound) varies from space to space. The
latter’s order and segmentation are defined in the first
two steps of this method. To conduct this comparison we
convert the pie chart presentations of spaces used in the
previous step to a stacked bar chart that shows the same
information as the pie charts for both the pitch-class
space and the sound spaces side by side. The pitch-classspace bar is divided into 12 equal portions. A soundspace bar is divided into a number of portions equal to
the number of sounds in the space. Each portion is of the
size defined in step 2. Figure 10 shows a bar chart comparing the pitch-class space with an arbitrary sound
space.
The mapping relations between pitch classes and sound
objects, which are derived from the above comparison,
are many-to-many. Therefore we must define two separate mappings for each sound space: pitch classes to
sound objects; and sound objects to pitch classes. These
mappings produce four possible types of overlaps (see
Figure 10):
a)

 


 
 

The pitch class area boundaries are completely
enclosed within the sound object area boundaries, e.g., overlap (a) in Figure 10 between pitch
class 8 and sound 5.

b) The sound object area boundaries are completely
enclosed within the pitch class area boundaries,
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e.g., overlap (b) in Figure 10 between sound 7
and pitch class 10.
c)

The pitch class area overlaps the lower border of
the sound object area, e.g., overlap (c) in Figure
10 between pitch class 5 and sound 4.

d) The pitch class area overlaps the upper border of
the sound object area, e.g., overlap (d) in Figure
10 between pitch class 3 and sound 2.
We define a mapping probability between a pitch class
and a sound object based on the portion of overlapping
area. Larger overlapping area yields higher probability.
More specifically, the probability of a pitch class mapping to a sound object is the ratio between the overlapping area and the total area of the pitch class. The probability of a sound object mapping to a pitch class is the
ratio between the overlapping area and the total area of
the sound object. Hence the method may yield different
mapping probabilities when mapping a pitch class to a
sound object or when mapping the same sound object to
the same pitch class. For example in overlap (a) the mapping of pitch class 8 to sound object 5 is of probability
1.0, however, sound object 5 has lesser probability of
mapping to pitch class 8.

and pitch class 1 to sound object N are both 1.0. Pitch
class 2 has mapping relations with three sound objects: its
boundaries overlap the upper border of sound object N as
well as the lower border of sound object Y’; and sound
object X’ is completely enclosed within pitch class 2.
Since 35% of the area of pitch class 2 overlap with sound
object N the mapping probability of pitch class 2 to sound
object N is 0.35. In a similar way, based on the percentage of overlapping area the mapping probability of pitch
class 2 to sound object X’ is 0.6 and the mapping probability of pitch class 2 to sound object Y’ is 0.05.
The mapping relations depict in Figure 11 are calculated by a Python module that is incorporated in the lower
part of the patch shown in Figure 5. This module receives
a list of ratios representing the segmentation of a sound
space from the Python module directly above it in the
patch and compares this list with a fixed list of ratios representing the segmentation of the pitch class space that is
stored in the message above and to the left of it in the
patch.
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Figure 10. A bar chart comparing the internal segmentations of the pitch-class space and an arbitrary sound
space, demonstrating the four overlap types.
Figure 11 shows the probability-based mapping relations between the fixed pitch-class space and a sound
space including the sound files of the Balanced objects
TARTYP sub-collection. The mapping is from pitch classes to sound objects and therefore represented by directed
arrows. The labels on the arrows represent the mapping
probability. In this specific example sound object N (the
sound file N.aif), the first in order, occupies the first
segment of the sound space which is 19.5% of the space
(or 0.195021 as shown in Figure 6) from the bottom edge.
Pitch classes 0 and 1 occupy the first two segments of the
pitch-class space, which are each 8.33% of the space, i.e.,
16.66% of the space measured from the bottom edge.
Since the area boundaries of pitch class 0 and pitch class
1 are completely enclosed within the area boundaries of
sound object N, the mapping probabilities of pitch class 0
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Figure 11. Probability-based mapping relations between
the fixed pitch-class space and the sound space of the
Balanced objects.

5. IMPLEMENTATION
Using the patches shown in Figures 2 through 5, we
incorporate our three-step method within a two-fold realtime compositional implementation. In the first part, a
sound space of an arbitrary collection of sound objects is
introduced and analyzed to define its mapping to the
fixed pitch-class space. This part of the implementation is
a time-based process constrained by a delay chain to
allow real-time playback and analysis of sound files, as
required for step 1 and 2 of the method. Once the
mapping is defined, it is used in the second part of the
implementation along with one of our generative tools,
the TARTYP generative grammar tool or the interactive
K-Network tool, for real-time composition in both the
pitch class and the sound object domains.
Figure 12 shows a component of the patch from Figure
5 that is used in the second part of the implementation,
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i.e., the generative real-time composition. This specific
component is used when the mapping is in the direction
of pitch classes to sound objects and the real-time composition is using the interactive K-Network tool. The latter generates pitch-class sequences as explained in [2].
Every pitch class in these sequences is coupled with a
randomly generated number between 0.01 and 1.0. The
pair is entered as an argument to the Python module incorporated in the lower part of the patch shown in Figure
5. This module uses the probability-based mapping to
select a sound object, i.e., a sound file. More specifically,
the module uses the randomly selected number to choose
among multiple sound files that may be in mapping relations with the specified pitch class. Considering the mapping shown in Figure 11, when the pitch class is 2, the
module would use the random number generator to select
among the three possible sound files, weighted accordingly. If the number is between 0.01 and 0.35 sound object N is selected; if it is between 0.36 and 0.95 sound
object X’ is selected; if it is between 0.96 to 1.0 sound
object Y’ is selected.
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Figure 12. A patch component randomly generating
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classes for triggering a probability based selection of
sounds.

6. CONCLUSIONS
The goal of this study was to create a bridge between
Pierre Schaeffer’s TARTYP Taxonomy and the transformational Klumpenhouwer Networks as well as to combine our previously developed tools (the TARTYP generative grammar tool and the interactive K-Network tool) in
a unified compositional process. We presented a threestep method for creating a probability-based mapping
between pitch classes and sound objects, utilizing the
mfcc~ object from the timbreID library. We also presented a two-fold implementation that incorporates this
method in real-time composition.
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ABSTRACT
Computer music systems normally implement a unit-generator graph as a network of unit generators, through which
audio vectors are streamed and processed. This paper proposes an alternative implementation technique for unitgenerator-based sound synthesis, which views a unit-generator graph as a generator of audio-vector trees to be lazily evaluated. The simplest implementation of this technique allows to process sound synthesis and sound-control
tasks in different threads even in a synchronous computer
music system, making real-time sound synthesis more stable by amortizing the time costs for sound-control tasks
over DSP cycles, while maintaining the low roundtrip latency between the audio input and processed output at the
same time. We also extend the discussion to the possible
extensions of our technique for parallelization, distribution,
and speculation in real-time sound synthesis. The investigation into such a novel implementation technique would
benefit further research on high-performance real-time
sound synthesis.

1. INTRODUCTION
When the unit-generator concept is implemented, the most
common practice is to implement it as a network of unit
generators, through which samples are streamed and processed. While such an implementation is considered acceptable, there exist some issues to consider in synchronous computer music systems. Synchronous computer music systems must not advance the logical synchronous time
to compute output samples from unit generators until all
the scheduled tasks at the timing are completed. This behavior allows precise timing control in a computer music
program, which is quite favorable in many aspects. However, as sound-control tasks must be performed normally
within the same thread that computes output samples to realize such synchronous behavior, synchronous computer
music systems must deal with the tradeoff between the stability in real-time sound synthesis (by amortizing the time
cost for sound control tasks over DSP cycles) and the latencies (in the audio I/O and interaction).
We propose an alternative implementation technique, in
which a unit-generator graph is modelled as a generator of
trees of audio vectors. These audio-vector trees, each node
of which contains an audio vector and sound synthesis

parameters for unit generators, are lazily evaluated when
the output samples are required. While our technique adds
some extra overhead for the generation and release of audio-vector trees, it allows us to divide real-time sound synthesis and sound control tasks into separate threads without
damaging the precise synchronous behavior. Moreover,
the technique can improve the stability in real-time sound
synthesis by amortizing the time cost for sound-control
tasks over DSP cycles, without increasing the roundtrip latency between the audio input and processed output. The
action-to-sound latency still exists in our technique, yet
human perception is much more generous to the action-tosound latency than the roundtrip latency.
In addition to such favorable characteristics, our technique
also has a good potential to be further extended for parallelized and distributed sound-processing since the sound
synthesis parameters within audio-vector trees are designed to not be updated after the generation and to return
identical output whenever evaluated. Hence, it is possible
to parallelly evaluate audio-vector trees by multi-threading
without caring about the data race or distributing audiovector trees, which may be still unevaluated or just partially evaluated, to other computers in the network. Our
technique may also be potentially beneficial for speculative digital sound synthesis [1] to effectively perform speculation for future output samples, as the evaluation is performed lazily. As Moore’s law may end [2] and the advance of CPU speed cannot be expected to continue as it
has in the past, it is desirable to investigate such an implementation technique with potentially benefits for high-performance real-time sound synthesis.

2. RELATED WORK
2.1 Real-time Audio Programming
2.1.1 Audio thread
Real-time computer music programs must perform two
main tasks. One is sound synthesis and the other is compositional algorithm/sound control. For the task of sound
synthesis, many operating systems provide APIs for a realtime audio application, which invoke a callback function
or notify a thread when the next chunk of output samples

Copyright: © 2018 Hiroki Nishino. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0 Unported, which permits unrestricted use, distribution, and reproduction in
any medium, provided the original author and source are credited.
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The CPU time spent for compositional algorithms and sound-control tasks
The CPU time spent for the computation of ouptut samples

The operating system periodically activates
the audio thread to obtain output samples.

The deadline for real-time sound
synthesis is missed because the
compositional algorithms and sound
control tasks took too much CPU time.

The deadline for real-time sound synthesis

TIME

Figure 1. Audio thread implementation.
The audio thread is periodically activated
by the operating system.
The audio thread simply retrieves output
samples at the current read index from
the ring buffer and sends them to the
sound device via the operating system.

The read index

The thread for compositional
algorithms/sound control tasks

The ring buffer
The write index The thread performs the scheduled tasks and then
The audio thread

computes output samples, managing the advance of
logical time so that the appropriate amount of output
samples resides in the ring buffer. The output samples
are immediately pushed to the ring buffer.

Figure 2. Ring buffer implementation.
is required for real-time sound output. Such a callback/notification is performed asynchronously by the operating
system without coordinating the invocation/notification
with the user program. The list of such APIS include Core
Audio (Mac OS X) [3], ALSA (Linux) [4, p.22], WASAPI
(Windows) [5], and ASIO (multiplatform) [6] 1 . As to
avoid unnecessary complication in the discussion, we
simply utilize the term: ‘the audio thread’ to represent the
thread that provides the output samples for the sound output (via the operating system so that it can send the output
samples to the sound device), regardless of whether is the
thread created by the operating system to invoke the
callback function or if it is the thread created by a user program to wait for a notification. In either case, the thread is
expected to provide output samples for the next DSP cycle
as fast as possible so that it can safely meet the deadline
for real-time sound synthesis.
Note that ‘the audio thread’ does not refer to where the
output samples are computed. It simply refers to the thread
that provides the output samples for the sound device via
the operating system, regardless of whether the output
samples are computed within the thread. We also represent both compositional algorithms and sound-control
tasks by the same term: ‘control tasks’ to avoid redundant
expressions in the discussion.
2.1.2 Synchronous Programming
The synchronous programming concept is based on the
ideal synchronous hypothesis, which assumes that “ideal
systems produce their outputs synchronously with their inputs” and that “all computation and communication are assumed to take zero time (that is, all temporal scopes are
executed instantaneously)” [7, p.360]. This concept is
clearly unrealizable as it is, as it requires an infinitely fast
computer. Hence, the ideal synchronous hypothesis is
1

Some APIs also allow a user program to actively query if there is the
necessity to provide new output samples. For instance, ALSA provides
such APIs. In this case, the implementation will be similar to the ring

interpreted to imply “the system must execute fast enough
for the effects of the synchronous hypothesis to hold,”
when implementing a synchronous system [7, p.360].
The concept of synchronous programming is quite beneficial for a computer music system to perform scheduled
control tasks conceptually at the exact timing without the
advance of real-time sound synthesis. In practice, real-time
computer music systems with synchronous behaviors normally interpret the ideal synchronous hypothesis to imply
as follows:
1) The system utilizes the logical synchronous time.
2) The logical synchronous time can’t be advanced until
all the tasks scheduled at a certain timing are completed.
3) When the logical synchronous time is advanced, then
the output samples are computed (e.g., the unit generators generate their outputs).
4) The advance of the logical synchronous time must be
coordinated with the advance of physical time so that
it can provide output samples as required for the realtime sound output.
5) Sound synthesis and control tasks must be finished
fast enough to meet the deadline for real-time sound
synthesis.
When implementing a synchronous computer music system, sound synthesis and control tasks are normally computed within the same thread if no special implementation
technique is involved. Most commercial operating systems
cannot perform a context switch to coordinate two threads
fast enough even at the control rate of a computer music
system. Hence, if control tasks and sound synthesis are
performed in different threads, it is virtually impossible to
realize synchronous behavior of a computer music system
in real-time; yet, if both sound synthesis and control tasks
buffer implementation described in the section 2.1.4. Ring buffer implementation.
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are performed in the same thread so that synchronous behaviors of a computer music system can be realized, it also
leads to some issues to consider, as described in the following sections.
2.1.3 Simple audio thread implementation
A simple implementation technique for unit-generatorbased sound synthesis to realize synchronous behavior is
to perform the computation of output samples from unitgenerator graphs within the audio thread. This implementation technique contributes to reduce ‘the roundtrip latency’ (the latency between the audio input and the processed output), since the most recent input is passed to the
audio thread when it is activated, and unit-generators can
utilize the input samples immediately when computing the
requested output samples.
However, computer music systems must also process control tasks. If they are also processed within the same thread
where sound synthesis is performed, it also influences the
overall performance efficiency of real-time sound synthesis since the control tasks also impose some CPU time cost.
In the worst case, the deadline for read-time sound synthesis can be missed if there is any task that consumes too
much CPU time to be completed. Figure 1 visually illustrates such a situation.
2.1.4 Ring buffer implementation
Another typical implementation technique for a synchronous computer music system is to compute output samples
in different thread than the audio thread. The thread pushes
output samples into a ring buffer, from which the audio
thread retrieves the next output samples. Figure 2 illustrates such an implementation technique. In an implementation of this kind, it must be guaranteed that there are
enough output samples in the ring buffer when the audio
thread is activated asynchronously by the operating system.
If there are not enough samples, that means the deadline
for real-time sound synthesis is missed. To ensure that
there are always enough samples in the ring buffer, the ring
buffer implementation must compute output samples
ahead of time, observing how many output samples are
currently available in the ring buffer.
Moreover, the input samples must be pushed to another
ring buffer by the audio thread so that samples can be utilized for sound processing in the ring buffer implementation. This buffering can increase the roundtrip latency, as
the most recent input samples cannot be utilized when
computing the output samples. The buffering can also lead
to the increase in the action-to-sound latency in reacting to
external events (such as MIDI input), which may be perceptible if the number of pre-generated output samples that
reside in the ring buffer is large2. Hence, it is desirable to
keep the amount of the output samples computed ahead of
time as small as possible to minimize the roundtrip latency
and the action-to-sound latency, while ensuring that it is

also large enough so that the audio thread can always obtain sufficient samples
However, the ring buffer implementation has a benefit that
it is not bounded by the deadline for real-time sound synthesis within the audio thread. Even when a certain control
task consumes the CPU time more than the duration of one
DSP cycle, it may be possible to safely perform real-time
sound synthesis, since the time cost for the control task can
be amortized among DSP cycles. This can improve the stability in real-time sound synthesis.
For instance, assume the max CPU time available for one
DSP cycle is 10ms, and sound synthesis for one DSP cycle
requires 6ms. Even when a certain task requires 5ms, it is
posible to meet the deadline if the cost can be amortized
over DSP cycles. If the cost is amortized over two cycles,
the cost will be 6ms * 2 + 5ms = 17ms, which is less than
the 10ms * 2 = 20ms deadline for two DSP cycles. If the
control tasks and sound synthesis can be finished before
the audio thread consumes all the output samples in the
ring buffer, there will be no problem in real-time sound
synthesis. Thus, the ring buffer implementation can improve the performance efficiency of the entire computer
music program (sound synthesis + control tasks) and can
also lead to more stable behavior in real-time sound synthesis, yet at the cost of the roundtrip latency and actionto-sound latency.
2.1.5 Tradeoff between roundtrip/action-to-sound latencies and stability in sound synthesis.
As discussed, the simple implementation to perform both
sound synthesis and control tasks in the audio thread
achieves better roundtrip and action-to-sound latencies
than the ring buffer implementation. Instead, the ring
buffer implementation can achieve the amortization of the
time cost for control tasks, which can lead to the overall
improvement in the performance efficiency and more stable behavior. In the case in which the realization of synchronous behavior is important for a computer music system, these two simple but traditional implementations cannot avoid this tradeoff as control tasks and sound synthesis
must be performed within the same thread.
2.2 Update-caching Technique
The update-caching technique [10], which we previously
developed, can also be utilized to solve this tradeoff between the roundtrip/ action-to-sound latencies and stability
in real-time sound synthesis. In the update-caching technique, update events of sound synthesis parameters are not
instantly applied. Instead, they are cached with timestamps
in logical time within unit-generators. When sound synthesis is performed, the cached events are applied within the
main loop to compute output samples of a unit-generator.
Hence, the update-caching technique can realize the sample-rate accurate control of sound synthesis parameters.
Our preliminary study suggests that the performance

2

While professional pianists may notice the latency even under 10 ms
[8], the just noticeable difference (JND) for gestural sound control without tactile feedback is estimated between 20 and 30 msec [9].
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efficiency is almost the same as the simple audio-vector
implementation (without the sample-rate accurate behavior) when the update is not frequent and is also almost
equivalent to the sample-by-sample computation implementation when the update events are very frequent (e.g.
in every two samples). Thus, the update-caching technique
can be utilized to solve the tradeoff between the roundtrip
latency and the stability in sound synthesis, while the action-to-sound latency still exists. Even when the computation of output samples and the execution of control tasks
are performed in separate threads, synchronous behavior
can be achieved since the updates are cached with logicaltime stamp and applied to the sound synthesis right at the
timing in logical time,
2.3 Lazy Evaluation in Sound Synthesis
There are not many previous works that utilize lazy evaluation in sound synthesis. Yet, there are only a few examples in non-real-time sound synthesis languages. The earliest known example is the Fugue computer music language [11]. In Fugue, output samples are not computed at
the timing when instruments and scores are built, and the
computations occur when the score is evaluated for playback. However, unlike many other languages with lazy
evaluation, Fugue doesn’t memoize the result of intermediate computation by default [12]. In Fugue, the lazy evaluation is applied to eliminate unnecessary memory allocation and signal copying to form intermediate results so that
the performance efficiency can be improved. Fugue was
later developed into Nyquist [13]. Nyquist also perform
lazy evaluation in sound synthesis, yet it utilizes block processing (by audio vectors) so that the required memory
spaces for sound synthesis can be significantly reduced,
while Fugue was still implemented to allocate sufficient
memory for the entire results and computes output samples
one at a time. The intermediate results were also not memoized by default in Nyquist [12]. Chronic is a recent example of a non-real-time computer music language that utilizes lazy evaluation in sound synthesis [14]. Chronic
adopts lazy evaluation so that it can express an audio
stream of infinite length, without involving data-streaming
objects (such as unit-generators).
An example of utilizing lazy evaluation in real-time sound
synthesis is rare. We previously utilized lazy evaluation
for real-time sound synthesis in [12], yet it is applied to
distribute the time cost for the evaluation of the ‘microsound object’ (which is essentially an audio vector of
arbitrary length with various utility methods) over DSP cycles so that the system can evaluate large objects, the sizes
of which are far beyond the duration of microsounds (~
100ms [15, p.21]), without the temporal suspension of
real-timed sound synthesis. The motivation behind this
work is to extend the application domain of our sound synthesis framework as seen in the LC computer music language [16] for more general sound synthesis techniques
beyond microsound synthesis; yet, this technique is not applicable to unit-generator-based sound synthesis due to the
significant difference in abstractions of sound synthesis.

3. DESCRIPTION OF OUR TECHNIQUE
3.1 Overview of Our Implementation Technique
Unlike implementations in existing computer music systems, our technique views a unit-generator graph as a generator of tress of audio-vector nodes, each of which is coupled with sound synthesis parameters. The computation of
output samples is lazily performed when output samples
are requested for the sound output.
Our technique expects to compute output samples within
the audio thread and to utilize another thread for control
tasks. The computation of output samples is divided into
three phases. In the first phase, the generation of audio vector tress is performed within the thread for control tasks
(not in the audio thread). When the logical time is advanced, the control thread traverses unit-generator graphs
and generates trees of audio-vector nodes (Figure 3 left, in
the next page). This advance is performed synchronously.
In other words, the logical time is advanced only after all
the control tasks scheduled at the timing are completed. In
the second phase, the trees are pushed into a FIFO queue,
from which the audio thread can retrieve them when new
output samples are requested. When the audio thread is activated, it evaluates the audio vector trees (Figure 3 right)
to obtain the output samples for the DSP cycle. In the last
phase, the audio vector trees are released (Figure 3 below).
3.2 Generating Audio-vector Trees
In the generation phase of audio-vector trees, we utilize the
object pool pattern [17] so that the time cost for memory
allocation can be avoided. When a unit generator graph is
traversed in depth-first order, each unit-generator takes out
an audio-vector node from its own object pool. The audiovector node is a data structure that couples an audio vector
and sound synthesis parameters, and these parameters
must be sufficient to compute output samples for the DSP
cycle without depending any other external parameter. The
pointer to the unit generator is also included in these parameters. This pointer is later used to call back the method
to compute output samples, to which the coupled sound
synthesis parameters are given as arguments.
After setting up an audio-vector node, the unit generator
updates its internal sound synthesis parameters for the next
DSP cycle. Note that the next internal parameters of each
unit generator can be often obtained without processing
any output sample. For example, the phase of a sinewave
at the beginning of the next cycle can be directly obtained
by a simple expression: “phase_increment_per_sample *
audio_vector_size + current_phase” (if the update is performed only at the control rate). Hence, it is expected that
the time cost for the tree generation is not large.
There are some cases that require more consideration. For
example, there are many unit generators that require the
past samples; FIR and IIR filters are typical examples of
this kind. For another example, even a sinewave oscillator
may require such a consideration when its frequency can
be updated at the audio rate. In this case, the last phase
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Figure 3. The overview of our implementation technique.
value in the previous DSP cycle is required to compute the
an audio-vector tree in each unit-generator object to be imoutput samples in the current cycle. For such unit-generaplemented to guarantee the referential transparency). A
tors, we link the audio vector node to the previous node so
typical example of this kind is a white noise generator. To
that it can retrieve the necessary information from the reachieve such a feature of referential transparency, we result of the computation in the previous node (Figure 3 midtain the seed value for a pseudo random-value generator in
dle). Yet, this case also doesn’t require the computation of
the audio vector nodes, with other sound synthesis paramoutput samples during the generation phase. Just linking
eters. The seed value itself is generated by another ranthese nodes suffices in the generation phase.
dom-value generator. Given the same seed value, a pseudo
random-value generator returns the identical sequence of
We use reference counting [18, p.43] to avoid releasing
random values. Thus, the output samples of the unit-gensuch an audio-vector node that is still required by another
erators can be always identical. This case also does not inaudio-vector node. When generating a new audio vector
volve any computation of output samples.
tree, we give all the node to a reference count of one, neglecting multiple references within the same audio vector
3.3 Evaluating Audio-vector Trees
tree (one unit generator may be referenced from two or
The next phase in our technique is the evaluation of audio
more unit generators) except those nodes that will be
vector trees to obtain output samples. This phase is virtulinked from the nodes in the next DSP cycle (the linked
ally equivalent as the traditional implementation to dinodes will be given a reference count of two). This helps
rectly compute output samples of a unit-generator graph.
avoid a circular reference in the audio-vector tree that
We simply traverse audio-vector trees in depth-first order
causes memory leak, as the reference counting garbage
to
compute output samples. While the audio-vector trees
collection cannot release objects in circular references [18,
are
constructed ahead of the time, the computation can utip.24]. Note that no problem is caused in garbage collection
lize
the most recent audio input samples, as this phase is
by setting reference counts of all the nodes to one in the
lazily
evaluated within the audio thread. The result of the
generation phase. The nodes in the same audio-vector tree
computation
is memoized within the node to reuse it as it
are disposed altogether, except the nodes referenced from
may
be
required
by the linked audio-vector nodes in the
the next cycle. When we release audio-vector trees, all the
next
DSP
cycle.
nodes in a tree decrease the reference counts just by one.
This can be easily performed by visiting each node just
3.4 Releasing Audio-vector Trees
once in the depth-first traversal.
After output samples are utilized for sound synthesis, auAnother case to consider is unit generators that involve
dio-vector trees must be released. As noted earlier, we derandom values during sound synthesis. As we describe in
crease the reference counts of each node in depth-first ora later section, for the extension of our implementation
der by one, avoiding visiting the same node twice. If the
technique in the future, it is significantly desirable to proreference count becomes zero, the node is returned to its
duce identical output whenever output samples are evaluobject pool. If a node still has a reference count larger than
ated (in other words, we want to guarantee the referential
one, it is still required from the linked audio-vector node4.
transparency3 when we evaluate audio-vector trees. This
also requires each unit generator’s DSP method to evaluate
3

“A language is referentially transparent if we may replace one expression with another of equal value anywhere in a program without changing the meaning of the program.” [19, p.78]

4

Such a node is released when the evaluations of all the audio-vector
nodes that have direct links to the node are completed in the future.
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4. PRELIMINARY EVALUATION
We performed a simple preliminary investigation regarding how much computational overhead may be imposed by
our implementation technique. In our experiment, we utilized 256 samples for the audio-vector size, and four audio
vector trees are generated ahead of the actual computation.
These 1024 (256 * 4) samples correspond to the roundtrip
latency about 23 ms. We consider this latency acceptable
since it is within the threshold for a just noticeable difference for gestural sound control without tactile feedback [9].
Task #1: Additive Synthesis
Ten additive synthesis instruments are created. Each of
them consists of four sine wave oscillators and one envelope applied to the entire output.
Task #2: FM Synthesis
Ten simple FM synthesis instruments are created. The
unit-generator graph of this FM synthesis instrument is
shown in Figure 4.

Table １. Two test tasks for the preliminary evaluation
mod freq
mod index

Sin

car freq

Sig

car amp

Sig

+

*

Sin

out

Env

Figure 4. A simple FM synthesis instrument.
Each task generates 10 second output of 64 instruments for
the performance measurement. We repeated each task 10
times and obtained the average CPU time costs. Table 2
shows the comparison between our technique and a simple
(traditional) implementation that directly generates output
samples from a unit-generator graph. We performed two
simple sound synthesis algorithms as described in Table 1.
The test tasks were performed on a Macbook Air Mid 2011,
13-inch, Intel Core i7 1.8GHz, 4GB Memory, OS X El
Capitan. The code was complied with the ‘-Ofast’ option
(the fastest-aggressive optimization) with the Apple
LLVM7.1 compiler.
As shown in Table 2, the performance efficiency in the
sound synthesis phase is almost equivalent, as expected.
Note that these numbers in the table describe the average
time costs for one DSP cycle, not the entire time cost for
the sound synthesis. As the worst-case execution time for
one DSP cycle can be important for real-time sound synthesis, we also describe max/min time costs for sound synthesis. Both are also almost equivalent. The overhead
caused by the tree-generation phase and tree-release phase
is around 30% of the sound synthesis phase in this experiment. However, these phases are performed outside the audio thread and do not impose the time cost for sound
Algorithm
Task 1: Additive Synthesis
traditional
audio-vector trees
Task 2: FM Synthesis
traditional
audio-vector trees

sound synthesis phase
avg.
min
max

synthesis; hence, it can be expected that the overall performance efficiency in real-time sound synthesis is equivalent.

5. DISCUSSION
5.1 Overall Benefit
The motivation behind our study is to develop an implementation technique that is appropriate for parallelization,
distributed computing, and speculative computation in
sound synthesis, as discussed in the later section. However,
even with the simple implementation as we described in
this paper (still without the extension for parallelization/distribution/speculation in sound synthesis), it is still
a benefit to separate the audio thread and control task
thread, maintaining synchronous behavior and the minimum roundtrip latency, while making real-time sound synthesis more stable by amortizing the time costs for control
tasks. Thus, our technique provides a practical solution for
the tradeoff between the roundtrip latency and stability in
real-time sound synthesis in a synchronous computer music system.
The issue regarding the action-to-sound latency in interaction remains, similarly as the ring buffer implementation.
Yet, in our technique, as the threads for control tasks do
not have to compute output samples, there is some potential to significantly reduce the action-to-sound latency in
interaction in comparison with the ring buffer implementation. Even when the FIFO queue of audio-vector trees
becomes almost empty, the audio-vector trees can be provided to the queue before the audio thread starves much
faster than the computation of output samples in the ring
buffer implementation. The generation of audio-vector
trees can be performed much faster than the computation
of output samples (as discussed later, the generation and
release phases take only less than one-third of the CPU
time costs for the computation of output samples).
5.2 Computational Overhead
Our technique requires two extra phases (the generation
phase and the release phase). However, these phases do not
impose a large computational time cost in comparison with
the computation of output samples and both phases are not
performed in the audio thread where sound synthesis is
performed, but in the control task thread. Control tasks are
normally scheduled quite sporadically, and it is very rare
to schedule any task in every DSP cycle. In the case in
which the CPU time required for sound synthesis is 100%
for the given deadline, the 30% of this time cost will be
imposed to the control thread, and the rest 70% of will be
the available time cost for control tasks. If the same
amount of the CPU time must be used for control tasks in
the simple audio thread implementation or the ring buffer
tree generation phase
avg.
min
max

avg.

tree release
min

max

0.715
0.708

0.660
0.661

2.033
1.948

0.109

0.089

0.375

0.097

0.075

0.319

0.865
0.894

0.800
0.809

2.248
2.362

0.139

0.123

0.420

0.121

0.086

0.322

Table 2. The test results for the performance measurement (all the numbers are in milliseconds).
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implementation, it requires 170% of the available time for
one DSP cycle, as control tasks and sound synthesis must
be performed in the same thread. This clearly causes a
problem in real-time sound synthesis. However, our implementation technique may still meet the real-time deadline
safely, if they are executed parallelly on different CPU
cores.
5.3 Memory Overhead
As our technique generates many audio-vector nodes, for
which sound synthesis parameters and an audio vector are
coupled, the overall memory consumption in our technique
can be larger than the traditional implementations. However, the memory space consumed by sound synthesis parameters is not very large for modern computer systems,
as the number of the sound synthesis parameters is normally not large. While audio vectors may consume some
more memory (for instance, if we use the float type in C
and the audio vector size is 256, it consumes 4 * 256 bytes
= 1Kb for every audio-vector node), these are still not very
large in comparison to image processing applications.
In the case that memory consumption is of significant interest, for example, for sound synthesis on an embedded
system with scare memory resources, the on-stack computation technique that we developed can be utilized. This
technique utilizes the characteristics in unit-generatorbased sound synthesis in which most unit-generators do
not reuse output samples after the last use in the same DSP
cycle. Hence, each unit-generator does not have to retain
an audio vector and utilize audio vectors allocated temporarily on stack when sound synthesis is performed. This
technique can be directly applied to our technique so that
the allocation of audio vectors can be avoided in most
nodes. Thus, memory consumption in our technique can be
significantly reduced when combined with the on-stack allocation technique. Only the nodes linked from the next
DSP cycle are required to allocate audio-vectors in the
heap area.

6. EXTENDED DISCUSSION
6.1 Update-caching Technique
The update-caching technique that we previously developed also allows a separation between the audio thread and
control task thread, while performing sound synthesis in
the audio thread but still maintaining synchronous behavior. In comparison with update caching, our new technique
imposes extra time costs for the tree-generation phase and
the tree-release phase. However, these time costs would
not be crucial for control task thread, as control tasks are
normally scheduled quite sporadically (and not scheduled
very frequently). Another merit of update caching is that it
realizes the sample-rate accurate control of sound synthesis parameters without significant performance damage.
Yet, it should be noted that our technique can also be combined with the update-caching technique, simply by linking cached update events for each audio-vector node.
Moreover, update caching cannot be simply parallelized as

discussed in the next section, since update-caching still
must sequentially compute output samples for the current
DSP cycle before advancing to the next; hence, update
caching may require more consideration for parallelization.
6.2 Parallelization
As the audio-vector tree in our technique is a tree data
structure that is lazily evaluated, trees can be generated
without performing the computation of output samples. It
should be also noted again that sound synthesis parameters
in each node are sufficient to perform the computation
without external parameters, and the output is always identical whenever it is computed. Hence, it is possible to evaluate each audio vector tree independently from other trees.
Even when a certain audio vector node requires the result
of the computation in the previous cycle, it can traverse the
link to the previous node and then lazily evaluate the previous node. Such a feature is potentially beneficial to parallelize sound synthesis as each audio-vector tree can be
evaluated by multi-threading without a data race. There is
no need to lock each audio-vector node during the computation and, even when two or more threads happen to compute the same audio vector tree simultaneously, the output
samples are guaranteed identical; hence, our implementation technique provides ideal features for parallelization.
When the control task thread has no task scheduled in the
cycle, the thread can utilize its CPU time to actively evaluate the audio-vector trees before the audio thread evaluates them (note that audio-vector trees can even be just partially evaluated except those nodes that depend on the audio input). Even when multiple threads happen to evaluate
the same audio-vector tree simultaneously, no data race is
caused, and the output will be identical. It is also possible
to allocate other high-priority threads, which are assigned
to different CPU cores, to actively evaluate audio-vector
trees in the audio-vector tree queue.
Such an extension of our technique for parallelization can
still maintain precise synchronization between control
tasks and sound synthesis in logical time, as all control
tasks are performed within the same control thread.
6.3 Distributed Sound Synthesis
As the audio-vector trees are lazily evaluated and return
identical output samples whenever (and wherever) evaluated, our technique is potentially beneficial for distributed
sound synthesis. Audio-vector trees can be distributed to
other computers in the network with the timestamp in logical synchronous time. While this may increase the audio
latency as it involves the network communication, such an
extension can be beneficial to distribute CPU-intensive
real-time sound synthesis tasks among networked computers, while keeping the high timing precision in compositional algorithms. If the output samples of the entire systems must be synchronized, the time-stamped output from
each computer can be gathered into one node for the audio
output.
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6.4 Speculative Sound Synthesis
In [1], we described the speculative sound synthesis technique, in which sound synthesis is speculatively performed
with the optimistic assumption that there would be no
change given to sound synthesis parameters. When any update is performed (when the speculation failed), the output
samples are recomputed from the timing when the speculation failed. We also discussed that this technique can be
especially beneficial when the speculation is performed
over several DSP cycles for the future output by multithreading, while we still have not extended this technique
for such inter-DSP-cycle speculation.
Our new implementation technique would be potentially
desirable for such speculation over several DSP cycles, as
it can minimize the penalty for the failure in speculation.
As the audio-vector trees are lazily evaluated, even if we
speculate for several DSP cycles, the penalty time cost for
speculation failure is mainly for those audio-vector trees
already speculatively evaluated and not large for those
trees that are still unevaluated. When the speculation failed,
it only suffices to replace the old speculated audio-vector
trees with new ones with updated sound synthesis parameters. This replacement would not impose much time cost.

7. CONCLUSIONS AND FUTURE WORK
We developed an implementation technique that views a
unit-generator graph as a generator of lazily evaluated audio-vector trees. The simplest implementation of this technique allows us to perform sound synthesis and control
tasks into different threads while maintaining a synchronous behaviour. Even in this simplest implementation, our
technique helps to solve the tradeoff in a synchronous
computer music system between the roundtrip latency (in
the audio input/output) and the stability in real-time sound
synthesis (by amortizing the time cost for control tasks
over DSP cycles), while the action-to-sound latency remains. Some overhead may be imposed for the generation
and release phases of audio-vector trees to the control task
thread, yet the total time cost for these phases would not
be crucial, especially because control tasks are normally
sporadically scheduled, and it is quite rare to schedule any
CPU intensive task in every DSP cycle.
We also extended the discussion that our technique is potentially quite beneficial to parallelize, distribute, or speculate sound synthesis. We plan this extension as a future
work. Such an investigation into implementation techniques for high-performance sound synthesis techniques is
of significance today, as Moore’s law may end soon.
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ABSTRACT
The present work explores the potential of networked
interaction through dance. The paper reports the conception and initial implementation steps of an ongoing project, with public presentations planned for June and October 2018. The project's main objective is to extend the
interaction paradigm of live coding through intimate coupling to human body movement using wearable devices.
Our target is a performance involving dancers in separate
locations, whose movements are tracked with magnetic
and acceleration-based sensors on wireless wearable devices. In this way, two or more dancers performing concurrently in distant locations can jointly create a performance by sharing data measured by the sensors. Inspired
by traditional african music practices, where several musicians play on one instrument creating interlocking
rhythmic patterns, and by research on rhythmical interweaving (epiplokē) of ancient greek metrical theory, we
use the data to modulate the metric patterns in the performance in order to weave rhythmic patterns. We discuss the design choices and implementation challenges
for a performance.
The second main objective is to develop a prototype that
demonstrates the use of literate programming and reproducible research practices with open source tools and
evaluates the advantages of such techniques for development as well as for dissemination and ultimately educational purposes. We develop new tools and workflows
using EMACS and org-mode as a platform for both documentation and development on an embedded wearable
device made with CHIP-PRO. We show the benefits of
using this environment both for documentation and for
streamlining and speeding up the development process.

Martin Carlé
Ionian University, Department of Audiovisual Arts
mc@aiguphonie.com
attempting to address all these fields at once in a novel
experimental setup, we develop alternative approaches
which may provide accessible albeit constrained solutions
to some of the fundamental problems facing each field.
The solutions are informed by the limited technical resources available and the need to develop a framework
that can be implemented and adapted easily but also
works within the requirements of a live performance. By
necessity, the system presented is not a general solution,
but a specialized medium for performance through manipulation of rhythmical patterns within a predefined
metrical framework. However, it can be argued that this
is a new type of instrument suitable for networked performance.
1.2 African Traditional Music, Ligeti, and Metric
Interweaving
The idea for the instrument was given by the rhythms of
african traditional music, and especially cases where several musicians collaborate to create a metric pattern conceived as a single musical entity from parts contributed
by several performers[1]. Such music has already been
received in the west by avant garde composers such as
György Ligeti[2].

1. INTRODUCTION
1.1 Networked Live Coding with Gestures
The background for the present research lies in three distinct fields: Gestural Interfaces for Music Performance,
Networked Music Performance, and Live Coding. By
Copyright: © 2018 Ioannis Zannos et al. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.

Figure 1. Györgi Ligeti’s sketches of metric interlocking, from [2].
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Furthermore, the play with complex metric patterns preoccupies one of the most prominent subgenres in the
practice of Live Coding, that of the Algorave[3], [4]. In
Algoraves, metric patterns for dance are defined and generated by writing code. In our experiment, we invert that
relationship, by letting dancers define the metric patterns.
By substituting dance movements instead of coding as
performance-shaping medium, the performative aspect
becomes more readily visible, while the range of influence over the sound diminishes. The gestural vocabulary
of actions influencing meter is far more limited than that
of program code. Thus, this is an exercise in minimalism, which presents some challenges and also allows us
to return to situations similar to the origins of collaborative song and (pattern) weaving cultural practices.
In addition to the performance element, the present experiment stresses the collaborative aspect by letting dancers in different locations jointly form the rhythmic pattern
of the performance. This collective aspect has been recently the subject of research connecting coding with
weaving as collective cultural processes1.
In the present research we draw upon archaeological research regarding the relationship of song and weaving in
early Indo-European cultures, and use some of the patterns outlined there to design the metric pattern generation code[5].

small module and uploaded that while keeping the remainder of the system intact.

2. SYSTEM OVERVIEW
The performance takes place concurrently on several different sites, connected via internet. On each site, there is
one performer/dancer, provided with a wearable sensor
device W. The sensor device consists of a Flora 9-DOF
sensor by Adafruit, which measures the ambient magnetic
field and the accelleration and orientation of the sensor,
and a CHIP-PRO embedded computer, which receives
the measurements of the sensor via an I2C bus and relays
it to a computer via WiFi. The computer receives the
data from the local performer as well as from all other
performers, and sends the local performer's data to all
other sites. On the computer, a program written in
SuperCollider synthesizes the music for the performance
based on the data received from all performers (See Figure 2).

1.3 Literate Programming, Reproducible Research,
and Shareable Design
An additional driving factor behind the conception of the
present project is the open source movement and its role
in education. We wanted to create wearable devices
based on low-cost open source hardware and software,
and furthermore to see how we can share this technology
and know how with students. As data acquisition unit,
we chose Chip Pro, an ARM based device running Linux.
Chip Pro2 is an embedded device that can be programmed
over a wifi network using Docker as an online virtual
application packaging platform for deployment3. In addition to using EMACS and org-mode, a tool already established in the field of literate programming and reproducible research [6], we explore the potential of new cloud
virtualization technologies in the sharing of code and
applications online. Our first challenges in this domain
were to package the complex scripts used to configure
and load applications via Docker in order to be able to
share them. Packaging furthermore permitted us to break
the scripts down into modules which can be compiled and
loaded independently of each other. As a result, development cycles became dramatically shorter, because we
were able to reduce the build and load times by one order
of magnitude, since we rebuilt only the code changed in a
1

See the kairotic and penelope projects (http://kairotic.org/ and
https://penelope.hypotheses.org/)
2
See https://getchip.com/pages/chippro
3
See https://www.docker.com/
4
See: https://penelope.hypotheses.org/630 "Weaving Tidal2
Cycles
patterns at a TC-1 loom".
See
https://getchip.com/pages/chippro
3
See https://www.docker.com/

Figure 2. Architecture of the system.
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3. METRIC PATTERN GENERATION:
DESIGN
3.1 Collaborative rhythm creation and metric weaving through dance
The guiding principle behind the design of the collaborative definition of metric patterns by the performers is
based on the the phenomenon of "inherent rhythm" observed by Kubik in his study of east and central african
instrumental music [7]. In this study, Kubik posits that
"In some East and Central African instrumental music,
[...] musicians playing together [...] produce rhythmic
patterns, which are not perceived by the listener as they
are actually played by the musicians. Instead of this he
hears a conflict of other rhythms, which are not played as
such but arise in his imagination." [7], p. 33. (See Fig. 3).

indirectness involved in using simple motion and magnetic sensors as control devices and relayed to remote sites
as a creative aesthetic challenge in the performance and
to devise an interaction mechanism that encourages performance with this medium. In our search for such
mechanisms we were guided by the remarks of Giorgio
Fanfani's contribution to the Penelope Colloquium, where
he points out the importance of the concept of rhythmical
interweaving (epiplokē) in ancient Greek metrical theory
as "a paradigm for pattern generation ‒ every geometric
or figurative motif emerging on the fabric resulting from
an ordered crossing and combination of discrete elements, the threads, regulated by numerical relationships.5
In fact, in his study on epiplokē, Cole (1988) posits that
certain types of metrically ambiguous anacreontic verses
should in fact be regarded as part of a 'cyclically recurring pattern'. This creates a link to the cyclical meter of
african dance (and dance in general), thereby opening up
the possibility of seeing analogies if not affinities between these genres of poetry and dance.
A study of Antony Tuck's paper on the relationship between Patterned Textiles and the Origins of IndoEuropean Metrical Poetry (2006) led to some characteristic examples that seemed most fitting as a basis for our
design [10] pp. 542, 543. As shown in Figure 4, ancient
weaving patterns can be encoded as regular sequences of
black and white (top and bottom) nodes in a rectangular
grid.

Figure 3. Metric interweaving in African Music, [7], p.
33.

Similar phenomena are also known in western music
practices such as the hocket of medieval polyphony or
virtual polyphonic lines in baroque monophonic playing.
Bregman uses similar examples to explain the phenomenon of stream segregation in Auditory Stream Analysis
[8], p. 18f. This emergence of overall patterns from individual lines that differ from each other in precisely controlled manner has given rise to comparisons with the
weaving of image patterns in textiles [9]. McLean has
used his TidalCycles software for Live Coding to weave
textile patterns in a residency project, which he reported
in Penelope's project colloquium4. In his report on this
project, McLean remarks: "Others commented on how
they disliked the TC-1, because it was inaccurate, slow
and ‘distanced’ yourself from the weave because you
didn’t create the shed directly. But this really felt like
making techno music – you don’t use acoustic instruments directly in the same way, but for me this puts more
emphasis on feeling the sound — or in this case the fabric
– itself as it emerges from the machine." Our approach
starts from a similar point of view, namely to regard the
4

See: https://penelope.hypotheses.org/630 "Weaving TidalCycles patterns at a TC-1 loom".

Figure 4. Fret patterns in ancient indoeuropean weaving,
after [10] p. 543.
The pattern can be coded numerically by rows of numbers denoting the sequence of black and white dots (top
and bottom threaded knots) on each row, from bottom to
top, as follows:
2, 4, 8, 4, 8, 4, 8, 4, 8, 4, 2
2, 4, 8, 4, 8, 4, 8, 4, 8, 4, 2
2,4,2,4,2,4,2,4,2,4,2,4,2,4,2,4,2,4,2
2,4,2,4,2,4,2,4,2,4,2,4,2,4,2,4,2,4,2
2,4,2,4,2,4,2,4,2,4,2,4,2,4,2,4,2,4,2
2,4,2,4,2,4,2,4,2,4,2,4,2,4,2,4,2,4,2
8, 4, 8, 4, 8, 4, 8, 4, 8
8, 4, 8, 4, 8, 4, 8, 4, 8
This representation closely resembles a rudimentary loopsequencer as known from early synthesizer technology
and current sequencing tools. Instead of conveniently
using a common midi controller, we chose to provide the
performers with wearable movement tracking sensors,
5

See: https://penelope.hypotheses.org/614
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and ask them to shape the metric patterns through dance.
This poses constraints to the available vocabulary of control actions and limits the directness and accuracy of control, but requires from the performer intuitive affinity
through continuous use.
3.2 Design of a gestural control vocabulary
Our approach to designing the principles of metric encoding is inspired by metric notation of ancient Greek poetry.
This employs two symbols short (u) and long (-) to build
a vocabulary of metric units ("feet"), consisting of a few
syllables each. Metric patterns do not have an explicit
fixed phonetic counterpart, that is to say, a position
marked with the sign of a short syllable (u) just as one
marked as long (-) can take on the sounds many different
syllables depending on the poem or verse. Following this
principle, we define metric units as cycles or sequences
whose components are abstract symbols, where each
symbol may manifest itself aurally by choosing from a
set of sounds. In other words, each symbol does not represent a kind of sound but a more generic category at the
syntactic or colotomic level. Thus, the most fundamental
level of our vocabulary defines a mechanism for playing
sequences of beats as abstract symbols as well as ways to
specify different sounds or actions corresponding to each
symbol. The most basic element in a performance is a
sequence of beats, where each beat may initially either be
unassigned or assigned to a symbol.
The simplest case scenario starts with a set of beat lines
beating regularly and synchronously:
o o o o o o o o...
o o o o o o o o...
o o o o o o o o...
In order to permit incremental construction and refinement of patterns, we organize the beat lines into cycles of
limited length, for example 12 beats. The lenghs of cycles may vary in the course of the performance depending
on actions of the performers as explained below:
Each performer act on one beat line from this set, and
may modify it by performing several types of actions on
it:
1. Assign a symbol to a beat in a cycle of the line.
2. Modify or inflect the type of sound corresponding to a
symbol on a beat.
3. Displace the train of beats in time by one beat or fraction of a beat.
4. Modify the length of the cycle of beats.
5. Modify the tempo of the beat line (the time interval
between individual beats).
6. Modify the sound quality produced by the beat line by
changing parameters of a filter applied to the sound
output of the line.
The gestural control possibilities afforded by a single
sensor unit with 3 types of 3-dimensional sensors are
limited. We are not using any gesture recognition algo-

rithms to differentiate a repertory of gestures, but use
peak detection and value thresholds on the acceleration
sensor to detect assignment events corresponding to single beats (point 1 above) and use continuous values from
the other two sensors for continuous modification of parameters (point 6). Adding more categories of modification is most readily done by adding more sensors to the
system at different parts of the body. However at this
stage in the project we concentrate on gaining familiarity
with and evaluating the basic aspects of behavior of the
system, before proceeding to enrich its behavior any further.

4. IMPLEMENTATION
4.1 Wearable hardware interface
4.1.1 Chip Pro prototype
The Chip Pro is a System-on-Module (SOM) made by
Next Thing Co and based on the based on the ARM Cortex-A7 CPU and capable of running Linux. However,
because it is designed for low cost and low power consumption, it has only 256MB of RAM. It is thus not
practical to run Debian Linux on the Chip Pro, as it is on
the Raspberry Pi. For this reason, Next Thing Co provides an alternative suite of tools to support development
on Chip Pro. The suite is named Gadget and consists of a
command line tool and a lightweight version of Linux
named GadgetOS. GadgetOS is based on buildroot
(https://buildroot.org), a tool for generating embedded
Linux systems, which relies on the well-known makefile
language. GadgetOS is at early stages of development
and thus documentation and libraries, while available, are
not yet fully mature for general use and require much
low-level work to configure. We based our development
on org-mode, a package running on the EMACS editor
which supports Literate Programming and Reproducible
Research methodologies by executing blocks of source
code embedded in plain text and optionally combining
these blocks into external files to create standalone programs. Using these tools, we developed our own Integrated Development Environment (IDE) in order to be
able to better automate, modularize and document the
development process, and maintained by the second author of the paper. Our experience with this environment
is based on the work done to enable data acquisition from
the Flora 9 sensor via the I2C bus. The drivers and python libraries provided by Adafruit - the manufacturer of
Flora - were made for Debian Linux running on the
Raspberry Pi. Thus the first port for Chip Pro was also
on Debian. However, Debian is deprecated by Next
Thing Co, because it demands too many resources to run
efficiently on Chip Pro. Thus, we had to port the Adafruit libraries to GadgetOS. This required modifications
and fixes to the original code. More importantly, we had
to remove all unused residual objects from the resulting
Docker images, because otherwise they would be too
large to fit on Chip Pro. The build process took approximately 12 minutes and the shrinking process ("squash")
approximately 20 minutes. In order to avoid having to
repeat these processes at each time that we wanted to
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modify the program, we isolated those parts which needed further modification and placed them on a separate
Docker module, which we could build and load separately. The smaller submodule required less than 30 seconds
to build and load as opposed to the 30 minutes required to
build, compress and load the entire system. Thus we
could continue working on the parts that needed further
modification much more efficiently. This functionality
was implemented using the babel facility of org-mode on
EMACS.
4.1.2 Update on the status of CHIP-PRO, alternative
platforms
Since the original submission of the present paper, Next
Thing Computing, the company that created the CHIPPRO has declared bankruptcy. Thus, it is necessary to
look for alternative platforms to continue this work in the
long term. For Linux-based work these would be Raspberry Pi – which recently issued a Docker implementation – an Bela mini. An alternative which covers the
functional requirements of the project but does not implement docker is Adafruit’s Feather Huzzah ESP8266
wifi development board. This is programmable with micropython. We used it to develop our prototypes for experimentation in the performances. A distribution of the
software via Docker is still possible, but will require rewriting of the org-babel code.
4.2 Mapping input data
4.2.1 Calculate orientation from gyroscope angular data
We based our wearable controller on the Flora 9-DOF
sensor by Adafruit6 and used the Chip Pro embedded
computer7 to sample its data and transmit them wirelessly
to the onsite computer. Both of these are low cost devices (Flora: 19.95$, Chip Pro: 16$, available with Development kit at 48$). The Flora sensor is a combined Accelerometer/Gyroscope/Magnetometer and provides 3
sets of measurements in three dimensions each (x-y-z),
i.e. a total of 9 data values per sample frame. The Flora
contains a type of cheap MEMS sensors which are commonly used in smartphones and other devices requiring
orientation information such as visual reality headsets
and drones. The orientation data from the Flora are
measurements of the angular rate of movement obtained
directly from the gyroscope, and thus they require further
processing in order to be translated in absolute x-y-z coordinates in 3D space. We used a python library by Jean
Rabault for this translation.8 We subsequently discovered
a sensor unit by Bosh (Adafruit’s BMO055, ca 40$)
which filters the data on-board and combines measurements by its built-in sensors to provide more reliable po-

sition and movement data. Our prototypes for the performances used this sensor.
4.2.2 Peak detection
Peak detection is a simple method for triggering events
such as setting the states of a beat. We apply peak detection on accelerometer data, thereby detecting deliberately
abrupt movements as triggers. Distinguishing the main
direction of the acceleration vector may further be used to
differentiate the choice of action intended. SuperCollider
provides a reliable PeakFollower generator which is applicable on control rate signals carrying the signal from
the input vector:
PeakFollower.kr(in: 0, decay: 0.999)
To filter out unwanted peaks below a given amplitude,
the PeakFollower may be used conjointly with an amplitude follower passed through a comparison binary unit
generator (<) acting as gate.
4.3 Representation of rhythmic patterns
To code and coordinate the rhythmic patterns we employ
sc-hacks, a library for live coding by the first author.
Two features of the library play a key role in the implementation of the metric pattern scheme described above:
1. The Notification class, implementing an improved
version of the Controller pattern for assigning function
callbacks to messages. This makes it possible to connect any two objects receiver and sender with an arbitrary function to be executed by the receiver object
when it receives a message from the sender object.
Using this pattern, it is possible to associate any symbol that is emitted in the course of a stream of beats to
any action when received by any player object. It is
thus possible to encode beat sequences as patterns
with a custom play type which emits the symbol of the
beat and lets any number of player/receivers translate
the symbol to sound in their own way. Beat synchronization for multiple players is thus guaranteed.
2. One of the basic features of the gestural interaction
design outlined above is the modification of beat patterns during the performance. The built-in pattern
playing object in SuperCollider does not give access
to the playing patterns data, and thus it cannot modify
patterns while they are playing. sc-hacks defines an
EventPattern and EventStream class which make it
possible to modify patterns while they are playing.

5. NETWORK REQUIREMENTS
5.1 Networking Prerequisites for Performance Sites

6

https://www.adafruit.com/product/2020
7
https://getchip.com/pages/chippro
8
See
https://folk.uio.no/jeanra/Informatics/QuaternionsAndIMUs.h
tml and https://folk.uio.no/jeanra/Informatics/quaternions.pdf
for an explanation of the algorithm. The library is available
on github: https://github.com/jerabaul29/IntegrateGyroData.

In order to ensure that data connections work at short
notice, it is required that each site possess a static IP address connected to the internet via UDP on the port number used by SuperCollider (57120). The local computer
is connected to the internet via Ethernet.
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5.2 Latency Issues and Synchronization Strategy
We tested and benchmarked communication between
Athens and Corfu using SuperCollider's internal local
time facility, and arrived at a latency of under 30 milliseconds. While this is surprisingly small, it can be expected that latency will increase when performing across
larger distances. This could prove damaging if the signal
for changing the state of a beat arrives at a remote site at
a time when the performance has moved to the next beat.
A countermeasure for that would be to use a universal
counter for beats shared between all performance sites,
and to send beat-specific commands together with the
number of the corresponding beat. However this would
require one of two possible precautions to preclude that a
command arrives at a remote site too late to act on the
beat it was meant for: Either code in the system a latency
interval between the instant of recognizing the command
and the beat to which it is assigned, thereby making sure
that the signal will reach both the local and the remote
systems before the beat to which it is addressed, or
schedule missed beats to change their state when they are
reached at the next cycle in a cyclic beat pattern.

6. CONCLUSION
This project is the first step of the research group at the
Audiovisual Arts Department of the Ionian University in
the direction of genuine embedded wearable computing
devices. Compared to recent work on Raspberry Pi, development on the Chip Pro proved to be much more demanding and time-intensive. On the other hand, the perspectives opening for further projects based on this platform are very promising. A number of projects are being
envisaged already, ranging from augmented instruments
using small wearable sensors to distributed environmental
sensing projects for ongoing compositions. The work on
this platform has made such projects much more accessible both economically and technically. The most significant insight is the realization that globe-wide projects
involving sensors can be carried out with limited means
and relative ease, first since the Chip Pro hardware used
is not only low-cost but also small and light enough to be
shipped anywhere without extra expenses, and second
because Chip Pro software can be updated remotely over
the Internet, enabling remote maintenance and tweaking
of projects.
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ABSTRACT
Mutualizing the body and the instrument offers a different way of thinking about designing embodied musical
interfaces. This research presents the design of the BodyHarp, a wearable instrument that combines large bodybased gestures with the fine control of hand-based instruments. This reflects a desire to create a single interface that both captures expressive, dance-like, body
movement as well as nuanced gestural interactions. The
BodyHarp was not designed as a separate artifact, but
rather it was crafted as an augmentation to the human
body. This fusion seeks to enhance the sense of intimacy
between the player and the instrument and carries a different type of aesthetic — like playing a traditional instrument (the harp) but as part of the body. In other
words, the BodyHarp aims to capture creative body
movement and placing it in an instrumental context. In
doing so, we aim to blur the transition between two gestural mediums (dance and playing an instrument) by mutualizing them — or, in a sense, by designing the interface as a part of the body.

1. INTRODUCTION

Ge Wang
CCRMA, Stanford University
CA 94305-8180, USA
ge@ccrma.stanford.edu

tended version of the instrument that allows the player
(e.g., while standing) to gesture within a larger space.
Which mode the instrument is in at any given time has
implications both on the gestures of the player as well as
the timbre of the sound produced. Figure 1 shows the
interface played in the first mode.

Figure 1. The BodyHarp, Mode 1.
The characteristics and playing techniques of the instrument are determined by the mode. The sound gradually diverges from the previous mode until it completely
transforms to the present mode (Figure 2).

The musical instrument can be approached in two ways:
as an object that the body plays, or as an extension of the
body itself. Which of these two perspective one adopts
can have profound influences on how the instrument is
designed and how it is played. In this work, we explore
possibility of combining these two notions, and designing
a single instrument that simultaneously embodies both
ways of thinking.
In this research, we propose a wearable instrument:
the BodyHarp, which was designed to capture both body
movements with two components. The first technique
consists of four position sensing, variable length, pluckable strings drawn from a box placed at the foot of the
player. The second technique is a sensor-augmented exoskeleton for the hand and forearm. In a sense, this is a
harp-like string instrument extended to a wearable musical interface.
The BodyHarp operates between two modes, one of
which projects a smaller instrument size (e.g., when the
player is closer to the ground) and the other a fully exCopyright: © 2018 D. Cavdir et al. This is an open-access article distributed under the terms of the Creative Commons Attribution License 3.0
Unported, which permits unrestricted use, distribution, and reproduction
in any medium, provided the original author and source are credited.

Figure 2. The BodyHarp, Mode 2.

SMC2018 - 498

This transition is supported by performer’s movements.
Depending on the mode of the instrument, the strings are
played either by plucking and/or stretching. This way it
retains some playing techniques of the classical stringed
instrument while abstracting the notion of playing with
large scale gestures and body movements.
As a digital musical instrument (DMI), the BodyHarp
presents both a new way of playing (and thinking about
playing) an instrument, while striving to meet a familiarity expectation—offering, as Morreale and McPherson
described, “an intuitive instrument based on traditional
modes of interaction”, and whose evaluations have linked
the success of DMIs to their familiarity [2]. In [1-3],
researchers focused on learnability and playability of
computer-mediated instruments. These aspects are even
more difficult and less explored in body-movement-based
wearable instruments. At the same time, there are advantages to body-based instruments. For example,
Mainsbridge and Beilharz suggest that the dynamics of
body movement bypasses conscious approaches to eliminate the artificiality of DMI’s [1].
In this paper, wearable interfaces of various levels
from minor-gestural interaction to full-body movements
are covered with their strengths, weaknesses and some of
the signature features (Section 2). Design motivation
behind the BodyHarp is explained. The idea of combining some characteristics of traditional instruments and
dance-like body movements is explored. Implementation
details and performance aspects of such wearable instrument are given in the last sections (Section 3-4).

2. RELATED WORK
One of the primary motivations behind the BodyHarp is
to make a computer-mediated musical instrument as an
extension of the human body. Previous research stated
that some designers directed their work towards creating
traditional-instrument-based-controllers. Others made
wearable gesture-based instruments [2]. Among many of
these designs, some of the interfaces have developed
unique performance practices over a long period time:
Leatitia Sonami's Lady Glove [4] and Michel Waisvisz's
The Hands [5]. One of the main findings from their research is that the design should include exclusive features
specific to that DMI and support unique playing styles
[2]. Some of the features such as familiarity, aesthetic,
and simplicity of interaction support the initial motivation
behind the current research.
BodyHarp is inspired by previous wearable gestural
interaction designs. It focuses on adjusting its timbre by
changing its size while it keeps familiarity and fidelity
concerns, discussed in [3], in mind. In a similar instrument, the Fragment String, designers explore compositional and performance practices, investigating the
strength and limitation of fragmented-strings based interaction and the sound output [6]. BoSSA discusses the
sense of presence and intimacy of the interface [7]. Another similar design approach is observed in the Overtone
Violin [8]. Similarly, it explores boundaries of the original violin techniques and sounds while extending the
instrument with new techniques. Like in the Overtone

Violin, BodyHarp also aims to keep conventional playing
techniques.
In [2], Morreale and McPherson indicate the importance of expressive performance and audience engagement from their DMI evaluation survey. According
to their questionnaire, designers reported the following
self-evaluations:
“for Manta, Snyder commented that “it has a unique
look and feel that sets it aside on stage”, for the ERecorder, it is expressed that “it is nice to watch on
stage", and for The Talking Guitar: “it requires large
gestures which are easy to interpret for the audience"”
[2].
Previous wearable interface designs seem to focus on
gestural interaction or full body movement [9,10,11]. In
[9], Serafin et al. proposed an experimental design to
investigate mapping strategies between gestural-based
interfaces and physically based sound synthesis models.
For this purpose, they used a glove interface with flex
sensors for each finger. The results showed that users
tend to map certain sounds with certain gestures. The
other wearable instruments, Human Harp and Eclipse
[10,11], focus more on full-body movement rather than
gesture-based interaction. Even though they are designed
to be wearable and used in expressive movement performances, these body-centric instruments are restricted by
being examples of body motion sonifications. Since Human Harp needs to be attached to the bridge, it makes it
difficult to consider the interface as a self-contained
wearable instrument but more a site-specific installation.
On the other hand, Eclipse has a significant amount of
design and implementation resembling our design approach and on top of its artistic concerns. It is limited to a
certain type of piece and performance so that it is hard to
define it as a DMI. These interaction methods are designed to control virtual instruments or to synthesize
sounds in new, interactive, and artistic ways [9,10,11].
Regarding the performance aspect of such designs,
Lady’s Glove and The Hands should be recalled. These
instruments are well recognized and demonstrated the
expertise of the creators in various expressive performances. In the BodyHarp, a similar hand instrument is
designed combining larger scale gestures with fine handbased control.
With all these evaluations, design considerations, and
previous design approaches in mind, the BodyHarp is
designed for music and expressive movement performances, like dance. It aims to leverage embodied experiences with gestures while keeping conventional instrument constraints. Since gesture based DMIs offer unlimited possibilities for sound mapping and abstraction [9],
the BodyHarp focused on plucked and bowed string
physical models. Yet, it still offers room for exploration
of new sounds and improvisation techniques.
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3. INSTRUMENT DESIGN AND IMPLEMENTATION
The design process involves two components of interaction. The first part is a small box with four gametrak
strings and the computer connection [13]. The second
part consists of hand gestures and arm rotation interaction. It is made out of the hand exoskeleton with five flex
sensors, the arm extension with adjustable straps, and the
control board with an accelerometer. The parameter control is mostly provided in the skeleton part of the interface. The hand skeleton is analyzed and tested on piano
players to satisfy sufficient flexibility and playability
with individual finger bends. Moreover, the restriction of
being physically attached to an instrument and being able
to extend the playing techniques provide passive haptic
feedback.
3.1 Exoskeleton
This part of the interface can be considered as the most
common one in the previous literature. As in [4,5,9], researchers made gloves, hand-controlled instruments, or
other wearables. Yet, in our design, the choice of an exoskeleton is intentional in order to emphasize embodying
instrument and making it an extension of the body. The
same design motivation is the idea of attaching strings to
the connectors on the exoskeleton. The exoskeleton extending from the fingers to the forearm is made out of
flex sensors. Flex sensor which has a nominal impedance
around 10 Kohm increases its impedance gradually with
the amount of bending. The stretched position of fingers
is used for parameter control of physical models used in
each mode. Flex sensors are mounted on a flexible wooden surface. The choice of material was crucial since it
needed to be stretchable, durable and strong. Softwood fit
well for all those needs and kept the sensors steady in the
initial position when not excited.
Gametraks have two gloves with male connectors. The
connectors have their female counterparts on the string
end. The male connectors are disassembled from the
gloves and screwed to the arm band. The arm skeleton
consists of two layers. The control circuitry is mounted in

between of two layers of the arm band. The first layer has
three straps wrapping around the arm. The outer layer is
again attached to the inner layer through the same double-sided stick-on straps. Figure 3 shows the three layers
of the wearable part.
3.2 4-String Box
As presented in [13], gametrak controllers are widely
used as a controller themselves. However, their parts, like
gloves, pulleys, and spool chasings, are also included in
the interface designs. Some of the applications involve
various methods of exploring its spatial positioning feedback such as direct mapping, counterweighting, combining, gearing, dividing, and dismantling [13]. In this design, the 4-string box consists of gametrak string pulleys
disassembled from two gametraks. One of the main reasons why there are four strings used in the design is to
retain the familiarity of the interface to classical polyphonic stringed instruments.
4-string box consists of gametrak string pulleys disassembled from two gametraks. As shown in Figure 4, each
spool-chasing is removed from the Gametrak and from
their pulleys. The joysticks are directly attached to the
chasings which is connected to the laser cut box through
a steel rod.

Figure 4. Reassembled spool chasings and joysticks.
Since the interaction with the strings requires plucking
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and stretching them, the box needs to be fixed to its position. It is immobilized through steel weight plates on two
sides of the box while the spools are damped with spongy
isolation material.
3.3 Playing the BodyHarp
The instrument is originally designed to be played stationary sitting on the ground or a higher surface. Most of
the gestural interaction comes from the wearable interface
like finger gestures, string manipulation, and arm movement. As a result of the mode selection, the size of the
instrument can be fixed or interactively modified depending on the composition. This brings up the compositional
concerns and performance aspect of the design. In [14],
Cook emphasizes a way to design instruments by working backwards from an envisioned piece rather than designing the controller itself in a top-down manner. We
adapted a similar approach in this research with a focus to
co-design the interface with an envisioned composition
and performance, which simplified sound creation and
the action-to-sound mappings.
In terms of playing technique, we focused on plucking
the strings with the motivation of its similarity to contemporary string playing techniques. The sound associated with each mode is controlled by four basic triggering
mechanisms: exciting the physical model of each mode,
stretching the strings, plucking strings, and finally controlling the parameters with finger gestures. In the first
mode, the instrument is restricted to a certain height. In
this mode, a banded waveguide model is selected for
bowed string sounds [16]. In the second mode, pluckedstring model is used [17,18]. Plucking the strings is controlled by the differentiation of x and y axis over time. It
gives a discrete control of the string positions. In this
mode, as an extension of plucking technique, a chorus
effect can be played by stretching one or more strings.
This method of using single technique with different gestures allows performer to explore the interface and new
possible techniques.

niques, where each string is mapped to multiple pitches
adjustable with the length. Along with the narrative of the
performance, in two separate acts, the music was
switched back and forth between plucked and sustained
sounds. Pitch adjustment by varying the string length
allowed to express the arm motion as in common dance
techniques. The instrument created a relation between the
dancers and the musicians with its dance-like nature.

Figure 5: Improvisation with BodyHarp.
Despite the restriction of the interface in terms of
physical limitations, it creates a meaningful interaction
between gestures and the sound. It requires the performer
to be more intentional about her gestures and movements
during the performance. The haptic feedback provided
from the arm-string attachment necessitates an active
listening to synch the motion with the composition. In a
way, body motion shapes the sound and in turn, gesture
resulting from playing the instrument naturally exudes a
dance-like quality.

4. PERFORMANCE
BodyHarp explores expressive performance of musician
as a part of the instrument. Meanwhile, it aims to augment the instrument into human body. The first performance with BodyHarp happened on CCRMA Stage at
Stanford Univeristy (Figure 5). It showed that larger scale
gestures, different than full-body-motion sonification
[10,11] or single gesture focused controllers [4,5,9], provided haptic feedback engaging the performer with the
instrument.
The BodyHarp relates to the composition with its design. It gives flexibility in sound design but preserves the
gestural interaction and playing techniques. The instrument fits well into performances which involve movement in their narratives. The instrument was also performed in a site-specific retelling which involves narrative dance and improvisational music performances (Figure 6). BodyHarp, electric cello and the trumpet improvised Risset-like spectral music. For this performance,
the technical focus was carried to the plucking tech-

Figure 6: Performance with dancers in Liriope.

5. CONCLUSION
The BodyHarp is part of an ongoing project motivated by
attaching DMIs to a wearable interface. Body movement
forms an important part of this instrument. It is not limited to gestures, but it couples the instrument with hand
and arm movement to simultaneously work with motion
at two different scales. For example, the BodyHarp allows you to make small gestures, e.g., plucking with your
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finger to articulate the sounds and large-scale gestures,
e.g. arm movement to both express the sounds as well as
to provide a different, almost dance-like visual aesthetic.
However, we observed a limitation in the relation of
gestural interaction and sound creation of wearable interfaces. BodyHarp extended this constraint in two ways. It
created a passive feedback from the strings being attached to the arm and to the body of the instrument. Actuating the strings at the arm connection point with the
arm movements as well as triggering different modes by
changing the size of the instrument gives a certain degree
of freedom in movement. On the other hand, it made it
hard to meet repeatable expectations as each movement
varies from one another. The learning process of BodyHarp required the musician to overcome the unfamiliar
feeling of being attached to an interface.
There will be future developments to ease this adjustment period of wearing the instrument as a part of the
body. In the later developments, a design which offers an
easy-to-wear interface is planned to be adopted. One of
main solution is to explore other gestures and to couple
them with new DMIs. Hence, we plan to explore the relation of different types gestures and performance with new
wearable instruments. There are other technical improvements to BodyHarp: 1) mounting stereo speakers
around the 4-string box for a self-contained, more embodied sound source, 2) deducing the wire dependence
with wireless communication with two controllers, 3)
lighter and smaller embodied wearable parts.
The BodyHarp is an exploration in the gestural space
between small nuanced hand-based gestures, e.g. playing
a harp, and larger body-based movements, e.g., dance.
We think of this larger scale gesture in a scale that somehow distinct from these two extremes. This offers an interesting link between dancers and musicians as a new
way of thinking and playing instruments that involve
different scales of gestures.
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ABSTRACT
This paper introduces how a participatory performance
named Embodied iSound gathered a number of technologies, sound and music in order to explore the experience
of sonic crossings. The main components of the experience are introduced, from the inception of design, inspired by contemporary social and political events, to the
implementation of technical solutions. Among these, participants’ gestures and movements are tracked in order to
control sound generation and spatialization. The physicality of a performance space is used to enable an allinclusive listening experience that activates all senses as
well as personal and collective memories. The performance was evaluated by the audience who provided encouraging feedback, in particular regarding embodiment,
interaction, and immersiveness.

1. INTRODUCTION
The current edition of the Sound & Music Computing
Conference highlights the “ability of sound and music to
cross boundaries, to eliminate borderlines and overcome
physical and digital limitations”. It also invites discussions about “what it means to cross a border and to explore physical, spiritual and conceptual correlations in
terms of the acoustic experience”. The context of this
invitation is that of Cyprus, “a divided land where the
sound of the church bells on one side, the muezzin's call
to prayer on the other and the noise from military aircrafts are all filtered through sea and forest sounds from
both sides and intertwine across its borders” [1].
This paper wholeheartedly accepts this invitation and
presents how a performance entitled Embodied iSound
[2] recently addressed these exact same issues. The performance was premiered in 2016 at the Peninsula Arts
Contemporary Music Festival (PACMF), a yearly event
that celebrates music innovation at the University of
Plymouth (UK) [3]. In that occasion, the proposed discussion (and general theme) was “Frontiers: expanding
musical imagination”. This theme did not necessarily
imply a particular social, political or cultural context. In
fact, some of the PACMF’s composers and performers
decided to focus on other approaches to music creation,
Copyright: © 2018 Marcelo Gimenes. This is an open-access article
distributed under the terms of the Creative Commons Attribution License
3.0 Unported, which permits unrestricted use, distribution, and reproduction in any medium, provided the original author and source are credited.

including unconventional computing [4], and music opportunities for motor-disabled individuals with braincomputer music interfaces [5]. One can easily see some
of the frontiers, difficult challenges and implications
these issues raise in the context of technology, health and
well-being.
However, Embodied iSound addresses a different kind
of frontier, one that has many parallels with the context
proposed by the SMC Conference. One year before the
PACMF, in 2015, public awareness regarding the Syrian
crisis seemed to be at its peak. After many waves of illegal immigration, governments around the world discussed humanitarian help and, in particular, how to grant
asylum and financial support to people that fled the country as a last resource to preserve their own lives. Unfortunately, for many of those who faced bombardment and
the waters of the Mediterranean this help never arrived.
Today, this tragedy persists and images of distress are
seen on the news almost on a daily basis.
Indeed, direct links between music and emotion, broadly explored in the literature [6], underlies the power of
sound to cross boundaries and alleviate human hardship.
The photograph of an old man listening to music in his
destroyed bedroom in Aleppo clearly illustrates that [7].
Music is a remedy for sorrow. Even when perceived as
sad, music can help to heal affliction and ease the pain of
the soul [8].
On the one hand, music has strong cognitive and behavioural components, clearly reflecting the culture and surroundings of its peoples [9]. Yet, on the other hand, this
does not necessarily mean that cultural or stylistic traits
represent any border or obstacle for human understanding. Evans [10] believed that “all people are in possession
of what might be called a universal musical mind” and
“any true music speaks with this universal mind to the
universal mind in all people”. Music is a universal language. No translations or intermediaries are needed as
music speaks directly from one mind to another. Perhaps,
for these same reasons, autocrats try to use music to their
advantage, as instruments of propaganda. Oddly in these
cases, music, as many other means of communication,
can be misleading.
The healing power of music, however, is at the heart
and actions of many people. This applies, in particular, to
an organisation the author met during the inception of
Embodied iSound: Musicians Without Borders. Based in
the Netherlands, since 1999 this organisation runs musical projects in places that have been hit by the storm of
conflict. Teaming up with local institutions, they try to
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use “the power of music for peace-building, connecting
people, empowering musicians as social activists, and
training local youth as change-makers” [11]. Several
places around the world have already benefited from the
program, from countries such as Tanzania and Rwanda to
Kosovo, Northern Ireland and Palestine, to name a few.
Musicians Without Borders kindly authorised the use of
audio taken from some of its projects [12] as part of the
Embodied iSound composition.
Given the political context of the moment and inspired
by the work done by Musicians Without Borders, connections between political, social, ethnic and cultural frontiers became the main thread of the Embodied iSound
performance. This was an opportunity for reflection. The
performance should trigger connections between these
issues within the context of an acoustic experience. After
all, why should borderlines exist (other than an opportunity to be challenged)? The sentiment was that of indignation, resistance, rebellion.
In order to translate these ideas into sound, a series of
resources were designed and implemented. One in particular symbolised an additional challenge (or frontier): the
apparent divides between long established (and generally
accepted) roles of composers, performers and audience.
The SMC community, among other groups, often showcases the work of researchers that in many ways question
(and provide alternatives to) these conventional roles.
Reasons and approaches to this end are manifold, from
entirely acoustic works to performances mediated by artificial intelligent interactive computer music systems. A
wealth of solutions is continuously being proposed and
documented in the literature [13].
This paper introduces the Embodied iSound performance from a creative perspective, or “what it means to
cross a border and to explore physical, spiritual and conceptual correlations in terms of the acoustic experience”
[1]. Specific details about technologies and implementation (in this and other related performances) that are outside this scope are introduced and discussed in [14]. The
following section describes how the performance was
designed and, in particular, how the performance space
was conceived and technologies implemented to support
the free movement of audiences and sounds in connection
with the composition narrative.

2. THE PERFORMANCE
In a nutshell, Embodied iSound is a participatory music
performance [15] in which leading elements are the focus
on the exploration of sound spaces and the crossing of
sonic borders through an embodied experience by the
audience.
2.1 The performance space
The performance space is physically defined (Figure 1) in
order to provide an environment where audience and
sound are able to freely move. Sound movement is implemented via localisation within a quadraphonic surround system and is controlled by the participant's
movements. Participants’ movement is tracked with the
support of six Bluetooth Low Energy beacons (‘B1’ to

‘B6’). As shown in Figure 1, one beacon is installed next
to each one of the speakers and, in addition, one beacon
is installed in between two pairs of speakers. This setup
helps to give more precision to the mapping of the space,
divided into four sound regions (‘R1’ to ‘R4’) which
have a particular meaning within the context of the performance, explained below.
A number of seats are provided in the centre of the
space for those participants who decide not to take an
active role in the performance, and just listen to and observe other participants to move around. Screen projection is also provided in order to give real-time visual
feedback regarding the participants’ movements.

Figure 1: Embodied iSound performance space
2.2 Free movement of audiences
The Embodied iSound experience is similar to a guided
tour that has been planned by a tourist adviser, but only in
very generic terms. Initially, attractions, locations and
routes are introduced. During the tour, however, visitors
are allowed to make decisions, explore detours, and take
‘escapades’. Along the way, at every new spot, they decide whether to move with the rest of the group or to go
to different locations. In the end, all visitors will possibly
have a good understanding about the environment as a
whole. They will also have shared perspectives and, at
the same time, their personal and unique points of view
about the tour. Each experience has its own set of sensory
and emotional triggers (lights, sounds, colours, and
scents). Every time a new tour is undertaken by the same
or by a different group, the exact terms of the route is
individually and collectively determined.
The analogy between this type of guided tour and Embodied iSound is particularly appropriate. Before the performance, participants receive general instructions about
the environment (the ‘performance space’, shown in Figure 1), how it is divided into regions (or ‘sound territories’), how to move around these regions and how their
movement influences the way they experience sound.
The main instruction is that participants should move
towards those sounds they fell mostly attracted to. The
experience resulting from that, however, is far from being
limited to sound alone. In fact, the sound they experience
is part of a series of interconnected events which sequentially activate different senses (other than audition) and
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produce impressions that, at the same time, are particular
to each one of them and commonly shared by the whole
group.
Therefore, the free movement of the audience is essential in this context, especially with regard to embodiment
and immersion. According to Leman [16], the “body of a
person can be considered as the mediator between the
person’s environment and the person’s subjective experience of that environment”. Immersiveness translates into
degrees of involvement, attention and engagement. As
the body moves, the eyes focus on different places, different objects and shapes. Some of them will be familiar,
others will captivate (or distract) the participant’s attention. Meeting other people adds complexity to the experience. Some will be familiar, others strangers. Conversations may (or may not) occur about all sorts of subjects,
from the participants’ discoveries regarding the performance itself to the weather, emotions, or any other.
Given the above-mentioned number of (potentially
complex) variables that influence the listening experience, it is not surprising that, throughout history, a series
of conventions has been established with respect to social
behaviour in performance settings. Typically, in order to
preserve the ‘integrity of the artwork’, within a traditional
classical music setting, audience members are shown to
their seats and not allowed to (effectively) participate
other than by applauding at the end of the performance.
In fact, these conventions entail a great loss in terms of
experience. Contemporary and, in particular, experimental and participatory music very often try to breach
this ‘ceremonial approach’. Rather than focusing on the
artwork itself, the emphasis shifts to the listening experience as an integrated whole, comprising all senses, activating listeners’ personal and collective memories. The
artwork is not limited to the sound alone but is enriched
and expanded by the audience.
With respect to the Embodied iSound performance,
movement has a specific and notable relevance. Crossing
borders presupposes the physical movement from one
place to another. Thus, the intrinsic correlation (or cognitive quality) between these ideas is used in the performance to reinforce the experience of crossing borders
which are not only geographic but also cultural.
The performance space is divided into regions strongly
related to specific and contrasting music styles (such as
African, and electronic). Regions are mapped to sets of
tracks (in Logic), each one containing stylistically-related
sound material. During the performance, as the audience
moves around the space, the number of participants varies within each region. This fact is interpreted as the audience is searching for their collective preferences in
terms of music style. Preferences evolve as the performance progresses.
In practical terms, the number of participants within
each sound region is used to control the relative importance of each music style (sets of tracks in Logic) according to a simple rule. The more participants are inside
a region, the lower the volume of that region is. This apparently counter-intuitive rule has the (proposed) effect
of making the audience’s (collectively speaking) most
desired sound ‘disappear’. One could imagine a scenario
where moving towards something makes this something

(sound, in this case) escape or fade away. When this happens, a new cycle initiates. People move around, looking
for their new preferred spot which, again, fades away.
The above-mentioned dynamics regarding the ‘free
movement of audiences’ has a direct correlation with how
sound moves in the performance space. Sound is ubiquitous and, as such, everywhere, laws of Physics applied. In
the Embodied iSound performance sounds respond to the
audience’s resolve. A completely (metaphorical) ‘taxfree’ policy is applied within the performance space.
Awareness about sound sources is a feature that has
been addressed in many contemporary contexts [13].
Acousmatic sound and music, for instance, borrowing
from the Pythagorean practice of concealing the sound
source, happens behind the ‘veil of the loudspeaker’. In
the case of the Embodied iSound, as described below,
sound is also reproduced by loudspeakers but, through
the application of diffusion techniques (that respond to
control data generated by the audience), its source becomes a distinguishable feature.
2.3 The composition
At the heart of the Embodied iSound performance is an
acousmatic composition entirely reproduced through a
quadraphonic surround sound system. The whole work
has approximately 12 minutes of duration. Two main
computer environments control sound reproduction: Logic and Pure Data. The former contains the core of the
narrative, including an arrangement that has been craftily
designed in order to support multiple real-time mixing
possibilities. The later contains an algorithmic component. Both respond to control data generated by the audience.
A
stereo
mix
is
available
online
(https://youtu.be/ZEM56I68oRo) for reference purposes
only. Considering Embodied iSound’s very dynamic nature, however, this mix is far from what is achievable in
an actual performance.
On the Logic side, the arrangement consists of a sequence of eight sections. Transitions between two consecutive sections are relatively clear as sections incorporate different sets of sound material. Layers of tracks containing fragments of audio files were combined with an
original score written by the author. Many of these fragments were taken from recordings of Musicians Without
Borders projects [12], including various rhythms (e.g.,
samba, rap, rock), and instrumentation (e.g., didgeridoo,
hand clapping, voices, guitar). These projects contain
strong, distinguishable, and contrasting cultural elements
which are suitable for the ethos of the performance. A
number of manipulation techniques are applied to the
audio fragments, including slicing, pitch alteration, and
audio stretching, among others. The main task is to define
a sequence of sound elements that can be vertically
aligned and support the narrative, whatever path the audience decides to take, consciously or unconsciously, during the performance.
The composition’s consecutive sections use a combination of different sounds traversing a spectrum of distinct
moods. From an initial mysterious and tense state (portrayed through sounds taken from Apollo 10 astronauts
recordings [16]), the composition progressively moves
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towards uplifting, melancholic and hopeful moments.
Towards the end, a female voice repetitively says the
word ‘if’, a simple message that summarizes the whole
piece. An approximation map of these several moments
and music materials is described in Table 1 below:
#
Sounds and references
1 Apollo 10 recordings, deep pad
sounds, women voices
2 Didgeridoo, women voices
3 Samba, rap
4 Sudden silences, women voices,
flute and bassoon
5 Deep sounds, rap, flute, sounds
from space, group singing, algorithmic/synthetic sounds
6 Pads, traditional harmonies, melodic
7 Chords, claps, electronic, bassoon, rock guitar
8 Flute and bassoon, shouts, group
singing

Mood
mysterious, technological
curious
uplifting
melancholic
uplifting

2.4 Control data and mappings
Embodied iSound is supported by a distributed system
named Levinsky Music which includes a smartphone app
(the ‘app) and a desktop server (the ‘server’). Mobile
devices, given their processing power, widespread use
and availability, have been used in a number of ways in
recent years to support audience participation [17-19].
Communication between server, app, Logic and Pure
Data is done via MIDI and OSC. The app [20] (main
screen shown in Figure 2) collects control data (position,
gyroscope and button taps) from each participant and
sends this data to the server which then maps it (the resulting calculation) to specific parameters in Logic and
Pure Data.

deep suffering,
anguished
anguished
gradually moves to
relaxed atmosphere, hope

Table 1: Summary of the composition sections
(#: section)
Finally, in addition to the main arrangement in Logic,
the composition contains an algorithmic element programmed in Pure Data. Specific members of the audience, chosen at regular time intervals, control some variables of the algorithm. The introduction of this type of
design approach addresses the issue of having a good
balance between collective and personal control in the
context of participatory performances. Very often, in
these cases, individual participants are not able to distinguish their personal commands because they are merged
with the commands of other participants (through averages, etc.). Handling the command to particular individuals
during the performance has the effect of turning them
into soloists and, therefore, enhancing their sense of authorship and control.
The next section contains a summary of the technical
details that help to understand how the ideas described
above were implemented in the Embodied iSound performance.

Figure 2: Levinsky app main screen
The server provides a real-time visual representation of
the participant’s movement in the space, used as feedback
to the participants. In addition, throughout the performance, the server also randomly chooses the next leader
(soloist) every number of seconds. The server then notifies the new leader he/she has been chosen with a text
message, change of colour in the app background and
vibration of the mobile device.

Figure 3: Questions regarding the app
(SD = strongly disagree; D = disagree; N = neutral; A = agree; SA = strongly agree)
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A summary of the sound control mappings is shown in
Table 2:
Control
gyro yaw
gyro pitch
gyro roll
app’s button
positioning

Environment
Logic
Logic
Pure Data
Logic
Pure Data
Pure Data
Logic

Mapping
sur. panning
synth par.
algorithm
synth par.
algorithm
on/off
volume

Part
soloist
soloist
soloist
soloist
soloist
soloist
all

Table 2: Summary of mappings
Briefly, the participants’ position inside each sound region is based on their distance relative to the beacons
installed around the space. The server calculates the
number of participants in each region and then defines
the volume of sets of tracks (in Logic) associated with
that region. The central area in the space is not considered a ‘music territory’ and remaining within it does not
trigger any event in the server. As mentioned above, the
higher the number of participants in a particular region,
the lower the volume of the tracks associated with that
region. Lower thresholds are also applied in order to
completely silence particular regions.
Volume control considers the collective behaviour of all
the participants. Data generated by soloists (or ‘leaders’)
are also taken into account in order to control particular
parameters in both Logic and Pure Data, as shown in Table 2. Gyroscope’s ‘yaw’ controls surround panning of
particular tracks in Logic; ‘pitch’ and ‘roll’ control software synth parameters in Logic and algorithm variables
in Pure Data. Finally, a button on the app’s main screen

gives to the soloist the ability to start or stop the generative algorithm in Pure Data.

3. PARTICIPANTS’ FEEDBACK
Observation during (and recording of) the performance
shows that the majority of participants fully engaged,
moving around the space and controlling the sound with
their smartphones. The remainder only walked or stayed
in the central neutral area. After the performance, participants were invited to respond to a questionnaire using a
Likert-type scale in order to evaluate their experience.
Whilst 14 smartphones connected to the system, 13 participants responded to the survey.
Participants were asked about age, gender, music background, and their personal relation to the smartphone.
Age of respondents ranged from 13 to 62. Table 3 contains a summary of this data:
Count
%
Participation
Listener:
4
30.77
Controller:
9
69.23
Gender
Male:
6
46.15
Female:
7
53.85
Other
is trained musician 10
76.92
listens to music on a daily basis 13 100.00
regularly listens to experimental music 11
84.62
smartphone plays a major role in daily
9
69.23
routines
Table 3: Summary of participant’s description

Figure 4: Questions regarding the performance
(SD = strongly disagree; D = disagree; N = neutral; A = agree; SA = strongly agree)
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Participants were also asked about the app itself (Figure
3), whether (1) they felt they were able to control the
sound output with their mobile device, and (2) whether it
was easy to understand and use the app. With respect to
the performance (Figure 4), the questions were: (1) Controlling the sound improved my listening experience; (2) I
enjoyed the performance; (3) I felt connected to the music; (4) I felt connected to the other participants; (5) I felt
I made a personal contribution to the overall result of the
event; (6) It made me feel creative; (7) Moving around
the space helped me understand the idea of embodiment;
(8) Moving around the space improved my listening experience; (9) Moving around the space made me think
about crossing musical frontiers; (10) The app provided a
real interactive experience; (11) The installation was an
immersive experience; (12) The installation would have
been different without my participation; and (13) The
presence of other people influenced the way I moved.
Graphs in Figure 3 and Figure 4 show the results in the
form of diverging stacked bars where the neutral response
is vertically aligned. This helps to visualise that, overall,
results were positive. With regard to the app, the majority
of respondents (Figure 3) felt it was easy to understand
(Q2) and that they were able to control the sound output
with their mobile devices (Q1).
With regard to the performance (Figure 4), the overwhelming majority responded they enjoyed it (Q2) and
that controlling the sound (Q1) and moving around the
space (Q8) improved their listening experience. The performance received good ratings regarding creativeness
(Q6), embodiment (Q7), interaction (Q10) and immersiveness (Q11). In particular, the idea of (Q9) crossing
musical frontiers conveyed by moving around the performance space was appreciated by a large number of
participants (41% strongly agree). Connections (Q3) to
the music and (Q4) to other participants was positive but
not by a large margin, even though (Q13) most of the
respondents said the presence of other people influenced
the way they moved (69.2% agree and strongly agree).
Finally, questions whether (Q5) participants felt they had
made a personal contribution to the overall result of the
event and (Q12) whether the performance would have
been different without their participation were inconclusive. Further experiments and performances with larger
numbers of participants will help to corroborate these
evaluations in the future.

4. CONCLUSION
This paper addresses the general theme of this year’s
SMC Conference, ‘sonic crossings’, from the perspective
of a participatory performance named Embodied iSound,
which explores the idea of crossing borders and its “physical, spiritual and conceptual correlations in terms of the
acoustic experience” [1]. The design of the performance
is inspired by a troubled international scenario that led
the way to the creation of several artistic and technological components which, together, helps to create an ambiance where a utopian argument is proposed: what if borderlines didn’t exist? This question is raised by an
acousmatic composition, the main component of the per-

formance’s narrative, where, at the end, a female voice
repetitively conspires: ‘if’!
Technology, sound, and music are intertwined in Embodied iSound, allowing participants to explore a performance space where borderlines between music territories
are freely crossed. The emphasis shifts from the artwork
itself to a listening experience as an integrated whole
comprising all senses, activating participants’ personal
and collective memories. Decisions about which route to
take is theirs, not the composer’s. The personal voice is
heard as much as the collective voice. Embodiment and
immersion are key ingredients and convey the message
that different music traditions, however different they are,
can peacefully coexist.
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ABSTRACT
Creating harmony in karaoke by a lead vocalist and a backing vocalist is enjoyable, but backing vocals are not easy
for non-advanced karaoke users. First, it is difficult to find
musically appropriate submelodies (melodies for backing
vocals). Second, the backing vocalist has to practice backing vocals in advance in order to play backing vocals accurately, because singing submelodies is often influenced by
the singing of the main melody. In this paper, we propose
a backing vocals practice system called HamoKara. This
system automatically generates a submelody with a rulebased or HMM-based method, and provides users with
an environment for practicing backing vocals. Users can
check whether their pitch is correct through audio and visual feedback. Experimental results show that the generated submelodies are musically appropriate to some degree, and the system helped users to learn to sing submelodies to some extent.
1. INTRODUCTION
Karaoke is one of the most familiar forms of entertainment
related to music. At a bar or a designated room, a person who wants to sing orders the karaoke machine to play
back the accompaniment of his/her favorite songs. During
the playback of the accompaniment, he/she enjoys singing.
Because karaoke is enjoyable for many people, techniques
enhancing the entertainability of karaoke have been developed [1–3].
One way to enjoy karaoke is to create harmony with two
singers. Typically, one person plays lead vocals (singing
the main melody) and the other person plays backing vocals (singing a different melody). The melody sung by the
backing vocalist (we call this a submelody here) typically
has the same rhythm as the main melody but has different pitches (for example, a third above or below from the
main melody). If the lead vocalist and backing vocalist are
able to sing in harmony with each other, the sound will be
pleasant. However, this is not easy in practice. First, it is
difficult to find a musically appropriate submelody. Particularly for songs that do not contain backing vocals in
the original CD recordings, the backing vocalist has to create an appropriate submelody him/herself, which requires
musical knowledge and skill. Second, accurately playing
backing vocals in pitch requires advanced singing skill. If
c 2018 Mina Shiraishi et al. This is an open-access article distributed
Copyright: ⃝
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permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

the two singers do not have sufficient singing skill, the
pitch of the backing vocals may be influenced by the lead
vocals. To avoid this, the backing vocalist needs to learn to
sing accurately in pitch by practicing the backing vocals in
advance.
In this paper, we propose a system called HamoKara,
which enables a user to practice backing vocals. This
system has two functions. The first function is automatic
submelody generation. For popular music songs, the system generates submelodies and indicates them with both
a piano-roll display and a guide tone. The second function is support of backing vocals practice. While the user
is singing the indicated submelody, the system shows the
pitch (fundamental frequency, F0) of the singing voice on
the piano-roll display. The user can find out how close the
pitch of his/her singing voice comes to the correct pitch.
The rest of the paper is organized as follows: in Section
2, we present a brief survey on related work from the perspectives of harmonization and singing training. In Section
3, we describe the overview of our system. In Section 4,
we present the details of our automatic submelody generation methods. In Section 5, we report results of evaluations
conducted to confirm the effectiveness of our system. Finally, we conclude the paper in Section 6.
2. RELATED WORK
2.1 Harmonization
Harmonization has two general approaches. The output of
the first approach is a sequence of chord symbols, such as
C-F-G7-C, for a given melody [4–6]. The second approach
assigns concrete notes to voices other than the melody
voice. The typical form in the latter approach of harmonization is a four-part harmony, which consists of soprano,
alto, tenor, and bass voices. Four-part harmonization is
a traditional part of the theoretical education of Western
classical musicians, and so numerous researchers have attempted to generate it automatically [7–14].
Our task—generation of submelodies for karaoke—is
slightly different from the above-mentioned harmonization. In karaoke, one sings together with the accompaniment played back by the karaoke machine, so accompaniment data (typically MIDI-equivalent sequence data) are
given in advance. Submelodies should be consonant with
the accompaniment as well as with the main melody.
2.2 Singing practice support
As commonly known, almost all commercial karaoke machines have a singing scoring function. For example, in
US Patent 5719344 [15], a technique has been proposed
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that is based on comparing the karaoke user’s voice and
a referential voice extracted from the original CD recording. In addition, Tsai et al. [16] also proposed an automatic
evaluation method of karaoke singing.
Computer-assisted singing learning systems have been
develoepd, such as Singad, Albert, Sino & See, and
WinSINGAD (See [17] for details). These systems aim at
self-monitoring the user’s singing with visual feedback of
the pitch, spectra, and/or other acoustic/musical features.
In addition, Hirai et al. [18] developed the Voice Shooting Game to improve poor-pitch singing. In this game, the
vertical position of the user’s character on the screen is synchronized with the pitch of the user’s singing voice. The
user has to control his/her pitch accurately to control the
vertical position of the character and to catch target items.
Nakano et al. [19] developed a singing-skill visualization
system called MiruSinger. This system extracts and visualizes acoustic features, particularly the pitch and vibrato
sections, from the user’s singing voice.
Lin et al. [20] developed a real-time interactive application that runs on a smartphone, which enables the user to
learn the intonation and timing while singing.
These studies and systems focus on solo singing, not on
situations where two persons sing together in harmony.
Fukumoto et al. [21] developed a system, RelaPitch, that
enables the user to train relative pitch. Listening to a standard tone, the user tries to sing the pitch that has a specified interval from the standard tone. This system focused
on training the creation of harmony by singing, but does
not focus on creating harmony in actual songs.
3. SYSTEM OVERVIEW
3.1 Basic system design
The goal of our system is to enable the user to practice
backing vocals for a song from popular music (especially
Japanese popular music, or J-pop). To achieve this, the
system has to support the following functions:
1. Submelody generation
Some songs do not have submelodies in the original
CD recordings. For such songs, the system has to
generate submelodies automatically.

completely corresponds to each note in the main melody
one-for-one. Submelodies are often sung only at limited
sections (such as chorus sections) in actual music scenes,
but our system generates a submelody for the entire main
melody. This is so that users can simply ignore the submelody indication except in the sections where they want
to sing harmony.
It is possible to generate submelodies that have higher or
lower pitch than the main melody. The user can select an
upper submelody or a lower submelody at the start screen.
A typical phenomenon occurs when one person plays
lead vocals and another person plays backing vocals: here,
their singing pitches are influenced by each other. In particular, backing vocals may be greatly influenced by lead
vocals because the backing vocalist has to sing an unfamiliar melody. One solution to this problem is to enable the
backing vocalist to check his/her pitch accuracy during the
practice phase. Our system enables the backing vocalist to
control the volume balance between his/her own voice and
the guide tone in order to easily check his/her voice. In
addition, he/she can find the pitch accuracy through visual
feedback. The pitch of his/her voice and the correct pitch
are displayed on the piano-roll screen in real time.
3.2 System configuration
The block diagram of our system is shown in Figure 1.
Loading and playing back MIDI data, generating submelodies, and displaying lyrics and submelodies on the
screen are performed by the PC. The microphone for the
backing vocals is connected to the USB audio interface
communicating with the PC. The audio signal of the backing vocals is sent from the audio interface to the PC, and
the accompaniment sound is sent from the PC to the audio
interface. The volume of the backing vocals and the accompaniment can be adjusted independently on the audio
interface.
In contrast, the microphone for lead vocals is connected
to the analogue mixer, not to the audio interface. This is
in order to not send the audio signal of the lead vocals to
the PC. To make it possible to listen to both lead vocals
and backing vocals, the headphones for both vocalists are
connected to the analogue mixer. If only a backing vocalist
uses this system without any lead vocalist, the analogue
mixer is not necessary.

2. Practice support through audio and visual feedback
The submelody for a specified song is indicated
through the piano-roll display and the guide tone
during the playback of the accompaniment. It is not
easy for most users to recognize whether the singing
voice has the correct pitch (i.e., the same pitch as the
guide tone). The system should therefore show the
user how accurate his/her singing pitch is through
audio and visual feedback.
Our system assumes that music data (main melodies, accompaniments, and lyrics of songs) are given in the MIDI
format, because most modern karaoke machines use MIDIequivalent data.
Given the MIDI file of the target song, a submelody is
generated for the entire main melody (from beginning to
end). The submelody is assumed to have the same rhythm
as the main melody; hence, each note in the submelody

3.3 Start screen
Once the system is launched, the screen shown in Figure 2
appears. The user then selects a song to be played back.
Then, the user selects an upper submelody or a lower submelody, how many semitones the key is transposed by (the
degree of transposition (if necessary)) and adjusts the volume of the guide tone of the main melody and the accompaniment sound.
3.4 Main screen
After the user selects a song and other settings, a submelody is generated for the song. Then, the playback of
the accompaniment starts. During the playback, the lyrics
are displayed in a typical karaoke display style (Figure 3).
In the upper half of the screen, the main melody and the
submelody are displayed on the piano-roll screen.
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Figure 1. Block diagram of our system. Our system consists of a PC, an audio interface, and an analogue mixer as
well as microphones and headphones. The audio interface
has separate volume controls for the backing vocals and
accompaniment sound.

Figure 3. Main screen. (a) Lryics, (b) the piano roll of
the main melody, (c) the piano roll of the generated submelody, (d) the pitch of the user’s singing voice.

Figure 2. Start screen. (a) Song selection, (b) accompaniment volume, (c) uppper submelody or lower submelody,
(d) guide tone volume, (e) practice of the main melody or
submelody, (f) key transposition.
The user’s singing voice is analyzed in real time. Every
5 ms, the pitch (fundamental frequency, F0) of the user’s
singing voice is estimated with the DIO F0 estimator [22]
and displayed on the piano-roll screen.
Every four measures, the ratio is calculated of the frames
in which the difference between the singing pitch and correct pitch is smaller than 200 cent. In this calculation, the
frames are excluded when this difference is greater than
800 cent, along with silent frames, because it could be
caused by a double-pitch or half-pitch estimation error. If
this ratio is lower than 50%, the message “Listen to your
voice more carefully” is displayed on the bottom of the
screen. This message is prepared to urge the user to turn
the volume of his/her voice up.
4. SUBMELODY GENERATION METHODS
The most simple method for generating a submelody is to
generate the note of the major or minor 3rd below each
note of the main melody (in the case of a lower submelody). However, which of the 3rds below is suitable depends on the harmony of the accompaniment. Sometimes
the perfect 4th below is more suitable because both the major and the minor 3rd below may cause dissonance with the
accompaniment. To select an appropriate note interval between the main melody and submelody, we propose two

Figure 4. Pitch class of the main melody {ni }, pitch class
of a submelody {hi }, and the relative degree of each pitch
class in the accompaniment {bi }. This example has only
one part in the accompaniment for simplicity, but actually
the accompaniment consists of more-than-one parts.
methods: a hidden Markov model (HMM)-based method
and a rule-based method.
4.1 HMM-based method
Let n1 , · · · , nm and h1 · · · , hm be sequences of notes of
the main melody and submelody, respectively. Each ni
and each hi take an integer between 0 and 11, which corresponds to a pitch class (C, C♯, · · ·, B). The relative degree
of appearance of each pitch class in the accompaniment
from the onset to the offset of each note ni is calculated
and is denoted as a 12-dimensional vector bi ; each element
of this vector takes a value between 0.0 and 1.0 (Figure 4).
Let k be the key of the target song1 .
What to calculate here is h1 , · · · , hm maximizing
P (h1 , · · · , hm | n1 , · · · , nm , b1 , · · · , bm , k).
1 For simplicity, our modeling does not consider modulation. For a
song involving modulation, we treat sections before and after modulation
as separate songs.
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We assume h1 , · · · , hm and n1 , · · · , nm to have Markov
property. Leaving out the dependency between observable
variables (ni and bi ), we can rewrite the above conditional
probability as
P (h1 )P (h1 |k)P (n1 |h1 )P (b1 |h1 )×
m
∏

P (hi |hi−1 )P (hi |k)P (ni |hi )P (bi |hi ).

i=2

This model is a hidden Markov model (HMM) where the
hidden states are pitch classes hi in the submelody and observations are a combination of a pitch class ni in the main
melody and a feature vector bi from the accompaniment.
We can therefore estimate the most likely submelody by
applying the Viterbi algorithm to this HMM.
Below, we describe the details of each factor of this probability.
• P (h1 ) is a probability for the initial state and is assumed to follow a discrete uniform distribution.
• P (hi |k) is a probability for the note name of the submelody’s i-th note given key k. This probability is
defined as

0.15 (hi is a tonic, mediant, or




dominant note for key k)


0.10 (hi is one of the other
P (hi |k) =
diatonic notes for key k)




0.03
(hi is not a diatonic note


for key k)
• P (hi |hi−1 ) is a probability for note transitions in the
submelody. We assume the tendency of note transisions in the submelody to be close enough to that of
note transitions in the main melody. We then calculate this probability from the main melody of the
target song.
• P (ni |hi ) represents the relationship between the
main melody and submelody. Both melodies tend
to have an interval of the major 3rd, minor 3rd, or
perfect 4th. We then calculate this probability based
on the following equation:

α
(|ni − hi | = 0 (perf 1st))




2α
(|ni − hi | = 1 (min 2nd))


 4.5α (|ni − hi | = 2 (maj 2nd))



 15α (|ni − hi | = 3 (min 3rd))

20α (|ni − hi | = 4 (maj 3rd))
P (ni |hi ) =


15α (|ni − hi | = 5 (perf 4th))




0
(|ni − hi | = 6 (arg 4th))




5α
(|ni − hi | = 7 (perf 5th))


0
(|ni − hi | ≥ 8)
where α is a coefficient to make the summation of
the probabilities equal to 1.
• P (bi |hi ) represents the relationship between the
submelody and the accompaniment.
As described above, the 12-dimensional vector bi =
(bi,0 , · · · , bi,11 ) represents the relative degree of appearance of each pitch class in the accompaniment

Figure 5. Probability distribution of P (bi |hi ).
from the onset to the offset of the main melody’s ith note ni . By assuming each element in bi to be
independent of each other, the above probability can
be reduced as follows:
P (bi |hi ) =

11
∏

P (bi,j |hi ),

j=0

where P (bi,j |hi ) is an emission probability for how
apparent the pitch class j is in the accompaniment
(i.e., an observation) given the submelody’s pitch
class hi (i.e., a hidden state). When |i − j| = 1
(minor 2nd) or 2 (major 2nd), the appearance of the
pitch class j should not be high in the accompaniment because it will cause dissonance. We therefore
define P (bi,j |hi ) as following a normal distribution
N (bi,j ; 0.0, σ12 ) (σ12 is experimentally determined).
Otherwise, we consider P (bi,j |hi ) to follow a continuous uniform distribution2 (Figure 5).
4.2 Rule-based method
Like the HMM-based method, n1 , · · · , nm and h1 , · · · , hm
represent sequences of notes of the main melody and submelody, respectively, and each variable takes an integer
between 0 and 11, corresponding to a pitch class. From
the accompaniment, a sequence of 12-dimensional vectors {bi } is extracted in the same way as the HMM-based
method.
For each i, the highest four values from the 12 elements
of bi = (bi,0 , · · · , bi,11 ) are extracted and the pitch classes
corresponding to them are obtained. The set of the obtained pitch classes are denoted here by Ci . In the case
of lower submelodies, the pitch class of i-th note of the
submelody, hi , is determined by the following rules:
1. If Ci includes the pitch class of the major 3rd below
ni , hi is set to this pitch class (hi = ni − 4).
2. If Ci includes the pitch class of the minor 3rd below
ni , hi is set to this pitch class (hi = ni − 3).
2 In the actual implementation, we use a normal distribution
N (bi,j ; 0.5, σ22 ) with a sufficiently large constant σ2 as an approximation of a continous uniform distribution because the programming library
we used supports only normal distributions.
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Table 1. Rates of concordance (ROCs) between generated
submelodies and ground truth [%]
Upper
Lower

HMM-based
Ave Max Min
52.3 64.5 24.3
53.6 71.0 30.5

Rule-based
Ave Max Min
55.5 75.0 33.6
64.2 87.9 37.6

Figure 7. ROC for each song (lowe submelodies)

Figure 6. ROC for each song (upper submelodies)
3. If Ci includes the pitch class of the perfect 4th below
ni , hi is set to this pitch class (hi = ni − 5).
4. Otherwise, hi is determined so that it has a parallel
motion with the main melody from the previous note
(hi = hi−1 + (ni − ni−1 )).
Rules for upper submelodies are similarly defined.
5. EXPERIMENTS
5.1 Evaluation of harmonization
5.1.1 Conditions
We asked a graduate student at Japan’s top-level music university to add submelodies (both upper and lower
submelodies) to the MIDI data of 85 J-pop songs. The
MIDI data were purchased at Yamaha Music Data Shop
(https://yamahamusicdata.jp/). The MIDI data sold here
consist of the main melody (in Track 1), the accompaniment (in other tracks), and lyrics text data (as MIDI Meta
Events).
We calculated the rates of concordance (ROCs) between
these ground truth submelodies and the generated submelodies. Note that generated submelodies are not necessarily musically inappropriate even if they are not concordant with the ground truth because there can be morethan-one musically appropriate submelodies for the same
song even though we have only one ground truth for each
song.
5.1.2 Results
The ROCs are listed in Table 1. The average rates are
52.3% for upper submelodies and 53.6% for lower submelodies with the HMM-based method; while these are
55.5% for upper submelodies and 64.2% for lower submelodies with the rule-based method. Figures 6 and 7
show the ROC for each song. We can see that the ROCs
vary among songs on all conditions.
5.1.3 Discussions
We consider two reasons why the HMM-based method is
inferior to the rule-based method. The first reason is frequent appearance of unison (the same note selected for
both main melody and submelody). This occurs because

Table 2. Results of subjective evaluation by a musical expert. Rate 1: ROC to the ground truth; Rate 2: the rate of
appropriate notes judged by the expert.
Method Song
Rate 1
Rate 2
Natsumatsuri (upper)
24.36% 81.58%
Attakaindakara (lower) 30.51% 83.24%
Osaka Lover (lower)
30.98% 73.80%
HMM
Hana (lower)
33.45% 97.46%
365 Nichi (lower)
34.09% 79.81%
Natsumatsuri (lower)
33.64% 85.53%
Hana (lower)
37.56% 90.30%
Rule
Aoi Benchi (upper)
37.77% 85.33%
Attakaindakara (upper) 38.98% 67.03%
Attakaindakara (lower) 39.23% 78.92%

the emission probability of ni , given that ni is equal to
hi , is greater than zero, that is, P (ni |hi ) = α ≈ 0.016
when |ni − hi | = 0. In fact, 4.78% of the generated submelodies are in unison. In the submelodies created by the
expert (the ground truth), only 0.20% notes are unison. On
the other hand, the rule-based method does not generate
unison. This could be improved by tuning the probability
parameters.
The second reason of the rule-based method’s superiority
is that the same pitch class is selected in succession with
the HMM-based method. For example, a sequence of ten
consecutive notes with the same pitch class appear at about
200 points in the 86 submelodies generated with HMM.
This occurs because the transition probability P (hi =
x | hi−1 = x) is higher than P (hi = y | hi−1 = x)
(y ̸= x). This could be caused by data sparseness: the transition probabilities were calculated from the main melody
of the target song only.
5.1.4 Subjective evaluation by an expert
We discussed submelody generation performance based on
the ROCs above, but low ROCs do not necessarily mean
musical inappropriateness. We therefore asked an expert
(an associate professor at a university of music) to subjectively evaluate the generated submelodies. Specifically,
she checked musically inappropriate notes by listening to
the submelodies with the main melodies and the accompaniments. To avoid burdening her, only the five-lowest ROC
songs were evaluated for each method.
The results are listed in Table 2. The rates of musically
appropriate notes fall between 67% and 97%; hence, it was
confirmed that our submelody generation methods are appropriate, at least to some extent.
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Table 3. Systems used in the experiments (*proposed).
Audio feedback Visual feedback
System A*
Enabled
Enabled
Enabled
Disabled
System B
System C
Disabled
Enabled
5.2 Evaluation of effects of audio/visual feedback
We conducted an experiment to confirm how the audio
and visual feedback function is effective in the practice of
backing vocals.
5.2.1 Participants
The participants were 12 university students (male: 5, female: 7). Two of the participants havd more than five years
of piano experience, but the others had no particular musical experience. No one had special singing experience.
5.2.2 Procedure
Every participant was asked to use the three systems listed
in Table 3. For each system, participants did the following:
1. Repeat the following three times
(a) Practice Song 1 with the given system for two
minutes
(b) Sing Song 1 as if really singing in karaoke
(non-practice singing)
2. Answer a questionnaire
3. Repeat the following three times
(a) Practice Song 2 with the given system for two
minutes
(b) Sing Song 2 as if really singing in karaoke
(non-practice singing)
4. Answer the same questionnaire
To prevent the effect of getting used to the songs and the
systems, we used different songs for different systems and
counter-balanced the order of the systems among the participants. In non-practice singing, the experimenter (the
second author) sang the main melody together with the participant’s submelody singing; the visual feedback function
was disabled (the audio feedback was enabled) regardless
of the given system for the practice phase. To obtain sufficient accuracy of pitch estimation, the participant and the
experimenter used headphones in all cases.
In the questionnaire, we asked each participant the following four questions:
Q1 Could you grasp the pitch of your voice accurately?
Q2 Do you think that the practice phase was useful for the
non-practice singing?
Q3 Could you practice the submelody singing and prevent
it from being influenced by the main melody?
Q4 Was your voice influenced by the main melody’s voice
in the non-practice singing?
The participants answered these questions on a scale of 0
to 6. Lower ratings are better only for Question 4.

Figure 8. Results of questionnaire in Section 5.2.
5.2.3 Used songs
We used six famous J-pop songs: “Sakuranbo” (Ai Ohtsuka), “Natsu No Hi No 1993” (Class), “Glamorous Sky”
(Mika Nakashima), “Asu No Tobira” (I WiSH), and “RPG”
(Sekai No Owari). To minimized the burden on participants, we used only the chorus sections of these songs. To
prevent the effect of the difference in lyrics, we asked the
participant to sing them by “la-la-la.”
5.2.4 Results —questionnaire—
The results (Figure 8) can be summarized as follows:
Q1 The ratings for System A are on average superior to
those for the other systems. In particular, the average of the ratings for System A are more than 2.0
higher than that for System B. This means that the
visual feedback of the pitch of users’ singing is to
some extent effective in helping them grasp the pitch
accuracy of their voices.
Q2 The ratings for System A are higher than those for the
other systems, but the difference is not sufficient.
Q3 The ratings for System A are slightly higher than those
for the other systems, but the difference is not sufficient. This occurs because our system plays the
main melody with a guide tone, not a singing voice.
Therefore, our system could not create a situation
in which singing the submelody is influenced by the
main melody in the practice phase. This could be
improved by introducing a singing synthesis engine,
such as Vocaloid.
Q4 This question also shows no sufficient difference between the systems. However, four participants commented, in an interview after the experiment, that
they were less influenced by the main melody when
they practiced with System A than with the other
systems. This implies a possibility that our system is
effective in preventing the user’s singing from being
influenced by the main melody.
5.2.5 Results —pitch accuracy—
We analyzed how the pitch is improved by comparing pitch
accuracy in the first, second, and third non-practice singing
phases of the same song. The same method as the pitch estimator was used for the audio feedback. Specifically, the
pitch of the singing voice is esimated every 5 ms, and the
ratio of the frames in which the difference from the correct pitch is smaller than 200 cent is calculated. The silent
frames and the frames in which the difference is greater
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Figure 9. Pitch accuracy in the experiment in Section 5.2.
than 800 ms are excluded in calculating this ratio. Only for
System A, two participants were excluded from this analysis because more than half of the frames of their singing
voices were excluded.
The results are shown in Figure 9. By comparing the
pitch accuracy at the first and third singing, we can see that
six of the 10 participants (60%) improved the pitch accuracy by more than 5% with System A. On the other hand,
five of the 12 participants (42%) improved with System B.

Figure 10. Results of questionnaire in Section 5.3.

Figure 11. Pitch accuracy in the experiment in Section 5.3.

5.3 Evaluation of key transposition
When the lead vocalist’s pitch range does not match the
range of the main melody of the target song, he/she may
transpose the key to match those pitch ranges. If this is
the case, the backing vocalist also has to sing the submelody in the transposed key. However, it is difficult to
sing the submelody in a different key from the key in the
practice phase. Our system therefore enables the user to
practice backing vocals in any key by transposing the key.
In this procesure, we confirm the effects of this transposition function.

Q4 Did you experience difficulty singing the submelody
in a non-original key (a key different from the original CD recording) in the non-practice singing?

5.3.1 Participants

5.3.4 Results —questionnaire—

The participants are 13 university students (male: 6, female: 7) who did not participatein the procedure in Section
5.2. Six participants have more than five years of piano experience, and one participant has more than five years of
bass experience.

The results (Figure 10) can be summarized as follows:

5.3.2 Procedure
On each of the transpostion-enabled and transpositiondisabled conditions, every participant did the same procedure as Section 5.2 (however, here they sang three songs).
During the non-practice singing, the key was transposed up a major 2nd in both conditions. During the
practice phase, the key was set to the original key in
the transposition-disabled condition, while the participants
freely selected the key in the transposition-enabled condition. Because they were informed in advance that they
had to sing in the major-2nd-above key at the non-practice
singing phase, all participants selected this key.
The questionnaire consists of the following questions:
Q1 Do you think that the practice phase was useful for the
non-practice singing?
Q2 Do you think that you sang well in the practice phase?
Q3 Was it easy to sing submelodies in the non-practice
singing?

The participant answered these questions on a scale of 0
to 6. Lower ratings are better only for Question 4.
5.3.3 Used songs
We used the same songs as Section 5.2 in the same way.

Q1–Q3 The ratings in the transposition-enabled condition were on average at least 1.3 higher than in the
transposition-disabled condition. This shows that
practice is more effective when the same key used
in thenon-practice singing phase is selected.
Q4 The rating in the transposition-enabled condition was
on average at least 2.0 lower than in the transitiondisabled condition. This implies that it is not easy
to accurately sing submelodies in a non-original key
after practicing the submelodies in the original key.
5.3.5 Results —pitch accuracy—
We analyzed the improvement of pitch accuracy during the
non-practice singing in the same way as Section 5.2.5. One
participant (the same participant in both conditions) was
excluded, because more than half of the frames of this participant’s singing was excluded.
The results are shown in Figure 11. When we compare the first and third singing, four of the 12 participants
markedly improved their pitch accuracy (more than 10%)
in the transposition-enabled condition, while two participants improved in the transcription-disabled condition.
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6. CONCLUSIONS
In this paper, we proposed a system to practice backing vocals for karaoke. To enable karaoke users to learn backing
vocals, we had to resolve two issues: automatic generation
of submelodies, and support of of backing vocals practice
through audio and visual feedback. Through experiments,
we confirmed that our system resolved these issues to some
extent.
However, we still have a number of issues. There is
still room for improvement on the parameter tuning of
the HMM. We also should try data-driven learning of the
model parameters. In addition, the experiments were short
due to considering the participants’ burden; longer experiments are necessary to investigate how the backing vocal
skill is being improved.
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ABSTRACT
Predicting the acoustics of objects from computational
models is of interest to instrument designers who increasingly use Computer Assisted Design. We examine techniques to carry out these estimates using a database of impulse responses from 3D printed models and a custom algorithm for mode interpolation within a geometrical matrix. Test geometries are organized as a function of their
physical characteristics and placed into a multidimensional
space/matrix whose boundaries are defined by the objects
at each corner. Finite Element Analyses is integrated into
the CAD environment to provide estimates of material vibrations also compared to measurements on the fabricated
counterparts. Finally, predicted parameters inform physical models for aural comparisons between fabricated targets and computational estimates. These hybrid methods
are reliable for predicting early modes as they covary with
changes in scale and shape in our test matrix.
1. INTRODUCTION
In the last decade we have seen numerous attempts to use
3D printing to produce musical instruments [1–3]. Print
resolution increases, material limitations are overcome,
and machine costs have come down for entry level printers, dissolving barriers for modern luthiers interested in
such techniques. The use of Computer Assisted Design
(CAD) softwares such as SolidWorks, 1 Rhino, 2 OpenScad, 3 etc. is a necessary step in the digital fabrication
process. 4 Musical instruments must therefore be modeled
first on a computer before being printed.
We believe that physical/acoustical modeling has an important role to play in this context by allowing luthiers to
listen to a digital version of their instrument before materializing it. Additionally, 3D printing presents a unique opportunity to test existing physical modeling techniques in a
1 http://www.solidworks.com/ (All the URLs presented in
this paper were verified on March 6, 2018)
2 https://www.rhino3d.com/
3 http://www.openscad.org/
4 Error prone 3D scanning may be used to derive geometries from preexisting objects, however modifying these meshes for novel designs requires much more expensive software.
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highly controlled environment where the physical properties (e.g., material, shape, etc.) of the objects to be modeled
can be precisely controlled.
The idea of using physical modeling to tune the characteristics of musical instruments before making them is not
new and has been investigated in the framework of various projects [4,5], but absent from these earlier efforts was
the ability of the maker to listen to a virtual version of the
instrument when prototyping it on a computer.
Physical modeling of musical instruments has made significant progress in recent years and realistic virtual versions of existing instruments can be implemented. However, each instrument presents different challenges and
there doesn’t exist a lightweight generic solution to model
any instrument from knowledge of its geometry and materials that can be represented in a CAD model.
In this paper, we investigate the use of various techniques
to predict the sound of an object before printing it. We focus on simplified string instrument bodies/resonators to facilitate comparisons between the printed objects and their
virtual version.
Rather than an exhaustive approach, we focus on simple techniques wary of how emerging challenges would
increase with more complex instruments.
First, we present the 3D printed objects used for our experiments. Next, we analyze their impulse response by
extracting modal information from them. We then compare the modal profiles computed with the Finite Element
Method (FEM) on their 3D models to the measurements
from their physical counterparts. After this, we introduce a
new modeling method using mode morphing on a database
of impulse response and we compare the modal profiles
computed using this technique to the ones measured on
the 3D printed objects. We also demonstrate how the data
acquired using these various techniques can be used in a
practical context. Finally, we discuss the results of our experiments and give future directions for this type of work.
2. MATRIX OF SIMPLE RESONATORS
The experiments presented in the following sections of this
paper are all based on a matrix of 3D objects implementing
simple musical instrument bodies/resonators. These objects are essentially “open boxes” of different shapes and
sizes. Figure 1 gives an overview of how the objects are
organized in the matrix: the x axis defines the shape of
the objects (from circular to square) and the y axis their
scale/size. Objects are scaled on this axis which means that
all their parameters (including their “wall” thickness) are
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Figure 2. Spectrum and detected modes (numbered and
represented by circles) of the large square object of Figure 1.
corners and scale factor 1.5) will also serve as a proof for
some of the predictions made by the technique presented
in §5.
3. IMPULSE RESPONSE ANALYSIS

Figure 1. Matrix of 3D printed instrument bodies with their
corresponding shape.

Object
Large
Medium
Small

Scale
2
1.5
1

Diam./
Width
130
81.5
65

Height
54
40.5
27

Walls
4
3
2

Hole
Diam.
32
24
16

Table 1. Dimensions in millimeters of the objects presented in Figure 1.
changed. A scaling factor of 2 was applied to the largest
objects of the matrix compared to the smallest ones. Table 1 summarizes the dimension of the objects presented
in Figure 1. Note that the size of objects is the same for
objects of different shapes.
A generic OpenScad model 5 was implemented and used
to make the model of each object. The nine resonators
were 3D printed on a Ultimaker 2 Extended + 6 which is
a Fused Deposition Modeling (FDM) printer. The material
used for the prints was PolyLactic Acid (PLA).
This matrix provides an environment for testing different
physical parameters in the framework of physical modeling. Therefore, the impact of the scale of the object and of
their basic shape on the quality of the models is tested in
§4-5. Intermediate elements (e.g., resonators with rounded
5 The source code of this model is available on the project
web-page:
https://ccrma.stanford.edu/˜rmichon/
3d-printing-modeling.
6 https://ultimaker.com/en/products/
ultimaker-2-plus

The impulse response of each object of Figure 1 was measured in order to compare the acoustics of the printed objects with their modeled version (see §4) and also to make
the models presented in §5. Measurements were made in
an anechoic chamber using a force hammer and a probe
microphone. Impulse responses were measured in different physical locations on the objects but due to the clarity
of the recordings, we decided to use the one made at the
center of their back plate for experiments presented in this
paper.
After deconvolving the signal of the force hammer and
the microphone from the overall impulse response, the
frequency domain position of the modes and their amplitude was automatically estimated by detecting peaks in the
spectrum. Figure 2 gives an example of this process by
plotting the spectrum of the impulse response of the large
square object with the modes detected by our system. Only
modes below 5KHz are plotted as the spectrum of the impulse responses tends to become more chaotic beyond this
frequency.
The T60 (resonance duration) of each mode was estimated by tracking their respective decays within spectrograms.
The mode parameters (frequency, gain, and T60) of each
object when excited at the center of their back plate were
stored in a database to be used in the experiments presented
in the following sections. All these operations were done
in Matlab.
4. MODELING USING FINITE ELEMENT
METHOD
The Finite Element Method is a known technique for modeling the dynamic deformation of an object and synthesizing the sound emitted by the object after an excitation [6].
It has been successfully used to model the body of string
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Figure 3. Reworked mesh of the large square instrument
body ready for finite element analysis.

instruments [7] such as the violin [8, 9]. FEM is now commonly employed by modern luthiers as an analysis tool
when designing new instruments [10].
In a previous publication, we introduced mesh2faust
which is an open-source tool [11] to generate modal physical model [12] for the FAUST programming language [13].
mesh2faust takes a volumetric mesh of a 3D object as
its main argument, carries out a finite element analysis using the Vega FEM Library [14], and generates the corresponding FAUST modal physical model. We wish to keep
the tool-chain presented in this paper fully open source
to facilitate its use by other members of the community,
which is why we decided to use mesh2faust.

Figure 4. Optimized mesh of the large square instrument
body generated by OpenScad.

Object
Circular Large
Circular Mid
Circular Small
Semi Circular Large
Semi Circular Mid
Semi Circular Small
Square Large
Square Mid
Square Large

Young’s
Modulus
(N/m2 )
3.3
3.5
3.3
3.5
3.5
3.3
3.5
3.5
3.5

Poisson
Ratio
0.36
0.36
0.36
0.36
0.36
0.36
0.36
0.36
0.36

Density
(kg/m3 )
1280
1250
1250
1240
1240
1260
1250
1260
1260

Table 2. Material properties used for the finite element
analysis of each object of Figure 1.

4.1 Meshing
The optimized meshes produced by OpenScad for each object presented in Figure 1 were re-meshed using MeshLab 7 in order to create uniform volumetric meshes (see
Figure 3). Indeed, even though the stl file generated by OpenScad already hosts a mesh compatible with
mesh2faust, it is highly optimized and it will not
work properly with finite element analysis (see Figure 4).
Acousticians using this technique don’t necessarily face
this issue as they typically draw the optimized mesh directly without using a CAD software. Also, some proprietary (and absurdly expensive) CAD softwares have builtin tools to carry out this task but it is not the case of OpenScad which is open source.
Producing a uniform mesh is challenging as we must
strike a balance between a tractable number of faces and
a plausible representation of the object. Considering
this tradeoff, all square objects have 15980 faces, semicircular objects have 39964 faces and circular objects have
53980 faces. For reference, computing the modes of a
mesh with 50000 faces takes approximately ten minutes in
mesh2faust on a single core (2.7GHz) Intel i7-2620M
CPU.
7

http://www.meshlab.net/

4.2 Material Properties
Material properties must be specified in order for
mesh2faust to carry out finite element analysis. The
material used for printing the objects modeled here is PLA
(see §1). The standard properties of this type of material
(Young’s Modulus: 3.5N/m2 , Poisson’s Ratio: 0.36, Density: 1240kg/m3 ) [15] were fine-tuned for each object to
best match their impulse response (see Figure 5). Due to
inhomogeneous extrusions in fusion deposition modeling,
material properties tend to slightly change from one print
to another. The material properties used for each object are
summarized in Table 2.
4.3 Comparing the FEM Modes to the Impulse
Response of the 3D Printed Objects
The mode parameters (i.e., frequency and gain) computed
by mesh2faust when exciting the models at the center
of their back plate are compared to the modes estimated
from the impulse response measured at the same location
on the 3D printed objects (see §3) in Figure 5.
The results of this experiment are similar for most objects. The first few measured modes (generally 1 to 4) are
not found by the finite element analysis as they are proba-
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bly Helmholtz (“air”) modes [8] that cannot be computed
using this technique. On the other hand, the frequency of
the following modes (eigen modes) was accurately computed by mesh2faust, at least up to 3KHz. Beyond this
point, the number of modes yielded by the FEM analysis
becomes much higher making it harder to compare FEM
and measured modes. We want to emphasize the fact that
we had to adjust the material properties used for the analysis independently for each object in order to obtain theses
results (see §4.2).
5. IMPULSE-RESPONSE-BASED MODULAR
MODELING
In a previous publication [16], we investigated the use
of mode parameter interpolation as a method to predict
the acoustics of simple resonators similar to the one presented in Figure 1. This idea was based on previous works
on morphing musical instrument body models [17]. It
was also greatly inspired by the famous experiment conducted by Carleen Hutchins in the early 1980s where she
compared acoustical differences between scaled violins
through labour intensive lutherie, at a time when 3D printing was an emerging and obscure technology. [18].
The resonator matrix presented in Figure 1 can be seen as
a two dimensional space whose boundaries are defined by
the objects at each corner. The idea behind the work presented in this section is to use mode morphing to compute
the modal profile of any object within the boundaries of
the matrix. Intermediate objects (e.g., intermediate scale
and squares with rounded corners) are used in a first step
to verify the accuracy of the system, and then to improve
its resolution.
5.1 Modes Pairing and Morphing
The modes of each object of Figure 1 were identified using
the technique presented in §3. Modes are defined by 3 different parameters: frequency, amplitude, and T60. Mode
morphing consists of linearly interpolating mode parameters from one object to another. For this operation to
be perceptually realistic, the modes of one object must be
paired to the modes of the other [17]. In other words, it is
necessary to identify the position in the frequency domain
where a mode is translated and vice versa.
While modes generally translate well when a scaling operation is carried out [18], it is not necessarily the case
when modifying the shape of an object. Therefore, the
modes of the various objects of the matrix of Figure 1
were paired on the y axis (scale) by trying to predict the
frequency of the modes of each object by doubling their
frequency. Modes were paired only if they translated in
a bidirectional way. For example, the modes of the small
circular object were paired to the large circular one first
by doubling the frequency of the modes of the small one.
If their frequencies matched the measured ones, the corresponding modes were associated. A similar operation was
then carried out in the other direction (from large to small)
by halving the modal frequencies of the large object. If
modes matched in both direction, we considered them as

“paired modes” and they were used with our morphing algorithm.
Even though modes are less likely to translate on the x
axis of our matrix (shape), we used the same technique to
pair modes in this direction. After this operation, some
modes were discarded and the number of modes was the
same for each object. This algorithm was implemented in a
Matlab script that also generated the corresponding FAUST
physical model described in §6.
5.2 Comparing the Morphed Modes to the Measured
Ones
Figure 6 compares the modes predicted using the technique
presented in §5.1 to the modes measured on intermediate
objects for all possible object couples at the corners of the
matrix (e.g., square - large, square - small, circular - large,
and circular - small). Modes beyond 3KHz are not plotted for clarity but similar results were observed for modes
between 3KHz and 5KHz.
As expected [18], the modal profile of intermediate objects can be predicted somewhat accurately when morphing is done on the y axis (scale), at least for the first few
modes. On the other hand, results are not as convincing
when morphing is carried out on the x axis (shape) even
though the frequency of some modes did match.
6. APPLICATIONS
The mode parameters of the experiments presented in §4
and §5 were used to implement modal synthesizers [12]
compatible with the FAUST Physical Modeling Library
(FPML) [19].
The modal synthesizers corresponding to each object presented in Figure 1 using the mode parameters computed
by mesh2faust in §4 were added to FPML. Indeed,
mesh2faust is able to generate “ready-to-use” modal
models without any additional step. Since mesh2faust
is currently not able to compute the T60s of the modes (see
§4), those were adjusted by hand.
On the other hand, a generic model based on the system
described in §5 was implemented from scratch in FAUST.
Two of its parameters allow for the control the current x/y
position in the matrix of objects by carrying out linear interpolation between mode parameters. The modal data of
all the objects of the matrix (including the intermediate one
used for proofing in §5) are used in this model to improve
its accuracy.
A series of simple physical models of string instruments
based on the modal synthesizers described in the previous
paragraphs were implemented and integrated to FPML.
They’re all based on a template similar to:
model = chain(
guitarNuts :
steelString(stringL,pluckPosition,
stringExcitation) :
guitarBridge :
inRightWave(bodyExcitation) :
modularInterpBody(nBodyModes,shape,
scale) :
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out);
In FPML, chain allows for the creation of bidirectional
connections between elements. A generic guitar bridge
and nuts were used to terminate a steel string and to couple it to the modal models. Here, modularInterpBody
corresponds to the generic model based on the system described in §5, stringExcitation is an excitation signal to drive the virtual steel string and bodyExcitation
is an excitation signal to drive the modal model directly.
A series of web-apps were generated using these models
and can be played online on the project’s webpage. 8 They
constitute a very convenient and interactive way to listen
to the results of the experiments presented in this paper.
7. DISCUSSION AND CONCLUSIONS
The combination of 3D printing and physical modeling
blurs the boundaries between the physical/acoustical and
virtual/digital domains. Digital and traditional lutherie reinforce each other by placing CAD softwares at the intersection of these two worlds.
The initial set of experiments presented in this paper approach these concepts form different angles. §4 uses a standard technique for modeling the objects directly from their
graphical representation while §5 introduces a system using a database of measurements made on a series of printed
objects within a space with defined boundaries to estimate
the acoustics of other objects in that space.
The finite element method used in §4 allowed us to predict the parameters of the modes of the objects presented
in §2 with promising accuracy but showed some limitations mostly related to its incapacity to find Helmholtz
modes. Moreover, this technique cannot model nonlinearities, which can be quite limiting in various cases. Other
techniques such as finite difference schemes [20] can be
used to solve these problems but they usually require more
computation and they are not always as portable as FEM.
Overall, different types of objects (e.g., solids, open resonators, membranes, etc.) require the use of different modeling techniques, and we believe that 3D printing can play
an important role in validating these models under highly
controlled conditions. Therefore, we plan to conduct similar experiments with different types of objects and modeling techniques in the future.
The technique presented in §5 discards the modeling step
and offers promising results, despite some limitations especially when changing the shape of an object rather than
its dimensions. Increasing the density of the matrix to provide more data points could help solve this problem. Additionally, machine learning might have a role to play in
this by establishing relationship between physical properties under certain conditions and the corresponding modal
profile of an object. At scale, computational learning could
generalize this problem to much more complex acoustic
systems systems such as rooms (reverberation), etc.
The objects used for our experiments were printed on an
entry level FDM printer. More expensive printers are ca8 https://ccrma.stanford.edu/ rmichon/
˜
3d-printing-modeling

pable of producing more complex and potentially larger
objects. They also offer more consistency on the printed
objects which is very important in the framework of our
project. On the other hand, printers used by the DIY 9
community have allowed for widespread access to desktop
manufacturing. Indeed this study would not have arisen
without such machines and in turn they can play an important role in the replication of such results across small
labs.
The matrix of object presented in §2 allowed us to test a
limited number of parameters and it would be interesting
to carry out similar experiments looking at other parameters. For example, depth is known to play an important role
in the acoustical properties of resonators, therefore this parameter would be a good candidate for such experiment.
Combining 3D printing and physical modeling offers new
possibilities to luthiers and researchers to prototype new
instruments, verify existing models, and to potentially create hybrid instruments combining physical/acoustical and
virtual/digital elements [19]. Much work has yet to be done
to implement models that will sound exactly the same in
both domains. We plan to keep working on this challenge
as we advance techniques to bridge virtual and physical
acoustics.
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Figure 5. FEM modes computed with mesh2faust (in blue and terminated with circles) versus modes measured on the
3D printed objects (in red and terminated with crosses).
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Figure 6. Interpolated modes (in blue and terminated with circles) versus modes measured on the 3D printed objects (in
red terminated with crosses) for all possible combinations leading to intermediate objects.
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ABSTRACT
Artificial Intelligence (AI) algorithms have been extensively employed for generating art in many forms. From
image generation to sound design, the self-emergence of
structures in such algorithms make them suitable for exploring forms of computational creativity in automated generation of art. This work explores sound synthesis by combining swarm intelligence, user interaction and a novel sonic
communication protocol between socially-capable artificial agents. These are termed “Sonoids” and socially behave following the well-known boids algorithm but perceive their environment (positions, velocities and identities
of other agents) through sound. For the purposes of the
work, the overall sound–synthesis environment is demonstrated as an iOS application that handles the Sonoids movement and sonifies their social interaction. User interaction
is additionally allowed, which can modify specific parameters of the sonic communication protocol, leading to rich
sonifications that present self-emergent structure.

Andreas Floros
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involved in different behavioral aspects of the agents.
Humans identify elements of the social behavior of the
boids algorithm in space. Therefore, this algorithm and
its modifications have been employed for generating visual art. For example, in [9] swarms of Boids are evolved
for transforming simple images in more complex forms,
while in [10] the aforementioned framework was extended
with additional chaotic dynamic features. The generated
artwork exhibits highly complex dynamics, “inventing” a
new glitch style. The visualization of sound using the boids
algorithm has been examined in [11], where light sources
are created according to the generated sound. Those light
sources attract the Boid agents, the appearance of which
is inspired by fireflies, resulting into interesting visualizations of musical pieces.

Several parts of the aforementioned social characteristics
have been embodied to interactive agents, leading to music
and sound output. A swarm that was able to improvise
with symbolic music output with the guidance of a human singing voice was presented in [12]. The latter work
was also enhanced with the addition of collision avoidance
1. INTRODUCTION
skills to the agents [13]. Symbolic music has also been
composed by agents that were specialized to certain muAI allowed the exploration of interesting blends between
technology and art using interactive means. The self-emergence sical tasks [14]. A thorough review of these systems can
be found in [15]. Such intelligent societies have been also
of structure in such algorithms incorporate random eleused for granular synthesis [16, 17] extended with spatial
ments that preserve, however, intrinsic structure that pocharacteristics too [18]. Finally, an interactive system has
tentially lead to interesting approaches in computational
been proposed that receives feedback from the user to crecreativity. Specifically, well–known algorithms have been
ate audio and visual material using swarm intelligence and
presented for the design of organized intelligent societies [1],
which have also proven effective for optimization [2]. Among genetic algorithms [19]. More recently, the sonification of
the Boids behavior has been integrated into the “Swarmthe most known implementations that simulate the shoallake” [20] game, which expanded the social behavior with
ing and schooling behavior of autonomous agents is the
user-controlled commands and attributed different agents
“Boids” algorithm [1]. Many extensions of this model have
with different sound properties, according to specific conbeen proposed that add social rules through which a more
ditions of the game.
realistic behavior can be accomplished. For example, agents
have been created that have been given the ability to avoid
The paper at hand explores a creative sound–synthesis
obstacles [3], have leadership skills [4], incorporate the aridea inspired by agents’ social interaction in the sonic dotificial emotion of fear [5] and organize in predator–prey
main. A novel sonic communication protocol is inhermodels [6] among many others [7]. Human perception of
ited to these agents, allowing them to communicate with
the swarm behavior has been studied in [8], providing insounds and to understand the locations, velocities and idendications about which human brain mechanisms may be
tities of neighboring agents. The targeted research hypothesis is whether interesting sound art can be produced by
c
Copyright:
2018 Andreas Apergis
et al.
This is
this approach that extends the original boids social behavan
open-access
article
distributed
under
the
terms
of
the
ior scheme mainly in terms of communicating and sensing:
which permits unreCreative Commons Attribution 3.0 Unported License,
the social behavior that emerges through this communicastricted use, distribution, and reproduction in any medium, provided the original
tion and the social rules of the Boids algorithm. Addiauthor and source are credited.
tional simple and intuitive user interaction design allows
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the human user to control elements of this communication, to observe the resulting social behavior and to listen
to the way that agents communicate under different communication parameters. For demonstrating the proposed
sound–synthesis approach, a simulation software environment (iOS application) was realized, allowing for the derivation of sonic-content with variable and interesting form.
The rest of the paper is organized as following: Section
2 introduces Sonoids and analytically defines their collective behavior based on several functional extensions of the
original Boids flocks. Next, Section 3 provides a thorough
description of the developed simulation software application, outlining details on several parameters of the sound–
synthesis control mechanism. Finally, Section 4 concludes
the work and outlines potential future extensions of the
Sonoids concept, targeted exclusively to the creative field
of sound–art.

2. Alignment Rule: to comply with the mean orientation of its neighboring individuals.
3. Coherence Rule: to comply with the mean spatial
distribution of its neighboring individuals.
The contribution of each rule (i.e. are the acceleration vectors as
~ i , aa
~ i , ac
~ i respectively) can be combined as:
a~i = as
~ i + aa
~ i + ac
~i

forming the above centralized vector of the forces a~i .
If dmin is the minimum allowed distance between two
Boids (smaller distances trigger separation), dnei is the
radius of a Boid’s perceived neighborhood and j ∈ C,
where C is the set of N Boids that satisfy the condition
k~
pi − p~j k < dmin for the first rule or the condition k~
pi −
p~j k < dnei for the second and third rules, with j 6= i, then

2. SONOIDS DESIGN

vs
~i =

The main idea behind the Sonoids nature is the user interaction with an artificial community of autonomous agents
that exhibit social behavior and communicate using sound
signals. The social behavior part is borrowed from the
Boids algorithm [1], while a novel sonic communication
protocol is required for inheriting additional cognitive–related
attributes to the agents for reproducing and perceiving sounds.
Both these components are described in detail in the following paragraphs, starting from the boids concept.
2.1 Boids
Reynolds supplies Boids with the ability to act kinetically
to the full extent of their surroundings, while at the same
time restricting them to perceive only a part of this area,
their neighborhood. With this constraint, the locality of
the individual’s behavior, which Reynolds attributes to the
sensory perception of the environment primarily through
vision, is functionally ensured. However, the Boids’ model
does not simulate a certain sense of the individuals (vision
or hearing), but provides them with the information they
would have extracted if they had been equipped with perceptual and cognitive mechanisms. This information consists of the position and velocity of every other agent in the
environment and is made available to the individuals via a
shared “database”. Let p~i and v~i be the position and the
velocity of Boid i in the current step of the algorithm, then
in the next step its position is:
p~i 0 = p~i + v~i ,

(1)

and its velocity is given by the equation:
v~i 0 = v~i + a~i ,

(2)

where a~i is the centralized vector of the forces (acceleration) exerted on the specific Boid by the impact of coordinating behavior rules. The three main rules of coordination
that Reynolds defines are the following:
1. Separation Rule: to avoid conflicts with its neighboring individuals.

(3)

1 X
p~i − p~j ,
N

(4)

1 X
v~j ,
N

(5)

1 X
p~j .
N

(6)

∀j∈C

va
~i =

∀j∈C

vc
~i =

∀j∈C

2.2 Sonoids
As it was mentioned before, Sonoids are intended to exhibit similar collective behavior with Boids. They must initially be equipped with the ability to act kinetically throughout the free space of their environment. Therefore Sonoids
inherit from Boids the properties related with the instantaneous position and the position update. In addition, they
must confine themselves to the perception of their neighborhood, as Boids do, within which they comply with the
three rules of coordination. Sonoids’ primary differentiation from Boids is their way of perceiving the environment,
which is still sensory but based solely on the sense of hearing. Towards this functionality, it is necessary to equip
Sonoids with the following three mechanisms:
• Signaling Mechanism: emit an audio signal in order
to be perceived by the neighboring individuals.
• Perceptual Mechanism: receive and analyze audio
signals in order to perceive the neighboring individuals.
• Cognitive Mechanism: for processing of the analyzed audio signal and extracting location, orientation, and speed information of neighboring individuals.
The particularity of the Sonoids model lies in their different ways of accessing the shared “database” per Mechanism in operation. While they are given the right to retrieve
location data of other Sonoids in order to consider them
neighbors during the operation of the Perceptual Mechanism, this right is removed from them when the Cognitive
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Mechanism is put into operation. In this way the newly introduced signal data in the model is adapted to the metrics
of the already existing geometric position; the signal determines the update of the position and extends the original
model. For that, the relationships that connect the intensity
I of the signal to its amplitude A (eq. 7) and the spatial
distance d from the source (eq. 8) will be used:

p iRight
!
v!i
p iFront
!

p iRear
!
p!iLeft

I ∝ A2 ,

(7)

1
.
d2

(8)

I∝

v!j

2.2.1 Signaling Mechanism
The parameterization rules of the signal that the Sonoid i
emits through this Mechanism define the protocol of Sonoids’
communication as follows:
• Form: sinusoidal xi (n) = A0 cos (ωi nTs ) so that
its frequency spectrum consists of one frequency,
where Ts is the sampling period of the signal.
• Frequency: Distinct and unique ωi for each Sonoid
so that it is distinguished by others that might potentially be within range at the same time.

Figure 1. Sonoid’s Receptors.
distance between their centers of mass is equal to dmin .
Specifically, the value Amax corresponds to the distance
(dmin − r) since the receptor is located on the perimeter
of the Sonoid’s body and the amplitude takes that value
when the points p~j , p~iS and p~i are collinear as shown in
Fig. 2. Equations (7) and (8) are used in equation (13) for
the amplitude scaling of the emitted signal from p~j while
being received at p~iS .

• Amplitude: A0 constant in time, so that the exact
location of its source can be extracted.

v#j

• Emission Point: the Sonoid’s center of mass p~i with
omnidirectional scattering.

∥ p# j − p#iS∥

2.2.2 Perceptual Mechanism
The Perceptual Mechanism consists of four receptors that
are uniformly distributed on the perimeter of the Sonoid’s
i body at the following points (see also Fig. 1):
piF~ront = (r · cos(θ) + x, r · sin(θ) + y)
(9)




π
π
+ x, r · sin θ +
+ y) (10)
piRight
~
= (r · cos θ +
2
2
piRear
~ = (r · cos(θ + π) + x, r · sin(θ + π) + y) (11)
 3π 
 3π 
piLef
~ t = (r·cos θ+
+x, r·sin θ+
+y), (12)
2
2
where it is assumed that the Sonoid i is located at p~i =
0
(x, y), its velocity is v~i = (x0 , y 0 ), θ = arctan xy0 and
its body extends at a distance r from the center of its mass.
Transferring the model into three dimensions is trivial as
that would only require six receptors.
The Perceptual Mechanism operates in two phases: one
for the collection of signals and the other for their analysis.
During the signals collection phase, for j ∈ C, where C
is the set of sonoids that satisfy the condition k~
pi − p~j k <
dnei and emit signal xj (n), the Sonoid’s i receptor (one
of the four) which is located at the point p~iS collects the
signal:
xiS (n) = Amax (dmin − r)

X
∀j∈C

xj (n)
,
kp~iS − p~j k

(13)

where Amax is a predetermined value for the amplitude of
the signal that a Sonoid receives from another when the

d min

r

v#i
Figure 2. Minimum Allowed Distance.
During the analysis phase, the signal collected at each
receptor is transformed from the time domain to the frequency domain using the Discrete Fourier Transform. For
the collected signal xiS (n) of the receptor at p~iS the spectral sample at frequency ωk would be:
XiS (ωk ) =

N
−1
X

xiS (n)e−jωk nTs

(14)

n=0

where N is the length of the signal and k = 0, 1, 2, . . . , N −
1.
2.2.3 Cognitive Mechanism
Through the Cognitive Mechanism, Sonoids acquire the
skills of further processing the analyzed signals to extract
location information of their sources. Since the sources are
other Sonoids that coexist in the environment, each Sonoid
possesses as prior knowledge the distinct frequencies of the
emitted signals. If ωi is the frequency of the signal emitted
by Sonoid i, according to the pre-agreed protocol:
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• if the frequency stays constant at all steps in the algorithm, Sonoid knows from the beginning all distinct
frequencies ωj for j 6= i.
• if the frequency stays constant at any step in the
algorithm, the specific Sonoid knows how the frequency of the signal that it emits is related to the frequencies of the signals that the other Sonoids emit.
This ensures that the proportions between frequencies remain constant throughout the length of the algorithm, i.e. ωi = mj · ωj for j 6= i and mj ∈ <.
The L-largest in magnitude spectral samples are selected
(with 1 ≤ L ≤ N − 1) and tested for frequency matching
in the set of Sonoid’s prior knowledge. Absolute matching takes place only for the ωj frequencies that are integer multiples of Ω = 2πfs /N , where fs is the sampling
frequency in Hz. For all others, matching is achieved if
ωj is within the range of (ωk−1/2 , ωk−1/2 ], where ωk is
the central frequency of the spectral sample. In a possible
extension of the Sonoids implementation in the physical
world, this margin would be also necessary for taking under consideration the frequency deviations introduced by
the Doppler effect. Since all agents are normally in motion
relative to each other, when agents approach each other
their frequencies will tend to be perceived as higher for
each Sonoid (and lower when Sonoids move away from
each other); the margin would therefore be necessary to
compensate for those deviations. From the above, an additional parameterization rule of the Signaling Mechanism
seems to be necessary: consecutive signal frequencies must
differ by at least Ω, the value of which is defined by the
maximum possible speed that the Sonoids can reach – and
the consequent maximum possible frequency modulation
by the Doppler effect. When the matches are completed,
each Sonoid knows “who” are its neighbors.
For finding “where” its neighbors are, each Sonoid needs
the data of their distance and angle, as computed by its
receptors. Starting with the estimation of angle, for the receptor located at p~iS whose input signal contains the identified frequency ωj the following vector is calculated:
q~iS = |XiS (ωl )|

p~iS − p~i
,
kp~iS − p~i k

(15)

where |XiS (ωl )| is the magnitude of the spectral sample at
frequency ωl which had been previously matched with ωj .
The sum of the vectors for all the receptors whose input
signals contain that frequency is the vector q~i,j that starts
from Sonoid’s i center of mass and points to the neighboring Sonoid j (see Fig. 3 for details):
q~i,j = qiF~ront + qiRight
~ + qiRear
~ + qiLef
~ t.

(16)

For the estimation of the distance, the problem comes
down to resolving a side-side angle (SSA) triangle which,
as is well known, might not have a solution (ambiguous
case). However, here we have the luxury of having four
triangles, one for each Sonoid’s receptor. So starting from
the front receptor we can go through all four of them until
we find a solution. Below, the equations 17-21 refer to the
front receptor and can be explained by observing Fig. 4.

q iRight
!

q!i , j
v!i
q iRear
!

q iFront
!

q iLeft
!

Figure 3. Estimation of Angle.
The angle θiF ront,j of the perceived position of Sonoid j
with the front receptor of Sonoid i from the center of mass
of the latter is that of:


hq~i,j , qiF~ront i
(17)
θiF ront,j = arccos
kq~i,j k · kqiF~ront k
The angle θiF ront,i of Sonoid’s i center of mass with its
front receptor from the perceived position of Sonoid j is
provided from:


2|XiF ront (ωl )|
θiF ront,i = arcsin
r sin(θiF ront,j )
Amax (dmin − r)
(18)
where equations (7) and (8) were considered again.
The angle θi,j of the perceived position of Sonoid j with
the Sonoid’s i center of mass from the front receptor of the
latter is given by:
θi,j = π − θiF ront,j − θiF ront,i

(19)

Then, the distance di,j of the perceived position of Sonoid
j from Sonoid’s i center of mass is calculated as:
di,j =

r sin(θi,j )
sin(θiF ront,i )

(20)

and the position of Sonoid j as perceived by Sonoid i is:
p~j,i = p~i + di,j

q~i,j
kq~i,j k

(21)

It is obvious that at least two consecutive steps of tracking a Sonoid are required by another one to estimate the
velocity of the former, so the latter is not able to comply
with the Alignment Rule during the first step.
2.3 Combined use in a musical context
Assuming that the minimum desired outcome of the Sonoids
algorithm is to demonstrate a similar to the Boids emerging behavior, which is audibly observable and aesthetically
interesting, a sufficiently large audible “space” for exploration would be required. This “space” consists of signals
other than the operational signals of the algorithm (otherwise that “space” would be strictly parametrized according
to the rules of the Signaling Mechanism), but the output of
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θ iFront , i

• Output Sound Signals: Of sinusoidal form and mixed
together by means of additive synthesis (Equation
22). The user selects tonal pitch and volume by setting the initial frequency and amplitude values of the
signal that corresponds to the first partial or base frequency. The momentary frequency and amplitude
values of a signal are set by an individual agent of
the swarm; hence, the number of signals is equal to
the number of individuals.

di,j

θi , j

θ iFront , j

Figure 4. Estimation of Distance.

the latter allows the user to explore the “space” by controlling the parameters of the resulting signals. The user
should evaluate the output of the algorithm based on the
achieved audio effect.
Another evaluation of the output takes place inside the
system before it is sonified in order to further expand the
audible “space”: since it is possible to execute the Boid algorithm in parallel with the Sonoids one, at each step the
distance between the outputs of the latter and the former
can be evaluated. In other words, during this evaluation,
we aim to address the question “how a Sonoid qualifies
as a Boid”. By setting appropriate weights in the position and orientation deviations between a Sonoid and the
corresponding Boid, new data are obtained to contribute
to the final audio effect ultimately evaluated by the user.
Instead of using symbolic musical data, timbre was considered to be the most appropriate of the basic characteristics of the musical sound for the parallelization of the latter
with the modeled swarm. As the overall emerging behavior
of the swarm follows the local interactions of the entities
that comprise it, the timbre of a musical sound can be considered as the overall effect of the influence of its partial
frequencies on its perceived identity.
Another significant aspect that should be mentioned is
that the Sonoids model holds an advantage over the corresponding model of Boids for use in a musical context
because of its acoustic awareness. While a Boid acts based
on the actual position of its neighbors, a Sonoid acts based
on the position it extracts through the intensity of the signals emitted by its neighbors to whom a fixed or temporary
discrete frequency has been assigned. Recalling the issue
of distinguishing the operational signals of the algorithm
from the signals that synthesize the sound output, and focusing on musical sound, the proposed parameters set for
each signal type is:
• Operational Signals: Their frequency values are constant and form a harmonic series that coincides with
the central frequencies appeared during their spectral analysis. This promotes DFT for its mathematical purity and not for possible “glitch” aesthetics
produced by spectral leakage or ways to overcome
it. Their instantaneous width values are set by the
user.

According to the above proposals, the i-th Sonoid represents the i-th harmonic and controls the i-th partial frequency of the sound that the user receives. The user controls the intensities of the signals that Sonoids emit with
that possibly resulting into the Sonoids’ distorted judgment
about the location of their neighbors. Each side partially
controls the audible signals of the other. The intensity of
the i-th partial frequency is adjusted based on the orientation and distance of the i-th Sonoid (i-th harmonic) relative
to the individual representing the 1st harmonic (equations
23-25). Finally, the value of the i-th partial frequency is
adjusted based on the position deviation of the i-th Sonoid
(i-th harmonic) from what it would had if it was a Boid
(equations 26-27).
output(n) =

K
X

Ak · cos(ωk nTs )

(22)

k=1

Ak =

1
· Abase · Ok · Dk
K

(23)

Ok = 1 −

|∠(v~k , v~1 )|
π

(24)

Dk = 1 −

kp~k − p~1 k
d

(25)

ωk = k · ωbase · Ek

(26)

kpk(Sonoid)
~
− pk(Boid)
~
k
(27)
d0
where Abase and ωbase are respectively the amplitude and
frequency values of the signal that corresponds to the base
frequency, while d and d0 are some distance-informed coefficients.
Ek = 1 ±

3. SIMULATION IMPLEMENTATION
A system based on the proposed Sonoids’ model was initially prototyped using the ChucK [21] programming language for desktop environment. After this initial implementation step, it was also realized as a software application for the widely-employed iOS mobile operating system. The “backbone” of the iOS realization was based
on openFrameworks 1 , while the Digital Signal Processing
(DSP) part was realized using two additional programming
frameworks: for the synthesis and analysis of the Sonoids’
signals, Apple’s Accelerate framework 2 was employed in
1

http://openframeworks.cc
https://developer.apple.com/documentation/
accelerate
2
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order to exploit the parallel computations through the use
of Single instruction, Multiple Data (SIMD) instructions to
the mobile hardware. For the synthesis of the audio that the
application generates, Faust2api [22] was used not only for
the heavily-optimized DSP code the Faust compiler produces, but also for the convenience that this Application
Protocol Interface (API) provides for handling polyphony.
The simulation employed a modeled Sonoids swarm of
80-120 entities, with a refresh rate of 30 frames per second. It was executed on a five years old iOS hardware
platform. The number of entities determine the size of the
DFT used by each one of them, so that the size of its corresponding FFT must be a power of 2 greater than two times
the number of entities. Further ways for optimizing the
Boids’ algorithm that could be also applied to the Sonoids’
case (such as bin-lattice spatial subdivision [23]) were not
adopted, since they realistically benefit implementations of
significantly more than 100 entities, while the above FFT
requirement is the real “bottleneck” for the performance of
our system.
In the following subsections we present implementation
details of the real-time control of the duration, pitch and
volume of the sound output, as well as the real-time yet
indirect control of its timbre through the modification of
the Sonoids’ signals.

Figure 5. Silent Mode (left) and Sound Mode (right).
volume (see Fig. 6). User’s choice is a general suggestion
for the above characteristics of the generated sound by setting the initial frequency and amplitude values of the signal
corresponding to the first partial (or base) frequency, while
the members of the swarm undertake to instantly set these
values for all the partials as proposed in subsection 2.3 for
as long the user touches the screen and the swarm stays in
sound-generation mode.
0 dB

The members of the swarm may be in one of two general modes regarding signal production, either in a soundgeneration or in a silent mode. On the other hand, they
constantly remain in the listening mode. The user touches
the hand held device screen and sets the swarm in soundgeneration mode. He/she then hears the synthesized sound.
Otherwise, the swarm is set into silent mode where the
user does not hear any sound. At the same time, when
the swarm of Sonoids is in the sound-generation mode, its
members are provided with the ability to extract the location of their neighbors in order to comply with the rules of
coordinating behavior and develop a similar to the Boids
organization (Fig. 5 right). Otherwise when the swarm is
silent, its members retain the speed and orientation they
had just before this mode changed and do not develop any
organization (see Fig. 5 left).
The above convention of controlling the duration of sound
was adopted in order to make clear and intuitive to the user
that the sound he/she hears originates from the observed
swarm being emerged on the screen. In the right part of
Fig. 5, the black outlined circle corresponds to the user’s
contact point with the screen, while the lines starting from
an entity end up to the position of its considered neighbors.
The transparent “images” of the entities that appear mostly
on the left part of Fig. 5 are the positions that the Sonoids
of the same color should have if they were Boids.
3.2 Controlling the Pitch and Volume of Generated
Sound
The user selects the pitch and volume of the sound he/she
hears through the exact touching point on the hand held device screen: the x-axis determines pitch and the y-axis the

Volume axis

3.1 Controlling the Duration of Generated Sound

-19.8 dB

-24 dB
30.5
24

Pitch axis
48

Figure 6. Pitch (in MIDI note numbering) and Volume (in
dB) axes.

3.3 Controlling the Amplitude of Sonoids’ Signals
When the swarm is in sound-generation mode, the user
can specify the amplitude of the signals emitted by the
Sonoids. The instantaneous amplitude value is common
for all members of the swarm. It is determined by the
user’s point of contact with the screen along the axis of
the dimension that is also responsible for determining the
generated sound volume. This two signal types amplitude
coupling is employed in order to effectively simplify the
performed user actions.
When the user touches a point on the hand held device
screen that corresponds to a level on the amplitude scale
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which is different from a pre–determined level that ensures
the secure estimation of its neighbors’ real positions, an
even more dramatic change in the timbre of the generated
sound takes place. This pre–determined amplitude value is
set at the middle range of the amplitude scale. In this case,
the derived position of the Sonoid neighbors is very close
to the real, due to the lack of “images” of the entities illustrated in Fig. 7a. This fact results into the generation of
a semi-periodic sound signal as indicated by the frequency
spectrum of Fig. 8a. On the other hand, amplitude values at the lower or higher range of the amplitude scale lead
to the occurrence of non-periodicity in the output sound
signal. In particular, for the lower levels of the scale, the
entities overestimate the distance from their neighbors and
tend to accumulate at a distance less than the minimum
allowed (see Fig. 7b). On the contrary, for higher scaling levels, the Sonoids underestimate the distance between
them, and they are repelled at high speed since they consider this distance shorter than the minimum allowed as it
is illustrated in Fig. 7c. The spectrum for the snapshots of
Figures 7b and 7c (where the “images” of the entities are
apparent) is shown in Figures 8b and 8c respectively and
clearly indicate the non–periodicity of the generated sonic
content.

Figure 7. Levels of Amplitude Scale: (from left to right)
(a) Middle, (b) Low, (c) High

4. CONCLUSIONS
In this paper we have introduced a new sound synthesis
approach based on Sonoids, an extension of the original
socially-capable artificial Boids. Compared to Boids, Sonoids
communicate and perceive the hosting swarm environment
through sound signals that are reproduced by the artificial
individuals. Towards this aim, a novel sonic communication protocol has been developed that allows the Sonoids
to effectively perceive their environment, i.e. the positions, velocities and identities of other swarm agents. Their
overall social interaction is based on simple rules of common Boids and is sonified using the combination of an
advanced control mechanism that is able to derive complex electronic music content with intuitive user interaction
that supplementary controls elements of the Sonoids auditory communication. For the purposes of this work, the
Sonoids sound synthesis framework has been prototyped

Figure 8. Frequency Spectra of Generated Sound during
the Snapshots of Fig. 7: (from top to bottom) (a) Fig. 7a,
(b) Fig. 7b, (c) Fig. 7c

as an iOS software application that allows the user to experiment with different parameters of the sonic communication protocol in a fully simulated environment; user interactions lead to different sound output and, consequently,
to different formations of social behavior. The final result
is the generation of sonic content that is evolved according
to the observed movement of the agents. A video demonstrating a Sonoids interaction session can be accessed here 3 .
Immediate future extensions of this work may include
additional visualization and sonification options, e.g. the
illustration of a real–time spectrogram, or the option to
employ different sound generators for each agent. Specifically, there is intention of augmenting the audio engine
with components suggested from practices of physical modeling synthesis since we aim to further parallelize the physicallyinformed aspect of the algorithm with that of sound. On the
other hand, long–term future work may investigate hardware (i.e. “non–simulated”) implementation approaches of
the Sonoids, either with ground–roaming robots or quadrotors. Research in the field of robotics has shown that the
Boids algorithm can be employed for collision detection in
quadrotors [24]. Not only it would be interesting to observe the behavior of the Sonoids in real-world applications but also to explore the spatial characteristics of the
produced sonic scape in such environments.
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ABSTRACT
In this paper we introduce a flexibilization mechanism for
audio processing that allows the dynamic control of a tradeoff between computational cost and quality of the output.
This mechanism can be used to adapt signal processing algorithms to varying CPU load conditions in critical realtime applications that require uninterrupted delivery of audio blocks at a fixed rate in the presence of processor overload. Flexibilization takes place through the control of
parameters in elementary signal processing modules that
are combined to form more complex processing chains.
We discuss several instances of audio processing tasks that
can be flexibilized along with a discussion of their flexibilization parameters and corresponding impact in costs and
quality, and propose an implementation framework for plugin development that provides the necessary mechanisms
for control of the cost-quality trade-off.
1. INTRODUCTION
Many sound processing applications, such as digital audio workstations (DAW), spatialization environments and
sound synthesis frameworks, use fixed values for internal
algorithmic parameters, such as audio block size, precision
and sample rate. This ensures that their algorithms have
fixed computing costs for processing each audio block. In
real-time mode these applications typically either underuse
or overload their computational platform most of the time.
Underuse implies that some configurations might be improved, such as increasing sample rate or sample size, or
tweaking other internal parameters that would lead to improved audio quality. Overload often lead to unsatisfactory
results, such as audio artifacts (clicks and noise) or worse
(segmentation faults or system halt).
In this paper we present a methodological approach towards flexibilization of sound processing computing costs,
in order to adapt these costs to the available computational
resources of the underlying platform. A key element of this
methodology is the definition of a trade-off between computing costs and user-experienced sound quality, which is
embedded into time-varying flexibilization parameters of
the sound processing algorithms. These parameters allow
Copyright: c 2018 Thilo Koch et al. This is an open-access article distributed
under the terms of the Creative Commons Attribution 3.0 Unported License, which
permits unrestricted use, distribution, and reproduction in any medium, provided
the original author and source are credited.

the sound processing algorithm to dynamically tilt the above
trade-off between computing costs and sound quality, in
an attempt to use computational resources more efficiently.
This means that more quality might be obtained whenever
possible, and less computing costs might be demanded whenever needed. The same flexibilization parameters could
also be used statically to adapt an application originally
developed for a specific computational platform (e.g. a
high-end desktop computer) to another one with different
computational power (e.g. a smartphone). Another possibility for trade-off exploration would be to trade quality for
better energy consumption (of the involved computations),
which is a great concern in mobile applications.
It should be obvious that not every sound processing application could be subjected to such a flexible approach. In
particular, critical audio applications (e.g. in professional
recording studios) that do not allow sound quality to be
lowered under any circumstances will not be considered as
suitable candidates for this methodology. Better examples
of suitable sound processing applications will be readily
found in the contexts of experimental music, mobile- and
network-based music performances, and circuit hacking or
low-fi audio artistic scenes.
1.1 Related Work
Trade-offs are a recurring theme in computer science, and
are found under many guises, usually trying to replace a
short-supplied or expensive resource with another abundant or cheap one. Well-known examples include data
compression (computer time pays for storage space), redundant data transmission (network band usage pays for
transmission reliability or quality) and numerical algorithms
that produce approximate solutions (more iterations reduce
numerical error). In the audio compressing domain, perceptual coding [1] has shown that a trade-off between sound
quality and data size is feasible in many applications.
The term flexible computation [2] refers to real-time applications that are designed to dynamically control the tradeoff between some measure of quality of the results (e.g.
numerical error) and the resources (e.g. time, memory,
etc.) they require to produce these results. Flexibilization
is achieved by partitioning processing tasks into mandatory and optional components, where the latter might be
partially executed or even left aside entirely according to
individual timing constraints.
Feng et al. [3] extend this approach to account for error propagation in such systems, where imprecise output
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of one processing task contaminates the inputs for subsequent tasks. These authors do not consider individual timing constraints for each task, but rather end-to-end timing
constraints, which make their model better applicable to
audio processing where typically there are several cascading processing steps (tasks) applied to a single audio block.
Fouad et al. [4] applied scheduling algorithms within an
experimental audio server, adapting the audio’s sampling
rate to load conditions. Tsingos [5] proposed a perceptualbased and scalable approach for filtering and mixing a large
number of audio signals. In his approach signals are processed in the frequency domain, where the number of spectral bins processed is optimized based on criteria referring
to audibility and importance of each bin in the final mix.
Tsingos shows that this approach allows certain applications to speed up significantly; nevertheless, in order to
adapt this approach to existing code, radical changes are
required, especially in audio applications that process the
signal in the time domain, where most filters and processing elements would have to be completely rewritten.
Another approach to parametrize computing costs for mixing sounds was presented by Kleczkowski et al. [6]. The
proposal of selective mixing is based on an analysis in
the frequency domain to determine which input sources
could be discarded, depending on the relative energies of
all contributing sources. They concluded that, depending on the thresholds used, perceptual quality was not affected, although listeners seemed to perceive selectively
mixed sounds as less noisy.
Sound spatialization applications, which typically use many
virtual sound sources and many output channels (e.g. wave
field synthesis) with high computing costs, could evidently
benefit from a flexible computing approach, especially in
dynamic auditory scenes. Herder [7] and Tsingos et al. [8]
proposed several methods for dynamic resource management which are based on a level of detail approach. Both
use psychoacoustic measures such as loudness and perceptual salience to dynamically adapt computing costs. Their
proposals concern specific applications, and presuppose the
knowledge of the complete data flow pathways, which is
not always the case in interactive sound processing applications; on the other hand, spatialization plug-ins are used
as subtasks for many audio processing applications.
The methodology proposed in the sequel naturally requires that existing code should be adapted. For the adaptation of existing software we first consider simple and isolated audio processing steps, in order to analyze them and
look for potential flexibilization parameters. Later on we
consider the application audio processing graph to look for
flexibilization parameters referring to process interconnections and data flow pathways. These case studies are considered a preliminary step towards defining a protocol for
flexible audio applications that would allow seamless integration between protocol-abiding applications, and minimal intrusion in order to adapt existing code.
1.2 Limits
Applicability Various scenarios in audio processing are
not compatible with our approach. This concerns appli-

cations which do not permit variable quality of the processing result because their quality is predefined and fixed,
as is the case of commercial audio CD production or highfidelity systems.
Feasibility Our approach to adapt existing applications
and plug-ins in the least invasive way limits certain flexibilization options. This is the case, for example, when the
framework used in an application does not permit samplerate changes or adaptation of scheduling.
Quality limits The trade-off between quality and computing costs reaches its limits when the quality degradation
becomes perceptually unacceptable and, at the same time,
the computational overload can not be avoided. This is a
limiting but intrinsic characteristic of the flexible computation approach.
2. AUDIO PROCESSING STEPS / ELEMENTS
In this section we discuss selected examples of synthesis
algorithms which are commonly used as building blocks
in audio processing software. In these algorithms we aim
at identifying parameters which affect their computational
costs, and at analyzing the theoretical impact of these parameters on the resulting audio quality. This relationship
between computational cost and resulting quality represents the main trade-off upon which we would like to have
control.
2.1 FIR filters
FIR filters are used ubiquitously in audio processing applications, from simple low-pass filtering to auralization and
spatialization.
FIR filtering is defined as the application of a convolution
equation
M
−1
X
ai xn−i ,
(2.1)
yn =
i=0

where x is the input, y the output and a is the coefficient
vector which characterizes the filter.
For the computation of FIR filters there are two main approaches: 1. Convolution in the time domain; or 2. Multiplication in the frequency domain (including forward and
backward Fourier Transforms).
The first approach is used for filter with few taps (nonzero
coefficients), whereas the second is more efficient for largerorder filters but requires a delay corresponding to the filter
size (which may be an issue for low-latency systems).
2.1.1 FIR filtering in the time domain
The execution time for convolution in the time domain, derived directly from the equation above, is
t ∝ M N,

(2.2)

where N is the size of the input vector and M the size of
the filter vector.
Among several alternatives for thinning digital filters, the
proposals from Baran et al. [9], Wu et al. [10] and Ye et
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al. [11] are particularly useful for our flexibilization purposes and do not require cascading FIR design. The authors divide the thinning process in two phases, 1. select
a tap to zero; and 2. re-optimize remaining taps. The reoptimization step consists in the definition of an objective
criterion (e.g. harmonic distortion) and also the filter design constraints (e.g. linear phase). It is useful to experiment with different thinning approaches, especially because we have to account not only for the convolution costs
but also the costs of the re-optimizing step (2).
2.1.2 FIR filtering in the frequency domain
The fast convolution algorithm transforms the input and
the coefficient vectors into the frequency domain, multiplies the spectra element-wise and transforms the result
back to time domain (using circular convolution with zeropadding and overlap-add to compensate for temporal aliasing). The execution time when using the Fast Fourier Transform (FFT) is
t ∝ N log M,
(2.3)
where M is the filter length and N the number of samples
to process.
Parametrizing the filter length for this algorithm does not
lead to expressive computational savings since the costs
depend logarithmically on this quantity, but the number of
samples to process can be flexibilized in the context of processing chains (see section 3.1).
Another approach was proposed by Queiroz et al. [12]
which is based on the approximation of FIR filters with
low-order IIR filters in the time and frequency domain. It
is especially useful for large FIR filters as their occur as
room impulse responses or Head-Related Transfer Functions (HRTFs).

the complexity of the simulation and its computational costs.
Not all details of a room are useful for its acoustic characterization, since geometrical acoustics is based on absorbing and scattering geometrical elements which interact with soundwaves only when geometrical elements and
sound wavelengths have the same order of magnitude.
One parametrization approach would correspond to work
with different room models with varying degrees of details. Although certain algorithms require the transformation of CAD room models into other representations (e.g.
meshes [14] and binary space partitioning [15]) to decrease computing costs, the level of detail is critical for
execution time. Thakur et al. show that there are many
open issues in automatic CAD simplification [16], but it is
nevertheless possible to manually derive different complex
models beforehand and later select the appropriate model
for real-time processing, according to load conditions of
the computing platform. There is however no closed form
expression to relate the complexity of the model to computing costs or simulation quality.
The most relevant geometrical algorithms for calculating
the room impulse response from a given room model are
the image source model and ray tracing. Many implementations use a hybrid approach combining both algorithms.
2.2.2 Image source model
The image source model derives virtual sources by iteratively mirroring sound sources through each reflective surface. The impulse response is then obtained considering
the distances of the mirrored sources to the listener and
also the attenuations the sound ray undergoes after each reflection. As reflections occur in 3-dimensional space, computing costs will increase cubically with the length of the
desired impulse response [17]:

2.2 Room simulation

t ∝ t3ir .

Most of the room simulation algorithms are based on geometrical acoustics and use mathematical models to describe the geometry of the room, positions of sound sources
and listeners, sound propagation, etc. Rooms are treated as
LTI systems with acoustic behavior characterized by their
impulse responses [13], according to the equation below:
Z ∞
y(t) =
x(τ )h(t − τ )dτ.
(2.4)
−∞

where x(t) is a source audio signal, h(t) is an impulse response and y(n) is the resulting signal. This is again a
convolution filter, where the impulse response depends not
only on room dimensions and acoustic configuration (such
as revesting materials, pieces of furniture, etc) but also on
sound source and listener positions. Accordingly, room
simulation algorithms have to calculate new impulse responses and new audio convolutions for every change in
sound source or listener positions.
2.2.1 Room models
Room models are derived from CAD representations and
have to consider the simulation goals when modeling acoustic configurations, since every additional detail increases

(2.5)

2.2.3 Ray tracing
Ray tracing is a stochastic method based on simulating the
trajectory of a large number of independent sound rays,
which propagate linearly away from the sound source. For
each ray, reflections, absorption and scattering are calculated until either the ray is absorbed completely or the maximum simulation time is reached. Vorländer [13] determines the execution time of the algorithm as
t ∝ N tir n̄τ

(2.6)

where N is the number of simulated rays, tir the size of
the desired impulse response, n̄ the mean number of reflections. The necessary time for reflection and detection test
is τ = tw log2 nw + td log2 nd when using binary space
partitioning, where nw and nd are the number of reflection
and detections tests (point-in-polygon) and tw and td their
executions times.
There are several options to parametrize room simulation algorithms. Besides controlling the complexity of the
room model, the most critical parameter to affect computing costs is the size of the desired impulse response. Any
flexibilization of this parameter has to consider its strong
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influence on psychoacoustic properties such as intelligibility, spacial impression, and envelopment. For hybrid algorithms, which use the image source model for the first part
of the impulse response and ray tracing for the later part,
it is possible to reduce the very time-consuming first part
at the cost of calculating a longer ray tracing part which
is less costly. Additionally, it is possible to control the
number of simulated rays, which affects the resolution and
robustness of the obtained impulse response, but not the
precision of the result.
2.3 Spatialization
2.3.1 Wave field synthesis
Wave field synthesis was formulated by Berkhout [18] in
1988 and was employed in many installations once the
necessary computing power for real-time processing was
available (from the 1990s on, see for example Baalman et
al. [19]). This method is based on the interference of a
large number of loudspeakers to synthesize a sound wave
field in a certain environment. The signal attenuation and
delay has to be computed separately for every loudspeaker,
leading to a huge amount of computations.
The execution time for WFS is
t ∝ napca,s,f

(2.7)

where n is the number of samples, a the number of loudspeakers, p the number of virtual sources and ca,s,f represents the costs for attenuation, superposition and filtering
for each loudspeaker. Herder [7] proposes an approach to
reduce the number of virtual sources by estimating each
source’s audibility in the final mix, thus deciding whether
it is rendered at all. Furthermore, distant virtual sources
are grouped into clusters dependent on their localization
and distance, that are going to be processed as a single virtual source.
Spatial aliasing, which produces spatial artifacts, comes
into effect only for virtual sources with spectral content
above fal = c/2∆x, where c is the speed of sound and ∆x
the distance between neighboring loudspeakers. Correspondingly, virtual sources with, for example, spectral content below fal /2 have to be computed only for every other
loudspeaker without introducing spatial artifacts. Therefore, it is possible to parametrize the number of loudspeakers in the execution time equation above by dynamically
deciding which source has to be rendered for which loudspeaker.
Although the flexibilization approaches proposed by Tsingos [5] are not applicable as a whole, because they require
completely rewriting existing WFS software, it should be
possible to use auditory culling and clustering, as proposed
by earlier papers from Tsingos et al. [8] and Herder [7], to
parametrize the number of virtual sources that have to be
rendered.
2.3.2 Binaural synthesis
In binaural synthesis, complete acoustic scenes are rendered for two channels, and all virtual sources have to be
convolved with an impulse response that corresponds to the

position of the source and listener (room characteristics,
LTI system) and also depends on the physical characteristics of the listener (Head related transfer function (HRTF)).
The execution time is
t ∝ npca,s,f ,

(2.8)

where n is the number of samples, p the number of virtual
sources and ca,s,f are the constant costs to apply attenuation, source superposition and HRTF filtering to one sample. The number of virtual sources can be parametrized by
adapting auditory culling and clustering sources. In moving scenes, extra costs appear from mixing signals with different impulse responses for different localizations or from
applying transition functions. The angular resolution defines the rate in which impulse responses switch when the
incident angle changes, and can therefore be parametrized
to control switching and mixing costs.
3. FLEXIBLE AUDIO PROCESSING
3.1 Processing chain
Most audio applications combine several processing steps
to produce the desired output; therefore, they can be described with directed graphs, where vertices represent each
processing step, and arcs the digital audio data stream.
This approach facilitates the investigation of flexibilization parameters both for subgraphs or for the application
as a whole. Such parameters can be the sampling rate, the
number of (virtual) sources or the resolution (bandwidth)
of the audio stream. This approach enables the investigation of parametrizations that would not have a cost benefit
when applied to a single processing step, but whose advantage would appear in longer processing chains.
Sample rate changes, for example, have their own extra
computing costs, which in many cases can be amortized
when the converted audio is subject to more than one processing step. An analysis of this layer permits to identify
processing subgraphs with band-limited signal flux, where
processing at lower sampling rates is sufficient and introduces only minimal errors. As the computational costs for
all processing elements depend heavily on the sample rate,
multi-rate implementation of signal processing elements
clearly leads to flexible computing costs [20].
3.2 Real time constraints and flexible management
The approach we propose uses the graph-analytical view of
the DSP processing chain to discover the flexibilization potential of each processing step and of the chain as a whole,
which enables the control of the overall processing costs.
For this approach to be effective, such a flexible system has
to obtain information about platform conditions and about
the running plugins and their specific behavior, in order
to generate a priority queue of flexibilization steps. When
system load conditions require, such steps can be applied
in constant time, and since they can be reversed, a flexible
system can move along paths of different computational
costs, making the audio processing adaptive and flexible.
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The fundamental relation that a decision-making instance
has to uphold is given by the inequality below,
K
X

φk (n) + o(n) ≤ Φ(n),

(3.9)

k=1

where K is the number of processing elements, each with
processing time φk , o(n) is an additional overall processing time for the flexible system, and Φ(n) represents the
time budget allowed for the computation of n samples.
A flexible audio system has to contend with situations in
which this inequality does not hold. Reducing the time
conceded to each processing element can reduce overall
costs, but will introduce differences or imprecisions in the
resulting audio signal.
To mitigate this problem, the so called flexible manager
considers these differences and tries to minimize them. With
a priori knowledge on how parameter configurations relate
to these imprecisions and to computing costs, paths with
the best quality-cost-ratio can be found and used during
application execution. In real time audio processing applications without this a priori knowledge, the decisions to
adapt costs to resource availability have to be based on ad
hoc data and heuristic rules.
4. A FRAMEWORK FOR FLEXIBLE AUDIO
PROCESSING

Figure 1. UML2 Sequence diagram of the interaction between the components of a flexibilized audio processing
application

4.1 Flex protocol
We propose an architecture for experimentation and prototyping which consists of a server (flexible audio manager) and clients for each processing element. The server
works as central monitoring and controlling instance which
communicates with clients through a protocol that allows
the server to request static and dynamic data from clients.
Static element specific data enclose information about control parameter options, their range, and mappings describing computing costs as a function of parameter values. Dynamic data provided by the clients upon request are imprecision measures, actual parameter values and execution
time statistics.
Moreover, control messages allow the server to instruct
clients to change their processing parameters. As these
parameters control the computing costs of the elements,
the established mechanism can be understood as an implementation of the multiple version method described by
Liu [21]: each parameter set represents another version.
Correspondingly, the flexible audio manager does not interfere with task scheduling already established by the audio framework or by the operating system, but controls the
execution time of each processing step through parametrization.
Collected information from the clients allows the server
on one hand to make decisions about client parameters to
meet the above time budget inequality constraint and, on
the other hand, to minimize audible effects. Clients in this
architecture establish an interface between the flexible audio manager and the audio processing elements (or plugins in most contemporary software parlance). The neces-

sary functions for communication, data collection and control are added to existing plugins through libraries. Code
changes inside the plugins are necessary for the parametrization and parameter transition mechanisms.
4.2 Plugins
To adapt an existing plugin to our flexible approach, first
the potential for a cost-imprecision trade-off must be investigated. To parametrize the plugin, the relations between
parameters and execution time costs and imprecision measures have to be described as mappings/functions.
The adaptation of software to our proposed flexibilization approach depends fundamentally on how easily and
how exactly existing code can be adapted. Consequently,
the necessary code changes should be as small and less intrusive as possible. As depicted in Figure 1, each plugin
has to implement 3 functions:
• a request response sign in - to inform the manager
of the flexible plugin availability and to send static
descriptive data about its characteristics and properties;
• a request response to send dynamic data about run
time statistics to the manager;
• a request response to change processing parameters
(reconfiguration).
The getPlugins function identifies all flexible plugins available, i.e. all plugins abiding to the Flex protocol defined.
The signIn function, issued by a flexible plugin, allows the
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manager to control the plugin through scheduling actions
within its main loop (the box in Figure 1) and also to learn
from the plugin how its flexibilization parameters affect
both the quality and the computational processing costs as
a function of the parameters. Such static description is supposed to have been mapped through previous experiments
with the plugin, and it is used by the manager as a model to
define a preliminary policy on how to dynamically adjust
this plugin’s settings.
Inside the loop in Figure 1 there is also a two-way interaction (getLoad/reportLoad) with a sensor, who is responsible for measuring the load of the processing hardware, allowing the manager to estimate the computational
headroom for adding flexible plugins to the DSP chain and
increasing the quality of the produced signal without degrading quality. This measurement is made once per DSP
processing block.
The getStatus/reportStatus functions will establish the current computational cost of the plugin and its estimated quality, which are used to update the model of this plugin’s
behavior (in terms of its empirical cost-quality trade-off),
and to decide on possible reconfigurations, performed by
the setParameters function, given the current system load.
This last function does not return data to the manager, but
requires a transition of the plugin towards the new set of
flexible parameters, while avoiding audible artifacts (this
is a responsability of the plugin). The manager can see
these parameter changes with its next getStatus request.
4.3 Application: Flexible Mixer
To experiment with a reference implementation of the described protocol, we developed the Flexmix prototype application; a virtual mixer which processes a number of
sound sources and mixes them down into a mono mix in
real time. Each audio source passes through various processing steps: pre-amplification, an equalizer and a spatialization plugin, while after the mix down the audio stream
passes through a 10-band-equalizer and a compressor/limiter.
The prototype serves as a proof of concept of some aspects
of our approach and is inspired by typical audio processing
workflow for many musicians and audio professionals.
Flexmix is implemented using the Gstreamer 1 library as
audio framework. Gstreamer is a library for constructing graphs of media-handling components that offers many
characteristics which facilitate the implementation of a flexible system, such as a communication channel between
plugins and application, and foremost a dynamic pipeline
autoreconfiguration mechanism. There are many native
gstreamer plugins, and also other compatible audio plugin
formats like LV2, which are available for immediate use,
and many of which are open-source, and thus modifiable.
Many of the already existing audio plugins have properties
which relate to trade-offs between execution time costs and
imprecision, which can be easily adapted for the flexmix
application. Furthermore, the Gstreamer library already
provides a mechanism to measure and propagate messages
about quality-of-service events. The downside of these
1

https://gstreamer.freedesktop.org/

otherwise convenient properties of Gstreamer is its relative complexity for implementation and testing in certain
scenarios.
Figure 2 shows the Flexmix data flow graph with computing time measurements for each element and size of
audio data flow for one execution of a sample run. Each
source is obtained from FLAC audio files (filesrcN) which
passes through a number of non-flexible Gstreamer elements (GstFlacParse, GstFlacDec and GstAudioConvert)
before it enters the flexible DSP chain, represented by a
shaded rectangle. In this flexible chain, each audio channel is separately processed by the flexible Gstreamer plugins GstAudioAmplify (a pre-amplifier), GstIIREqualizer
(a 3-band equalizer based on recursive filters) and GstAudioFIRFilter (a spatialization plugin). After that, all channels are mixed down to a single channel by GstAudioMixer
(a flexible mixing plugin), and this mono signal is further
processed by a flexible 10-band equalizer (GstIIREqualizer) and a flexible compressor/limiter (GstAudioDynamic;
the remaining two elements in the chain are format modifiers).
In this experiment, the main qualitative concern was to
ensure that all elements would produce an uninterrupted
data flow (i.e. no x-runs in Linux audio jargon), despite
variations on CPU load. This was so designed in order to
have an objectively measurable way of verifying that the
system policy and parameter reconfigurations was working within prescribed limits. The Flexmix application reacts on CPU stress and adapts accordingly decreasing computing costs and ensuring audio stream processing without glitches in many settings. This allows testing several
components of our approach, especially through gathering
of statistics to develop heuristics for trade-off decisions.
Imprecision is currently measured as frequency weighted
spectral distortion, a design choice which aims at allowing
objective experiments to be carried out before subjecting
the system to human evaluation.
In future experiments with this application we aim to acquire specific experimental knowledge about plugin implementations and their parametrizability, and to gain more
insight into the following questions:
• what is the implementational effort and what are the
computational costs for the manager;
• what type of information is needed by the manager
to reasonably control the overall processing.
A first step towards a fully subjective evaluation of the
system is to work with automatic perceptual models 2 that
could be inquired in a timely fashion and provide quality
evaluations for each DSP block (something humanly infeasible). After these new experiments, a more realistic model
of obtaining human feedback may be designed, e.g. by selecting portions of audio output for which the automatic
evaluation is not very trustworthy and presenting them to
human listeners for a detailed qualitative feedback.
2 Such as PEAQ (Perceptual Evaluation of Audio Quality), a ITUR standard described in http://www.itu.int/rec/R-REC-BS.
1387/en
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Figure 2. Pipelines and plugins of the flexmix application and measured execution times
5. CONCLUSION AND FUTURE WORK
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ABSTRACT
The paper presents an exploratory study about the guitar
strumming technique, based on three different accompaniment patterns. The experiments were held with an acoustic
nylon guitar equipped with hexaphonic pickups, and focused on different features of this technique. It was possible to note a diversity of strategies for beat control and
rhythmic expression employed by different musicians, which
may be described by technical, perceptive and expressive
factors. The results also display preliminary quantitative
boundaries for the distinction between block, strummed
and arpeggio chords.
1. INTRODUCTION
Playing a guitar depends not only on the instrument’s physical features–which varies considerably in the electric, acoustic and nylon versions–but also on right and left-hand techniques developed by different musical styles and genres,
in diverse periods and places. Some techniques are well
spread among a large number of guitarists, like scales, arpeggios, block chords and slurring, while others are confined
to very specific practices and traditions.
The analysis of guitar techniques is an important subject
in both theoretical and practical fields. However it can be
easily detected that there is a lack of academic literature
bearing a quantitative approach on the theme. Besides our
own approach [1, 2], we were able to find only one study
dedicated to the detection of a strumming action, with participants divided between beginners and experienced guitarists [3]. The current availability of hexaphonic pickups
may help to fill this gap, but their most common application is related, up to now, to the augmentation of electric
and acoustic guitars for creative purposes [4].
For the present work, we started from the following questions: How is a musician able to express a musical beat,
using a chord consisting of multiple attacks? How different are the down and upward movements of the right hand,
when it plays a sequence of strummed chords? How are
we able to perceive the same basic rhythmic structure from
renditions bearing considerable microtiming deviations?
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The first section of the paper presents some characteristics of the strummed chord, based on the instrument technique and, also, on psychoacoustic findings. The next section depicts the experiments that were carried out. After
that, the results are presented and discussed, from the instrumental, musical and expressive points of view.
2. THE STRUMMED CHORD
Strumming is a quite old guitar technique, presenting a varied nomenclature in different times and cultures. European
musicians since, at least, the 16th century have employed
it regularly, when it was called battuto or golpeado [5, 6].
Flamenco music, with roots in Arab and Gypsy musics [7],
is almost unimaginable without the rasgueado. From the
beginning of the 20th century, popular music began to be
widely spread by the new developed means of musical diffusion, and strumming became a ubiquitous sonority, connecting old folk traditions to new song formats. In all instances, the technique is closely related to a vivid rhythmic
activity and expression.
In the current stage of our research, it was necessary, for
practical reasons, to approach the strumming technique in
a narrower perspective, leaving the rasgueado out of the
scope of the term. In flamenco music, a strummed chord
may last for a long time, and may be constructed by a practically uncountable number of strong and weak attacks performed by the five fingers of the right hand. Our object of
study is much simpler, consisting of a fast succession of–
at most–6 attacks performed on different strings, sequentially, provoked by a single gesture 1 . The three experiments presented in this paper were recorded using a guitar
pick, to avoid additional attacks performed by any loose
finger.
With these precautions, it is then possible to characterize a strummed chord as a sound entity produced on a
guitar, situated somewhere between a block chord and an
arpeggio 2 . It is not easy to define clear limits for these
categories, since they depend not only upon absolute time
spans, but also on register, dynamics, number of notes, resonances, contexts, etc. The results obtained in the current
1 From the guitar technical point of view, an arpeggio (played with a
pick) is still provoked by a single gesture, but the steps between the strings
are more controllable by the instrumentalist. For still larger time spans,
the individual notes are no more integrated into a single sound object.
2 In the guitar literature, it is not unusual to find the term arpeggio
applied to passages consisting of broken chords in different strings. In
the present study, arpeggio refers only to a ”stretched” strummed chord.
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3. DESCRIPTION OF THE EXPERIMENTS
3.1 Setup
The hardware consisted of a Yamaha nylon acoustic guitar
(model CG182S), equipped with RMC hexaphonic pickups. The pickup signals were impedance-matched through
3

The excerpts used in the present study can be found at http://
www.musica.ufmg.br/sfreire/wordpress/?page_id=12.
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study, combined with results from a former study, permitted us to propose preliminary empirical limits (microtiming ranges) for these three chord categories, as depicted in
section 5.
In psychoacoustics, temporal resolution is “the ability to
detect changes in stimuli over time, for example, to detect
a brief gap between two stimuli” [8]. Results from diverse
experiments indicate a range between 1 and 18 ms for this
ability, which presents a good correlation with the values
we have found. Another important psychoacoustic feature,
with origins in the auditory scene analysis [9], is the coherence of the guitar chords (block, strummed or arpeggiated): we perceive them as a unity, instead of perceiving
each note as a segregated stream.
A strummed chord may be reasonable described by the
number of notes (or strings) in use, the direction (up or
downward), and the intertone and global spread intervals.
A last qualification may be given by the global duration,
varying between the short/dry and the long/resonant poles.
The main difference between block and strummed chords
lays on the attack phase. Applying Schaeffer’s typological
concepts [10], it is possible to say that with block chords
the attack occurs at once, while in strummed chords it happens iteratively, as well as in arpeggios. From a guitarist’s
point of view, the performance of rhythmic patterns with
such chords (presenting an enlarged attack phase), using
not rarely down and upward movements, may pose technical and musical challenges. The present study aimed to
understand some strategies used by different musicians for
playing strummed chords, and how they might be related
to our perception 3 .
We display the strummed chords in two ways, depending
on which features are to be underlined. In the first option, the attacks of each string (vertical axis) are plotted
against the total duration (horizontal axis), as in Figure 6.
The second display depicts the normalized IOIs–intertone
onset intervals–of each string in the vertical axis, and it
is applied to excerpts that exhibit considerable regularity
in the rhythmic values, as well as in the set of strings in
use. In the following experiments, the reference rhythmic
figure used for the IOI normalization was the 16th note.
This display uses a smoothed line (without interpolation)
to connect the individual values, as in Figures 4, 5 and 7.
In this study, the use of the term beat has a somewhat
biased musical meaning. Here, beat is to be understood
as the momentary contribution of a strummed chord to a
rhythmic structure, perceived as a single musicalo object.
It is also important to say that the beat control analysis
will be restricted to the technical/artistic choices made by
a guitarist during a performance.
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Figure 1. Excerpt 1: an arrangement for the accompaniment of a section from Breathe.
Behringer Di20 direct boxes, and then digitally converted
by a Focusrite Saffire Pro 40 interface. An iMac 2.9 GHz
Intel Core i5, and a set of pedals (for realtime commands)
completed the setup. All audio processing algorithms were
programmed in Max/MSP (version 6). The setup is dedicated to realtime extraction of a series of low-level descriptors, such as moment of attack, duration, amplitude, fundamental frequency, spectral centroid, slurring, etc. It was
recently named GuiaRT [4], and it is used for both performance analysis and the interactive re-creation of textures.
The amplitude estimation is done as follows: after an attack is detected on a selected string, we search for the peak
value of its RMS signal (calculated over 1024 samples,
with a hop size of 256, and 48 KHz as the sampling frequency) in the next 60 ms. In the case of a chord, we add
the peak values detected for each string, before the conversion to a dBFS value. This procedure takes in account
neither the precedence [8] or the masking [11] effects, nor
the loudness curves [8]; hence, the calculus points to the
energy spent by the guitarist during the performance of a
chord. Nevertheless, we believe that there is a considerable correlation between the perceived loudness and the
estimated value. The algorithms extract the attack information within a margin of error of 10 ms; as the present
study deals with information in this order of magnitude,
we had afterwards to make fine adjustments by hand, visually inspecting the waveforms 4 .
3.2 Participants and Excerpts
The excerpts chosen for the three experiments present study
are the following: (a) Excerpt 1: an arrangement for the
accompaniment of a section from Breathe, by Pink Floyd
(see Figure 1); (b) Excerpt 2: a simple Guarania accompaniment pattern (Figure 3); (c) Excerpt 3: the introduction
of Wonderwall, by Oasis (Figure 3).
The first experiment, using Excerpt 1, aimed to understand the basic down and upward movement of the guitar pick in a completely regular rhythm (excluding the accents), performed without metronome. We also expected
to detect some influence of left hand movements in the
4 This fact limits the processing of larger data sets. For analyses where
the intertone intervals are not essential, it is possible to adjust only the
first and last note of each chord.
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Figure 2. Excerpt 2: a simple Guarania accompaniment
pattern.

Normalized IOIs mean values
Rendition
String
B1
B2
B3
1
233 ± 29 231 ± 32 232 ± 37
2
233 ± 11 230 ± 15 232 ± 26
3
233 ± 14 230 ± 16 231 ± 12
4
233 ± 25 230 ± 32 231 ± 12
5
232 ± 37 229 ± 50 232 ± 26
6
229 ± 41 240 ± 60 231 ± 41
Mean BPM
(quarter note)
64.4
65.2
64.9
Table 2. Normalized IOIs mean values (and standard deviation) for each string in each rendition of Experiment 1.
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Figure 3. Excerpt 3: introduction of Wonderwall.

next to the last measure. (The guitarists played the whole
excerpt, although our analyses focused only on the second ending.) The second experiment, which explored Excerpt 2, focused on beat control with different chord types:
arpeggios, and strummed chords in the low and high registers, without left fingers movements. It was recorded with
a metronome click. Finally, Excerpt 3 was used to compare different performances of a varied rhythmic (and harmonic) structure, also played with a metronome. Each excerpt was recorded once by three different musicians.
The participants are undergraduate students of our School
of Music, attending either Popular Music or Composition
courses. In total, five different musicians played the nine
renditions. The renditions will be referred to as B1, B2
and B3 for the Breathe arrangement; G1, G2 and G3 for
the Guarania patterns; and WW1, WW2 and WW3 for the
introduction of Wonderwall. The same musician played the
renditions B1, G1 and WW1. Another musician played the
G2 and WW2 renditions, while a third musician played
G3 and WW3. The two remaining guitarists played one
rendition each: B2 and B3.

Number of Attacks
String
Rendition 1
2
3
4
B1
27 31 32 31
B2
26 28 29 29
B3
30 33 33 33

5
25
26
31

6
13
14
31

Table 1. Number of attacks per string, in each rendition of
Experiment 1.

4.1 Breathe arrangement
The three renditions produced almost the same value for
BPM (beats per minute), despite the absence of a metronome
during the performance. For the estimation of the BPMs,
we started from this assumption: the player must aim a
string (or a region comprising 2 or 3 strings) for the beat
reference 5 . Hence, this aim must be encountered among
the most played strings, and present the lowest standard
deviation values for the individual (normalized) IOIs. Table 1 presents the global number of attacks, and Table 2 the
average and standard deviation IOI values, for each string
in each rendition. The total number of chords is 33. From
this data, we may infer that the beat control–or, at least,
the regularity of up and down movements–of renditions B1
and B2 was based on strings 2 and 3, and that rendition B3
elected strings 3 and 4 for the same purpose.
Observing the graphs that plot the IOIs against the global
time, it is possible to conclude that there is no unique strategy for beat setting (or for the regularity of up and down
movements), even inside a single performance. We can
notice moments when the minimal IOI variations are alternated between two neighboring strings (following the
up and down movements), and others when the minimal
variations are located on just one string. Between chords
11 and 22 of rendition B3 (see Figure 4), it is possible to
observe these changes in the performance strategy. Initially, the minimal IOI variations are located on the fourth
string; then, around the chord change (that takes place between chords 16 and 17), the minimal variations alternate
between strings 3 and 4; afterwards, it is the third string
that presents a (quasi) straight line pattern. Another situation is depicted in Figure 5. IOIs values for strings 2 and 3,
from chords 23–30 in rendition B1, show a similar change
of rhythmic control. In the 24th chord, a melody is initiated at the second string. After that, the second string’s
IOI curve resembles a horizontal line. In the same figure, it
is possible to see a single attack on the second string, just
after 14000 ms. This is a 32th note anticipation made by a
left finger just before the next strum, and its IOI value was
5 We presume that a standard performance of this excerpt should have
equally spaced quarter-note beats within each measure, and that these
beats should be coincident with the attack phase of the respective chords.
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Figure 6. Measures 3 and 4 from rendition G3 of Excerpt
2, with lines indicating the metronome clicks.
Figure 4. Normalized IOIs x global time graph for chords
11–22, strings 3 and 4, in rendition B3.

Mean values for internote spread
intervals inside a chord (ms)
Downbeat Third beat Strummed
Rendition Arpeggios Arpeggios
Chords
G1
32
17
13
G2
40
31
23
G3
33
16
11
Table 3. Mean values for intertone spread intervals inside
a chord in each rendition of Experiment 2.

Figure 5. Normalized IOIs x global time graph for chords
23–30, strings 2 and 3, in rendition B1.
multiplied by 2, as well as the IOI of the precedent event
on the second string, also a 32th note.
4.2 Guarania accompaniment pattern
With this quite simple excerpt, we wanted to infer how a
performer integrates a long arpeggio into a rhythmic structure, using a metronomic reference. We expected the chords
to be divided into two categories, with regard to the spread
interval: either 6-note arpeggios or 3-note strummed chords.
But, in fact, the arpeggios were further divided into two
subsets, which are related to their position in the pattern.
The downbeat chords (nos. 1, 6, 11, 16 and 21) presented
a spread interval considerably larger than the arpeggios in
the third beat (nos. 5, 10, 15 and 20). Table 3 depicts the
mean intertone spread interval for the three chord types,
for each rendition. Note that rendition G2 has, on the
whole, larger values than the remaining renditions, and its
strummed chords tend to short arpeggios.
The immediate explanation for the subdivision of the arpeggio chords lies on their position in the rhythmic structure:
the downbeat arpeggios have more time for preparation,
since they are preceded by quarter note durations, while the
third beat arpeggios come after eighth note chords. However, from the point of view of its total duration, the situation becomes the opposite: the downbeat arpeggios last
only one eighth note, while the third beat arpeggios last one
quarter note. Hence, a more satisfactory explanation must
include another musical feature: all chords in the excerpt

are to be played downwards–from low to high strings–, and
the three musicians reportedly expressed the rhythmic pattern aiming at the first string in each arpeggio. A more
elongated arpeggio in the third beat would break this expectation, possibly changing the perception of the accent
to the low register.
The arpeggios of each rendition presented an individualized relation to the metronome. In rendition G1, the last
notes of the arpeggios (on first string) tended to coincide
with the click. On the contrary, in rendition G2 (with the
highest spread intervals) these coincidences occured in the
middle strings. In G3, the coincidences are more varied, as
can be seen in Figure 6.
4.3 Introduction of Wonderwall
This excerpt is the most complex in the current study, and
widens the options for varied performances. It requires
considerably faster right hand movements, and also fast
chord changes made by the left fingers. Table 4 depicts
the differences found in the number of notes played in
each chord, compared to a reference score (Figure 3). The
three renditions present very dissimilar mean values for the
global spread intervals, as depicted in Table 5. It is possible to associate the higher spread values of rendition WW3
with the fact that, in general, its chords are being played
after the metronome click. Rendition WW2 showed the
highest agreement with the metronome, and intermediate
spread values.
In this excerpt, the rhythmic structure presents sequences
of 16th notes, in different positions with regard to the pulse.
We have chosen one of these sequences (chords 19–24) for
an analysis of its regularity (such as the one applied to Excerpt 1), but this time with the presence of a metronome.
Figure 7 depicts the IOIs x global time graph for chords
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Type
6-note
5-note
4-note
3-note
2-note
Total of
chords (n)
Figure 7. Normalized IOIs x total time graph for chords
19–24 from rendition WW2 of Excerpt 3, with lines indicating the metronome clicks. The dotted horizontal line
represents the IOIs between metronomic 16th notes.

% of Chord Types
Rendition
Score WW1 WW2 WW3
23
31
21
51
30
14
40
26
13
29
26
17
34
22
13
4
–
4
–
2
47

49

47

47

Table 4. Percentage of chord types prescribed in the score,
and percentage of chords actually played in each rendition
of Excerpt 3.
Global Spread Intervals (ms)
Rendition
Type
WW1 WW2 WW3
6-note
26
39
62
5-note
36
40
60
4-note
23
26
42
3-note
16
21
23
Table 5. Mean values for global spread intervals in each
rendition of Excerpt 3.
5. GENERAL DISCUSSION: MICROTIMING,
BEAT CONTROL AND RHYTHMIC EXPRESSION

Figure 8. Amplitude curves of the second ending from the
three renditions.

5.1 Chords microtiming

19–24 from rendition WW2. It can be seen that strings
2 and 3 are responsible for the beat control, alternating
around a mean value. Yet, this beat control is performed
with a slight accelerando during this sequence of five 16thnote chords, its start and end points coinciding with the
metronome click.

Combining the current results with the empirical data provided by a former study [2], it is possible to propose some
quantitative boundaries for the different types of guitar chords:
block chords, strummed chords, arpeggios. Table 6 depicts
the mean values for global spread intervals –time spans between the first and last attack on a chord– and the intertone
spread intervals–time spans between two adjacent tones in
a chord–yielded by these studies.
It is difficult to perceive such tiny time differences among
chords, specially within block and strummed chords. Nevertheless, it is clear for the performers that “something”

The dynamics analysis also reveals interesting interpretative features. Figure 8 depicts the amplitude curves from
the second ending in each rendition (chords 24–47). It is
easy to see a coincidence in five (out of seven) prescribed
accents, in chords 26, 32, 38, 43 and 47. Rendition WW3
presents more prominent accents in chords 40 and 41, but
also in chords 28, 30, 34, 36, 44 and 46. A common characteristic of these chords is that they are to be played upwards (from high to low strings), and the results show that
a very different strategy was used in WW3, compared to
the other two. In fact, this musician used all six strings
to play these chords, while the others used much fewer.
This technical/esthetical choice made the rendition more
compressed, with less salient accents and a darker timbre. On the other hand, rendition WW2 clearly explores
three dynamic levels: accentuated, mid-level and background chords. A decrescendo before an accented chord
is also typical for this rendition, while in rendition WW1
it is more likely to find a crescendo leading to an accented
chord.

Chords
(notes/type)

Tempo

4-note /
block
3-note /
block
6-note /
strummed
6-note /
strummed
6-note /
arpeggio

very fast
[2]
very slow
[2]
adagio
(Excerpt 1)
moderate
(Excerpt 3)
moderate
(Excerpt 2)

Intertone
spread int.
(ms)

Global
spread int.
(ms)

0–6

5–18

0–5.5

5–11

8–11

37–46

5–12.5

26–62

16–40

64–202

Table 6. Mean values for intertone and global spread intervals, in different chord types.
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changes, this term substituting timbre or sound color. We
can explain these changes by dissimilar energy distribution
among the strings, by mutual comb-filtering and sympathetic resonances, and also the already mentioned precedence and masking effects.

These efforts may contribute to a deeper understanding
of technical and musical issues raised by the guitar strumming, as well as to studies dedicated to similar rhythmic
accompaniments on the harp, percussion, and other string
instruments.

5.2 Categorical performance / perception of rhythm
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other side, Lehmann et al. expresses that “even the most
highly trained performers are incapable of playing a sequence of notes that have exactly the same sound characteristics (timing, loudness, timbre) from note to note.” It is
also important to take in account a second rhythmic component introduced by Honing: a metrical structure. As he
says, “a rhythm is often interpreted in a metric framework,
be it a regular pulse (or beat) or a hierarchically organized
interpretation of two or more levels of beats.”
When someone plays (and/or listens to) a rhythmic structure played with strummed and arpeggiated chords, he or
she is probably taking advantage of all these cognitive features. The iterative attack that characterizes these chord
types may not only lighten the performance of a–categorical–
rhythmic pattern, but also contribute to a wider expressive
palette. In metaphorical terms, we could say: the task is
no more the insertion of points in a timeline, but the drawing of small segments with varied sizes, slopes and thicknesses, and nuanced colors.
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5.3 Rhythmic expression
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