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Abstract 

It is commonly assumed that the number of projections required for single-axis tomography precludes its application to 

most beam-labile specimens. However, Hegerl and Hoppe have pointed out that the total dose required to achieve statistical 
significance for each voxel of a computed 3D reconstruction is the same as that required to obtain a single 2D image of that 
isolated voxel, at the same level of statistical significance. Thus a statistically significant 3D image can be computed from 

statistically insignificant projections, as long as the total dose that is distributed among these projections is high enough that 
it would have resulted in a statistically significant projection, if applied to only one image. We have tested this critical 
theorem by simulating the tomographic reconstruction of a realistic 3D model created from an electron micrograph. The 
simulations verify the basic conclusions of the theorem and extend its validity to the experimentally more realistic conditions 
of high absorption, signal-dependent noise, varying specimen contrast and missing angular range. Individual projections in 
the series of fractionated-dose images could be aligned by cross-correlation because they contained significant information 
derived from the summation of features from different depths in the structure. This latter information is generally not useful 
for structural interpretation prior to 3D reconstruction, owing to the complexity of most specimens investigated by 

single-axis tomography. These results demonstrate that it is feasible to use single-axis tomography with soft X-ray and 
electron microscopy of frozen-hydrated specimens. 

1. Introduction 

Tomography has become a valuable tool for ob- 
taining three-dimensional (3D) images of subcellular 
structures (e.g. Refs. [l-4]). The majority of these 

l Corresponding author. 

structures are macromolecular assemblies, represent- 
ing individual units that cannot be treated as identi- 

cal copies of one another. In such applications the 
entire data set for the 3D reconstruction must be 
collected from the same unit structure, usually by 
tilting the sample about a single axis. Typically 
60- 150 projections are recorded, over as wide an 
angular range as possible (120”- 140”). 

Until recently the large number of projection im- 
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ages required has been thought to preclude applica- 
tion of tomography to beam-labile preparations such 

as frozen-hydrated biological specimens. Instead, to- 

mography has been primarily limited to embedded 
preparations stained with heavy metals, for which the 

total electron dose that can be tolerated has not been 

a major consideration. On the contrary, embedded 

specimens may even be pre-irradiated (i.e., given an 

added electron dose not used for imaging) to ensure 

stability of the plastic sections before commencing 

data collection [5]. Shot noise is not a concern for 

specimens that are stable in the electron beam be- 

cause each projection is collected with enough illu- 

mination to form an image with high signal-to-noise 

ratio (S/N). Beam-sensitive samples present a 

dilemma, however, in which the structure of the 
specimen itself can change from one projection im- 

age to the next if the accumulated dose is too high, 

while the individual images will have a very high 

level of shot noise (i.e., a low S/N) if the accumu- 

lated dose is kept low. 
Two recent experimental developments justify a 

reexamination of the role of shot noise in single-axis 

tomography. In electron microscopy, advances in 
automated tomography have improved the overall 
efficiency of data collection to the point where it is 

now feasible to apply the technique to thin, frozen- 

hydrated preparations [6,7]. In X-ray microscopy, 
advances in zone-plate optics have made it techni- 

cally possible to use soft X-rays to visualize hy- 
drated specimens that are several micrometers thick, 

with a resolution of 30-50 nm [8,9]. 
The complexity of the specimens used in soft 

X-ray imaging and in electron microscopy are 
roughly comparable in the sense that the sought-after 
resolution of individual features within the sample in 

both cases will tend to be about 20-200 times 
smaller than the thickness of the sample. Because of 
this complexity, it will generally be necessary to use 
tomographic 3D reconstruction for effective interpre- 
tation. Frozen-hydrated specimens, whether illumi- 
nated with electrons or X-rays, can only sustain a 
total dose of 10” rad before extensive morphologi- 

cal damage becomes apparent [ 10,111. Under condi- 
tions of such limited illumination, the trade off be- 
tween radiation damage and shot noise becomes an 
important consideration in determining whether a 
statistically significant reconstruction will be possi- 

ble because data must be recorded from a large 
number of different tilt angles. 

Hegerl and Hoppe [ 121 introduced a critical theo- 

rem stating that “A three-dimensional reconstruction 
requires the same integral dose as a conventional 

two-dimensional micrograph provided that the level 

of significance and the resolution are identical”. A 

very important point in understanding this theorem, 

and applying it in practice, has to do with recogniz- 

ing that the proof requires (a) that the image - being 

a projection - is a linear function of the density of 

every voxel of the 3D object, and (b) the shot noise 

can be correctly represented as additive noise. Thus, 

while the proof developed by Hegerl and Hoppe 

dealt with only a single voxel that had non-zero 

density, linearity (i.e., additivity) renders trivial its 
generalization to an arbitrary collection of voxels 

with non-zero density. 

In the context of the Hegerl-Hoppe theorem, a 
projection image is considered to be statistically 

significant only if the contribution made by the 

density in a single voxel is statistically significant. 
This is different from the usual understanding in 

which only the density of a projection (i.e. a 2D 
pixel) is required to be statistically significant. The 

linear superposition of voxels in a projection ensures 
that a projection-image will be significant if the 
contribution from each voxel is significant, but the 
reverse is not always true. The practical relevance of 
the Hegerl-Hoppe theorem is that it tells us that it is 

permissible to fractionate the dose that would be 
needed in order to record a single significant image, 
dividing it instead among an arbitrarily large number 

of images in a tilt series, each of which can no 
longer be statistically significant. The implication, 
then, of the theorem is that a statistically significant 
3D reconstruction can be obtained from projections 
which are not statistically significant at the limiting 

resolution. 
Although the Hegerl-Hoppe theorem has been 

controversial, there is no criticism of the fundamen- 
tal mathematical analysis [ 13,141. Instead criticism 
appears to have been made in reaction to the state- 
ment that “two-dimensional microscopy was in fact 
a waste of information” [15]. A helpful rebuttal of 
these criticisms has been published subsequently by 
Hegerl and Hoppe [ 161 ( see Section 4). The unwill- 
ingness to accept the conclusions of the dose-frac- 
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tionation theorem, which some have expressed in the 
past, is clearly due to the wrong impression that the 
theorem was claimed to require that the total dose 
only produces statistical significance in the projec- 
tions, but not necessarily in the images of single 
voxels. As stated above, however, the total dose 
must be sufficient to guarantee that the image of a 
single voxel will be statistically significant (which, 
in turn, guarantees that the projection will also be 
statistically significant) provided that the total dose 
is used for a single image rather than being fraction- 
ated into a 3D data set. 

While the fundamental conclusion of the 
Hegerl-Hoppe theorem is mathematically sound, it 
also remains largely untested in experimental situa- 
tions. There appears even to have been very little 
done to put the theorem to the test by the use of 
straightforward numerical simulations. Apart from 
demonstrating unambiguously the validity of the the- 
orem, within the conditions stated for its derivation, 
numerical simulations are able to explore related 
questions that may be less amenable to analytic 
derivation. In X-ray microscopy, for example, it is 
important to know whether dose fractionation will 
still work in strongly absorbing (i.e., high-contrast) 
specimens, where the shot noise will become highly 
signal-dependent and the additive shot-noise assump- 
tion will no longer hold. Another important concern 
is to determine whether noisy projection images can 
still be adequately aligned to a common origin, an 
essential prerequisite if the theorem is to be put into 
practical application, and an issue that is not ad- 
dressed as part of the derivation [16]. 

To test this important theorem and address the 
accompanying questions, we have implemented an 
extensive set of simulations of the 3D reconstruction 
process using a realistic model created from an 
actual electron micrograph. In addition to verifying 
the basic conclusion of the Hegerl-Hoppe theorem, 
we have extended its validity to the non-ideal, but 
experimentally more realistic, cases of high absorp- 
tion, signal-dependent noise, varying specimen con- 
trast and missing angular range. Finally, we show 
that, when the integral dose is partitioned among 180 
projections, each projection of our “realistic model 
structure” still contains enough information to per- 
mit accurate alignment using the cross-correlation 
function. We also show that reconstruction is suc- 

cessful when the exposure is partitioned into 1800, 
or even 18 000, projections but at the latter level 
individual projections contain little or no information 
and cannot be aligned. 

2. Methods 

We have constructed models from an electron 
micrograph of a centriole scanned at 5 12 X 5 12 pix- 
els (kindly provided by Dr. Conly L. Rieder). The 
centriole image was used to ensure that our model 
contained realistic levels of gray scale and spatial 
complexity. Although this image is actually a 2D 
projection from an epon section 0.25 pm thick, we 
have used it as if it were a 2D slice (i.e., only one 
voxel thick) from a 3D object. This is possible 
because many of the triplet microtubules in this 
particular image are aligned in the depth dimension 
and can thus be clearly recognized as the cross-sec- 
tions of tubes. 

The ability to detect a feature at a given noise 
level was defined as the ability to see that feature in 
difference images between two separate models 
where the feature was either present or absent, Hence 
each test required making a comparison between a 
model generated from the full centriole image and 
one generated from a centriole image with selected 
features removed. 

2.1, Model A: full structure 

The centriole image was first windowed to 384 x 

384 pixels and then interpolated to 128 X 128 pixels, 
and a circular mask was applied with a diameter of 
120 pixels (see row 1 of Fig. 1). Ninety new versions 
of the image were created by successive 1” rotations. 
The entire set of 91 images was then stacked to give 
a 3D model in which the centriole structure twists to 
form l/4 of a turn of a helix. The circular mask 
ensured a uniform helical structure without trunca- 
tion artifacts. 

2.2. Model B: selected features removed 

Three different-sized features were removed from 
the image: a full triplet centriole blade; a single 
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Fig. 1. Models used for the simulations. Columns 1-3 are: the full model (model A), the model with features removed (model B); and the 

difference between models A and B, respectively. Row 1 illustrates the central slice from each model. Model A was created by stacking 91 

such slices successively rotated by 1” (see Section 2.1). The three features removed from model B are indicated as BL, blade, MT 

microtubule and TP microtubule tip. The tip is only removed from the central three slices, while the microtubule is removed from 3 1 slices 

and the blade from all 91 slices (see Section 2.2). Row 2 shows slices from row 1 imaged at 3.6 X 10’ quanta per pixel. At this dose even 

the tip is evident in the difference image. Row 3 shows the 0” projections of the models imaged at 2 X IO6 quanta per pixel (column 3 is the 

difference between the projections shown in columns 1 and 2). This is the fractionated dose, or the illumination level per projection when 

the dose used in row 2 is partitioned among a data set with 180 different views. The tip is no longer visible in the difference image, but 

densities derived from the blade and microtube are. Row 4 shows the - 60” projection of the models imaged at 2 X lo6 quanta per pixel. 
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microtubule from a different blade; and the tip of an 
open microtubule in a third blade (see row 1 of Fig. 

1). The features were arbitrarily chosen on the bot- 

tom, side and top of the image so that they would not 
overlap in any of the projections from the tilt series 

(tilt axis lies in the vertical direction in Fig. 1). The 

features were masked from the full-sized image (be- 

fore windowing, interpolation and masking) and re- 

placed by the background density, which was esti- 

mated as the average density of a small window 
from an area of minimum mass outside the centriole. 

The blade and microtubule were masked using an 

interactive procedure (see Ref. [17]), while the open 
microtubule tip was removed with a small circular 

mask 10 pixels in diameter. In the final binned down 

version of the image, this feature had a diameter of 

approximately 3 pixels. 
The above masking procedure was used to create 

three different versions of the image: one in which 
the blade only was removed; one in which the blade 

and the microtubule were both removed; and one in 

which all three features were removed. The individ- 
ual images were windowed, binned down and circu- 
larly masked exactly as for model A. The 3D model 

was constructed by stacking rotated versions of the 
images in such a way that all three features were 
missing from the middle three slices of the model 

(slices 45-471, the blade and microtubule were miss- 
ing from 14 slices on either side of these (slices 
31-44 and 48-61), and only the blade was missing 

from the remainder of the slices (slices l-30 and 
62-91). Thus the blade is absent from all of the 
slices of model B, the microtubule from 31 slices 
and the microtubule tip from 3 slices. The tip, there- 

fore, represents a feature approximately at the resolu- 
tion limit of the image and was used to visually track 
the recovery of desired resolution in the 3D recon- 
struction. The microtubule and the blade were used 
to monitor lower-resolution features. 

2.3. Models L and H: modi$cations of model A to 
simulate low and high contrast 

Variations of contrast between models A and B 
were simulated by changing the intensity of the 
blade, microtubule and tip in model A. In model L, 
their contrast was lowered by adding four times the 
density in each voxel of model B to each voxel in 

model A (i.e., the addition of two 3D image files). 
Each new voxel was then divided by five with the 
result that, in a comparison between model L and 

model B, the blade, microtubule and tip have only 
l/5 of their contrast relative to a comparison be- 

tween models A and B. Areas outside of these 

features retained their original density values. In a 

similar approach, model H was constructed by sub- 

tracting 0.8 times the density in each voxel in model 

B from each voxel in model A, followed by multi- 

plying each voxel by five (see Fig. 6). 

2.4. Computing projections and 20 slices with shot 
noise 

The noisy data sets used for simulations of the 3D 
reconstructions were constructed from each of the 

four models in two steps. First the mass-density 

distribution was computed for 180 different projec- 

tions over an 180” angular range with a 1” interval. 
The tilt axis was orthogonal to the cylindrical axis of 

the helical models (vertical direction in Fig. 1). In 
the second step, shot noise in the illumination was 

simulated by assigning to each pixel a number of 
incident quanta, X,, drawn from a Poisson distribu- 
tion [ 181 with mean X,. The output density for each 

pixel was set equal to X,, the number of quanta 
transmitted through the specimen: 

X,=exp(-EP(Z))X,, 

where P(I) is the input density value of the pixel. 

P(Z) is the sum of voxel densities along a ray 
through the 3D model, in the direction of a particular 
projection. E is the extinction coefficient. 

The value of E was selected as an input parame- 
ter to give the desired value for the maximum or 

average beam-absorption of the data set during each 
series of simulations. Similarly, the mean number of 
quanta per pixel, X,, was selected to specify the 
illumination level. The same procedure was also 
used to generate simulated images of individual slices 

of the model as shown in row 2 of Fig. 1. Projections 
of models A, B and their difference are shown at 0” 
tilt angle in row 3 of Fig. 1 and at - 60” in row 4 of 
Fig. 1. The latter emphasize how projections fre- 
quently provide a very confused picture of the actual 
3D structure. 
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Fig. 2. Detection as a function of S/N. Difference images were computed from binary versions of the central slices from models A and B 

with S/N values between 1 and 9. The S/N values were specified by setting the absorption level to 1% and the mean dose values from IO4 

through 81 X lo4 quanta/pixel (see Section 3.1 for details). The results of one such determination, for S/N values between 1 and 8, are 

shown. When this trial was repeated ten times, the microtubule tip was never detected when S/N = 1; it was detected 2 of the 10 trials 

when S/N = 2; 5 of the 10 trials when S/N = 3; 9 of the 10 trials when S/N = 4 or 5; and all 10 trials when S/N > 5. This result agrees 

with the Rose criterion, which states that a S/N of 5 or greater is required for reliable detection of features at the resolution limit. 

2.5. Signal-dependent noise 

The stochastic nature of absorption becomes a 

significant source of noise in strongly absorbing 
specimens. In this situation. the number of quanta 
transmitted through the sample, X,, was drawn from 

a binomial distribution [18] with the number of 
incident quanta, X,, and the probability of transmis- 
sion, P = exp( - EP( I)), as input parameters. Thus, 

in the high absorption case, X, is determined by two 
statistical distributions: the binomial distribution and 

a Poisson distribution with the latter being used to 
compute X, . 

2.6. 30 reconstruction from noisy projections 

The weighted back-projection method (see Ref. 
[ 191) was used to compute reconstructions, and no 
non-linear restoration methods were applied. The 
reconstruction volumes were 128 X 128 X 128 vox- 
els. The middle slices (63-65) from reconstruction 

volumes derived from model B were subtracted from 
those derived from models A, L, or H to determine 

Fig. 3. Difference images of single slices of either the model or the 3D reconstructions obtained with varying amounts of illumination. The 

extinction coefficient in Fq. (1) was set so that the average absorption in the projections was 1% (absorption in single slices is much less). 

The total dose in columns 1-4 is 0.2, 0.8, 3.2 and 8.9 X 10’ quanta per pixel. Row 1 shows difference images from the central three slices 

of the models computed with the fractionated dose (1 / 180 of the total). No features are evident above the shot noise. Row 2 shows the same 

difference images computed with the full total dose. The microtubule tip becomes consistently evident at dose levels around 1 X 10’ quanta 

per pixel. Row 3 shows slices from the 3D reconstructions computed from data sets where each projection is imaged with the fractionated 

dose. Again the tip becomes evident at a total dose of lo8 quanta per pixel. Rows 4 and 5 show the slices from models A and B, 

respectively, that were used to compute the difference images in row 3. 
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the detectability of a feature in the 3D reconstruc- 
tions. The difference maps could then be directly 

compared with difference maps taken from 0” projec- 
tions or the middle slices (number 46) of the original 

models. 

2.7. So&are 

All computations and visualizations of the results 

were carried out using the UNIX version of the 

SPIDER software package [20]. The formulation 
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given in Sections 2.4 and 2.5 for simulation of 
imaging with limited illumination was written in 

FORTRAN and incorporated into our version of 

SPIDER. This new subroutine queries the user for 

the mean number of quanta per pixel, X,, and the 
extinction coefficient, E. 

3. Simulations of the 3D reconstructions 

3.1. Tests of the imaging simulation 

The capacity of the program to generate Poisson 

statistics over a large range of incident quanta was 

tested by computing a 2D image with the extinction 

coefficient set to zero. Since there is no absorption, 

the density of each pixel in the output image is equal 

to X,, the number of incident quanta selected for 

that pixel by the program, and the standard deviation 
of the image is equal to the noise. Using this ap- 

proach we determined that the signal-to-noise ratio, 
S/N, was equal to the square root of X,, the mean 

number of quanta per pixel chosen, over a range of 
X, from 4 X lo9 to 2 X lo9 (data not shown). This 

result demonstrated that the program generates a 
Poisson distribution of incident quanta over a larger 

range than used in these studies. 
In an absorption model of image formation, the 

signal of interest is the difference between the num- 
ber of quanta absorbed by neighboring voxels. If the 

maximum absorption is set to l%, the maximum 
signal will be equal to 0.01 X,. Since the noise is 
still \Ixm, the maximum S/N becomes 0.01 \ixm 

and, therefore, 25 X lo4 quanta/pixel are required 
for S/N = 5. To test how well our ability to visually 

detect the signal conforms to the expectation that 
S/N must be 5 or higher, we created binary versions 
of the central slices of models A and B in which the 

background was set to zero and the specimen mass 
to an arbitrary but uniform value. Binary models 
were used for this test to ensure a uniform absorption 
level throughout the image. Images of these modified 
slices were computed with the extinction coefficient 
set for 1% absorption, and X, values ranging from 
lo4 to 8 1 X lo4 quanta/pixel in increments that 
yield integer S/N values from one through nine. 
Representative examples of the results for S/N val- 
ues of 1 through 8 are presented in Fig. 2. When this 

trial was repeated ten times, it was found that the 
microtubule tip (smallest feature in the difference 

images) could not be detected at all when S/N = 1; 

it could be detected in 2 of the 10 trials when 
S/N = 2; in 5 of the 10 trials when S/N = 3; in 9 of 

the 10 trials when S/N = 4 or 5, and in all 10 trials 

when S/N = 6, 7, 8, or 9. Thus, in agreement with 

the Rose criterion, we find that a S/N of 5 or greater 

is required for reliable detection of features at the 
resolution limit. 

3.2. Verification of the Hegerl-Hoppe theorem with 
ideal data 

Simulations that confirm the basic tenet of the 

Hegerl-Hoppe theorem are illustrated in Fig. 3. In 
this figure the columns delineate four different 

amounts of total illumination ranging from 0.2 X 10s 
to 8.9 X lo8 quanta per pixel. The extinction coeffi- 

cient was set so that the average density in projection 
corresponded to 1% absorption, and the maximum 

density corresponded to less than 3% absorption. 
The first and second rows in Fig. 3 show the 

difference image for the sum of the middle three 

slices of models A and B (see Sections 2.1 and 2.2 
above). The sum of the three middle slices of each 
model was used in these simulations because the 
microtubule tip is removed from these three slices in 

model B (see Section 2.2). Recall that the “limiting 
resolution feature” was represented by a three voxel 
cube rather than a single voxel for reasons related to 

Shannon sampling [2 11. 
In the first row of Fig. 3 the difference images 

were computed from image pairs simulated to have 
l/180 of the total dose (i.e., the amount of illumina- 

tion that would be partitioned to each projection in 

the tilt series). None of the three features (blade, 
microtubule, or microtubule tip) can be detected 
above the noise level, demonstrating that the dose 
per projection is far less than that required to image 

features in a “single” slice of the models in a 

statistically significant fashion. 
For comparison, the second row of Fig. 3 presents 

difference images for the middle slices of models A 
and B when the slices are imaged with the total 
reconstruction dose (i.e., 180 times the dose used in 
the first row). The features, particularly the micro- 
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tubule tip, become consistently recognizable above 
the noise at lo8 quanta per pixel. 

The third row of Fig. 3 illustrates the difference 

obtained for middle slices of the 3D reconstructions 

computed from the tomographically reconstructed 

data sets in which the dose used for each projection 
was as shown in the first row. The microtubule tip 

again becomes detectable at a total dose of lo8 

quanta per pixel, the same level as is required for 

detectability in single images of the 2D slices. 

The fourth and fifth rows in Fig. 3 show the slices 

themselves, from 3D reconstructions of models A 

and B, that were used to compute the difference 

images in the third row of Fig. 3. Although the 
missing tip is difficult to see in the reconstructions, a 

sufficiently careful examination, such as by differ- 
ence imaging, reveals its absence (i.e. row 3 of Fig. 

3). Thus, while surrounding structural complexity 

alters the ease of detection, it does not alter de- 
tectability at a given level of statistical significance. 

In 0” projections the blade and microtubule be- 

come apparent at much lower dose levels than in 
single slices (row 3 of Fig. 1 and data not shown). 

This fact is expected in advance, and it is due to 
summation effects from densities located at different 
levels. The microtubule tip, however, does not be- 

come apparent until the dose level reaches lo8 quanta 

per pixel (data not shown). Taken together with the 
data illustrated in Fig. 3, these observations demon- 

strate that the same total dose is required to obtain 

statistical significance in a 3D reconstruction, in a 
2D projection, or in an image of a single slice of the 

model. The latter result is equivalent to Hoppe and 

Hegerl’s “Gedankenversuch” 1161. Inspection of the 

images in rows 4 and 5 of Fig. 3 confirmed that high 

resolution features are the first to be lost as the dose 

level is decreased. 

3.3. Strongly absorbing samples 

In their analytical derivation, Hegerl and Hoppe 

[12] assumed low contrast, as is typical of the elec- 

tron microscope “weak phase objects” that moti- 
vated the investigation of dose fractionation at that 

time. To satisfy the criterion of low contrast, we set 

the extinction coefficient in the simulations shown in 
Fig. 3 so that the maximum absorption correspond- 

ing to any pixel in the projections was less than 3% 

of the incoming radiation. Absorption by a single 
voxel is very small under these conditions, of course, 

and this fact is responsible for the large number of 
quanta that must be used per pixel to ensure that the 
contribution from each voxel will be significant (as 

required by the theorem). In the case of electron 

Fig. 4. High-absorption case. Non-linear imaging was simulated by setting the extinction coefficient so that the maximum and average 

adsorption were 84% and 50%. respectively (see Section 2.4). The dose levels in columns l-3 are 0.9, 1.8 and 3.6 X IO’ quanta per pixel, 

respectively. Difference images of the central slice from the model are shown in row 1 and from the 3D reconstructions in row 2. 
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microscopy, phase contrast gives a much stronger 
signal than would be expected if the signal were 

derived solely from such low levels of absorption. 

Thus far fewer quanta per unit area than used for our 
simulations are required for frozen-hydrated speci- 

mens imaged by cryo-electron microscopy (see Sec- 

tion 4 for strategies to determine total dose levels 

required). Our simulations, however, give a realistic 

estimate of the illumination levels required for soft 

X-ray microscopy. Furthermore, since shot noise at 

low absorption levels is generated almost exclusively 

from fluctuations of the incident illumination, our 

conclusions concerning the Hegerl-Hoppe theorem 
are independent of the mode of contrast formation. 

Most soft X-ray microscopic applications, and 
several potential electron-microscopic applications, 
of single-axis tomography will involve specimens 

that absorb more strongly than the levels used in Fig. 

3. To simulate these applications we have set the 

extinction coefficient so that the maximum absorp- 

tion is 84% and the average is 50%. The results are 

seen in Fig. 4 where, as in Fig. 3, the columns 

delineate total dose levels. In this case the levels 

range from 9 X lo4 to 36 X lo4 quanta/pixel. Fewer 

quanta were required than for the low-absorption 

simulations because the higher absorption gives a 

much stronger, albeit non-linear, signal. The first 

row of Fig. 4 shows the difference images of slices 

Fig. 5. Signal-dependent noise at extremely high absorption. The extinction coefficient was adjusted to yield a mean absorption of 99% in 

the projections (again absorption in single slices from the models is much less). Stochastic fluctuations in the number of incident quanta 

were simulated by random selection from a Poisson distribution with a specified mean value, and stochastic fluctuations in the fraction of 

those quanta that are actually absorbed in the column above each pixel were simulated by random selection of each pixel’s absorption from 

a binomial distribution (see Section 2.5). The total exposure in columns l-4 is 104, 105, lo6 and 10’ quanta/pixel. Row 1 shows difference 

images of central slices computed with the total dose. Difference density arising from the microtubule tip is clearly evident in all four 

images. Row 2 presents difference images of the zero-degree projections, also computed at the same total dose The microtubule tip is barely 

detectable at 10’ quanta/pixel. Results from the 3D reconstruction are shown in row 3. Again, the microtubule tip is detected when the 
dose levels are higher than lo6 quanta/pixel. 
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from models A and B computed with the total dose 
(analogous to row 2 in Fig. 3). The second row 
shows the difference images of slices from the tomo- 
graphic reconstructions (analogous to row 3 of Fig. 
3). As in the case of a low-contrast specimen, the 
microtubule tip becomes distinct at approximately 
the same total dose in a 3D reconstruction, in a 2D 
projection and in a single slice from the model (i.e. 
18 X lo4 quanta per pixel). 

At high absorption levels the stochastic nature of 
the absorption process also adds to the noise of the 
image (i.e., the noise becomes signal-dependent). We 
modeled the statistics of this process using the bino- 
mial distribution (Section 2.5). The effect of stochas- 
tic absorption was measured by applying the pro- 
gram to a blank image (image with uniform density). 

The “signal” in this test case still corresponds to the 

amount of absorption, even though the amount of 
absorption does not vary from one pixel to the next. 

When the absorption was set at values of 25%, 50%, 
75%, 90% and 99%, the S/N was 50%, 37%, 20%, 
12% and 3% of the S/N observed at 0% absorption. 
Thus the S/N depends upon the amount of absorp- 
tion and will vary from pixel to pixel in the projec- 
tion images: i.e., the noise is no longer “additive”, 
as required in the analytical derivation of the dose 
fractionation theorem. 

When the effect of stochastic absorption was in- 
cluded in the image simulations, again with 50% 
absorption by the average pixel in the projections, 
the results were indistinguishable from those pre- 
sented in Fig. 4. This result demonstrates that dose 

Fig. 6. The effect of varying contrast. The relative contrast of the blade, microtubule and tip were varied by making new versions of model 

A (see Section 2.3). The low- and high-contrast versions are shown in columns 1 and 3 while model A is shown in column 2 for 
comparison. These images have been individually scaled. Row 1 shows a single slice from each model. Row 2 shows 0” projections imaged 

at the fractionated dose. Row 3 presents difference images of the central slice from different 3D reconstructions. The total dose used for the 

low-, medium- (model A) and high-contrast versions was 1.8 X 108, 9.0 X lo6 and 2.7 X 10’ quanta per pixel, with the adsorption set to 

have a maximum value of 30%. Reconstruction artifacts are more visible in the 3D reconstruction of the low-contrast model, presumably 

because of the lower signal, relative to the rest of the structure, that is present in the difference image. 
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fractionation is still valid under conditions of moder- 
ate signal-dependent noise. We further tested this in 

the extreme case by setting the absorption level of 

the average pixel in the projections to 99%. As can 
be seen from rows 1 and 2 of Fig. 5, when the 

absorption is this high, projections require IO3 times 

more quanta per pixel for significance than do single 

slices. This is because absorption levels and there- 

fore, signal-dependent noise, are much greater in 
projections than in single slices. The 3D reconstruc- 

tion requires the same total dose as the projections 

(row 3 of Fig. 5). This demonstrates that dose frac- 

tionation is still valid at this extremely high level of 

absorption, if the total dose required for significance 

is measured from projections and not single slices. 

3.4. The effect of contrast 

Next we tested the effect of variation in specimen 

contrast on the reconstruction. This was accom- 

plished by changing the contrast of the blade, micro- 

tubule and tip relative to the rest of the structure (see 

Section 2.3). 

Row 1 of Fig. 6 shows one central slice from the 

low- and high-contrast versions of the model (mod- 

els L and H) on the left and right, with same slice 

from the original model (model A) in the middle. 

The 0” projections from these models are shown in 

row 2, while row 3 presents the difference images 

between central slices from 3D reconstructions of 

models L and B, A and B, and H and B at the 

Fig. 7. The effect of an incomplete angular range. For rows 1 and 2 only, the angular range in columns l-4 is the full 1 80", 140”, 120” and 

100”. respectively. The total dose was 3.2 X 10” for each of these reconstructions. Row 1 illustrates slices taken from each reconstruction. 

The light shadows on each side of the various features in columns 2-4 are a well known reconstruction artifact arising from the limited 

angular range [21]. Row 2 shows slices cut orthogonal to those in row 1. Here the tilt axis goes into the page (i.e., is orthogonal to the plane 

of the slice) instead of lying vertically in the plane of the slices. These slices show the tip magnified by a factor of 4, so that the elongation 

due to the limited angular range is evident. Row 3 presents slices from the 3D reconstruction computed with a 120” angular range and dose 
levels of 0.2, 0.8, 3.2 and 8.9 X 10’ quanta per pixel. As with the full angular range, the tip becomes evident at lo8 quanta per pixel, the 

same exposure that is required to image it in 2D slices (compare with row 2 and 3 of Fig. 3). 
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minimal total dose levels required for detection of 
the microtubule tip. In all three cases this was the 
same total dose as required to image the tip in a 

single slice or 2D projection of the model (data not 

shown). 
In the low-contrast case, reconstruction artifacts 

contribute extraneous mass that is comparable in size 

and intensity to the microtubule tip. Normally these 

artifacts are not visible but the difference signal 

between models L and B, relative to the mass of the 

3D structure, is only l/5 of the difference signal 

between models A and B. This result indicates that if 

the relative contrast is too low there will be difficul- 
ties in interpretation due to the weakness of the 

signal. It is possible that the reconstruction artifacts 

would be less evident if the tilt series were sampled 
more finely, i.e., the dose fractionated into 900 or 

1800 projections. 

3.5. The efSect of a missing wedge 

In most applications of electron tomography only 
120- 140” of the full 180” angular tilt range can be 
recorded owing to technical limitations involved in 
mounting the specimen (see Ref. [22]). It is antici- 

pated that applications involving soft X-ray mi- 
croscopy will suffer a similar limitation. We have 
therefore simulated 3D reconstructions from data 
covering an incomplete tilt range by removing pro- 
jections from both ends of the tilt range and adjust- 
ing the dose per projection so that the totals were the 

same as used in the experiments described in Section 

Table 1 
Alignment error versus imaging dose 

3.2 (i.e., the doses used in Fig. 3). The top row in 
Fig. 7 demonstrates that the microtubule tip is recov- 
ered almost equally well in 3D reconstructions, com- 

puted from a total dose of 3.2 X 10’ quanta per 

pixel, when the angular range is reduced from t- 90” 
(column 1) to + 70” (column 2) or &- 60” (column 3) 

but some loss in recovery is evident for an angular 

range of only f50” (column 4). The light shadows 

seen on either side of the feature, when less than the 

full tilt range is used, are a well known artifact 

caused by the missing angular range [21]. The sec- 
ond row illustrates the expected, increasing elonga- 

tion of specimen features (i.e., elongation of the 
point spread function) with increasing amount of 

missing angular range. The increased spreading of 

the signal and concomitant decrease in peak intensity 

with limited range of tilt is presumed to be the 

reason why dose fractionation is less effective for 

too much of a limitation in the range of tilt. These 
difference images of the microtubule tip were cre- 

ated by viewing the reconstruction in a direction 

parallel to the tilt axis, with a fourfold magnification 
(in all other views the tilt axis is vertical in the 
image plane). The bottom row shows the difference 
from 3D reconstructions computed with a k60” 

angular range and total doses varying from 0.20 x 

lo8 to 8.9 X lo8 quanta/pixel (i.e., analogous to 
columns l-4 in row 3 of Fig. 3). As with the full 

angular range, the microtubule tip becomes distinct 
at about lo* quanta/pixel (compare with rows 2 and 

3 of Fig. 3). These results demonstrate that the 
Hegerl-Hoppe theorem still holds for data with a 
substantial missing angular range. 

Total dose 

[quanta/pixel X IO61 

Fractionated dose 

[quanta/pixel X IO41 
Average error 

[pixels] 

Maximum error 

[pixels] 

900 744 0.13 0.92 

360 298 0.14 0.92 

180 A 149 il 0.17 0.9 1 
72 59.5 0.25 1.46 

36 29.8 0.30 2.21 

18 14.9 0.68 3.60 

9.0 7.4 0.32 2.17 

3.6 b 3.0 b 1.67 8.04 

a Cut-off for obtaining full resolution in the 3D reconstruction. 

b Alignment failed (picked the wrong cross-correlation peaks) for fractionated doses lower than 3 X IO4 quanta/pixel. 
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3.6. Alignment 

The above simulations demonstrate that features 

at the limiting resolution can be recovered in a 3D 

reconstruction computed from projections imaged 

with radiation levels grossly insufficient for detect- 

ing the contributions made by such features in indi- 

vidual 2D images. There would be no practical 

advantage to this effect, however, if each projection 

did not contain enough significant information to 

enable its alignment relative to the rest of the data 

set. We have applied a translational alignment 

scheme, based on the center of mass of the maxi- 

mum peak in the cross-correlation function [23,24], 

to test our ability to align data sets with an angular 

range of 120” and 140”, and the results from the 120” 

data are presented in Table 1. The alignment is 

excellent (maximum error less than 1 pixel, average 

error less than 0.2 pixels) when approximately the 
minimum total dose required for recovery of the 

microtubule tip (1.8 X 10’ quanta/pixel) is fraction- 
ated over the 120 projections of the data set (line 3, 
Table 1). The alignment is still reasonable at l/5 to 

l/20 of this total dose (lines 5-7 of Table 1). With 

the minimum total dose required to recover the 
microtubule tip, the alignment errors were so small 

that 3D reconstructions computed from aligned data 

were indistinguishable from those computed from 

unaltered (i.e., perfectly aligned) data sets (results 

not shown). 

These results imply that projections contain sig- 

nificant information even when imaged at doses well 

below (in our example here, less by a factor of 103) 

those required to record the limiting-resolution fea- 

tures of the specimen. This is illustrated in rows 3 
and 4 of Fig. 1, which show projections at the 

fractionated dose levels. In these projections, density 
derived from the microtubule and the blade is evi- 

dent but the tip cannot be detected. 
It might be argued that the circular mask used to 

make the models (see Section 2.1) gives the cross 

correlation an extra piece of information not found in 

biological specimens, and that this advantage may 
make the simulations in Table 1 more accurate than 

can be expected for real specimens. The mask, how- 
ever, is only visible at tilt angles between I!I 15” and, 
when results from this part of the range, and even 

from the range +20”, are left out, the average 

Fig. 8. Extreme fractionation of the dose. In columns l-4 a total dose of 9 X 10b quanta/pixel has been fractionated among 36, 180, 1800 

and 18000 projections. All projections were computed from a modified version of model A (see Section 3.7) with an average absorption of 

1%. Row 1 shows the zero degree projections, imaged at the fractionated dose, and row 2 central slices from the 3D reconstructions. The 

image quality of the 3D reconstructions remains roughly constant, despite the extreme degradation of individual projections with increased 

dose-fractionation. 
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alignment error actually decreases slightly. This 

demonstrates that the circular mask is not strongly 
affecting the accuracy of the alignment. 

3.7. Extreme fractionation of the incident dose 

The results of the previous section emphasize 

that, even though projections imaged at the fraction- 

ated doses do not record statistically significant in- 

formation at the resolution limit, they do record 

significant information that is related to, but qualita- 

tively different from, the 3D object density (see 

Section 4). The question then arises whether signifi- 

cant detail will be recovered in practice, in the 3D 

reconstruction, if the dose is fractionated until there 
is no (or very slight) density detectable on the indi- 

vidual projections. To answer this question we frac- 

tionated a total dose of 9 X lo6 quanta per pixel 
between 36, 180, 1800 and 18 000 projections of a 

modified version of model A (thinner in z-dimension 
and binned down to 64 X 64 X 32). The results of 
these trials are presented in Fig. 8 and they demon- 

strate that the 3D reconstruction is essentially inde- 
pendent of the number of views into which the total 
dose is fractionated, even in the extreme case of 

18000 views with little or no detectable density on 
each view. However, in the extreme case the projec- 
tions of the data set lack sufficient density for align- 

ment (see Table 1). 

4. Discussion 

The results of this study verify the Hegerl-Hoppe 

theorem and demonstrate its applicability to realistic 
experimental conditions. The importance of these 
findings lies in the fact that the total dose required to 
recover a specified resolution level in the 3D recon- 
struction can be determined prior to the experiment 
and fractionated over the whole tilt series, irregard- 

less of the number of projections collected. In this 

way sensitive specimens can be spared the damaging 
effects of unnecessary radiation. 

The prior controversy concerning dose-fractiona- 
tion stems from different definitions of what is meant 
by “statistical significance”, as it is applied to an 
image, rather than from disagreements about the 
mathematical formulation of the theorem [ 13-161. 

Since a 2D projection is formed by the accumulation 

of signal from successive layers of the volume, 
projections generally contain considerably more con- 

trast than would be obtained from a single 2D slice 

of the specimen if such a slice could be imaged 

[ 13,14,16]. For this reason a 2D projection can be 
recorded with statistical significance in the individ- 

ual pixels of the projection at much lower dose 

levels than is required for the 3D volume, or, equiva- 

lently, for a 2D slice of the 3D volume. However, 

the goal of 3D reconstruction is to obtain structural 

information about a 3D object. In this regard it is 

important to remember that, although the higher 

contrast contained in projections is useful for align- 

ment, the information contained in the projections is 

qualitatively different from the 3D object density 

[ 161, and the resulting 2D projection alone can be 

notoriously misleading when attempting to decipher 

the 3D structure (e.g., row 4 of Fig. 1). As the dose 
fractionation theorem shows, greater insight regard- 
ing the possibility of 3D reconstruction is gained if 

we define statistical significance in terms of the dose 

require to record a single volume element of a 3D 
object, as was done by Hegerl and Hoppe [ 12,161. 

It is also important to note that the features which 

we have considered in our simulations are embedded 
in a larger object. We have even shown, as an 

example, that the Hegerl-Hoppe theorem is still 

valid when the contrast of our selected features is 
lowered fivefold relative to the rest of the object 

(Fig. 6). This result demonstrates that the theorem 
will hold for most, if not all biological specimens, 
rather than being restricted to a special class of 
sparse objects as argued in Ref. [ 141. 

Nevertheless, there are other important and desir- 
able scientific objectives that one might like to 
accomplish through the application of dose fractiona- 

tion, but which can be calculated to lie outside the 
realm of physical possibility. Specifically, it would 
be impossible to use dose fractionation to do a 

tomographic reconstruction of a (single) biological 
macromolecule at a resolution of 0.35 nm. The rea- 

son is that the dose needed to obtain a statistically 
significant image of such a voxel requires an elec- 
tron exposure (“dose”) that is more than lo4 times 
larger than the maximum exposure that can be toler- 
ated, due to radiation damage [ 13,251. 

Since signal accumulated from successive layers 
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of a 3D object can be recorded with statistical signif- 
icance at much lower dose levels than signal from a 

single volume element, determining the total dose 
required for a 3D reconstruction from 2D projections 

is normally inappropriate. Rather, the only reliable 

method to compute the radiation dose required to 

recover a specified resolution level is to calculate it 

from known extinction coefficients and agreed crite- 

ria for statistical significance (i.e., the Rose criterion, 

for X-rays see Ref. [26]; for electrons, see Ref. [27]). 

For soft X-ray microscopy at m 50 nm resolution, 

which is the anticipated limit of present-generation 

instruments, statistically significant images (in the 

sense of Hegerl and Hoppe) can be obtained with 

lo8 rad [26]. Since this dose can be fractionated over 

the whole tilt series, we expect it to be eminently 
feasible to compute a limiting-resolution 3D recon- 

struction without exceeding the 10” rad limit at 

which extensive specimen damage occurs in frozen- 
hydrated specimens. This important conclusion 

means that it is worthwhile to build a soft X-ray 

microscope capable of 3D imaging of thick, frozen- 

hydrated specimens, using single-axis tomography. 
In electron microscopy, the Hegerl-Hoppe theo- 

rem complements the recent development of auto- 
mated data collection methods [6,7]. The latter has 

improved efficiency of data collection to the point 
where almost all of the electron exposure is used for 
image acquisition. Current evidence indicates that 

cryo-specimens can tolerate about 30 electrons per 
AZ before large scale structural damage occurs 

[ 10,111. According to the table presented by Saxberg 
and Saxton [13], this level of exposure would permit 
the discrimination of protein (density about 1.5 times 
that of water) from water at resolutions of 5 nm or 
larger. By combining dose-fractionation with auto- 
mated tomography, it is feasible to collect a reason- 

ably large number of projections (e.g. at least 70 to 
140) on cryo-specimens without exceeding a total 
dose of 30 A’,‘. This number of projections would 
ensure resolution levels comparable to those achieved 
in present applications of tomography to beam-stable 
preparations. The use of low-noise CCD cameras for 

direct image acquisition also makes it feasible to 
record images at lower exposure than on film. This 
permits greater fractionation of the total dose. 

The cross-correlation alignment scheme employed 
in our simulations is used less frequently than fidu- 

cial marker schemes [28] because the latter give a 
greater accuracy for rotational alignment (some 
schemes use both methods, see Ref. [24]). Although 

we did not attempt to simulate a fiducial marker 

scheme it is reasonable to expect that it will work at 
the same dose levels as the cross-correlation scheme 

because the colloidal gold beads used are much 

stronger scatters (or absorbers) of electrons and X- 

rays than the carbon, nitrogen and oxygen atoms that 

predominate in biological structures. In fact, to be an 

effective marker the gold bead must have more 

contrast in 2D projections than the rest of the speci- 

men. 

At present, the extreme fractionation demon- 
strated in Fig. 8 has no practical value for either 

electron microscopy or soft X-ray microscopy owing 
to technical limitations on data collection. However, 

current advances in image acquisition (i.e., CCD 

cameras), and in the speed, memory and disk capac- 
ity of computers, will soon make it feasible to rou- 
tinely collect and process 500- 1000 views/speci- 

men. Thus, it is likely that the principle of dose- 

fractionation will, in the future, enable investigators 
to obtain the desired resolution by sampling 3D 

structures at angular intervals as small as O.l”, with- 

out increasing the total dose. 

5. Conclusions 

Our simulations demonstrate that the Hegerl- 
Hoppe dose-fractionation theorem [12] is valid for a 
wide range of biological and similar specimens and 
for the experimental limitations that typify single-axis 
tomography. This means that the dose required to 
record a specified level of resolution from a 3D 

specimen can be fractionated among any number of 
different projections, and the specified resolution can 
still be recovered in a 3D reconstruction computed 

from these projections. Thus, a significant 3D recon- 
struction can be computed from “insignificant” pro- 
jections. In most, if not all, cases the “insignificant 
projections” will contain adequate information, de- 
rived from the summation of features at different 
levels in the specimen, to enable alignment of the tilt 

series. From these results we conclude that it is 
possible to compute in advance the dose required for 
a 3D reconstruction, and that it is feasible to use 
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tomography with soft X-ray microscopy to obtain 50 
nm resolution of frozen-hydrated specimens without 
causing extensive structural alterations. It is also 
feasible to use single-axis tomography with cryo- 
specimens in electron microscopy, where the limit of 
resolution is anticipated to be approximately 5 nm. 
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