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Abstract— Nowadays there is a huge amount of medical 

information that can be retrieved from different sources, both 

structured and unstructured. Internet has plenty of textual 

sources with medical knowledge (books, scientific papers, 

specialized web pages, etc.), but not all of them are publicly 

available. Wikipedia is a free, open and worldwide accessible 

source of knowledge. It contains more than 150,000 articles of 

medical content in the form of texts (non-structured information) 

that can be mined. The aim of this work is to study whether the 

information contained in Wikipedia medical articles can be used 

in a research context. The study has been focused on extracting 

the elements, from Wikipedia disease articles, that can be used to 

guide a diagnosis process, support the creation of diagnostic 

systems, or analyze the similarities between diseases, among 

others. The results provided show that Wikipedia is a rich source 

of diagnostic knowledge that can be exploited and used in 

research.  
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I.  INTRODUCTION  

Wikipedia is an online source of information, open and 
collaborative. At the moment of analysis, it contains more than 
43 million of pages, more than 5 million articles (in English)1 
and is released in 298 languages (10 not used)2. It is one of the 

                                                           
1 https://en.wikipedia.org/wiki/Wikipedia:Size_of_Wikipedia  

2 https://en.wikipedia.org/wiki/List_of_Wikipedias 

most visited web sites3, being the English version the biggest 
and most active. 

In March 2017, there were 30,000 medical articles in the 
English Wikipedia [1], which increased to 36,850 articles in 
March 2018 [2], being one of the most used medical sources by 
general population and by specialists in medicine [1] that have 
deeply collaborated for their enrichment [3]. In 2014 
Wikipedia was referred as “the single leading source of 
medical information for patients and health care professionals” 
by the Institute of Medical Science (IMS) Institute for 
Healthcare Informatics, as stated in [4]. Wikipedia is a public 
and collaborative encyclopaedia which encourages the 
inclusion and the edition of the content published by constant 
updates. For this reason, the content of Wikipedia is adapted to 
the day-by-day reality, a noteworthy feature that has raised the 
interest of the scientific community. 

As has been stated, Wikipedia has a considerable number of 
published medical articles, including information about 
diseases. The information about diseases normally contains one 
or more sections that provide information about what are the 
main medical elements (signs and symptoms, diagnostic tests, 
laboratory test results, etc.) that are used to guide the diagnosis 
of a specific disease. These elements, which in the case of the 
symptoms and signs can be seen as the phenotypic 
manifestation of a disease, can be of interest in several research 
fields, and are especially relevant in tasks like the creation of 
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disease-phenotype knowledge bases [5] or of automated 
diagnostic systems [6] [6]. In spite of this, little attention has 
been devoted to the use of Wikipedia as a source of diagnostic 
information, and to its validation.  

This paper tackles this issue, by analysing the diagnostic 
information contained in Wikipedia medical articles, and by 
showing the results of applying a text-mining process over 
Wikipedia disease articles. The paper studies the relevance of 
Wikipedia evaluating several metrics such as: Wikipedia 
updates, number of disease articles and findings, information 
retrieved, and related. 

II. RELATED WORK 

There are several research works in the biomedical field 
that have used Wikipedia as their main information source. In 
2013 a paper was published [7], describing a web application 
created to store information about diseases and their symptoms 
as extracted from Wikipedia, with the aim of detecting diseases 
suffered by specific users based on the tracking of the searches 
performed on the Web. With data from the same year (2013-
2014), in 2015 a second study was published [8] that used 
Wikipedia to forecast the influenza outbreak. For that, the 
authors did a study of the registry access to Wikipedia articles. 
In the same line, in 2014 was created a system [9] for the 
monitoring and prognosis of diseases by, again, analysing the 
access to Wikipedia articles. In 2015 a study made use of the 
“2014 West African Ebola virus disease epidemic” article to 
get information regarding death counts and hospitalization 
counts in the narratives; it further proposed the use of 
Wikipedia as a community-driven open-source emerging 
disease, detection, monitoring and repository system, with the 
rationale that current surveillance systems suffer from 
disadvantages such as reporting lags and antiquated 
technology.  

Other works have been focused on the improvement of 
Wikipedia articles by means of Natural Language Processing 
(NLP) techniques, and by applying automatic evaluation of 
Wikipedia medical articles [10]. 

In the diagnosis context, a system was proposed to 
automatically infer the most probable diagnosis from clinical 

narratives [11]. The authors tested their system with texts from 
Wikipedia, Mayo clinic, Freebase and UMLS, and found that 
Wikipedia and Mayo clinic-based systems reached respectively 
a 60% and 70% of correct diagnoses, thus suggesting that those 
sources were very relevant for finding correct diagnosis. In a 
similar approach, very aligned with our study, a recent work 
has studied the feasibility of using Wikipedia for extracting 
disease terms, aimed at disease understanding [12], with 
promising results. 

Other studies have been focused in the creation of medical 
ontologies, using repositories such as Wikipedia, under the 
assumption that the latter "provides a valuable resource from 
which to mine structured information" [13]. Another study in 
the same direction used Wikipedia for the creation of a clinical 
thesaurus [14]. 

The knowledge contained in Wikipedia has been also used 
to enrich SNOMED-CT4 to obtain medical terms synonyms. 
As a result of this approach, 183,100 new synonyms were 
retrieved with an accuracy of 85.6%, demonstrating again the 
powerful value of the knowledge contained in Wikipedia [15]. 

The analysis of the related work leads to the conclusion that 
Wikipedia has been used as a trustful source of knowledge. It 
contains online information that can be retrieved and used for 
many purposes, including medical research ones. Using 
Wikipedia to obtain medical terms regarding the diagnosis of 
diseases is an unusual, different, interesting and unique 
approach. 

III. MATERIALS AND METHODS 

The aim of the study is to perform an analysis of the 
“diagnostic knowledge” information contained in Wikipedia 
disease articles. For this work, we consider as diagnostic 
knowledge all the elements that are related to a disease and 
allow physicians to guide the diagnosis process. Stricto sensu, 
these include the phenotypic manifestations, i.e. findings, signs 
and symptoms. However, other elements such as diagnostic 
procedures, laboratory tests and results are also considered 
diagnostic knowledge, as they allow guiding the diagnosis 
process. 

                                                           
4 https://www.snomed.org/snomed-ct 

Fig. 1. Pipeline extraction process 



We have created a pipeline (Figure 1) that is executed two 
times per month to extract the diagnostic knowledge contained 
in Wikipedia disease articles. This process allows the creation 
of snapshots of the Wikipedia data, thus enabling the study of 
their evolution. The pipeline performs the following steps: i) 
retrieves a list of available Wikipedia diseases articles; ii) 
retrieves texts from Wikipedia articles; iii) performs text-
mining over texts and iv) analyses the obtained results.  

A. Information Source 

The information source is composed of all Wikipedia 
articles categorized as diseases. The diseases list (and disease 
codes) were extracted from DBPedia [16] using a SPARQL 
query. A disease Wikipedia article is, in most of the cases, 
structured using different sections that includes description, 
disease codification, causes, diagnosis, treatment, prognosis 
and clinical manifestations. For extracting diagnostic 
knowledge, the relevant sections are: “Signs and symptoms”, 
“Causes”, “Diagnosis” and “Presentation”. The information 
retrieved was: 1) the texts contained in the aforementioned 
sections; 2) links contained in the texts and 3) disease 
codifications. 

B. Data retrieval and knowledge extraction 

The pipeline for extracting information has been executed 
twice per month, being the first execution on February 1st, 2018 
and the last one reflected in this study on August 15th, 2018, 
thus yielding a total of 14 snapshots. The list of Wikipedia 
disease articles was retrieved executing the DBpedia Disease 
List Extraction (DDLE) process: a procedure that performs a 
SPARQL query5 against DBpedia. The second step consists in 
a process named Wikipedia Text Extraction (WTE) developed 
using Jsoup API6 (see [17] for further information), which 
extracts the texts from the sections using web-scrapping and 
stores them in a MySQL database. 

The next step applies the Extraction of Medical Findings 
(EMF) process: a NLP procedure to retrieve the relevant 
elements. This process is based in a two-step approach. Firstly, 
MetaMap [18] performs a Name Entity Recognition (NER) 
over the texts and retrieves the relevant ones based on the 
arguments provided (sources to be used to identify terms and 
UMLS semantic types7 to be detected). Secondly, our 
Validation Procedure (TVP) module, described in [17], is 
applied. TVP validates the terms retrieved by MetaMap 
minimizing the number of terms incorrectly detected. Finally, 
all results are stores in a MySQL database. 

The source used to identify medical terms in the NER 
process was SNOMED_CT in English. The semantic types 
passed as argument to MetaMap were: sosy, diap, dsyn, fndg, 
lbpr, lbtr, inpr, menp, mobd, patf and cgab. Regarding 
semantic types, from now on all the elements found by the 
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https://github.com/GerardoUPM/wikipediaAnalysisMedicalDa

ta/blob/master/getDiseases.sparql 
6 https://jsoup.org/ 
7 

https://metamap.nlm.nih.gov/SemanticTypesAndGroups.shtml 

EMF process will be named as Diagnostic Knowledge Element 
(DKE), independently on the associated semantic type. 

IV. RESULTS 

The execution of the pipeline yielded 14 snapshots from 
February 1st, 2018 until August 15th, 2018. Table I reports some 
key properties describing the last snapshot; similar information 
for the other time points is available in Table V. 

TABLE I.  VALUES OF KEY PARAMETER THAT MAKE UP THE 

AUGUST 15TH, 2018 SNAPSHOT 

Key properties Count 

Articles categorized as disease in DBpedia (DDLE 

process) 
9,858 

Articles that contained diagnostic knowledge elements 
(from EMF process) 

4,372 

Diagnostic knowledge elements (DKE) found (no 

duplicates) 
12,748 

UMLS semantic types found (no duplicates) 15 

Disease codes found (no duplicates) 19,226 

External vocabularies found (no duplicates) 60 

Number of texts (no duplicates) 35,525 

Number of links found in the texts 168,404 

 

As can be observed there is a significant difference between 
the number of articles categorized in DBpedia as diseases 
(9,858) and the number of those whose content could be 
retrieved (4,372 – 44.34%). There are two explanations for this 
phenomenon: i) the articles did not contain diagnostic 
knowledge elements; or ii) the articles are incorrectly 
catalogued – i.e. in DBpedia these were catalogued with the 
class "Disease", but Wikipedia real article did not contain 
information about a disease. To find out whether these 
differences came from, we have assumed that any article about 
a disease should have, at least, one code of an external 
vocabulary/classification system (ICD, OMIM, etc.) in the data 
retrieved from DBpedia (DDLE process) or in the data 
retrieved from the scrapping of Wikipedia (WTE process). 
Those articles that return 0 codes in both sets have been 
classified as non-disease articles, implying that DBpedia has 
catalogued them incorrectly. More information about those 
articles that have been retrieved as diseases in DBpedia but 
have not been considered as diseases is available online8.  

The number of external vocabularies/classification systems 
found in Wikipedia articles is 719. This information is relevant 
in order to get more information about a specific disease in an 
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ta/tree/master/articles_that_have_been_retrieved_as_diseases_
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external database. Results indicate that Wikipedia is not only 
useful because of its content, but also as a bridge to reach 
external sources.  

TABLE II.  DISEASE ARTICLES WITH MORE AND LESS DISEASE DKES 

(SNAPSHOT: AUGUST 15TH, 2018) 

Metric Disease 

URL 

http://en.wikipedia.

org 

Number 

of unique 

DKEs 

Disease with 

more DKE 
(1st) 

Kawasaky disease 
/wiki/Kawasaki_dise

ase 
98 

Disease with 

more DKE 
(2nd) 

Hypoglycemia /wiki/Hypoglycemia 75 

Disease with 

more DKE 
(3rd) 

Anorexia nervosa 
/wiki/Anorexia_nerv

osa 
74 

Disease with 

less DKE 
(1st) 

ABCD syndrome 
/wiki/ABCD_syndro

me 
1 

Disease with 

less DKE 
(2nd) 

Abietic acid 

dermatitis 

/wiki/Abietic_acid_

dermatitis 
1 

Disease with 

less DKE 

(3rd) 

Accessory breast 
/wiki/Accessory_bre

ast 
1 

 

With respect to the scope of this work, the main metric is 
the number of retrieved diagnostic knowledge elements, which 
totalled 12,748. Table II reports additional information about 
this metric, including the three diseases with more and less 
DKE. The average number of DKE is 11.79. 

Regarding the specific DKEs that have been found, Table 
III shows the more and less frequent terms. 

TABLE III.  MORE AND LESS FREQUENT DKES (TOTAL APPEARANCES OF 

THE TERM; TOTAL DISEASE ARTICLES WHERE THE TERM APPEARS) (SNAPSHOT: 
AUGUST 15HT, 2018) 

Metric Term Number of appearances 

Term with more 
appearances (1st) 

Pain (C0030193) 1,676 

Term with more 

appearances (2nd) 
Lesion (C0221198) 1,157 

Term with more 
appearances (3rd) 

Magnetic resonance 
imaging 

(C0024485) 

866 

Term with less 
appearances (1st) 

Catatonic stupor 
(C0233607) 

1 

Term with less  

appearances (2nd) 

Benign essential 

blepharospasm 

(C2930898) 

1 

Term with less  

appearances (3rd) 

Numbness of finger 

(C0587054) 
1 

 

Another measured metric was the number of UMLS 
semantic types found. These semantic types correspond to a 
division of DKEs into homogeneous and conceptually-related 
families. The semantic types were filtered to 11 in the EMF 
process, but the process retrieved 17: Acquired Abnormality  
(acab), Anatomical Abnormality (anab), Congenital 
Abnormality (cgab), Diagnostic Procedure (diap), Disease or 
Syndrome (dsyn), Finding (fndg), Intellectual Product (inpr), 
Laboratory Procedure (lbpr), Laboratory or Test Result (lbtr), 

Molecular Biology Research Technique (mbrt), Mental Process 
(menp), Manufactured Object (mnob), Mental or Behavioral 
Dysfunction (mobd), Pathologic Function (patf), Quantitative 
Concept (qnco), Tissue (tisu) and Sign or Symptom (sosy). The 
reason behind the higher number of semantic types retrieved by 
EMF, as opposed to those imposed as parameters, is the fact 
that a term can belong to more than one semantic type. The list 
of the 12,748 distinct DKEs that have been retrieved in all the 
snapshots with their corresponding semantic types is also 
available online10. The distribution of the DKEs grouped by 
their semantic type is available in Table IV. 

TABLE IV.  DISTRIBUTION OF DKES GROUPED BY THEIR SEMANTIC TYPE 

(SNAPSHOT: AUGUST 15TH, 2018) 

Semantic type Count 

acab 13 

anab 35 

cgab 850 

diap 554 

dsyn 5,604 

fndg 2,623 

inpr 304 

lbpr 674 

lbtr 173 

mbrt 1 

menp 165 

mnob 2 

mobd 537 

patf 775 

sosy 804 

 

As can be seen, the semantic types with the highest number 
of DKE are fndg, dsyn, cgab and sosy, something that was to 
be expected given the type of information that we wanted to 
retrieve. On the other side, we have mbrt and mnob as the less 
frequent semantic types. 
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TABLE V.  EVOLUTION OF THE INFORMATION CONTAINED IN THE SNAPSHOTS 

Snapshot DBpDis WRDArt WRawDF WTxt WST WExCd WExtSrc WLink 

2018-02-01 8,161 3,881 9,937 31,126 11 19,229 64 149,368 

2018-02-15 8,161 3,889 9,953 31,203 11 19,187 63 149,802 

2018-03-01 8,161 3,907 11,697 31,393 15 19,141 62 150,528 

2018-03-15 8,161 3,917 11,731 31,657 15 19,127 63 151,794 

2018-04-01 9,857 4,155 11,889 33,203 15 19,327 65 158,574 

2018-04-15 9,858 4,162 12,408 33,263 16 19,314 65 159,097 

2018-05-01 9,858 4,177 12,432 33,400 15 19,297 65 159,900 

2018-05-15 9,858 4,187 12,479 33,490 15 19,295 65 160,201 

2018-06-01 9,858 4,332 12,615 34,628 15 19,271 61 164,727 

2018-06-15 9,858 4,341 12,642 34,836 15 19,254 62 165,726 

2018-07-01 9,858 4,345 12,709 35,218 15 19,239 63 166,764 

2018-07-15 9,858 4,352 12,722 35,321 15 19,237 62 167,221 

2018-08-01 9,858 4,366 12,743 35,430 15 19,232 62 167,909 

2018-08-15 9,858 4,372 12,748 35,525 15 19,226 60 168,404 

 

Regarding information evolution, we have measured 
several metrics in the different snapshots: number of articles 
retrieved by DBpedia as diseases (DBpDis), number of 
Wikipedia articles that contain DKE (WRDArt), of the number 
of DKE found by MetaMap (not applying TVP validation but 
removing duplicates) (WRawDF), number of texts (WTxt), 
number of semantic types found (again: before applying TVP) 
(WST), number of external codes found in Wikipedia 
(WExCd), number of external sources found in Wikipedia 
(WExtSrc) and number of links found in the texts (WLink). 
Table V shows the evolution of the metrics in the different 
snapshots. 

V. DISCUSSION 

Before starting a discussion about the obtained results, it is 
necessary to mention how this information has been validated. 
First, we have relied on the accuracy of MetaMap as NER tool. 
MetaMap has been widely tested, and is considered as a valid 
system to perform NLP processes, and more specifically NER 
over medical texts [19] [20] [21] [22]. On the other hand, the 
data pipeline includes the validation of the terms retrieved by 
MetaMap using our TVP module [17]. This latter element has 
been previously validated using MedLine Plus medical texts as 
information source, which are content and structure-wise 
qualitatively similar to Wikipedia’s ones. Due to this, it was 
estimated that an ex-novo validation was not necessary.  

Time plays an important role because it allows to observe 
the evolution of the knowledge stored in Wikipedia. As can be 
observed in Table V, there is a progression in most of the 
elements. Only Semantic Types (WST) remains with no 
significant changes – as is to be expected, since this number 
could only change by finding new DKEs of different types. All 
metrics (except the WExCd, which presents an irregular 
behavior) are monotonically increasing, thus suggesting that 

the modifications of the Wikipedia articles result in the 
inclusion of new information that is captured by our pipeline. 
Fig. 2 shows a graphical representation of the number of 
Wikipedia articles that contain DKE (WRDArt), the number of 
DKE found by MetaMap (not applying TVP validation but 
removing duplicates) (WRawDF), number of texts (WTxt) and 
number of external codes found in Wikipedia (WExCd). In 
each graph we see a trend line of evolution.  

From a global point of view, all these metrics support the 
feasibility of using Wikipedia as a source of medical 
information. We have been able to obtain information from 
4,440 articles that are catalogued as diseases and contained 
diagnostic information, of which 4,163 were diseases with at 
least one medical term (after applying TVP). While 
noteworthy, this number should be compared with those 
obtained in other medical sources: ≈4,500 for MeSH11[23]; 
≈8,500 for OMIM12[24]; and ≈10,500 for DisGeNET13. While 
prima facie DisGeNET includes information about twice the 
diseases of Wikipedia, two additional aspects have to be taken 
into account. First of all, Wikipedia is an alive system, 
frequently updated by its users, and whose knowledge base is 
constantly increasing - as shown in Table V. Secondly, 
different websites rely on different vocabularies: a same 
disease can then be classified differently, split into different 
subtypes, merged, and so forth. Therefore, the high number 
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found for DisGeNET does not necessarily imply a larger body 
of information. 

The average number of obtained disease findings is another 
important factor. 1,709 (38.49%) diseases have at least 11 
identified disease findings. This is positive from the point of 
view of creating, for instance, diagnosis systems based on the 
information here retrieved. Online we can look at the list of 
these diseases and their number of disease findings14. 

In Fig. 3 we see a graph comparing the first generated 
snapshot against the last one. We confirm that during these last 
seven months we have found an increase in the information 
contained in the articles catalogued as diseases and, above all, 
that each new contribution has enough medical textual content 
to allow us to identify an increasing number of disease 
findings. 

In spite of all the above, there are a few issues that are 
worth discussing.  First of all, we have found many articles that 
were catalogued as diseases in DBpedia, but that were 
discarded after applying our filter method (no external codes in 
DBpedia nor Wikipedia). Some of them are related to the 
medical domain (for example: “famous outbreaks”, “health 
crisis”, etc.), but they are not "diseases". Some examples of 
those articles are “1924 Los Angeles pneumonic plague 
outbreak”, “1852–60 cholera pandemic”; “1863–75 cholera 
pandemic” and “2013 Swansea measles epidemic”. However, 
many others are not even related with medical information in 
any way (for example: “2008 Western Australian gas crisis”, 

                                                           
14 

https://github.com/GerardoUPM/wikipediaAnalysisMedicalDa

ta/blob/master/Diseases_and_their_number_of_disease_findin
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“2010 in film“, “2003 Wimbledon Championships – Women's 
Singles“). Another drawback is the detection of potential 
relevant Wikipedia articles that have returned no results in the 
EMF process. The reason lies in the fact that we have limited 
the text-mined sections to “Signs and symptoms”, “Causes”, 
“Diagnosis” and “Presentation”, but these are empty in some 
articles (e.g.: “Hereditary sensory and autonomic neuropathy”, 
“17q21.31 microdeletion syndrome”, “2,4 Dienoyl-CoA 
reductase deficiency”). On the other hand, we have found 
disease articles that have not been structured using the sections 
that we are using to retrieve terms (e.g.: “Bleb (medicine)”, 
“Oligodactyly” o “Meteoropathy”). Finally, one should take 
care of articles referred to diseases that are no longer 
catalogued as such (e.g.: “Female Hysteria”).  

However, even taking those drawbacks into account, results 
are promising: if we discard the Wikipedia articles not 
considered as disease based on our filter (9,858) we have found 
medical findings in 4,372 (44.34%), which represents a really 
high number. The numbers that have here been presented and 
analysed also provide a good benchmark for the aim 
established: obtain as much diagnostic information as possible 
from Wikipedia articles.  

Finally, we can conclude that Wikipedia is an accurate and 
relevant source of medical information due to the collaborative 
quality control that Wikipedia nowadays enforces, the 
introduction of wrong information is really difficult, and the 
creation of snapshots and the analysis of the difference between 
them could allow us to discard irrelevant data. On the other 

hand, the constant updates make Wikipedia a highly up to date 
source of information – an essential feature for research.  

 

Fig. 2 Graphical representation of the key parameters WRDArt, WRawDF, WTxt and WExCd 



 

VI. FUTURE WORK  

Future work will be focused on a three-fold strategy.  

First of all, we consider that the information extracted to 
perform this study can be a valuable resource for researchers 
working in fields like disease understanding, disease networks 
or diagnosis systems. For this reason, we are currently 
developing a platform that will allow accessing all the data that 
have been processed and summarized in this study. Secondly, 
effort will be devoted to solve the drawbacks that were here 
found, including: improving and applying the filter method to 
discard no-disease articles; improving the extraction of texts 
for those articles without the predefined sections; and 
discarding deprecated articles.  

A final future work will be to perform this analysis again in 
a longer time scale, trying to analyse the same data with more 
information, and trying also to find an explanation or 
correlation for some of the metrics describe.  
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