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Multi-modal LLMs

Combining image, text and [...] data
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Multi-modal LLMs

Combining image, text and [...] data, to gain new [biological] insights.

- Chat/ translation / text-generation: = ->
« Voice-chat/ -translation: ©)-> )

« Text-to-speech (TTS). = -> 1)

e Speechto text (STT). @) -> =

=

- Vision / image classification / image description / image-to-text: kd-> =

| Focus of today'’s

-« Image generation, text-to-image: = -> 4 lecture

- Image variation, inpainting, image segmentation: 4 -> 4

- Genotype-phenotype translation: ¢ ->

_>Q§

« Sequence-prediction / protein design:
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Use case: Paper to Podcast

Text to audio conversion: Google NotebookLM = -> i)

v @ NotebooklM X [ = o X v @ Atitchhiker's Guide to Bio-lm= X +
« > C 25 notebooklm.google.com/ = % ) ;J < - C 25 notebooklm.google.com/notebook/70774cfa-a940-4b7a-aa7d-be27873c88e6?_gl=1*12tc47r
A NotebookLM £83 Settings ;;J = NotebookLM A Hitchhiker's Guide to Bio-Image Analysis Softw ?j/
Welcome to NotebooklLM e
- g * Notebook guide you wrote!
Select all sources v
FE BS o é *FEBSPRESS plp me create Audio Overview %
Let‘t’ers @7 @ science publishing by scientists
. E.' FAQ L—=°' Study Guide Deep Dive conversation
Create your ﬁ rSt notebOOk REVIEW Two hosts (English only)
. . ’ . - . Se Table of Contents E‘o Timeline
NotebookLM is an Al-powered research and writing assistant tha A Hitchhiker’s guide through the bio-image analysis | Customive
works best with the sources you upload software universe fo Briefing Doc
Robert Haase'? (7, Elnaz Fazeli® (), David Legland*® (%), Michael Doube® (), Sian Culley” (%),
llya Belevich® (), Eija Jokitalo® (), Martin Schorb®™ (), Anna Klemm'" () and Christian Tischer'® pmmary
is article from arxiv.2204.07547 pdf provides a comprehensive guide to bio-image analysis
III E g‘ ftware. It offers a glossary of commonly used software packages, categorized by function
Correspondence Modern research in the life sciences is unthinkable without computational d features such as open-source status and data handling capabilities. The authors discuss

R. Haase, DFG Cluster of Excellence
“Physics of Life”, TU Dresden, 01307
Dresden, Germany

E-mail: robert.haase@tu-dresden.de

methods for extracting, quantifying and visualising information derived from
microscopy imaging data of biological samples. In the past decade, we
observed a dramatic increase in available software packages for these pur-
poses. As it is increasingly difficult to keep track of the number of available
image analysis platforms, tool collections, components and emerging tech-
nologies, we provide a conservative overview of software that we use in daily
routine and give insights into emerging new tools. We give guidance on which

Upload your documents
and NotebookLM will
answer detailed questions
or surface key insights

Convert complex material
into easy-to-understand
formats like FAQs or
Briefing Docs

Add key resources t
notebook and share
your org to create a g

knOWIedge base (Received 1 February 2022, revised 1 May

2022, accepted 12 May 2022, available
online 29 July 2022)

ctors to consider when selecting software, including interoperability, reproducibility, and
Immunity support. They also examine emerging trends, such as deep learning integration and
lutions for processing large image datasets. Finally, the article highlights the expanding bio-
lage analysis software landscape and encourages collaborative decision-making in software
lection.

aspects to consider when choosing the platform that best suits the user’s |y . cha source ina... otebook quide
doi:101002/1873 346814451 needs, including aspects such as image data type, skills of the team, infras- Yo chat 1 T i  Notebookguid
; Edited by Jan Borst tructure and community at the institute and availability of time and budget. Y eEnnee ae e s e
Keywords: bio-image analysis; open-source; software
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Multi-modal LLMs

Combining image, text and [...] data, to gain new [biological] insights.
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There are 4 cells.
— [ just marked their
nuclei.

How many cells
are there?
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Vision Models

 (lassifying images (decades old research field & )

. C Typically a
, D?)t fixed number
. Hoﬁse _ of classes,
. Mi defined
> Microscope during
> Tree a
training
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Vision Language Models

» (lassitying images

« Describing images

“A picture of
a cat and a
microscope’

\ 4
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Gamification: VLM-Pictionary

" File Edit View Run Kernel Tabs Settings Help

i H pictionary.ipynb X B “l::'
B+ XD » m & » Code Notebook (7 & Python 3 (ipykernel) O =
° EEE BN II &
]
|
|
Only you see this. Please draw a| umbrella Mext
Simple 0 B 1 & Python 3 (ipykernel) | Idle Mode: Command & Ln6, Col 24 pictionary.ipynb m
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" Use case: Descriptive biology

Prompt with reference image

g Prompt
Table 1. Dataset: phenotypes analyzed and example images. it
Does this wing look normal or This is an example of a normal
abnormal? drosophila wing, then I will give you
examples of other wings to classify
as normal/abnormal.

Phenotype # Imgs Example
/ ~

Loss of wing veins (V-) 10 E E ;\9
- ~ >

Ectopic wing veins (V+) 20

Integrity of wing margin (WM) 23

their infancy, they already show potential
for multiple applications in automated

phenotyping studies. We encourage the
community to carefully test them... “

Wing surface adhesion (WA) 7 \ -
“ i - =\ .
... while visual language models are in i
Thread
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Vision Language Models (VLMs)

Goal: Describe images

LLM Decoder OJE

IMAGE-TEXT
l)‘ FUSION LAYERS
. (variable)

TEXT IMAGE “ FROZEN

ENCODER ENCODER %?l 6 5“%
N ™ ¢ TRAINABLE
TEXT IMAGE
_l ohasiinhus S Gosh et al 2024, i d CC-BY 4.0 TECHNISCHE <77,
@haesleinhuepf ource: Gosh et a icense e S50 | UNIVERSITAT
ScaDSAlll =i https://arxiv.org/abs/2404.07214v1 e ”""’ERS'TAT 4L

Lecture

Jan 20th 2025 DRESDEN

DRESDEN LEIPZIG


https://creativecommons.org/licenses/by/4.0/deed.en
https://arxiv.org/abs/2404.07214v1

Variational Auto-Encoder

DecPder

"Botteneck”I I I

“Embedding”
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Image classification -> image describing

Enc?der DecPder
i \
I » Language »,,Image of a cat”
Model

“Bottleneck”,
“Embedding”
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Image classification -> image describing

DecPder

11

n

» Language »,,Image of a cat"
Model| ,Image of a
p " microscope”
Bottleneck”,

“Embedding” 4

VLMs can only know
terms which were in the
training data.
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Contrastive Language-image Pre-Training

CLIP” Transformers

(1) Contrastive pre-training

(2) Create dataset classifier from label text

plane
car
Pepper the
auzls:ie pup > Text ! A photo of o Text
Encoder i acg a {object}. “1 Encoder
= \ 4 \ 4 4
T T, T Tn
bird
— Il Il‘Tl II'TZ II'T3 Il.TN o
(8) Use for zero-shot prediction v v v v
Image » I I;T; | I3Ty | I3+T I3 T
Encoder " S Bl Rt 3N Image I I'T; | 1T, | T I;'T
2 Encoder 1 141 112 1743 1 N
Y
T IN IN'Tl IN'T2 IN'T3 IN‘TN A photo of
a dog.
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CLIP transformers in Python

Using huggingface &
Downloads
model = CLIPModel.from pretrained("openai/clip-vit-base-patch32™) 500 VB

processor = CLIPProcessor.from_pretrained("openai/clip-vit-base-patch32™)

options = ["a photo of a cat”, options = ["a photo of a cat”,
“a photo of a dog"] “a photo of a dog"”,

-~\\~"‘ “a photo of a microscope”]

inputs = processor(text=options, images=image, return_tensors="pt", padding=True)
outputs = model({**inputs)

label probabilities label probabilities
{"a photo of a cat': ©.9987298684128178, {1"a photo of a cat': ©.1352911748541458,
'a photo of a dog': ©.90892781148241758357 ‘a photo of a dog': ©.0012559847497436484,

'a photo of a microscope': ©.8634423574812756}

Robert Haase
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LLAVA

Large Language and Vision Assistant

Language Response X, . . .

Language Model fqﬁ,

Projection W H H
/. v 1
WL e X, Image Xq Language Instruction
Robert Haase
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LLAVA 15
Combining LLAVA with CLIP

language model (Vicuna v1.5 13B)

vision-language connector (MLP) tokenizer &
embedding

vision encoder (CLIP ViT-L/336px) [~ )
User: what is

unusual about
kthis image?

J
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LLAVA 1.5 HD

Giving the model multiple perspectives on the same scene

LLM

encodge
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Vision-Transformer (ViT)

Class
Bird MI
Ball | Heaz
Car

Transformer Encoder

s > @ @f} 2gfos @f] 8

* Extra learnable 2 : T
[class] embedding Lmear Projection of Flattened Patches

'\ ' k™
!ﬁ - ¢ s
Robert Haase Source: Cropped from Dosovitskiy et al 2021.
@haesleinhuepf  p s //sithub.com/google-research/vision_transformer, license Siide 19 aﬁ?\l;lENngﬁiE
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Accessing VLMs using Python

E.g. using ScaDS.Al's openai-compatible LLM Server

def prompt_gwen(prompt:str, image, model="Qwen/Quwen2-VL-7B-Instruct"):
""MA prompt helper function that sends a message to the server
and returns only the text response.
rgb_image = _img_to_rgb(image)
byte stream = numpy to bytestream(rgb_image)
basef4 image = base64.b6dencode(byte stream).decode( ' utf-8")

message = [{"role": "user", "content": [
{"type": "text", "text": prompt},
{
"type": "image_url",
“"image_url": {

" m

url": f"data:image/png;base6d,{base64 imagel}" display(Markdown(res))

res = prompt_gwen("what's in this image?", hela_cells)

}
}1}]

The image appears to be a microscopic view of biological cells, possibly analyzed using fluorescence
# setup connection to the LIM . . . ) . .
microscopy techniques. The cells are stained to highlight different structures:

client = openai.OpenAI(base url="https://llm.scads.ai/v1",
api_key=os.environ.get('SCADSAI_API_KEY'))

e e 1. Blue Areas: These represent the nuclei of the cells, typically stained with a dye like DAPI or Hoechst that

response = client.chat.completions.create( binds to DNA.

model=model,

messages=message 2. Green Structures: These are likely the plasma membranes of the cells, as visualized by a fluorescence
) stain like FM1-43, which binds to lipid-bilayer membranes25 A..
# extract answer 3. Red Dots: These are clusters or puncta that might represent specific signaling molecules or proteins,

return response.choices[@].message.content . ) . . . . .
possibly related to cytokines or receptors participating in cell signaling pathways

Robert Haase
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Accessing VLMs using Python: No common API

if image is MNone:
message = [{"role": "user", "content": messagel}]

else:

encoded_image = image_to_url(image)

message = [{
"role": "user",
"content": [
{ it image is not None:

Iltypell: lltextll, . .
response = client.generate content([image, request])

"text": message

1, else:
{ response = client.generate content(request)
"type": "image",
Jeounesn: A Google / Gemini
"type": "basef4d",
"media_ type"”: “image/png",
"data": encoded image
¥
¥

11
Anthropic / claude

Robert Haase
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Generating notebooks using vision models

Images have to be turned into text before further processing

hela_cells = imread("hela-cells-8bit.tif")
stackview.insight(hela_cells)

shape (512,672, 3) Present Bob an image like this

dtype uint8

size 1008.0 kB

max 255 %kbob hela cells
Flegse write a n=w Jupyiter notebook for processing this image.
Its filename is "hela-cells-8bit.tif".

At the heginning ot the notebook describe the image it i1s made for.
I would like to segment the objects in the blue channel.

Write Python-code for doing this and please add explanatory notebook

n n [ n ] v v - (]
0 00  Son° 300  .d0d %o 06 cellls in between EIElalnlﬂE what you're lenE in detail as I'm a
Python-beginner.

Thanks :-)

A notebook has been saved as segmenting_hela_cells_blue_channelipynb.

Robert Haase
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Generating notebooks using vision models

~ File Edit View Run Kernel Tabs
g | * generatenotebooksipynb @ |+ [ Launcher X | [% segmenting_hela_cells_blue_ X %
B + X @ [0 RunSelectedCells Interrupt Kenel Restart Kemel B + X [ [0 RunSelected Cells Interrupt Kemel Restart Kemne Restart Kemnel and Run All Cells

- st 2 1
Hela Cells Image Processing

Generating a notebook using vision
= capabilities

This notebook is designed to process an image of Hela cells ( hela-cells-8bit.tif ). The

* The model we're using per default has vision capabilities. Thus, we can pass an image mage is 3 composite containing different color channels: blue, green, and red. Our objective is to
to bob and ask create a notebook for segmenting it segment the objects in the blue channel, which typically represents the nuclei of the cells,

We'll be using the skimage (scikit-image) library and matplotlib for image processing and

hela_cells « imread(“hels-cells
stackview.insight(hela_cells)

plotting.

Import necessary libraries

First. we need to import the libranes that will help us load the image. process it, and display the

size 1008.0 kB
results
min 0
max 555 import numpy as np
import matplotlib.pyplot as plt
from skimage import io, filters, measure, morphology, color
# Set o figure sire
[1e, 8]
bit.tif")
bob hels_cells B ™» VvV & F 8

Please write a new Jupyter notebock for processing this image.

Its filename is “hela-cells-8bit.tif".

At the beginning of the notebook describe the image it is made for.
I uld like to segment the objects in the blue channel.

Write Python-code for doing this and please add explanatory notebook
cellls in between explaining what you're doing in detail as I'm a

Original Image

Python-beginner.

Thanks :-}
' A notebook has been saved as segmenting_hela_celis_blue_channelipynb
- -
Simple 0 3 @ Python 3 (ipykemel) | idle Mode: Command @ Ln1, Coll segmenting_hela_cells_blue_channelipynb m

Robert Haase
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Structured output

Ask VLMs to describe an image and pre-define a structure

hela = imread("data/hela-cells-8bit.tif") result = prompt_chatGPT("""You are a highly experienced biologist with advanced microscopy skills.
stackview.insight(hela)
# Task

Name the content of this image. Answer for each channel independently.

# Options
The following structures could be in the image:
0 * Nulcei
* Membranes
* Cytoplasm
* Cytoskeleton
# Extra-cellular structure
* Other sub-cellular structures

100

# Output format

* Red channel: <structure>

* Green channel: <structure>
* Blue channel: <structure>

200

300 Keep your answer as short as possible.
Only respond with the structres for the three channels in the format shown above.
wnn hela)

400 Markdown(result)

® Red channel: Other sub-cellular structures

500
0 100 200 300 400 500 600 * Green channel: Cytoskeleton

® Blue channel: Nuclei

Robert Haase https://scads.github.io/generative-ai-
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Benchmarking vision models
Single attempts... are a trap

& ChatGPT
There are three blue nuclei visible in this image.

& You

How many 2lue nuclei are inthis image?

Robert Haase
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Benchmarking vision models

Prompt: ,Analyse the following image by counting the
bright blobs. Respond with the number only. “ (n=25)

Vision models counting blobs

140
Nov

120 - AYAC
o 100 - Apr
3 2024
[
o 80 A
=]
m

60

40 A

gpt-4-vision-preview gpt-4-turbo-2024-04-09 gpt-40-2024-05-13
Model

Robert Haase
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Segment Anything Model

New approach to DL-based image segmentation involving prompts
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How many cells
are there?
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Segment Anything Model

New approach to DL-based image segmentation involving prompts
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Segment Anything Model

New approach to DL-based image segmentation involving prompts

(] C) - mask decoder —
image i
% / conv\ prompt encoder
image T T T T , score
embedding mask  points  box text
valid masks
Robert Haase Source: -
@haesleinhuepf " TECHNISCHE &7
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Segment Anything Model 2

Extending the approach to videos by introducing memory

|

mask decoder memory _, memory

image __ memory
encoder attention 4 4 4 encoder bank

prompt encoder
mask points box

Robert Haase Source: =
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Segment Anything Model

Mostly natural images used for benchmarking

DOORS [80] DRAM [24] Hypersim [86]

ADE20K [117]

—

GTEA [34, 63]
il

EgoHOS [113]
e

Plittersdorf [46

NDD20 [100

TrashCan [52

Figure 8: Samples from the 23 diverse segmentation datasets used to evaluate SAM’s zero-shot transfer capabilities.
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Segment Anything for Microscopy

Popping up napari plugins, some within 24h after SAM was published

~

&«

) hiroalchem/napari-SAMAIS X+

) README

c (".‘u github.com/hiroalchem/napari-SAMAIS|

123 Apache-2.0 license

napari-SAM4IS

license 'Apache-2-0 || pypi |v0.0.6 | python |3.8] 3.9 | 3.10 tests failing
> napari hub napari-SAM41S

napari plugin for instance and semantic segmentation 2
Segment Anything Model (SAM)

This is a plugin for napari, a multi-dimensional image viewer for Pytho
and semantic segmentation annotation. This plugin provides an easy-t:
annotating images with the option to output annotations as COCQ for

This napari plugin was generated with Cookiecutter using @napari's co

template

Installation

To use this plugin, you'll need to install the napari multi-dimensional i
Segment Anything Model (SAM) library.

napari Installation

You can install napari using pip:

nin install “"nanarilalll"

v

&«

©) royerlab/napari-segment-anyt: X+

c (2: github.com/royerlab/napari-segment-anything|

&3 Apache-2.0 license

00 README

napari-segment-anything

lcense [REEEION python [3:61 391 310"
* napari hub napari-segment-anything

Napari plugin of Segment Anything Model (SAM)

Download the network weights here

¥ napari-segment-anything-small.mp4 ~

» 0:00/0:37

v

€) MIC-DKFZ/napari-sam X  +

[ README &8 Apache-2.0 license Va

C 23 github.com/MIC-DKFZ/napari-sam

Segment Anything Model (SAM) in Napari

license |Apache-2.0 || pypi [v0:4.13 | python |3.8 3.9 3.10

Segment anything with our Napari integration of Meta Al's new Segment Anything Model (SAN

SAM is the new segmentation system from Meta Al capable of one-click segmentation of any
object, and now, our plugin neatly integrates this into Napari.

We have already extended SAM's click-based foreground separation to full click-based semanti

segmentation and instance segmentation!

At last, our SAM integration supports both 2D and 3D images!

Click-based instance
segmentation mode

Click-based semantic

Everything mode :
ything segmentation mode

v €) computational-cell-analytics/r= X bR Segment Anything for Microse: X | +

« 5 ¢

25 github.com/computational-cell-analytics/micro-sam

] README &3 MIT license

docs 'pdoc.dev | Anaconda.org 1.0.0post0 codecov | 40% J DOI 10.5281/zenodo.7919746

Segment Anything for Microscopy

Tools for segmentation and tracking in microscopy build on top of Segment Anytt
and track objects in microscopy images interactively with a few clicks!

We implement napari applications for:

¢ interactive 2d segmentation (Left: interactive cell segmentation)
¢ interactive 3d segmentation (Middle: interactive mitochondria segmentation i

¢ interactive tracking of 2d image data (Right: interactive cell tracking)

ScaDS.AIl

DRESDEN LEIPZIG

Robert Haase
@haesleinhuepf
Secrets of LLMs
Lecture

Jan 20th 2025
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Segment Anything for Microscopy

napar

Downsides:

« Original code did not contain the
procedure for iterative training

« Instance segmentation not ideal
(watershed-implementation 4 Shaale
added in micro-sam) ol 0 /O'pomp

« Fine-tuning for microscopy data
neccessary

committed objects

current object

Robert Haase Source: Archit et al (2023) licensed CC-BY 4.0
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Segment Anything for Microscopy

Real-world scenarios: human-in-the-loop

,Personalized”

: Retraining /
Microscopy SAM

fine-tuning

New microscopy
data

Automatic NI Interactive
Segmentation good? correction

Robert Haase
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Segment Anything for Microscopy

b Default Finetuned Default Finetuned

LM

EM
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Image Generation

,Lext-to-image”

RO

2 XN XX
SN AD X N

£7 2N PN

A picture of
a cat and a
microscope

Robert Haase
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Variational Auto-Encoder

,mage-to-image"”  Encoder Decpder
|

"Botteneck”I I I

“Embedding”

Robert Haase
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Image Generation

Encoder DecPder
|

"Botteneck”I I I

“Embedding”

Large

,Image of a cat" »

Language
\Y[eJe[<]

Robert Haase
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Stable Diffusion

Diffusion: iterative, reverse denoising

4 N Latent space A
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E + §emantiq

Map
Text
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entations

|

Pixel Space
\§ PSS _ ) /C
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Y o ~ |

denoising step crossattention  switch  skip connection concat . S

Robert Haase
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Stable Diffusion

Diffusion: iterative, reverse denoising

C D\ @ Latent Space h 6nnditiunina
E + - Diffusion Process | §emantiq
Map
g Denoising U-Net €g Nz Text

Repres
entations

fixel Spacg,
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denoising step crossattention  switch  skip connection concat \. S
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How does it work?

Train a U-Net on

data: image + :
noisy image + The cat’s fur

description + is black and
noise-level white.

Noise-level: 1

N7
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27N

N7
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N5 D¢
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How does it work?

Train a U-Net on
data: image +
noisy image +

The cat’s fur

description + is black and
noise-level white.
|
|
!
|
| ST O
I A‘I"A ﬁ'i'A

LRSS

L7 N\

Noise-level: 2
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How does it work?

Train a U-Net on

data: image + )
noisy image + The cat’s fur

description + is black and
noise-level white.

ST ONSL7
XA RK 7\
SR KX D

L7 N\

Noise-level; 3

Robert Haase
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How does it work?

Prediction is
iterative denoising
of:

Pure noise +
text prompt

The cat’s fur

1s black and
white.

NS
XA
SL RN

27N

Noise-level: 1,2,3

N7
K
NEX D¢

2N\

Robert Haase
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How does it work?

Reminder;

- Word embeddings |The cat’s fur

- Attention 1s black and
white.

m/%l

Self-attention Word Embedding

A
o T wls i |microscope
The cat's fur is black and white. L —
“black” ot
0 “white” "fur’;
0 1

Robert Haase
@haesleinhuepf
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Image generation in Python: Huggingface

Most [Huggingface] image-generation models require a GPU.

pipe = DiffusionPipeline.from pretrained(

"stabilityai/stable-diffusion-2-1-base”, torch_diype=torch.floatls

Downloads
4.8 GB

)

Needs
pipe = pipe.to("cuda™) Nvidia GPU

I‘Jr"ﬂmpt = M Foar
Draw a realistic photo of an astronaut riding a horse.

astronaut = pipe(prompt).images[@]
astronaut

Robert Haase & 3
_Il @haesleinhuepf TECHNISCHE /i,
Sc a D S.AI Eectrets of LLMs Slide 48 UNIVERSITAT di [ :“ EETF%%SITAT
ecture et
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Image generation in Python: Huggingface

Works well if the prompt overlaps with training data, potentiall
huge variation between attempts

prompt = """

prompt = """ Draw a greyscale picture of sparse bright blobs on dark
prompt = """ Draw a realistic photo of a lecture hall with an background. Some of the blobs are roundish, some are a
Draw a realistic photo of an astronaut riding a horse. ongoing lecture about vision language models. bit elongated. image = pipe(prompt,
e fiais ot num_inference_steps=10,

width=512,

astronaut = pipe(prompt).images[@] photo = pipe(prompt).images[@] image = pipe(prompt).images[@] ] height=512).images[@]
astronaut photo image image
100% [ so/so 10043<0000, 1245 1005 [ 050 01:30<0000 1405y 100% s0/50 o1:16<00:00, 1.18s/ie)  100% | 1o/0 (0017 <0000, 188

L i

Robert Haase
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Image generation in Python: Dall-E

No need for a GPU, but costs & & &

def prompt_image(message:str, width:int=1824, height:int=1824, model="dall-e-3"):

client = openai.OpenAI() ™ N

response = client.images.generate( )
prompt=message, WOrkS Wlth
model=model, Dall-E 2 and 3
n=1,
size=f"{width}x{height}" — N

)

image url = response.data[@].url May SQOn also

image = imread(image url) work with gpt-40

return image

Robert Haase
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Image Generation LLMs
Challenges: fake-images

Interesting
challenges for our
community ahead

a histology image of
lung cancer cells and
some healthy tissue

Robert Haase . i i i i
@haesleinhuepf https://scads.github.io/generative-ai- | TECHNISCHE <70, | nyversimar
ScaDS. Al secretsof v notebooks/40_image generation_openai/10_  Slides2 @ UNIVERSITAT 00l (Rerie
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Image generation in Python: Dall-E

Is Dall-E 2 more capable of creating realistic microscopy images than Dall-E 3?

histology = prompt_image('a histology image of lung cancer cells and some healthy tissue') histology = prompt_image('a histology image of lung cancer cells and some healthy tissue’,
imshow(histology) model="dall-e-2")

imshow(histology)
<matplotlib.image.AxesImage at @x1d%edaSbd2o>

<matplotlib.image.AxesImage at @x1d9edac6fdo>

Dall-E 3 ‘ Dall-E 2 ‘

800

1000

Robert Haase
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Image Generation LLMs
Challenges: physical / physiological hallucinations

Prompt: “Draw a close-
up picture of people's
hands”

Source: https://replicate.com/black-forest-labs/flux-schnell-lora

Robert Haase
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https://replicate.com/black-forest-labs/flux-schnell-lora

Image Generation LLMs
Challenges: Text in images

Prompt: ‘please draw a picture of a professor
writing "large language models" on a blackboard’

Source: https://replicate.com/black-forest-labs/flux-schnell-lora

Robert Haase
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Image Generation LLMs

Challenges: Bias
Prompt: ‘please draw a picture of a professor

writing "Iarge language models" on a blackboard'

Prompt: “a nice photo of a human” LAR@«E LANGVAGE MODELS
> : == lb=np oo

Source: https://replicate.com/stability—ai/staIe—diffusion

‘ 'L’ : ‘ ; ;V:IIIIIHII‘ i
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Image Generation LLMs
Image-to-image prompting, image variations

RIS

L7 RNLIN

2\

Blur the lmage ! InstructPix2Pix: Learning to Follow Image Editing Instructions

Tim Brooks* Aleksander Holynski* Alexei A. Efros
University of California, Berkeley

Robert Haase https://arxiv.org/abs/2211.09800
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Image variation

Generate images, e.g. for augmenting data J Potentially useful to
»

make algorithms
more robust

Robert Haase
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Inpainting
Replacing regions in images
(also ,Gap-filling”, ,Replacing")

Manipulated

image

4 1
ol
'\

Raw image Mask image

A black white

cat fur
Robert Haase /
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Inpainting in Python: Huggingface

pipe = StableDiffusionInpaintPipeline.from pretrained(
"stabilityai/stable-diffusion-2-inpainting”, D?rgwggds
torch_dtype=torch.floatlé '

) ) _ . . Needs

pipe = pipe.to("cuda"™) Nvidia GPU

prompt = "A black white cat fur”
image = pipe(prompt=prompt,
—> image=init_image,
mask image=mask_image,
num_inference steps=58,
width=512,
height=512,
num_images per_ prompt=1,
J.images[8]

Robert Haase Read more:

@haesleinhuepf
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Inpainting in Python: Huggingface

Check out the mode/ cards online in the Huggingface hub.

pipe =

StableDiffusionInpaintPipeline.from_pretrained(

"stabilityai/stable-diffusion-2-inpainting”,

torch_dtype=torch. atlé

)

pipe = pipe.to("cuda™)

N = stabilityai/stable-diffusion-2-in. X i

€« > C 23 huggingface.co/stabilityai/stable-diffusion-2-inpainting

ol Hugging Face Search models, datasets

i stable-diffusion-2-inpainting @ ©like
E Image-to-lmage ¢ Diffusers & S StableDiffusioninpaintPipeline
& License: openrail++
# Model card Files and versions & Community

Stable Diffusion v2 Model Card

This model card focuses on the model associated with the Stable Diffusion v2,

available here.

stable-diff|

This stable-diffusion-2-inpainting model is resumed from stable-diffusion-2-

base (512-base-ema.ckpt) and trained for another 200k steps. Follows the mask-

generation strategy presented in LAMA which, in combination with the latent VAE

representations of the masked image, are used as an additional conditioning.

v

&«

= stebilitysi/stable-diffusion-2-in. X ar

c 23 huggingface.co/stabilityai/stable-diffusion-2-inpainting

Model Details

Developed by: Robin Rombach, Patrick Esser

Model type: Diffusion-based text-to-image generation model

Language(s): English

License: CreativeML Open RAIL++-M License

Model Description: This is a model that can be used to generate and modify

images based on text prompts. It is a Latent Diffusion Model that uses a fixed

pretrained text encoder (OpenCLIP-ViT/H).

Resources for more information: GitHub Repository.

Cite as:

@InProceedings{Rombach_2022_CVPR,

v = stabilitysi/stable-diffusion-2-in X +

€« c 23 huggingface.co/stabilityai/stable-diffusion-2-inpainting

Examples

Using the (&)'s Diffusers library to run Stable Diffusion 2 inpainting in a simple and

efficient manner.

pip install diffusers transformers accelerate scipy safetensors

from diffusers import StableDiffusionInpaintPipeline

pipe = StableDiffusionInpaintPipeline.from_pretrained(
"stabilityai/stable-diffusion-2-inpainting",
torch_dtype=torch.floatlé,

)

pipe.to("cuda")

prompt = "Face of a yellow cat, high reseclution, sitting on a park be

image = pipe(prompt=prompt, image=image, mask_image=mask_image).image

image.save("./yellow_cat_on_park_bench.png")

author = {Rombach, Robin and Blattmann, Andreas and Lo A v
title = {High-Resolution Image Synthesis With Latent

booktitle = {Proceedings of the IEEE/CVF Conference on Col pgtes:

month = {Junel,

year = {2022f, Despite not being a dependency, we highly recommend you to install xformers
pages = {168684-10695%

for memory efficient attention (better performance)

If you have low GPU RAM available, make sure to add a

pipe.enable_attention_slicing() after sendingit to cuda for less VRAM usage

Robert Haase
@haesleinhuepf

https://huggingface.co/stabilityai/
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Inpainting in Python: Huggingface

You find the downloaded models cached in your home director

They are big! Clean up here from time to time.

I = | hub - a X
Home Share View v 9
“ v P s ThisPC » Local Disk(C:) » Users » haase » .cache » huggingface » hub v Search hub o
.cache A [ Mame Date medified
chroma Jocks 6/6/2024 6:45 PM
huggingface models--openai--clip-vit-base-patch32 6/6/2024 6:45 PM
datasets models--runwayml--stable-diffusicn-inpainting 12/15/2023 4:23 PM
hub models--runwayml--stable-diffusion-v1-3 12/15/2023 4:04 PM
locks models--stabilityai--stable-diffusion-2-1-base 12/15/2023 5:08 PM
W dels--stabilityai--stable-diffusion-2-inpainti 12/15/2023 6:09 PM
maodels--cpenai--clip-vit-base-patch32 models--stabilityal--stable-diffusion-2-inpainting 2
models--stabilityai--stable-diffusion-x|-base-1.0 12/16/2023 11:11 AM
dels-- |--stable-diffusion-inpainti
moges - Tunweym--stable-ciitsion-inpainting models--timbrooks--instruct-pix2pix 12/18/2023 8:50 AM
models--runwayml--stable-diffusion-v1-3 D tmpheilmacx 1/28/2024 516 AM
models--stabilityai--stable-diffusion-2-1-base D version.bct 10/26/2023 8:48 PM
models--stabilityai--stable-diffusion-2-inpaintit D wersion_diffusers_cachetxt 10/26/2023 8:43 PM
models--stabilityai--stable-diffusion-xl-base-1.1
models--timbrocks--instruct-pix2pix I 3
Mitemns 1 item selected 2=l

Robert Haase
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Inpainting in Python: Dall-E

No need for a GPU, but costs & & &

client = OpenAI()

response = client.images.edit(
image=numpy_ to bytestream(resized image rgb), 2D RGB images

mask=numpy_to_bytestream{masked_rgha), only

prompt=prompt,

n=1, .

size=f"{image width}x{image height}", Supported: 256 Size must match
model=model 512, 1024 pixels

)
b Result: List of URL(S)

Robert Haase
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New technologies bring new risks...

If you can generate images, :
you can also generate parts of images.... Interesting

challenges for our
< community ahead

Curtain £ 672
Robert Haase
ScaDS A_II | ?Qf?f!i??fﬁif https://github.com/haesleinhuepf/darth- Clide e EE(I:\II-IENRIgI(':I'i$ :, > UNIVERSITAT
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Image manipulation detection

The noise pattern differs between raw and processed images...

,Untouched region”

Original raw

image Manipulated region

Robert Haase )
| Ohaesleinhuept TECHNISCHE i
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Image manipulation detection

e.g. by studying noise-patterns

Local standard
deviation filter

,Untouched region”

Manipulated region

Robert Haase -
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Image manipulation detection

e.g. by studying noise-patterns

Sobel filter

,Untouched region”

Manipulated region

S | UNIVERSITAT
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Benchmarking image generation

When asking humans to evaluate results, make sure
they are the right target audience "

mri_prompt =
A single, high resolution, black-white image of

a realistically looking orange fruit slice

imaged with T2-weighted magnetic resonance imaging (MRI).

‘2 > ”2 AUV 149

Robert Haase
@haesleinhuepf Credit: “"Mandarin orange, axial view, MRL." is licensed (CC-BY 4.0) by Alexandr Khrapichev, University of Oxford
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https://haesleinhuepf.github.io/BiolmageAnalysisNotebooks/07 prompt engineering/02_generating_mri_infigdehs®!

Robert Haase @haesleinhuepf - 1h
1l Fun poll time! Which of these images shows a real MRI image of an
orange? (Credits: licensed CC-BY 4.0 by Alexandr Khrapichev, University
of Oxford; the other images were generated by @openai's DALL-E)

Please vote below, RT and if you can explain why, please comment! &

&3

1 2 QO e it 922 by
Robert Haase @haesleinhuepf - 1h
ul
1 24.6%
2 56.1%
3 7%
4 12.3%
57 votes - 18 hours left
@ T 1 Q i 347 &
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Benchmarking image generation

Prompt engineering to optimize images

cat_microscope_prompt = """
Image of a cat sitting behind a microscope. One cat
. s real.

0 0 . 0
100 100 100 1 i
200 200 200 200
300 300 300 00
400 400 200 o

500 500 -

0 100 200 300 400 500 0 100 200 300 400 500

Robert Haase
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- Benchmarking image generation
Prompt engineering to optimize images

cat_microscope_prompt = """
Image of a cat sitting behind a microscope.

Both are on a brown floor in front of a white wall.

The cat is mostly white and has some black dots.

The cat sits straight. One Cat

The cat is a bit larger than the microsope. iS real

0 0 0 0

100 A 100 100 100
200 200 200
300 300 300
400 400 400
500 500 500

0 100 200 300 400 500

0 100 200 300 400 500 0 100 200 300 400 500

Robert Haase
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CLIP scores

Contrastive Language-lmage Pre-Training (CLIP)
« For image describing

Here: Similarity between image and prompt

from torchmetrics.multimodal.clip score import CLIPScore
metric = CLIPScore(model name or path="openai/clip-vit-base-patchle™)

score = metric(torch.as tensor(image), "cat™) ' score = metric(torch.as_tensor({image), "microscope")

score.detach() float(score.detach())

tensor(25.3473) 30.786287307739258

Robert Haase
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CLIP scores

Example: Prompt optimization

num_attempts = 10
prompts = ["Draw a realistic photo of a cat.”,

"Draw a cat",

m L1

cat”,
"Draw a realistic photo of a dog."]

data = {"prompt™:[],
"score":[]}
for prompt in prompts:
for 1 in range(num attempts):
image = pipe(prompt, disableitqdm=True).images[a]

» Image generation

score = metric(torch.as tensor(np.array(image)), “cat")
data[ "score” | .append(float(score.detach()))
data[ "prompt™ | .append(prompt)

» Quality measurement

Robert Haase . ; ; ; ;
_I @haesleinhuepf https.//scads.g|thub.|o/ge|jerat|ve-a|- | TECHNISCHE <7550, | uruversar
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CLIP scores

Example: Prompt optimization

Boxplot of Scores by Prompt

26 A o
5 24
Always have a
B control
cét Draw a realisticlphoto of a dogLI experi me nt!

Draw a realistic photo of a cat. Draw a cat

Prompt
Robert Haase . ; ; ; ;
@haesleinhuepf https.//scads.g|thub.|o/ge|jerat|ve-a|- | TECHNISCHE <70, | nyversimar
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Summary

« Multi-modal models combine image, text and [...] data

« Combination of pre-existing model architectures

« APIs not standardized (yet)

Trade-off:
- LLM capacity / size limited

- Multi-modal LLMs presumably perform worse compared to specialized
models.

- Example: Ask a vision-language model to write code
- Potential for mixture-of-experts and multi-agent systems

Robert Haase
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Image Generation

Challenge: Install everything necessary to generate image on your PC, oron ZIH 's

JupyterHub

[~ 30 generatin.. (auto-) - Jupyte: X @ Installation instructions for Scie X+ - o X
€ > @ % scadsgithubio/generative-ai-notebooks/00 setupfinstall paulahtm! & ¥ £} &, B i
= 0L
Installation instructions for Scientific Computing
Uni Leipzig (paula)

ScaDS.All

DRESDEN LEIPZIG

Q ctrl 5 K Request a Scientific Computing Account at ULei.

Login to VPN and Jupyter Hub, select the configuration paula/A30:
Generative Artificial

Intelligence Notebooks - Ju pyterh ub Home Token (= Logout
Setup
Setting up your ~ H
Resource selection
computer
Installation instructions for Memary
Scientific Computing Uni 16 GB v
Leipzig (paula)
Number of CPUs
LLM basics
1 v
Prompting basics v
Partition
Accessing LLMs ~
paula v
Chatbots v
Function / Tool calling ~ GPU
Tesla A30 v

v

- 30_generatin... (auto) - Jupyte X o - a X

« > C ® localhost:8888/lab/workspaces/auto-j/tree/41_image_generation_hug... & Px g D ,i, 3,] :

p—

]
o

A pull-request with
installation instructions
WO rklng on Zl H'S Jupyter limited by available GPU memory. Only rare capabale models are executable on laptop GPU.
Hub would be welcome!

File Edit View Run Kernel Tabs Settings Help

[Al 30_generating_images_using ® = + o*
& Python 3 (ipykemel) O =

-

B+ X 0O0O0O » m C » Makdwn v

Generating images using Stable Diffusion

In this notebook we demonstrate how to use free models such as Stable Diffusion 2 from the huggingface hub to generate images. The example

code shown here is modified from this source.

: import torch
import numpy as np
import stackview
from diffusers import DiffusionPipeline, AutcencoderTiny

All models from the Huggingface hub work similarily. A pipe is set up which can be executed later. When executing this code for the first time,
multiple files will be downloaded, which are locally stored in a foolder .cache/huggingface/hub/<model_name> . These folders can become
multiple gigabytes large and this may take some time. When executing the code again, the cached medels will be used and the process will be

much faster.

pipe = DiffusionPipeline.from pretrained(
“"stabilityai/stable-diffusion-2-1-base”, torch_dtype=torch.float16

)

Loading pipeline components... 100%_ 6/6 [00:02<00:00, 2.13it/s]

If a powerfull CUDA-compatible graphics processing unit (GPU) is available, the executable pipe can be loaded on the GPU. In most cases, this is

pipe = pipe.to(*cuda") .

0 2 @ Python 3 (ipykernel) | Idle Mode: Command & Ln1,Col1 30 ) generating_images_using_huggingfaceipynb 0 Q

Robert Haase
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CLIP Scores

Improve given prompts and measure the improvement

| v Z 10_CUP_scor... (auto-j) - Jupyte X + = =} X

« > C ® localhost:8888/lab/workspaces/auto-j/tree/80_benchma... & ¢ In) L2 ;\)

Z File Edit View Run Kemel Tabs Settings Help |

= BN e + c v

B / 80_benchmarking_lims /

" 10_CLIP_scores.ipynb X [+

B+ XDO » = C » Coe v # Python 3 (ipykemel) O =

o “l&
Name - Modified 5 . H
| Recap: Generating images
| B data 4mo ago
Bl - %) 10_CLIP_scoresipynb 1m ago We will now use a prompt to generate an image and will measure if it shows a cat.
A 20_vision_models.ipy... 4mo ago
® = a pipe = DiffusionPipeline.from_pretrained(
| 30_measuring_execu... mo ago “stabilityai/stable-diffusion-2-1-base”, torch_dtype=torch.float16
"] 40_summarize_error._... 4mo ago )
Y: environmentyml| 4mo ago pipeSiplEC o(Gardey) |
¥ readme.md 4mo ago Loading pipeline components..: 100% | 6/6 (00:02<00:00, 2.14it/s] I
prompt = "Draw a realistic photo of a cat.” |
cat = pipe(prompt).images[0] |
cat !
roo N 50/50 (0005<0000, &1t
l ) -
"; Simple 0 1 &  Python 3 (ipykemel) | Idle Mode: Command @ Ln1,Col1 10_CLIP_scoresipynb 0 D y

« > C @ localhost:8888/lab/workspaces/auto-j/tree/80_benchma.. & ¥t Im) L2 ;l

]
o

t

Z 10_CLIP_scor... (auto) - Jupyte: X+

File Edit View Run Kernel Tabs Settings Help
+ Cc Y 7| 10_CLIP_scores.ipynb X |+ 9*
+ X @ > m C » Code v o Pythen 3 (ipykemel =
8/ 80_benchmarking_lims / a Xxoo d & Python 3 (ioykemel) O
“ 8
Name - Modified 39 Draw a realistic photo of adog. 18.967247
W data 4mo ago
) CLIP_scores.ipynb 1m ago # Plotting the boxplot
. 5 plt.figure(figsize=(10, 6))
w
20.vision_models.py... 4mo ago sns.boxplot (x="prempt”, y='score’, data=data)
[#] 30_measuring_execu... 4mo ago plt.title('Boxplot of Scores by Prompt')
[%] 40_summarize_error._... 4mo ago plt.xlabel(’Prompt)
plt.ylabel( Score’)
¥: environmentyml 4mo ago pLt. show()
[}
¥ readmemd 4mo ago Boxplot of Scores by Prompt
0 °
2
8
L2
&
2
20
1
Draw a realistic photo of a cat. Draw a cat @t Draw a realistic photo of  dog
Prompt
Exercise
Append more prompts to the list above. Attempt to improve the score for the image
showing a cat.
Measure which of the prompts preduces the mest photorealistic images.
| o rLET
-
Simple 0 1 @ Python 3 (ipykemel) | Idle Mode: Command @ Ln1,Col1 10.CLIP_scoresipynb 0 [
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