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Outline
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(real world application)
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Open data culture for open development communities

OpenGeoHub is an independent, not-for-profit research foundation that utilizes machine learning and 
geo-computations to produce and share open geographical and geo-scientific data, develop open 
source software, and provide training and support to researchers and decision-makers
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Who we are?

Deep Dive Podcast
(15 min.)

#
https://s3.eu-central-1.wasabisys.com/ogh/tmp/OGH_deep-dive_notebook_ml.mp3


Which are the on-going project?

https://landcarbonlab.org
https://ai4soilhealth.eu

http://soilspectroscopy.org

http://earthmonitor.org

#
https://landcarbonlab.org
https://ai4soilhealth.eu
http://soilspectroscopy.org
http://earthmonitor.org


Core Activities

Data organization & harmonization
(raster maps & vector points/polygons)

#


Core Activities

Data organization & harmonization
(raster maps & vector points/polygons)

Data processing & production
(mostly raster maps)

#


Core Activities

Data organization & harmonization
(raster maps & vector points/polygons)

Data processing & production
(mostly raster maps)

Open source/Open data solutions
(STAC, packages & computational notebooks)

#


Core Activities

Data organization & harmonization
(raster maps & vector points/polygons)

Data processing & production
(mostly raster maps)

Open source/Open data solutions
(STAC, packages & computational notebooks)

Communication & dissemination
(Video recording, hackathons & summer schools)
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Aiming full replication

PENG R., 2011 Cloud-optimized and analysis-ready (ARCO), 
Open catalog (STAC),

Computational notebooks, and 
Software libraries
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https://www.science.org/doi/10.1126/science.1213847
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So what?

How to implement it in practices?
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Landsat SWIR-1
Nov & Dec, 2022

Pixel value: 0.108
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ML pipeline for spatial prediction

ARCO datasets
(harmonized, gapfilled 

consistent layers)

Training samples
(in-situ points)

Spatial / Spacetime 
overlay

Classification / 
Regression matrix

Raster maps become columns & 
individual samples rows
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Analysis-Ready & Cloud-Optimized (ARCO)

Dimensions:
● Image size: 1,440,004 (H), 560,004 (V)
● Filesize: 134 GB (with compression)
● Format: Cloud-Optimized GeoTIFF (COG)

https://s3.opengeohub.org/landsat-arco/swir1_glad.swa.ard2_m_30m_s_20221101_20221231_go_epsg.4326_v1.tif

#
https://s3.opengeohub.org/landsat-arco/swir1_glad.swa.ard2_m_30m_s_20221101_20221231_go_epsg.4326_v1.tif


Cloud-Optimized GeoTIFF (COG)

A COG is a regular GeoTIFF file, aimed at being hosted on a HTTP file server, 

with an internal organization that enables more efficient workflows on the cloud.

Tilling and overviews
(pyramid structure)

Lossless compression
(DEFLATE, LZW)

Source: Cloud Optimized GeoTIFF in depth and Guo et al., 2016

HTTP Get Range requests
(Accept-Ranges: bytes)

#
https://www.cogeo.org/in-depth.html
https://www.researchgate.net/publication/311423420_An_Efficient_Tile-Pyramids_Building_Method_for_Fast_Visualization_of_Massive_Geospatial_Raster_Datasets


Cloud-Optimized GeoTIFF (COG)

Cloud Object Storage

Tilling and overviews
(pyramid structure)

Lossless compression
(DEFLATE, LZW)

HTTP Get Range requests
(Accept-Ranges: bytes)

Source: Cloud Optimized GeoTIFF in depth and Guo et al., 2016

Unique Id identifier 
(URL)

#
https://www.cogeo.org/in-depth.html
https://www.researchgate.net/publication/311423420_An_Efficient_Tile-Pyramids_Building_Method_for_Fast_Visualization_of_Massive_Geospatial_Raster_Datasets


Landsat cloud-free aggregates

https://doi.org/10.7717/peerj.18585
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Landsat cloud-free aggregates

https://stac.openlandmap.org
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Landsat cloud-free aggregates

https://github.com/Open-Earth-Monitor/oemc-qgis-plugin
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https://github.com/Open-Earth-Monitor/oemc-qgis-plugin


Global land cover mapping

https://doi.org/10.5281/zenodo.8239305

#
https://doi.org/10.5281/zenodo.8239305


Landsat cloud-free aggregates

Working in progress

https://stac.earthmonitor.org

Analysis-ready in-situ data 
Raw in-situ data

#
https://stac.earthmonitor.org
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Landsat cloud-free aggregates for Europe

https://doi.org/10.5194/essd-2024-266
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https://doi.org/10.5194/essd-2024-266


Feature Engineering 

https://doi.org/10.5194/essd-2024-266

Soil organic carbon regression

#
https://doi.org/10.5194/essd-2024-266


Feature Engineering 

https://doi.org/10.5194/essd-2024-266

Land cover classification

#
https://doi.org/10.5194/essd-2024-266


ML pipeline for spatial prediction

ARCO datasets
(harmonized, gapfilled 

consistent layers)

Training samples
(in-situ points)
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overlay
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Regression matrix

Hyper-parameter tuning
(calibration & cross-validation)

Feature selection
(subsampling & cross-validation)

Final ML setup

ML training
(Single model or ensemble)

Successive Halving Search

Recursive Feature Elimination (RFE)

Random Forest

Gradient boosting 
trees

Artificial Neural 
Networks
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Recursive Feature Elimination example

Lower is 
better

Based on Random Forest  (50 trees)

Global grassland mapping
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Recursive Feature Elimination example

Lower is 
better

Based on Random Forest  (50 trees)

Predefined to reduce the prediction time

Global grassland mapping
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ML pipeline for spatial prediction

ARCO datasets
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consistent layers)

Predictions
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ML pipeline for spatial prediction

ARCO datasets
(harmonized, gapfilled 

consistent layers)

Predictions
(most of the 

computation cost)

Final ML Model

Data reading
(tile based)

Spatial 
predictions

Data writing
(tile based)

IO bound
(but raster compression algorithms use CPU)

CPU bound
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ML pipeline for spatial prediction

● Increase data reading/saving speed:

○ Improved hardware (SSD disks, RAM, 10 Gigabit Ethernet, InfiniBand),

○ Faster software storage solution (distributed file system, S3),

○ Efficient IO parallelization (thread based & with low overhead – basically C++),

○ Efficient memory management (pre-allocation & zero-copy),
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ML pipeline for spatial prediction

Hummingbird

● Increase data reading/saving speed:

○ Improved hardware (SSD disks, RAM, 10 Gigabit Ethernet, InfiniBand),

○ Faster software storage solution (distributed file system, S3),

○ Efficient IO parallelization (thread based & with low overhead – basically C++),

○ Efficient memory management (pre-allocation & zero-copy),

● Reduce prediction time:

○ More hardware (CPU, GPU),

○ Compiled ML models

○ Multi-year predictions (all years together) https://tl2cgen.readthedocs.io

https://lleaves.readthedocs.io
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ML pipeline for spatial prediction
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ML pipeline for spatial prediction

Random Forest Model

https://scikit-learn.org

#
https://scikit-learn.org/stable/
https://scikit-learn.org


ML pipeline for spatial prediction

Random Forest Model

Model compiler for decision tree models
https://tl2cgen.readthedocs.io

One IF-ELSE per tree node

The Performance of Decision Tree Evaluation Strategies

C++ 
compiler

#
https://scikit-learn.org/stable/
https://tl2cgen.readthedocs.io
https://tullo.ch/articles/decision-tree-evaluation/


Real world application

Global Pasture Watch

A consortium of research partners 
developing global grassland and 
livestock monitoring data for impact

https://landcarbonlab.org/about-global-pasture-watch/

https://landcarbonlab.org/about-global-pasture-watch/


Real world application

Approximately 
120,960 CPU hours &
7.2 terabytes of RAM



High-throughput data processing infrastructure

#


Global ML prediction

CPU server 1
(80 threads and 1Tb)

CPU server 2
(96 threads and 1Tb)

CPU server 3
(96 threads and 1Tb)

CPU server 12
(96 threads and 1Tb)

Object Storage 
(3 Petabytes)

16,962 tiles

Split the 
processing

Data access 
and write

…

1,414

1,414

1,414

1,420
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Global ML prediction

CPU server 1
(80 threads and 1Tb)

CPU server 2
(96 threads and 1Tb)

CPU server 3
(96 threads and 1Tb)

CPU server 12
(96 threads and 1Tb)

Object Storage 
(3 Petabytes)

Data access

…

Cloud Optimized 

GeoTIFF generation

gdalbuildvrt
gdal_translate

#
https://gdal.org/drivers/raster/cog.html
https://gdal.org/drivers/raster/cog.html
https://gdal.org/programs/gdalbuildvrt.html
https://gdal.org/programs/gdal_translate.html


Global Pasture Watch mapping

0.15 0.75

0.32

Probability threshold

Cultivated grassland - 2022
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Global Pasture Watch mapping

Natural / Semi-natural grassland - 2022 0.15 0.75

0.42

Probability threshold
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Global Pasture Watch mapping

2.1 millions reference 
samples & 5-fold 

spatial blocking CV
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Global Pasture Watch mapping

2.1 millions reference 
samples & 5-fold 

spatial blocking CV
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Global Pasture Watch mapping
Cultivated

Natural / Semi-natural
Dominant grassland - 2022
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Global Pasture Watch mapping

https://stac.openlandmap.org/gpw_ggc-30m/collection.json https://doi.org/10.5281/zenodo.13890401

COG files accessible via STAC & Zenodo

#
https://stac.openlandmap.org/gpw_ggc-30m/collection.json
https://doi.org/10.5281/zenodo.13890401


Global Pasture Watch mapping

https://developers.google.com/earth-engine/datasets/publisher https://global-pasture-watch.projects.earthengine.app/view/ggc-30m

GEE seamless accessing global 
COG file hosted in GCS

Dataset submission to GEE catalog

#
https://developers.google.com/earth-engine/datasets/publisher
https://global-pasture-watch.projects.earthengine.app/view/ggc-30m


Global Pasture Watch mapping

https://github.com/wri/global-pasture-watch/tree/main/ggc-30m https://doi.org/10.5281/zenodo.13952806

Modeling pipeline as computational notebook

Classification matrix 
& reference samples

#
https://github.com/wri/global-pasture-watch/tree/main/ggc-30m
https://doi.org/10.5281/zenodo.13952806


Global Pasture Watch mapping

https://www.nature.com/articles/s41597-024-04139-6
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https://www.nature.com/articles/s41597-024-04139-6


EO Data Foundation Model

https://github.com/ESA-PhiLab/Major-TOM

https://clay-foundation.github.io
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https://github.com/ESA-PhiLab/Major-TOM
https://clay-foundation.github.io
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● The full reproducibility of this pipeline depends on have the input EO data publicly accessible, 
container with all libraries used and better code abstraction for the optimizations implemented.
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