Machine Learning
https://doi.org/10.1007/510994-024-06522-1

®

Check for
updates

Probabilistic grammars for modeling dynamical systems
from coarse, noisy, and partial data

Nina Omejc'2® . Bostjan Gec'*® - Jure Brence'?® - Ljupéo Todorovski'>
Saso Dzeroski'

Received: 13 March 2023 / Revised: 30 October 2023 / Accepted: 14 February 2024
© The Author(s) 2024

Abstract

Ordinary differential equations (ODEs) are a widely used formalism for the mathematical
modeling of dynamical systems, a task omnipresent in scientific domains. The paper intro-
duces a novel method for inferring ODEs from data, which extends ProGED, a method for
equation discovery that allows users to formalize domain-specific knowledge as probabil-
istic context-free grammars and use it for constraining the space of candidate equations.
The extended method can discover ODEs from partial observations of dynamical systems,
where only a subset of state variables can be observed. To evaluate the performance of the
newly proposed method, we perform a systematic empirical comparison with alternative
state-of-the-art methods for equation discovery and system identification from complete
and partial observations. The comparison uses Dynobench, a set of ten dynamical systems
that extends the standard Strogatz benchmark. We compare the ability of the considered
methods to reconstruct the known ODEs from synthetic data simulated at different tem-
poral resolutions. We also consider data with different levels of noise, i.e., signal-to-noise
ratios. The improved ProGED compares favourably to state-of-the-art methods for infer-
ring ODEs from data regarding reconstruction abilities and robustness to data coarseness,
noise, and completeness.
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1 Introduction

Dynamical systems change their state, i.e., evolve through time. Their temporal evolution
is commonly modeled by ordinary differential equations (ODEs) of the form & = f(u, 0),
where u is the d-dimensional vector of state variables, # is the vector of their time deriva-
tives describing the change of their values through time, f : R x R? — R? is a function,
referred to as model structure, and @ € R? are constant model parameters. The solution of
such ODE:s is obtained from an initial state u, = u(f,), i.e., the values of the state variables
at an initial time point #j, by numerical simulation (Hindmarsh et al., 2005) and has a form
of a state trajectory u(z), specifying the values of the state variables at all time points ¢ > t,.

The mathematical modeling of an observed dynamical system is an inverse problem.
Given the trajectory u(t), we aim at finding appropriate model structure f and model
parameters 0. The simulated trajectory produced by the model should closely match the
observed ones and simpler model structures are preferred over more complex ones. Classi-
cal approaches to this task, also called system identification, assume that the model struc-
ture fis provided at input. Often it is also assumed to be linear (i.e., the right-hand sides of
the ODEs are linear combinations of state variables). Alternatively, it is derived from the
first principles in the domain of study, where the dynamical systems are studied.

In contrast with classical approaches, equation discovery (or symbolic regression)
approaches aim to infer both f and 0 from data. They primarily aim to discover algebraic
equations, but some are also used to learn ODEs. The most straightforward approach to
learn ODEs is to numerically calculate the time derivatives of the state variables & and add
them to the set of observed variables. Consequently, ODEs can be discovered as algebraic
equations with dependent variables on the right-hand side corresponding to the time deriv-
atives. For example, Lagramge (DZeroski & Todorovski, 1993) and SINDy (Brunton et al.,
2016; de Silva et al., 2020) follow this approach and use linear regression variants to learn
ODEs that are linear in the model parameters 6.

This simple approach has two limitations. First, calculating derivatives is numerically
unstable (Ramm and Smirnova 2001), leading to high sensitivity to noisy measurements.
Second, all the state variables have to be observed. To address these limitations, Pret (Stolle
and Bradley 2007), ProBMot (éerepnalkoski 2013), and GPoM (Mangiarotti et al., 2012)
employ numerical simulation of ODEs. First, the simulation increases the accuracy of
parameter estimation and robustness to noise. Additionally, ProBMoT uses numerical sim-
ulation to solve the problem of partial observability, as the missing measurements can be
estimated via simulation from an initial value, which is treated as another constant param-
eter to be fitted with numerical optimization. Other methods, such as L-ODEfind (Somacal
et al., 2022) and GPoM (Mangiarotti et al., 2012), can learn polynomial ODEs from partial
observations by transforming the first-order ODEs to higher-order differential equations.

Note that the adaptations of the symbolic regression methods towards learning ODEs
affect only how constant parameters @ are fitted against data. They use the same procedures
for searching through the space of candidate algebraic equation structures f for learning
ODEs. To improve the efficiency of the search, equation discovery methods make general
assumptions about the space of candidate equations or allow the user to specify domain-
specific constraints on this space. SINDy and Lagrange assume that the candidate struc-
tures are linear combinations of parameter-free nonlinear terms allowing users to specify
a set of functions for building non-linear candidate terms and limiting their degree. In
DSO (Mundhenk et al., 2021), the user can select the operators and functions for building
equations. ProBMoT (Cerepnalkoski 2013) allows the user to specify entities and dynamic
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processes that model the interactions between entities in dynamic systems in the domain of
interest. ProGED (Brence et al., 2021), a recently proposed method for equation discovery,
allows users to specify domain-specific knowledge as a probabilistic grammar defining the
space of candidate equation structures.

ProGED (Brence et al., 2021) has not yet been used to learn ODEs from data. In this
paper, we propose two extensions of ProGED for discovering ODEs. The first extension
introduces new variables for equation discovery by calculating the numerical derivatives
of the state variables. The second extension employs methods for numerically simulating
ODE:s that can be applied to partially observed systems.

We perform a systematic comparative analysis of the performance of the newly pro-
posed extensions of ProGED with alternative state-of-the-art methods. All experiments
aim to reconstruct known ODEs of dynamical systems from synthetic data obtained by
simulating the known ODEs. Our study uses Dynobench, consisting of ten dynamical sys-
tems, seven from the Strogatz benchmark (Strogatz 2018) and three other systems often
used to evaluate system identification methods. We assess the impact of three aspects of
data imperfection on the performance of the evaluated methods. The first is the coarseness,
i.e., the temporal resolution and the length of the simulation. The second is the noise level
in terms of the signal-to-noise ratio (SNR). The third is observability, i.e., whether all the
system variables are measured. When performing reconstruction experiments from com-
plete observations, we compare ProGED (Brence et al., 2021) to DSO (Mundhenk et al.,
2021) and SINDy (Brunton et al., 2016), while in the partial observability experiments, we
compare it to L-ODEfind (Somacal et al., 2022) and GPoM (Mangiarotti et al., 2012).

In Sect. 2, we review the related work on inferring ODEs from data. We introduce the
extensions of ProGED for ODE discovery and the background knowledge used for system
identification in Sect. 3. In Sect. 4, we present the benchmark and the setup of the compu-
tational experiments that compare the performance of the different methods, while Sect. 5
reports upon the results of the comparative analysis of the methods. Finally, we summarize
our contributions and outline the directions for further research in Sect. 6.

2 Related work

Several methods, based on fast and simple linear regression, have been developed for iden-
tifying ODEs that are linear in the parameters. They numerically calculate the time deriva-
tives of the state variables. Lagramge (DZeroski & Todorovski, 1993) is one of the earliest
methods, which introduces new higher-order terms with the multiplication of the state vari-
ables and uses linear regression to find the constant parameters of the polynomial ODEs
involving these terms.

SINDy (Sparse Identification of Nonlinear Dynamics) (Brunton et al., 2016) extends the
Lagrange approach by introducing new terms with custom basis functions. Sparse regres-
sion techniques are additionally used to help control the complexity of discovered equa-
tions and reduce over-fitting.

L-ODEfind (Latent ODE finder) (Somacal et al., 2022) is based on sparse linear regres-
sion on terms generated by polynomial basis functions and relies on numerical differen-
tiation. It tackles the partial observability problem by rewriting a system of n first-order
ODE:s to a single n-th order ODE, the n — 1 unobserved variables being implicitly included
and their values numerically approximated as higher-order derivatives. Since the inverse
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transformation to the first-order ODEs is not uniquely determined, L-ODEfind is useful
for predictive modeling, but ultimately inappropriate as a system identification framework.

Generalized Polynomial Modeling, GPoM (Mangiarotti et al., 2012; Mangiarotti and
Huc, 2019), is a method for polynomial structure selection of dynamical systems. The
method first generates an equation for each state variable by including all possible mono-
mials from a user-defined set of system variables and a maximum polynomial degree.
Then, iteratively, parameters are estimated and the leave-one-out approach is used to esti-
mate the relative contribution of each monomial. The monomial with the smallest contri-
bution is removed, and the process is repeated until all monomials have been removed or
until a desired number of monomials remain. The possible models for each equation are
then combined in a combinatorial manner, and a numerical integration procedure (ODE
simulation) is used to obtain a more precise estimate of the parameters. In a partial observ-
ability scenario, GPoM also uses higher-order derivatives as a proxy for missing variables,
however, GPoM does not output a model with a single, higher-order ODE like L-ODEfind,
but rather uses differential embedding to construct a system of first-order ODEs.

Deep Symbolic Optimization, DSO (Petersen et al., 2019; Mundhenk et al., 2021),
employs reinforcement learning to train a recursive neural network (RNN) capable of gen-
erating symbolic expressions. DSO uses a unique risk-seeking policy gradient that rewards
best-case performance instead of expected performance. It additionally utilizes multiple
rounds of genetic programming between RNN iterations to enhance performance. Moreo-
ver, it can incorporate restricted forms of background knowledge as its priors and con-
straints. To discover ODEs, DSO must currently rely on numeric differentiation.

Lastly, the transformer architecture has also been used on symbolic regression
tasks (Kamienny 2022). The method uses a transformer-based language model to directly
predict the full mathematical expression, constants included. The model is trained using a
supervised learning approach, where the ground truth mathematical expressions are used to
train the model. It is designed for discovering algebraic equations and can handle dynami-
cal system identification via numerical differentiation.

3 Methodology

ProGED discovers equations by following the generate-and-test paradigm. In the gener-
ate phase, ProGED addresses the task of structure identification, in which candidate equa-
tions (structures) are constructed. The test phase performs parameter estimation, in which
the values of unknown numeric parameters in the equations are fit to data. Among a large
number of tested equations, ProGED chooses the ones with the lowest error-of-fit. ProGED
composes candidate equations from algebraic expressions, sampled from a probabilistic
context-free grammar (PCFG).

A context-free grammar (CFG) is defined by the tuple (7, A, %, S). When defining
arithmetic expressions, the set of terminal symbols .7 consists of symbols representing
variables (e.g., x, ¥), operators or functions (e.g., +, -, sin), and constant parameters (c).
The nonterminal symbols in .4 do not appear in expressions, but represent higher-level
concepts in the language of mathematics, such as polynomials, monomials or terms. The
set Z contains production (rewrite) rules A — a; ... a;, where A € A4 and a; € SU T .
A production rule specifies how to replace a particular nonterminal symbol with a string
of nonterminal and terminal symbols. In a probabilistic context-free grammar, each pro-
duction rule is assigned a probability, so that the probabilities of all production rules
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with the same nonterminal symbol on the left-hand side (LHS) sum up to 1. Examples
of grammars that were used in our experiments are shown in Table 1 and the Tables in
Appendix A.

The generation of a random expression with a PCFG begins from a string (starting
symbol) S and proceeds by successively applying production rules to the string until
only terminal symbols remain. Whenever more than one rule applies, we randomly
choose a rule according to the probabilities. The final result of one instance of the sam-
pling process is an arithmetic expression, which we transform to its canonical form by
using the symbolic mathematics engine SymPy (Meurer et al., 2017).

Besides acting as a generator of expressions, a grammar is a powerful way of encod-
ing background knowledge. Note that a PCFG defines a probability distribution over
the space of candidate expressions, which allows the user to impose an inductive bias
by manipulating the production probabilities. For example, we can manipulate the com-
plexity of generated equations through the probabilities of recursive productions, or
express a bias towards trigonometric functions by raising their respective probabilities.
In the absence of background knowledge, we can use a universal grammar for generat-
ing an arbitrary expression, composed of the four basic operations (+, —, %, /), as well as
arbitrary functions.

After generation, a candidate equation contains generic constants (denoted by c), the
values of which must be fitted to data. Since the equations are, in general, non-linear
in their parameters, a universal optimization algorithm is used to minimize the error-
of-fit to the data, which can be computationally demanding, but is more flexible than
approaches based on linear regression. ProGED uses differential evolution (Storn and
Price 1997) algorithm for numerical optimization to fit the values of the constants in an
expression to the provided data.

Table 1 An example of a generic e
grammar for mathematical ={E.D,T,R.M.V}
expressions appearing in models 7= {+, %, /, sin, cos, (,), ¢, x, y}

of dynamical systems, used to R =

%fsgsate the right-hand sides of E— E+T[06] | T/(D) [0.15] |T[0.25]
D - D+T[0.5] | 710.5]
T—T=+VI[03] | 7% R[0.1] | ¢ [0.6]
R — sin(M) [0.5] | cos(M) [0.5]
M — M %V [0.5] | ¢[0.5]
V — x[0.5] | y[0.5]
S=E

Production rules with the same nonterminal on the left-hand side are
separated by a vertical line (I). The probability of each production rule
is given in square brackets. The grammar can generate expressions (E)
involving linear combinations of multiplicative terms (7), composed
by multiplying variables (V) or trigonometric terms (R). Trigonomet-
ric terms include sines and cosines of monomials (M) of the state vari-
ables (V). Moreover, the grammar can generate expressions involving
the division of linear combinations of multiplicative terms (7) with
terms in the denominator (D), where D can be a linear combination
of terms T. The example grammar refers to a system with two state
variables, x and y, but can be easily extended to an arbitrary number
of state variables by adding new production rules to the nonterminal V/
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3.1 Numeric differentiation and algebraic equation discovery

The task of discovering ODEs can be transformed into a task of discovering algebraic
equations by numerically calculating the derivatives of the state variables. These time
derivatives are then considered as dependent variables and placed in the LHS of algebraic
equations to be discovered. In that case, we estimate the parameter values by minimizing
the difference L between the observed (calculated) and predicted values of the time deriva-
tives of the state variables,

L=1[s Yttty = )P M

where i(t;) represents the value of the time derivative of variable u at time ¢, numerically
calculated from observed data, i represents the corresponding predicted value, obtained by
evaluating the candidate equation, and » is the number of observed time points.

This simple transformation is commonly used by ODE discovery approaches. How-
ever, its use is problematic if we deal with coarsely sampled measured values of the
system variables and high levels of noise. Also, this approach is only possible when the
measurements of all state variables are readily available, i.e. the system at hand is fully
observable.

3.2 Discovery of differential equations with direct simulation

To address the limitations of numerical differentiation, we introduce an approach to ODE
discovery based on simulating differential equations. During each step of parameter esti-
mation, we must compute the error of the candidate equation with a given set of parameter
values. To obtain this, we solve the initial-value problem by performing a full simulation
of the system of ODEs, using the LSODA algorithm implemented in the function odeint
from the SciPy library (Hindmarsh 1983; Virtanen et al., 2020). We define the error as the
root-mean-squared error of the simulated trajectory, with respect to the true trajectory of
the observed variables. In other words, we minimize the error

n

L=y 3 ) - i)y @)
1

|u0b5| n UEUy, 1=

where U, is the set of all observed variables, u(t;) represents the observed value u at time
t,, (t;) represents the corresponding simulated value (i.e., the value obtained by simulating
the candidate equation), and # is the number of observed time points.

3.3 Parallel computation

Most existing approaches to equation discovery are difficult to parallelize. In con-
trast, ProGED uses a Monte Carlo algorithm to sample expressions from a PCFG. Thus,
each run of the procedure is completely independent of the results of any previous runs.
This allows for parallelization of parameter estimation, by far the most computationally
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demanding step in ProGED, especially when identifying a partially-observed system of
ODEs. Accelerating this step is critical for managing the computation time of ProGED.
The easy parallelization and the ability to make good use of available high-performance-
computing resources is therefore an important advantage of our approach.

3.4 Background knowledge

ProGED uses Monte-Carlo sampling to search the space of possible systems of ODEs.
Since this search is not guided, the method works best when the search space is as con-
strained as possible. Generally, the search space is constrained based on various types of
background knowledge, from general modeling principles, such as the parsimony prin-
ciple, to domain-specific or even problem-specific knowledge. ProGED employs PCFGs
as a robust and powerful framework for expressing different types of background knowl-
edge and imposing both hard constraints (through the PCFG structure) and soft constraints
(through production probabilities).

In this study, we aim to discover models of dynamical systems, which already provides
some background knowledge in itself. To demonstrate how background knowledge can be
expressed with PCFGs, we detail some of the background knowledge for modeling dynam-
ical systems and design a grammar that expresses the general knowledge as follows:

1. A dynamical system is described by a system of 1st-order ODEs.
The right-hand side of each ODE is a linear combination of terms.

3. Since each term has its own multiplicative numerical constant, there is no need to
include the subtraction operation.

4. Terms are most commonly low-order monomials of state variables.

5. Rarely, trigonometric functions appear, in particular sine and cosine.

6. The arguments of trigonometric functions tend to be linear functions of state variables
and/or time.

7. Rarely, terms can be rational functions.

8. The terms in the numerator and denominator of rational functions tend to be low-order
polynomials.

9. Numerical constants can appear in trigonometric and rational functions, making the
expressions nonlinear in parameters.

We present a PCFG that expresses this background knowledge for modeling dynamical
systems in Table 1. The grammar has three production rules for the starting symbol E
(expression), which generate the sum of a number of terms, which are either ordinary terms
derived by 7, or rational functions in the form of 7/D. The two productions for D (denomi-
nator) derive the denominator of a rational function as a sum of terms. The productions for
T (term) generate a monomial, composed of variables and/or trigonometric functions. The
productions for R and M derive the trigonometric factors as the sine or cosine of a prod-
uct of state variables. Finally, the production rules for V generate state variables. The pre-
sented grammar generates expressions, following the domain knowledge above. A system
of ODEs is composed by independently generating an expression for the right-hand side of
each ODE in the system.

The choice of probabilities in the PCFG warrants discussion as well, since it allows
us to express soft constraints on the space of equations and decide the level of parsimony
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of generated expressions. In the grammar in Fig. 1, we set the probability of recursion in
the rules for E relatively high (0.6), in order to generate expressions with several terms.
On the other hand, the probability of recursion in the production rules for 7T is lower
(0.3 +0.1 =0.4), as we prefer lower-order terms. We set the probabilities of rational func-
tions (0.15) and trigonometric functions (0.1) low to reflect their relative rarity in models
of general dynamical systems. We set the probabilities in the presented grammar based on
past experience with modeling dynamical systems, as well as by generating samples of ran-
dom expressions and observing their properties.

The presented grammar is designed to constrain the space of expressions as much as
possible, while still describing most dynamical systems. Nevertheless, some dynamical
systems may be described by systems of ODEs that fall outside the space described by this
grammar, which would preclude their discovery with ProGED. This risk is common when
using hard constraints in equation discovery. On the other hand, the presented grammar
still generates many types of expressions, including the entire class of rational functions. A
more limited grammar can be designed to describe more specific types of dynamical sys-
tems by altering the structure of the grammar and the values of its probabilities.

4 Experimental evaluation

In this section, we present the details of the experimental evaluation we have conducted.
We begin by presenting the data used in the experiments. We then describe the background
knowledge used together with the data. This is followed by a description of the experimen-
tal evaluation, performed separately under full and partial observability. We conclude this
section with a discussion of the performance measures we have used to compare the differ-
ent ODE discovery methods.

4.1 Data

The benchmark we used for evaluation contains trajectories of ten dynamical systems,
which describe the temporal evolution of the state variables of each system. Models of the
ten dynamical systems are shown in Table 2. Seven out of the ten systems come from the
Strogatz benchmark (Romano et al., 2021; Strogatz 2018), currently widely used for sys-
tem identification (see e.g. (La Cava et al., 2021)). Additionally, we have added three mod-
els of dynamical systems: a model of coupled phase oscillators (cphase); the Stuart-Landau
(stl) oscillator (a normal form of a Hopf bifurcation); and the Lorenz chaotic oscillator (lor-
enz), which have often been used in system identification experiments (Kuznetsov et al.,
1998; Stankovski et al., 2014; Strogatz 2018; Brunton et al., 2016) and add some variety
to the benchmark set of dynamical systems. The system cphase, for example, introduces
time dependency on the right-hand side, a property of non-autonomous systems, while lor-
enz contains three state variables. We generated the data by directly simulating the models
using the LSODA algorithm (with parameters set to |rtol=10e-12I, |atol=10e-12l). The
reason we did not use the Strogatz benchmark data as provided is that while testing the
benchmark, we noticed that the Bogacki-Shampine method used for simulation did not pro-
vide adequate accuracy for certain dynamical systems. For example, the simulation of the
Van der Pol oscillator, using the fourth set of initial values, resulted in unwanted oscilla-
tions that were not present when more precise numerical ODE solvers were used. Moreo-
ver, the benchmark contains trajectories with only 100 time points, sampled at a 0.1 Hz

@ Springer



Machine Learning

(7 f=w =0 (4 -ty =( (A4 ¥ —dw—xv =¥ () nepuRT-1IemS
@D Io=v ()u1s () u1s ¥ + (€);500) = £ “(x)s09 (10> = ¥ (MOlf1pays) moy Ieays
T© SLOO=Py=¢q - Zhe=4 Aﬁ —X—qQx=Y (€24dpaud) Ka1d-1018pard
(€D =M 1= —x—=4{ A=x (dpa) 104 1op ueA
(€°¢) T=0T=d¢=v @=—x—D) =4 ‘(g—x—-pyx=x (47) BIIIOA-BPIOT
(T€D W =ggc=d01=0 2 —dx=2 A—@C—-dx=4 (x—o=x (2ua.01) 10YRI[19S0 ZUAIO]
N
o S00=a T mwm =4 A - Ous - =x 1op13
T ESY=990=d'0=2'80=9 =V"(S1000 - 2OUSS0—T =DM F+@Ousg+ @uis) =4 “(Ousg+@uisy+ (M =x (aspyd>) 103e[[1950 9seyd pajdnoo
(T0 S0=Y @us—(x—Quisy =4 ‘us— @ —x)usy = x (SvuLing) syouSew Teq
(Y] so=boc=g01=Vv :N@ —v=4" TM; —x—g=x (s249pq) uonendsal [eLIa)0Rq
SWIQY, # s1o)owered uasoy) [opour WwsSAS Jwieu WIsAg

A0 yord

ur Juesald SuLIe) JO JOqUINU Y PUR ‘WSISAS [OBd I0J UaSOyd dAey oM s1djowered oy (SHOQ JO W)SAS) [opour J1ay) Surpn[our ‘swa)sks eorwreup us) jo uondrosaq g ajqel

pringer

A's



Machine Learning

rate. The coarse sampling of data can significantly affect the performance of system iden-
tification methods. For example, some oscillators do not yet complete their limit cycles
during this period, so their main characteristic stays hidden. For these reasons, we have
decided to improve upon the Strogatz benchmark and make our extended benchmark avail-
able on the digital repository Zenodo under the name Dynobench 10.5281/zenodo.10041
312.

Analogously to the Strogatz benchmark, Dynobench includes coarse data of only 100
time points sampled at 0.1 Hz (hereafter called "small data"). Additionally, we created
densely sampled data with 2000 time points, sampled at 0.01 Hz (hereafter called "large
data"). Each system of ODEs was simulated four times, each time with a different set of
initial values of the state variables, using the parameter values reported in Table 2. Python
code for the simulation of dynamical systems is included in the Dynobench repository.

We also evaluated the methods on clean (noise-free) data, noisy data with a 30 dB
signal-to-noise ratio (SNR), where the signal was a thousand times stronger than the
noise, and data with a 13 dB SNR (signal twenty times stronger than noise). We added
Gaussian noise U, V] ~ MO, \/P,i.[W]), with mean y =0 and standard deviation

noise[
0-2 = Pnnise[W]' The Pnoi&e
desired SNR, following P

[dB] was calculated based on the power of the signal and the
dB] = Pg,,[dB] — SNR[dB].

noise [

4.2 Background knowledge

The use of background knowledge is an important aspect of equation discovery, but can be
difficult to take into account in comparative benchmark experiments. To facilitate its use,
we equip the problems in Dynobench with explicit background knowledge. We classify
each of the ten dynamical systems into one of three classes that describe its type and define
its background knowledge:

1. State oscillators and population models include systems lv, predprey, vdp, stl, lorenz
(see Table 2). The right-hand sides of the ODEs for these systems are polynomials,
most commonly composed of two or three terms. The terms are monomials of the state
variables, typically of order 1-3. An exception that often appears in population models
is the Monod term (fraction of the form % (Monod, 1949)). Interaction terms (terms
involving two or more state variables) often appear in the same form in more than one
ODE in the systems of ODEs.

2. Phase oscillators include the systems cphase and barmag. Phase oscillators are oscil-
latory systems, which we observe through the phases of their state variables, instead of
the state variables themselves. Consequently, the right-hand sides of the ODEs are linear
combinations of trigonometric functions. Sine and cosine are the most common, but
other trigonometric functions may appear as well. The functions may be phase-shifted,
which is realized by an additive constant in the function’s argument. The arguments of
the trigonometric functions tend to be linear functions of the phase variables.

3. General dynamical systems include bacres, glider and shearflow. Systems that do not fall
into any of the previous two classes tend to follow the general background knowledge
for modeling dynamical systems, outlined in Sect. 3.4.
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4.3 Full observability

To assess the system identification performance of ProGED on fully observable systems,
we compared it to the DSO and SINDy methods on the Dynobench benchmark. When
evaluating each method, we have done two experiments. First, we tried to use as much
of the available background knowledge as possible and second, we left the model search
space unconstrained. The first experiment was named constrained and second uncon-
strained. The configuration of each method is described in the following paragraphs, start-
ing with the description of the constrained experiments.

For ProGED, we constructed a grammar for each of the three dynamical system catego-
ries in Dynobench, based on the background knowledge outlined in Sects. 3.4 and 4.2. We
adapted the grammars for the specific benchmark problems by modifying the productions
that generate variables (typically productions for V), so as to generate the correct number
of variables with the right names. We always used a uniform distribution over the pro-
duction rules V — v that generate the variables. Other than the production rules for V, the
structure of the grammars and their production probabilities were fixed for all the bench-
mark problems in the same category.

First, to identify the lv, predprey, vdp, stl and lorenz systems, we created a grammar for
state oscillators (see Table 7). The grammar generates polynomials with a relatively high
probability of generating more terms (0.6, same as in the grammar in Table 1). Each term
is the product of a number of state variables and may involve up to one Monod transforma-
tion of a state variable. The Monod function is relatively rare (with a probability of 0.1).
The probability of recursion in multiplication is low (0.35), to ensure the rarity of higher-
order terms.

The second grammar, presented in Table 8) in the Appendix, expresses the background
knowledge about phase oscillators. It generates linear combinations of sines and cosines,
which use linear combinations of variables as their arguments. We used this grammar for
the cphase and barmag systems.

The third grammar we use is the generic grammar presented in Table 1 and described
in Sect. 3.4. It generates a large repertoire of terms involving addition, multiplication, divi-
sion, and trigonometric functions. It involves only general knowledge about dynamical sys-
tems and is used when more specific background knowledge is not available, i.e., for the
bacres, glider and shearflow systems.

Using the three grammars, we generated 2500 candidate expressions for each ODE in
the system. We used a high-performance computing (HPC) cluster to estimate the model
parameters in parallel, using the pymoo’s implementation of differential evolution (Blank
and Deb, 2020; Price et al., 2006). The hyperparameter settings for differential evolution
were as follows: strategy=bestlbin, mutation=0.5, cross-validation=0.5, maximum itera-
tions=2000, population size=60. The objective function for the optimization algorithm
was the root-mean-square error between observed (numerically calculated derivatives) and
predicted (calculated by the expression) values of time derivatives of the state variables
(see Sect. 3.1).

Once the parameters of all models are estimated on training sets, the 2500 expressions
for each equation in the system are first evaluated on a validation set, consisting of trajecto-
ries from four sets of initial values. The model with the lowest average validation trajectory
error is selected as the best model. Subsequently, this model is re-evaluated on the test set,
also containing trajectories from four sets of initial values. The average error on the four
test set evaluations was used as the final metric of reconstruction performance.
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Similar to ProGED, we performed experiments with DSO on an HPC cluster, separately
for each equation in the system. Most of the settings from the default configuration file of
DSO were left untouched. We have, however, reduced the number of samples from 2 mil-
lion to five hundred thousand and the maximum sequence length to 64, in order to keep the
computation time manageable. We also customized the function set to each problem type.
For the generic systems we used a function set with the addition, subtraction, multiplica-
tion, division, constant, sine and cosine functions, while for the state oscillator systems,
we dropped the trigonometric functions. Lastly, we used the same function set, but without
division, for the phase oscillator systems. DSO returns two outputs, one is a set of can-
didate expressions obtained using Pareto front analysis, that represents an optimal trade-
off between expression complexity and the coefficient of determination (R?). Additionally,
DSO outputs a set of 100 best expressions based only on the R? ("Hall of Fame"). We com-
bine the candidate models and evaluate them on the validation and test sets as described
above for ProGED.

The evaluation of SINDy followed a similar approach as for ProGED and DSO. We
grouped the systems into three types (state oscillators, phase oscillators and others) and
defined the function sets accordingly. We present them in detail in the Appendix. In con-
trast to ProGED and DSO, which discover each ordinary differential equation (ODE) in a
system separately, SINDy discovers the entire system at once. Furthermore, SINDy can
only reconstruct ODEs that are linear in parameters, therefore, it is not able to reconstruct
the bacres, predprey, and cphase systems, which are nonlinear. Nevertheless, we per-
formed system identification on the data using SINDy by adding specific nonlinear terms
directly in the library (see Appendix B in order to have a comparable evaluation between
the methods.

We chose SR3 (Zheng et al., 2018) as the optimizer in SINDy, with the hyper-param-
eters set to L1 regularization, maximum iterations of 10°, and a tolerance of 107>. As we
wanted to make the evaluation process for different methods as similar as possible, we var-
ied the regularization parameters threshold and v to obtain 400 candidate systems, which
were used in the model selection procedure. The threshold parameter, which determines
the strength of the regularization, varied between 0.1 and 10, with a 0.05 step, while v,
which determines the level of relaxation, was set to either 0.5 or 1. All 400 candidate mod-
els were evaluated on the validation and test sets as described for ProGED above.

Lastly, we attempted to use a transformer-based method for symbolic regression (Kami-
enny 2022) and compare it to other approaches. However, we obtained suboptimal results,
that could have been caused by incomplete documentation rather than the method itself.
Thus, we do not report the results for this method.

Our approach primarily centers on leveraging domain knowledge for the formulation
of grammars. However, to facilitate the comparative analysis we also conducted uncon-
strained experiments, where system identification was performed without any prior
assumptions. Essentially, we duplicated the experiments with the expanded space of poten-
tial models, which was done by increasing the set of possible functions or production rules.
Concretely, for ProGED, we formulated the grammar as detailed in Table 9 in Appendix.
To increase the search space for DSO and SINDy (see Appendix B), we additionally incor-
porated logarithmic and exponential functions in their function libraries.
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4.4 Partial observability

In the partial observability scenario, we compared ProGED with two other methods,
L-ODEfind and GPoM, which are capable of handling partially-observed dynamical
systems, unlike DSO and SINDy. We chose to test on only the vdp model, which was
best reconstructed under full observability, as the identification under partial observ-
ability is a challenging task. Moreover, the vdp model includes only terms with linear-
ity in parameters and can thus be reconstructed by L-ODEfind and GPoM. To create a
scenario with partial observability, we simply removed the time-series data for one of
the two state variables, depending on which one was observed, resulting in incomplete
knowledge of the system’s dynamics. We tested the performance of each method by
varying the level of data coarseness and noise. The particular settings of each method
are outlined in the subsequent paragraphs.

ProGED generated the candidate models for the vdp system with the same state
oscillator grammar (Table 7) used in the full-observability experiments. Again, we
let ProGED generate 2500 models; however, in this case, the grammar formulated the
entire system at once, already encompassing differential equations for both state vari-
ables. As explained in Sect. 3.2, to work under partial observability, the objective func-
tion in ProGED utilizes an initial value ODE solver, concretely LSODA (with the hyper-
parameters set to rtol=10e-3, atol=10e-3). As only one of the initial values is observed,
the other has to be, together with other model parameters, estimated by the optimization
algorithm. All other settings for the optimization algorithm were the same. We used the
same validation-test procedure as for the full observability scenario to select the best
model among the 2500 candidates.

L-ODEfind’s main setting is the maximum polynomial order, which was set to three.
In the complete observability scenario, we established the highest degree of ODEs to
be one, while in the partial observability scenario, it was set to two. L-ODEfind outputs
the best model in a higher dimensional space, which cannot be transformed back to the
first-order system of ODEs uniquely. However, since we used the known VDP model
that includes the equation X =y, we were able to convert the second-order equation to
a system of first-order ODEs, allowing us to compare and evaluate the method with the
others.

For GPoM, we used similar hyper-parameters as for L-ODEfind. We fixed the maxi-
mum polynomial order at three. For cases where both variables were observed, we kept
the number of dimensions to be created from each input variable at one. Under partial
observability, we set this hyper-parameter to two, in order to create an additional state
variable by differentiating the observed variable. The ODE integration method used was
LSODA with a maximum limit of 5120 integration steps.

4.5 Performance measures

We compared the results of the different methods with three metrics that quantify either
the accuracy of the reconstruction or the complexity of the resulting expression. The
primary metric that was used for model selection, was the trajectory error, calculated
on train, validation and test sets. We calculate it, for a given state variable u, by using
the relative-root-mean-square-error
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where u(t) and #(¢) denote the simulated values of the state variable u at time point ¢, com-
puted using the true model and the reconstructed model, respectively. The u is the mean
value of u(f) in the data obtained by simulating the true model. We define the total trajec-
tory error as the sum over all the state variables u in the system of equations, TE = ), TE,,.

u
Lower trajectory error means better reconstruction of systems’ dynamics.

The second metric we used was the normalized term difference (TD), defined as the sum
of the number of missing terms and the number of wrong terms in the reconstructed sys-
tem, divided by the number of true terms:

TDM _ Nu,missi]n\? + Nu,wrong ‘ (4)

u,true

Here, N, missing 18 the number of terms that are missing from the reconstructed differential
equation for the state variable u in the system of equations. The number of wrong terms
Ny wrong 18 the number of terms that are not present in the true differential equation and the

N, true 18 the number of true terms. We define the term equivalently to a summand, which is
an individual part of the expression, separated by addition or subtraction. Again, the total
TD was calculated as the sum over all the state variables u in the system of equations,

TD = Y TD,. We calculated TD using a custom script that first expands expressions by

multiplying out all of the products and then simplifies them using the Sympy library. Addi-
tionally, the constants are rounded to the third decimal place and only the terms with con-
stant above 0.001 are kept. The decision to round to the third decimal place was influenced
by the presence of a non-zero third decimal place parameter in the predprey system, spe-
cifically in its parameter value of 0.075. After the expressions were simplified, the parame-
ter values were replaced by the symbol "C" in order to allow comparisons between the
terms. Additionally, the symbol "C" was added wherever it was missing. For example, the
expression 8.456x + y sin(x) would be transformed to Cx + Cy sin(Cx). Lastly, we counted
the number of terms in the original and reconstructed models, as well as the number of
common terms, from which TD was calculated. Finding the number of common terms
proved to be challenging for models involving trigonometric functions, as these functions
can be expressed in multiple equivalent yet non-identical forms (e.g.,
cot(x) = cos(x)/ sin(x)). To overcome this issue, additional equivalent terms were added in
a set, which was especially needed for trigonometric functions (e.g.,
Csin(Cx + C) == Ccos(Cx)). In the end, we also manually inspected the results of the
automatic TD calculation and made necessary corrections to the TD values. We manually
corrected the TD results in 9/180 model expressions in the first experiment and 3/180 eval-
uations in the second. The TD metric is a useful measure of both the accuracy and com-
plexity of a reconstructed system of equations. The reason to use TD as the second meas-
ure of performance is to identify potential over-fitting, which may be overlooked by TE
since the latter tends to favour more complicated models that closely match particular tra-
jectories. Ideally, TD should be zero, indicating a perfect match between the reconstructed
and true model structures.
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The third measure of the reconstruction success was the normalized complexity (NC),
which is calculated as the number of nodes in the expression tree of a reconstructed equa-
tion divided by the number of nodes in the expression tree of a true system’s equation:

N,

u, nodes in reconstructed
NC, = =2 . 5)

u, nodes in true

The NC of a system of equations was considered as the sum of the NC, of the individual
equations of state variables u in the model. NC is best at 1, where the complexity of the
true and reconstructed model are equal. We included NC to complement TD. The NC met-
ric is commonly used in research due to its straightforward calculation. Nevertheless, TD
provides a more informative measure of accurate reconstruction. Even if NC is equal to 1,
TD can still take nonzero values, implying the existence of erroneous terms in the recon-
struction models. However, when TD is equal to 0, NC should also be 1.

The performance of the methods was statistically evaluated in terms of their trajectory
error for each system by using a critical difference diagram (DemsSar 2006). The critical
difference measure includes the Friedman test with corresponding post-hoc Wilcoxon tests
for pair-wise comparison between the methods. Statistical results were corrected for mul-
tiple comparisons using Holm’s method (Fawaz et al., 2019). We performed the statistical
evaluation separately on six dependent configurations, consisting of pairs of the three SNR
values and the two data types (small and large data). The statistical tests were applied in
both, the constrained and unconstrained model space under full observability.

5 Results

The system identification performance of the methods for ODE discovery was evaluated by
using three measures: the trajectory error (TE), which measures the success of reconstruct-
ing the dynamics of the systems, the normalized term difference (TD), which measures
the success of reconstructing the model structure and normalized complexity (NC), which
describes the relative complexity of the reconstructed model as compared to the complex-
ity of the true model. We begin by presenting the results in the context of full observability,
considering both constrained and unconstrained model spaces. Following that, the results
for the partial observability setting are presented, where only the constrained model spaces
were considered.

5.1 Full observability
5.1.1 Results of statistical analysis

To compare the three methods, we conducted a statistical analysis of their test TE results
using critical difference diagrams. The analysis was conducted separately for each of the
six configurations, which included combinations of two data types (small and large data)
and three SNR levels (clean, 30 dB and 13 dB SNR). We provide the results of the sta-
tistical analysis in Table 3, where the ranks, p-values, and critical difference measures of
the Friedman test are reported. The group-level Friedman test showed no significant dif-
ferences when constrained model spaces were considered. In certain configurations, one
method may demonstrate superiority, while in other configurations, different methods may
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Table 3 Statistical comparison of
methods based on their trajectory
errors on test data

Constrained Unconstrained
Small Large Small Large

Clean ProGED 1.8 1.8 1.4 1.6
DSO 2.0 2.0 1.9 2.0
SINDy 22 22 2.7 2.4
p-value 0.67 0.67 0.08 0.20
CD 0.4 0.4 1.0 0.8
N 10 10 10 10

30dB ProGED 2.1 1.80 14 1.75
DSO 1.5 1.90 1.9 1.75
SINDy 2.4 2.3 2.7 2.5
p-value 0.12 0.50 *0.01 0.22
CD 0.90 0.5 1.30 0.75
N 10 10 10 8

13dB ProGED 1.80 2.13 1.67 1.29
DSO 1.7 1.38 1.33 2.00
SINDy 2.5 2.50 3.0 2.71
p-value 0.15 0.07 *0.0009 *0.03
CD 0.80 1.13 1.67 143
N 8 10 9 7

Results are shown for both constrained and unconstrained model
search spaces and for each of the six data type combinations result-
ing from two data sizes (small and large data sets) and noise levels
(clean, 30 dB SNR and 13 dB SNR). The first three rows in each
combination represent the ranks of each method, where rank 1 is the
best, and rank 3 is the worst score. P-values based on the group-level
Friedman test are shown in the fourth row, the critical difference (CD)
in the fifth row and the number of samples (N) in the last row. The
three combinations marked with a star * had significant group differ-
ences (p < 0.05). For these, the CD diagrams are shown in Appendix
Fig. 5

exhibit better performance. The lack of significant differences can, in part, be attributed
also to the small sample size. While the use of ten systems in six different configurations
is an extensive evaluation, N = 10 is a small sample size for statistical tests. Additionally,
SINDy was unable to construct and regularize valid models for some systems, which fur-
ther impacted the statistical power.

Statistical analysis of the experiments with unconstrained model spaces also showed no
statistical differences in performance between the methods on noise-free data. On the other
hand, it showed significant differences in three noisy configurations: the large data at 13 dB
SNR and the small data at 30 dB and at 13 dB SNR. In two out of three cases, SINDy had
significantly lower rank (worse performance) compared to ProGED and DSO (see Appen-

dix Fig. 5).
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Fig.1 Comparison of the trajectory error (top row), normalized term difference (middle row) and normal-
ized complexity (bottom row) for the ProGED, DSO and SINDy methods, colour-coded as shown in the
legend. The left-hand side plots correspond to results on the small data and the right-hand side plots to
results on the large data. Each subplot compares performance on data with different noise/SNR levels: clean
data, 30 dB and 13 dB. Each boxplot represents the distribution of performance over the ten dynamical
systems. The black diamonds represent outliers. The red numbers denote the number of successful identi-
fications when some out of the 10 system identifications failed (only in SINDy). Note that TE is shown on
a logarithmic scale. The dashed horizontal line at TE = 1 represents the threshold, which can be seen as a
minimum requirement for good performance. The line at NC = 1 represents the optimal complexity value.
The optimal value for TD is 0. One value for SINDy was too small to fit on the plot, so the boxplot was
truncated and the value is instead displayed numerically at the end of the whisker (Color figure online)

5.1.2 Descriptive analysis

A summary of the results of the experiments with constrained model spaces is shown in
Fig. 1, where ProGED is compared to DSO and SINDy.

The results show that the reconstruction on clean, large data as expected outperformed all
the other configurations (see the first group of three boxplots in the top right subplot). All three
methods had a median TE of around 102 in this configuration, as well as the lowest TD, mean-
ing that they made the least reconstruction mistakes. This is because noise-free, higher-reso-
lution data is an ideal scenario, especially for methods that rely on numerical differentiation.

Both the presence of noise and the data size/granularity notably influenced the methods’
performance. A comparison of the TE on the clean, small data with the TE on the moder-
ately noisy (30 dB SNR) but large data reveals that moderate noise had a more pronounced
effect on TE in all three methods. However, the TD and NC metrics present a somewhat
different picture. There were more erroneous terms when provided with small, clean data
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as compared to large, moderately noisy data. One plausible explanation for this discrep-
ancy is that noise has a more substantial effect on parameter estimation, influencing TE
more, as compared to the effect on the actual structure selection algorithm.

The assessments on highly noisy data (13 dB SNR) unsurprisingly yielded the poorest
results, irrespective of data size/granularity. The TE was around or above 1 for all methods,
and, on average, the reconstructed models contained more than twice the number of incor-
rect or missing terms compared to the terms in the true model.

As an additional observation, Fig. 1 nicely illustrates how the TD metric can offer addi-
tional insights alongside the NC metric. When examining how NC changes for each method
in relation to noise levels, it demonstrates relative stability with some fluctuations. In contrast,
the TD of each method monotonically increases with the level of noise, aligning with expec-
tations and resembling the behavior of the TE metric. We have also computed the Pearson
correlation coefficient (r = 0.65) between TD and NC, revealing a relatively strong correla-
tion. All in all, the metrics capture similar aspects, but only to some extent, thus highlighting
the importance of the term difference metric for evaluating the results of equation discovery.

A summary of the results obtained when the unconstrained model spaces were consid-
ered is given in Appendix C. Notably, SINDy exhibited significantly poorer performance
and struggled to provide valid expressions in certain noisy scenarios. Even in the context
of a large and clean dataset, the TD was approximately 5, signifying that the reconstructed
expressions contained on average more than five times as many incorrect terms as the num-
ber of terms in the true expressions. We believe the reason for the worse performance can
be the use of a large and considerably more general library (that does not include spe-
cific nonlinear terms that would be partially tailored to the Dynobench dataset), in contrast
to the experiments with constrained model spaces. This made it difficult (and sometimes
impossible) for linear regression to return parsimonious expressions, even with strong
L1 regularization. Another notable observation is that DSO maintained consistent per-
formance when assessed on a clean and large dataset. However, its performance declined
when evaluated under alternative data configurations. A similar behavior was observed for
ProGED, which exhibited poorer results across all configurations. The diminished perfor-
mance of both DSO and ProGED can be attributed to the increased search space. Given

Table 4 Number of successful

. Constrained Unconstrained
reconstructions of structure
(TD = 0) and dynamics TD=0 TE<01 TD=0 TE < 0.1
(TE < 0.1) for each of the six
configurations (two data types Sm La Sm La Sm La Sm La

and three noise levels)

Clean ProGED 4 10 12 18 2 6 8 13
DSO 7 11 16 20 2 9 10 20
SINDy 7 11 12 18 3 4 10 11

30dB PoGED 2 2 5 4 2 3 3 5
DSO 6 6 4 6 2 4 2 5
SINDy 3 4 3 5 2 3 1 5

13dB PooGED 1 2 0 0 2 2 0 0
DSO 33 0 0 0 2 0 0
SINDy 1 1 0 0 1 1 0 0

There were 21 expressions altogether (three ODEs in the lorenz model
and two ODEs in the others)
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ProGED’s limitation in evaluating a finite number of candidate models, the search space
expansion inevitably impacted its performance. This may not be the case for DSO, as it can
better learn the structure when presented with a sufficient amount of good quality data.

Next, we inspected the number of successful reconstructions of model structure (TD = 0)
and dynamics (TE < 0.1) for each of the six configurations. Table 4 shows the results on
both the constrained and unconstrained model search spaces. Overall, the number of success-
ful reconstructions decreases as noise increases, as well as between constrained and uncon-
strained search. If we first consider the constrained scenario, we observe that the methods
at best find the true model structure in about half of the cases, when evaluated on clean and
large data. ProGED successfully identified 10 out of 21 expressions, while both DSO and
SINDy discovered 11/21. On the other hand, about twice as many models had good fit to the
data (TE < 0.1). ProGED and SINDy found 18 such models and DSO found 20.

In the unconstrained search space scenario, as anticipated and consistent with other data
configurations, the results show relatively lower performance. DSO identified a maximum
of 9 structurally correct expressions, while ProGED and SINDy identified 6 and 4, respec-
tively. Regarding expressions with good reconstruction of model dynamics (TE < 0.1),
DSO led with 20, followed by ProGED with 13, and SINDy with 11.

Overall, DSO exhibited the most favorable results for both reconstruction success cri-
teria. SINDy was most influenced by the type of library used and ProGED demonstrated
competitive performance reconstruction of dynamics and a bit worse performance at struc-
tural reconstruction. This reflects its use of a potent parameter optimization algorithm and
its disadvantage due to limiting the number of possible expression evaluations, impacting
model selection performance.

In general, structure identification proved harder as compared to the identification of
dynamics, as it is widely known in the field. The poorer structural results could be to some
extent influenced by the relatively strict TD measure employed in our study. As detailed
in Sect. 4, we retained only the terms with constants above 0.001. This stringent threshold
for constant values might have in some cases led to the inclusion of irrelevant terms that
had very little influence on the accuracy of the reconstructed model. Nevertheless, round-
ing to the third decimal place is generally considered to be a relatively lenient threshold.
Furthermore, the contrast in success rates between structure identification and dynamics
identification again underscores the importance of term difference evaluation. Within the
field of system identification, the focus is often on achieving similar dynamics on the test
data, a goal that is relatively easier to attain. However, relying solely on the resemblance
of dynamics does not conclusively indicate the discovery of the correct underlying model.

The last results we present for the full observability scenario are the best-generated
models for each of the ten tasks of dynamical system reconstruction. The best reconstruc-
tion was based on the TE metric, considered separately for each system, data configuration
and SNR level. In Table 5, we provide the results for the large, clean data within the con-
strained search spaces. The corresponding results for the same data configuration within
the unconstrained model spaces is given in the Appendix Table 10. The complete results
across the other data configurations can be found in the GitHub repository.

Overall, ProGED and DSO found the best approximation of dynamics for three models,
whereas SINDy demonstrated superior performance on four models. SINDy found the best
models for glider, shearflow, barmag and stl systems. DSO was the best in reconstruct-
ing the vdp, lorenz and lv systems, while ProGED was the best in reconstructing bacres,
cphase and predprey models. Noteworthy that while the best identification of the stl model
by SINDy could be expected, the identification of other nonlinear models, which are typi-
cally challenging for linear regression methods, was unexpected. This can be attributed
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Table 5 Best reconstructed models of ten dynamic systems based on trajectory error (TE). The results
shown here are based on the fully observed setting, with constrained model spaces and clean, large data.
The column "Best method" lists the method that reconstructed the model with the lowest TE, which is,
together with term difference (TD), shown in the third column. The names of the systems are shown in the
first column

System Best method TE, TD Best model
bacres ProGED 34e-3 = — 1298
acres ro e k= mn 0.999x + 19.994
0.67 o= — 1974605
Y= " Ssae-tomm T 10.0
barmag SINDy 5.2e—-10 x = —1.0sin(x) + 0.5 sin(x — y)
0 y = —1.0sin(y) — 0.5sin(x — y)
chpase ProGED 2.3e-2 X = 0.8 sin(1.0x) + 0.8 sin(1.0y) + 0.001 cos(1.029y)
0.75 +1.728 cos(0.003y + 4.621) + 2.144

§ = 0.6sin(1.0y) + 4.53

glider SINDy 1.0e-3 %= —0.05x> — 1.0sin(y)
0 ¥ =1.0x - 0.997<2
lorenz DSO 1.7¢-3 X =-10.0x + 10.0y
0.5 y=—1.0x(z — 26.998) + 1.0x — 1.0y
z=xy—2.667z+ 0.009
Iv DSO 5.2¢-3 ¥ =x(—x—1.995y +3.0)
0 3 = 0.998y(—x — y + 2.0)
vdp DSO 2.0e—4 &= y(1.0 — 1.0x)/(1.0 — 1.0x)
0 3 = —1.999x%y — x + 1.999y
predprey ProGED l.le=2 i = —0.999x +3.997x% /(x + 0.001)
1 —1.0xy/(x + 1.001) + 0.004
3 = 1.0xy/(x + 1.0) — 0.075y?
shearflow SINDy 1.6e—9 * = 1.0 cos(x)/tan(y)
0 ¥ = 0.9 sin(x) cos(y)* + 0.1 sin(x)
stl SINDy 34e—4 % =—-1.0x° — 1.0xy*> + 1.0x — 3.0y
0.25 $ = —0.998x%y 4+ 0.001xy? + 2.999x — 1.001y> + 1.0y

to SINDy’s custom function libraries (see Appendix B), which included not only the ele-
mentary functions (e.g. cos, sin) but also their combinations, such as cos?(y) sin(x) - direct
terms in the true models. This provides an important advantage for SINDy, as it only needs
to retain these terms, while ProGED and DSO have to construct the correct terms from
elementary functions. While we extended SINDy’s library with high-level terms for the
sake of comparison, the inclusion of such specific terms may have limited applicability in
real-world scenarios. This is further confirmed by results with the more general, uncon-
strained library, as shown by the results in the Appendix Table 10. In that case, SINDy was
only able to best reconstruct the polynomial stl model. The unconstrained model search
space posed challenges for ProGED as well. ProGED managed to best reconstruct 3 out of
10 models, but with higher TD and TE values. As ProGED’s strength lies in formulating
expressive grammars to narrow down the search spaces, the results on unconstrained space
can be seen as a baseline assessment for evaluating ProGED’s performance.
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Fig.2 Comparison of the performance of three ODE discovery methods under partial observability, with
each method colour-coded according to the legend. The top row displays the trajectory error (TE) on a
logarithmic scale, the middle row the term difference (TD) and the bottom row the normalized complexity
(NC). The graphs are arranged into two columns based on data length, as indicated by the subtitles. On the
x-axes, the results are hierarchically grouped by SNR (clean, 30 dB, 13 dB) and by the observability modes:
full observability (labelled as xy), observability in only the x variable (labelled as x), and observability in
only the y variable (labelled as y). Since only one system (vdp) was tested in the partially observed set-
ting, error bars are not included. The dashed horizontal line at TE = 1 represents the threshold/ minimum
requirement for good performance, while the line at NC = 1 represents the optimal complexity value. The
optimal value for TD is 0 (Color figure online)

5.2 Partial observability

To evaluate the performance of ProGED in identifying partially observed systems, we
followed a similar procedure as with fully observable systems. We considered six differ-
ent data configurations, including two types of data (small and large) and three SNR lev-
els (clean, 30 dB, and 13 dB). The evaluation process consisted of employing the same
validation-test procedure and comparing the results of ProGED with two other methods.
The latter are no longer DSO and SINDy, which can only deal with fully observable sys-
tems, but rather L-ODEfind and GPoM, that were designed to handle partial observabil-
ity. However, instead of evaluating on the entire Dynobench dataset, we focused on the
reconstruction performance for the vdp model, considering only the constrained model
space.
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Figure 2 presents the results in terms of three performance measures: TE, TD and NC.
The first thing to notice in the TE plots (top row) is that a sufficient amount of data were
necessary for good performance. On the small data either the reconstruction of dynamics
was poor (TE & 1) or the TD and NC of the models were large. The one exception is the
reconstruction by GPoM on data with 30 dB SNR and only the variable x observed, where
the method added only one erroneous term to the otherwise correct model (TD = 1). Nota-
bly, in the context of partial observability, it appears that the amount of data has a signifi-
cantly greater influence on TE than the level of noise in the data, which was not as clear
under full observability. One potential explanation for this is that both ProGED and GPoM
employ ODE simulation, which is less sensitive to noise in the data as opposed to numeri-
cal differentiation approaches.

Due to the poor results on small data, our examination of performance under differ-
ent observability scenarios (columns xy, x and y) focuses only on the results from the
large dataset. As expected, the reconstruction performance under partial observability
decreases with decreasing SNR. On clean, large data, all the methods showed relatively
good reconstruction of dynamics under at least one of the two partial observability settings.
However, only ProGED was able to reconstruct vdp under the moderate SNR of 30 dB.
Interestingly, while ProGED performed similarly under both partial observability settings

Table 6 Best models of vdp system reconstructed in terms of trajectory error (TE) in the partially observed
setting

SNR Obs. Bestmethod TE,TD  Best model
Clean Xy ProGED 0.002 x = 1.0y
(Long data) 1 ¥ = 0.001x*y — 2.004x%y — 1.0x + 2.002y
X LODEfind 0.027 =y
5 ¥ = —0.001x° — 1.993x2y — 0.002xy* + 0.003xy
—0.994x — 0.001y? + 1.997y + 0.003
y ProGED 0.124 x=0.984y
1 ¥ = 0.001x*y — 2.066x%y — 1.016x + 2.001y
30dB Xy ProGED 0.057 X = 1.005y + 0.005
(Long data) 2 ¥ = —1.963x%y — 0.993x + 1.988y — 0.01
X ProGED 0.257 X = 0.004x + 0.865y — 0.013
2 v = —1.984x%y — 1.15x + 1.974y
y ProGED 0.507 x =0.938y
2 v = 0.147x*y — 2.695x%y — 1.075x + 2.134y
+0.002
13dB Xy ProGED 1.021 X = 0.064x> 4+ 0.968y — 0.129
(Long data) 3 ¥ = —2.328x%y — 1.081x + 2.071y — 0.16
X ProGED 1.259 x=0.651y — 0.022
2 y = —1.985x%y — 1.527x + 1.983y + 0.064
y ProGED 1.973 % =0.156x + 1.098y
4 y= 22 49705 — 4773y — 0.146

x+4.804

The results are based only on the "large" data that was either clean, or had noise with 30 dB and 13 dB
SNR. Additionally, the results are separated by observability mode, where xy represents the full observabil-
ity scenario, while x and y denote partial observability (of only one respective state variable). The column
"Best method" lists the method that reconstructed the model with the lowest TE
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(when either x or y were observed), GPoM and L-ODEfind showed a bigger discrep-
ancy and performed well when only x was observed, but not when only y was observed.
One reason for that could be that L-ODEfind constructs a model in a higher dimensional
space. An example of the returned model by L-ODEfind, when only x is observed, is
%= —0.94 + 1.75% — 1.84ix? — 0.105? + 0.3133. The transformation back to the original
model is only possible because we are dealing with the vdp system, where x = y, otherwise
it would not be possible. The L-ODEfind is consequently not useful for system identifica-
tion but rather for the prediction of the trajectory of the observed state variable. GPoM, on
the other hand, returns a system of first-order equations, although it still works in a higher
dimensional space to find the correct model. Upon examining the TD values presented in
the second row, it is evident that none of the methods achieved a perfect reconstruction of
the model structure for the vdp system: each had at least one additional erroneous term in
the model, also under full observability (scenario xy).

Next, similarly to the analysis under full observability, we looked at the best-recon-
structed models for each of the data configurations and summarized the results in Table 6.
ProGED demonstrated superior performance across all scenarios, except in the case of
clean data with only the x variable observed, where L-ODEfind was better. These results

, Full observability Partial observability
10 4626459
106 732828 |
10°F E 46265
[%2]
° 8864
S 4 7328
Q 10%F == 3
E 1183
|
©
S 146
[a)]
102} 3
101k 3 5
0 1 1 1 1 1 1
ProGED DSO SINDy ProGED GPoM L-ODEfind

Fig.3 A comparison of system identification duration for the evaluated methods, separately for full observ-
ability (left graph) and partial observability (right graph). Each boxplot depicts the distribution of dura-
tion for a specific method across the systems used and across all configurations of data length and SNR
levels. Median values are explicitly annotated on the boxplots, providing precise numerical information.
Notably, the duration of ProGED duration is represented by two boxplots. The dark blue boxplot indicates
the summed duration needed for the system identification, while the light blue boxplot represents the dura-
tion needed on the computer cluster, where the model evaluations were done in parallel. Note that the y-axis
is in logarithmic scale (Color figure online)
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also nicely highlight the presence of additional erroneous terms in the models, as men-
tioned in the previous paragraph. Additional terms have minimal impact in the simpler
configurations (higher SNR and larger data), but become more influential in more chal-
lenging data configurations.

5.3 The time complexity of experiments

In our experiments, the computation time required for ODE discovery under each configu-
ration varied depending on the method, data size, SNR levels, observability, as well as the
number of model parameters of the individual systems in the benchmark.

Figure 3 depicts the duration of inferring a single dynamical system for each of the
evaluated methods, where we added up the running times of the four individual data-
sets (obtained from four different initial states) and the two state variables (or three for
lorenz system). Each boxplot shows the distribution of duration over all six configu-
rations of SNR levels and data coarseness/sizes. The computational costs are shown
separately for full observability (left) and partial observability (right).

SINDy, GPoM, and L-ODEfind, which are capable of constructing and assessing only mod-
els that are linear in their parameters, exhibit shorter inference times as compared to ProGED and
DSO, which can infer nonlinear models as well. The observed difference in computational costs
can be attributed to several factors. Firstly, nonlinear models are inherently more complex and
often involve a greater number of parameters. Additionally, the inference process for nonlinear
models necessitates the utilization of computationally expensive optimization algorithms, both
for structure as well as parameter search.

Note that Fig. 3 shows two boxplots for ProGED in each setting. For the full observ-
ability setting, the upper dark blue boxplot with a median duration of 732828 sec-
onds (8.5 days) depicts the overall time ProGED would need if all of the 2500 models
were evaluated sequentially. However, due to independent model sampling from the
grammar, ProGED can estimate the parameters of the models independently in paral-
lel. This improves the speed by the number of batches, which was 100 in our case. The
duration of the experiments ran in parallel is then represented by the lower light blue
boxplot with a median duration of 7328 seconds (2 hours).

While not depicted in the plot, both ProGED and DSO were additionally eight-fold
accelerated through the parallel execution of system identification on each dataset (for
the four initial values) and each of the state variable separately.

ProGED experiments were conducted on a high-performance computing cluster
(HPC). For a single dynamical system, we tested 6 data configurations (two versions
of data size and three noise levels), each on four sets of initial values. Additionally,
2500 candidate models were tested for each state variable in the system, with an evalu-
ation process that was divided into 100 batches. Overall, this resulted in a total of
24 -2 -100 = 4,800 performed jobs per system (for the lorenz system it was 7200 jobs,
as it has three state variables). In the experiments involving partial observability, sys-
tem identification was similarly done in parallel by splitting the jobs into the standard
24 data configurations, for each of the observability scenarios. Each of the configura-
tions was run in 250 batches yielding 24 - 3 - 250 = 18, 000 jobs in total.

The DSO experiments included 504 jobs and involved the same data configurations as
ProGED under full observability. DSO however, does not estimate the expressions in parallel.
Thus, the model search for a particular configuration was computed within a single job.
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SINDy is in general very fast and can complete system identification in several sec-
onds. In our approach, SINDy conducted 96,000 local runs, resulting from varying
10 systems, 24 (2 -3 -4) data configurations and 400 different sets of regularization
parameters. We did not have to separate the discovery of each state variable separately
when evaluating SINDy, as it can find equations of all state variables simultaneously.

As shown by Fig. 3, L-ODEfind needed on average 5 seconds for one system identification
and there were no additional runs. GPoM needed on average 145 seconds for one system identifi-
cation. Both methods had to be run on 72 data configurations as described for ProGED. SINDy,
L-ODEfind and GPoM were all run on a single computer.

6 Discussion

In this work, we presented an extension of ProGED, an equation discovery method based
on probabilistic context-free grammars, in the direction of discovering ordinary differential
equations (ODEs). This extension can additionally learn ODEs from partial observations,
where only a subset of the state variables of the dynamical system are measured. We have
also presented a systematic and comprehensive comparative evaluation of ProGED and dif-
ferent competing methods for modeling dynamical systems on an extensive new bench-
mark of ten dynamical systems.

The comparative evaluation involved the reconstruction of known ODEs from given
data of various levels of coarseness, noise, and observability. This allowed the assessment
of the methods’ robustness, as well as their strengths and limitations related to their appli-
cability to practical tasks of modeling dynamical systems from data. The methods were
tested on an updated and extended version of the Strogatz benchmark that consists of ten
dynamical systems, which we have also made openly available under the name Dynobench.
The main differences between the Dynobench and Strogatz benchmarks are (i) the addition
of three dynamical systems, expanding the variability of the models, (ii) the addition of six
data configurations, encompassing two distinct data coarseness levels and three signal-to-
noise ratio (SNR) levels, and last but not least, (iii) the use of a more accurate ODE solver
to generate the data trajectories, better exemplifying the dynamics of the model. These
adjustments allowed for a more comprehensive and realistic evaluation of the methods.

Looking at the effects of data coarseness, all the methods performed (more) poorly when
applied to a small/coarse dataset containing only 100 data samples, sampled at 0.1 Hz.
Conversely, as anticipated, the reconstruction of model dynamics improved significantly
when the methods were applied to larger/finer datasets (2000 data points, sampled at 0.01
Hz). We highlight this point given the common usage of benchmarks which include a lim-
ited number of data samples (La Cava et al., 2021). As science increasingly leans towards
gathering more high-quality data, the performance of ODE discovery methods should also
be tested on such data. The length and the sampling rate of the large data we used are still
well within the range of common sets of measurements in real-world experiments.

As expected, the results of the experiments confirm the well-established concept that
the measurement noise greatly affects the ability to identify an underlying dynamical sys-
tem (Fajardo-Fontiveros et al., 2023). The evaluated methods had great difficulties when the
signal-to-noise ratio (SNR) was the lowest. Interestingly, under full observability and when the
SNR was moderate, noise had relatively more influence on the results than the data size and
coarseness. Under partial observability, data coarseness had a greater influence on the results
as compared to the influence of SNR. This can be to some degree explained by the fact that
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the methods employing numerical differentiation (normally used under full observability) would
demonstrate a higher drop in performance when exposed to noisy data, as compared to the meth-
ods that use numerical simulation of ODEs (which is necessary under partial observability).

In the full observability setting, there were no statistically significant differences in per-
formance observed among the methods, although DSO exhibited the best performance, fol-
lowed by ProGED and then SINDy. Notably, despite the reasonable quality of the recon-
structed model dynamics, the methods correctly identified the true model structure only
for half of the equations. To evaluate the success of model structure identification, we
employed both the term difference and the normalized complexity measures. Although the
(normalized) complexity measure is often employed in the literature, due to its simplicity
of calculation (Mundhenk et al., 2021; Kamienny (2022), we show that the term difference
provides a more accurate assessment of the correctness of the model structure. While some
studies already assessed the accuracy of model structure reconstruction using metrics simi-
lar to term difference (Mangiarotti and Huc 2019), we believe there is a need to establish a
standard evaluation measure for the success of model structure reconstruction.

ProGED outperformed the other two methods, L-ODEfind and GPoM, in the par-
tial observability setting and was the only one that completely successfully reconstructed
the vdp system in settings with moderate noise and with only one of the state variables
observed. Moreover, ProGED showed higher robustness in performance under partial
observability (with different state variables observed). This property is essential in real
modeling scenarios, where we cannot choose the measurement variables freely.

Lastly, while methods that rely on the polynomial structure (GPoM) or linearity in
parameters (SINDy, L-ODEfind) perform fast and sufficiently well for some systems,
ProGED and DSO are able to generate and identify much larger spaces of possible ODE
models. This comes at the cost of longer running times, which seem to be, at least up to
now, unavoidable. The response time of reconstruction experiments can be greatly reduced
through extensive parallel implementation, particularly in the case of ProGED. Alterna-
tively, the speed of ProGED can be further increased by using more restricted grammars,
but this is only advisable in practical applications where domain knowledge is available.

The research presented here has some limitations that need to be addressed in further
work. Firstly, although the construction of grammars based on background knowledge
showed promise, there is room for improvement. In future research, optimization algorithms
could be employed to optimize the production probabilities within the grammar in a data-
driven manner. Another strategy to consider is the utilization of attribute grammars to pro-
vide additional constraints and refine the search space (Brence et al., 2023). Furthermore,
exploring alternative generative algorithms (MeZnar et al., 2023), instead of relying solely
on the Monte Carlo algorithm, could enhance the efficiency of ProGED’s structure search.
Secondly, the computation of the term difference (TD) measure, which we advocated as
a means to evaluate the accuracy of the model structure, has implementation challenges.
This is primarily due to the potential abundance of equivalent, but not identical expressions
that can be generated by the modeling algorithms. Consequently, a manual inspection of the
term difference measure was conducted, which, although subjective, was deemed necessary
from our perspective. Lastly, increasing the number of systems and systems’ trajectories
used for the evaluation would provide more reliable evaluations and higher statistical power
(La Cava et al., 2021). This would be especially informative under partial observability.

In sum, we show that the enhanced version of ProGED that we propose here can be
successfully used to model dynamic systems. It exhibits comparable success rates to other
contemporary methods for ODE discovery, when dealing with fully observable systems. It
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is the preferred choice when dealing with partially observable systems and data with mod-
erate levels of measurement noise.

Appendix

A Grammars for generating ODEs by ProGED

See Tables 7, 8, 9.

Table7 A grammar designed
to construct mathematical
expressions on the right-hand
side of the ordinary differential
equations of the state oscillators
models

Table 8 A grammar designed

to construct mathematical
expressions on the right-hand
side of the ordinary differential
equations of the phase oscillator
models

N ={E,T,M,V}
T ={+,*,+(),¢x,y}
X =
E - E+T][0.6] |7 [0.4]
T - T« VI[0.35] | M+ V[0.1] | ¢[0.55]
M - x+(x+c)[0.5] ly+ (@ +c¢)[0.5]
V - x[0.5] | y [0.5]
S =E

This grammar can generate expressions (E) involving sums (S) of
multiplicative terms (7) involving state variables (V) and a Monod
transformation thereof, M. The example grammar involves two state
variables, x and y. It can be easily extended to an arbitrary number of
state variables by adding new production rules to the nonterminals V/
and M. The number in square brackets next to each production rule
denotes the rule probability

N ={E,T,L,LT,V}
T = {+, *,sin,cos, (,),c,x,y}
R =
E - E+T[0.6] |T [0.4]
T — ¢ = sin(L) [0.5] | cos(L) [0.5]
L— L+LT[0.1] |LT [0.9]
LT - ¢ %V [0.2] |c [0.8]
V - x[0.5] y [0.5]
S =E

This grammar can generate expressions (E) involving linear combina-
tions of trigonometric terms (7), each being a sine or a cosine of a
linear combination (L) of the state variables (V). The example gram-
mar involves two state variables, x and y. It can be easily extended to
an arbitrary number of state variables by adding new production rules
to the nonterminal V. The number in square brackets next to each pro-
duction rule denotes the rule probability
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Table 9 A universal grammar

designed to construct mathemati- N ={E,F.T.R,V}
cal expressions, without any T = {+,%, /,sin,cos,log,
domain knowledge exp (), ¢, x,y}
X =
E—E+F[0.6] |F[04]
F—-F=«T[02] |F/T[0.2] |7 [0.6]
T — R[0.2] |V [0.4] |c [0.4]
R — (E) [0.6] | sin(E) [0.1]] cos(E) [0.1] |log(E) [0.1]] exp(E) [0.1]
V - x[0.5] |y [0.5]
S =F

It can generate expressions (E) involving polynomial terms, as well as
trigonometric, logarithmic and exponential functions of the state vari-
ables (V) or expressions thereof (E). The grammar involves two state
variables, x and y. It can be easily extended to an arbitrary number of
state variables by adding new production rules to the nonterminal V.
The number in square brackets next to each production rule denotes
the rule probability

B Function library of SINDy

The SINDy library to construct state oscillators, namely the lv, vdp, stl, lorenz and pred-
prey systems, as well as the bacres system, included eight functions: x,y,xz,yz,xy, x3,x2y
and y%x.

The library to construct phase oscillators (for the barmag and cphase systems)
included ten functions: sin(x), sin(y), cos(x),cos(y), sin(x + y),cos(x + y), sin(x —y),
cos(x —y), sin(y — x), cos(y — x).

The function library for the glider and shearflow systems included 31 terms: x, y, xy, x2,

¥2 X3, )R, ;—C )XC x%y, y?x, sin(x), sin(y), cos(x), cos(y), tan(x), tan(y), cot(x), cot(y), —coi(y), —S“‘X@),

%(x), %, sinz(y) sin(x), sin?(x) sin(y), cos?(x)sin(y), cos?(y)sin(x), sin(x)cot(y),
siil(y) cot(x), cos(x) cot(y), cos(y) cot(x).
The general function library that was in the experiments with the so-called uncon-
strained model search space included polynomial terms up to third order, Fourier library of
y

sine and cosine functions up to first frequency, as well as custom functions f > tan(x),

tan(y), 1/ tan(x), 1/ tan(y) log(x), log(y), exp(x) and exp(y), which altogether included 25
terms. For the lorenz system, the additional state variable z was included.

C Additional system identification results for unconstrained model
search spaces

Additional results of system identification for unconstrained model search spaces are given
in Fig. 4 and Table 10.
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Fig.4 Comparison of the trajectory error (top row), term difference (middle row) and normalized complex-
ity (bottom row) for the ProGED, DSO and SINDy methods, colour-coded as shown in the legend. The
left-hand side plots correspond to results on the small data and the plots on the right-hand side to results on
the large data. Each subplot compares performance on data with different noise/SNR levels: clean data, 30
dB and 13 dB. Each boxplot represents the distribution of performance over the ten dynamical systems. The
black diamonds represent outliers. The red numbers denote the number of successful identifications when
some out of the 10 failed (important only for SINDy). Note that TE is shown on a logarithmic scale. The
dashed horizontal line at 7E = 1 represents the threshold, a minimum requirement for good performance.
The line at NC = 1 represents the optimal complexity value. The optimal value for TD is 0. Some values
for SINDy were too large or too small to fit on the plot, so the boxplots were truncated and the values are
instead displayed at the ends of the whiskers (Color figure online)
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Table 10 The best models reconstructed in terms of trajectory error (TE), for each of the ten systems in
the fully observed setting, within the unconstrained model spaces. The results shown here are for the large,
clean data configuration. The column "Best method" lists the method that reconstructed the model with the
lowest TE, which is, together with term difference (TD), shown in the third column. The names of the sys-
tems are shown in the first column

System Best method TE, TD Best model
bacres ProGED 1.2¢-3 X =-0.997x + 19.335y/(-9.473x — 3.937)
35 —0.011 log(x + 8.434) + 19.998

y = 10.107 — (2.046y exp((—0.741x — 0.399y) / (xy))
+2.046y exp(1.002/y — (xy + 12.631x)/x%) /x
—8.634/x)/x — 3.083/x

barmag DSO 5.2e—10 X = —1.0sin(x) + 0.5 sin(x — y)
0 y = —1.0sin(y) — 0.5 sin(x — y)
chpase ProGED 1.4e-2 X = 0.006y + 0.994 sin(x) — 0.869 sin(2.843
1 —cos(0.174y% +2.513) /y) + 2.248
v =0.6sin(y) +4.53
glider DSO l.le-2 X = (1.012sin(y) — 13.196) sin(0.086x + 4.716)
35 —13.193sin(y)
v =x+0.998cos(0.001x +y + 3.141) /x
lorenz DSO 3.8¢-3 X =—-10.0x + 10.0y
0.5 v = —x(0.993z — 26.759) + x — 0.948y
7 =xy—2.667z + 0.009
Iv DSO 1.4e-2 X =x(—x — 1.98y + 2.998)
0 y =y(—x — 1.0y +2.0)
vdp ProGED 2.9¢—4 X =y(1.0 +0.585/y) — 0.585
0 y = —1.999x%y — 1.0x + 1.999y
predprey DSO 1.2e-2 Xx=-0.998x(x + y/(x + 0.999) — 4.001)
1.83 v =y(—0.075y + 1.0 — 0.483/(0.483x + 0.483))
shearflow DSO 2.0e—2 X = —0.998 sin(y — 1.574) cos(x)/ sin(y)
2 ¥ = (0.455sin(2.001y + 1.572) + 0.55) sin(x)
stl SINDy 3.8¢-3 i = —0.866x* — 1.025xy* — 3.006y
1.75 +1.03 sin(x) + 0.008 sin(y)

y = —1.017x%y — 0.005xy% + 2.986x — 0.859y3
+0.016 sin(x) + 1.021 sin(y)

D Statistical analysis

The results of the statistical comparison of the performance between the three methods
ProGED, DSO and SINDy are given in Table 3 (Sect. 5.2) and Fig. 5 (here).
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Fig.5 The CD diagrams above graphically accompany Table 3. The diagrams show the rankings that had
significant differences at the group level (p-level < 0.05). They occur in the unconstrained model search
spaces setting, in the configurations with small data and moderate levels of noise (diagram A), small data
and high level of noise (diagram B) and large data with high level of noise (diagram C)
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